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ABSTRACT

Predators are faced with an uncertain world. The presence of anti-predator de-

fences, means that any potential prey item may actually be unpalatable, outright

toxic, difficult to catch, or cause harm. In order to deal with this uncertainty re-

garding profitability, predators need strategies to make good decisions on what to

attack based on the information about potential prey available to them. I develop

two models of optimal decision making for predators. The first deals with general-

izing from experience to novel prey types: I develop a Bayesian model framework

that treats generalization as a process of learning about the distribution of prey

in the environment, and apply it to a problem in generalization. The second deals

with startle displays: I develop an extension of signal detection theory to cases

where continued examination is possible, and apply it to predators faced with

startle displays.
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chapter 1

INTRODUCTION: ANTI-PREDATOR DEFENCES AND

PREDATOR DECISIONS

Predator-prey interactions are ubiquitous in nature, and finding food while avoid-

ing being eaten is a key component of the fitness of many organisms. Indeed, al-

most all organisms are potentially subject to predation, and avoiding predation

is a significant challenge for them. This causes the development of anti-predator

defences that prevent successful predation, either by avoiding interactions with

predators or by preventing successful consumption (Ruxton et al. 2018). Con-

versely, predators depend upon their ability to consume sufficient prey for repro-

duction and growth, and must therefore find a way to overcome the defences of

their prey. This produces a coevolutionary arms race between predators and prey

(Brockhurst et al. 2014).

Predator-prey encounters are generally divided into several stages: encounter

(when the predator comes within a distance where the prey is potentially de-

tectable), detection of the prey, identification as suitable prey, attack, subjugation

(catching the prey and preventing it from escaping), and consumption (Endler

1991). Defences can operate at any of these stages, and indeed many prey have

“portfolios” of several defences operating at multiple stages (Ruxton et al. 2018).

However, these defences come with costs to maintain (Bowers 1992; Cipollini et al.

2014; Blanchard and Moreau 2016). All defences have some degree of cost, and this

is particularly true of secondary defences, those which take effect after the preda-

tor attacks, such as toxicity, defensive secretions, or spines and other mechanical
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defences. In addition to the cost to maintain these defences often being greater

than that of primary defences which may be purely colouration or behavioural,

defences that are late in the predation sequence may be more costly when they

fail, as there is an increased risk of injury (Endler 1991; Broom et al. 2010). Even

if the defence is successful there may be a cost. For example, toxicity as a defence

only works if the predator at least tastes the prey: lucky prey might be taste re-

jected, but they might be consumed nevertheless (Holen 2013).

There is therefore an advantage to having defences that can be deployed early

in the predation sequence, where direct interaction with the predator is not re-

quired. One example is crypsis, which prevents the predator from discovering the

prey item, but there are also defences which act as signals of later defences in the

sequence. The first of these is aposematism, in which unpalatability or unsuitabil-

ity as prey is advertised by means of a conspicuous signal, such as bright colours

(Poulton 1890; Edmunds 1974). Aposematic prey still incur some cost from train-

ing predators to associate their colouration (or other signal) with unpalatability.

This cost can be reduced if multiple aposematic prey species converge on the same

signal, a defence called Müllerian mimicry (Müller 1879; Aubier et al. 2017). Sim-

ilarly, prey without a suitable secondary defence may still gain some advantages

of aposematism by showing the aposematic phenotype, in what is called Batesian

mimicry (Bates 1862).

Thus far, I have discussed the advantages of these anti-predator defences for

prey. But there is also an advantage for predators to respond to them. Aposematic

signals (including Müllerian mimics) are by definition honest signals of some

form of unpalatability or defence, which the predator would be generally better

to avoid, and are thus beneficial for both predator and prey. Not all defences, how-

ever, are mutually beneficial: Batesian mimics, of course, are taking advantage of
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predators’ learned aversion by sending deceptive signals to predators to induce

them to avoid perfectly good prey. In addition, predators may not always follow

aposematic signals exactly: they may consume unpalatable prey when there are

few alternative prey, or when the unpalatable prey are particularly nutritious (Bar-

nett et al. 2007; Halpin et al. 2014). Predators thus may use aposematic signals to

identify borderline suitable prey, contrary to their “intended” role (Guilford and

Dawkins 1991; Skyrms and Barrett 2019). Conversely, these borderline suitable

prey may gain protection by looking like fully defended prey species, in “quasi-

Batesian” mimicry intermediate between Batesian and Müllerian mimicry.

Predators are faced with an uncertain world in which they must do their best

to grow and reproduce. The environment they inhabit generally contains suitable

prey for them, but also dangerous, unpalatable, or unprofitable potential prey best

left alone except in extremis. Some unsuitable prey are helpfully marked by apose-

matic signals, but many of these signals must be learned, and Batesian mimics

also use them. Predators must unify the information they gather about potential

prey, both directly and through sources like social learning (Skelhorn, Halpin, et

al. 2016; Thorogood et al. 2017), and information about their own state, to make

good decisions about which potential prey to attack and when to abandon those

attacks. It is these decisions that will determine whether anti-predator defences

are effective: however, most models of anti-predator defence focus on the prey

and rely on simplistic assumptions about predator behaviour. In the subsequent

chapters I will present models for the decision making of predators in two scenar-

ios. The first deals with the problem of when to attack a potential prey item, based

on its phenotype, in general, and the model developed will incorporate preda-

tor learning using a Bayesian framework. The Bayesian framework allows one to

quantify the predator’s knowledge and uncertainty about the prey present in the

3



form of probabilities, to update the knowledge and the uncertainty on the basis of

new information (indeed, the Bayesian methodology is sometimes described as the

best way to learn from experience; Jaynes 2003), and to make precise probabilistic

predictions based on its accumulated knowledge. The second deals with decisions

in a specific situation, that of encountering a startle display, and will be modelled

as an extension of signal detection theory (Green and Swets 1966).
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chapter 2

TOO CLOSE FOR COMFORT: PREDATOR GENERALIZATION OF

PREY PALATABILITY

Predators are faced with a variety of potential prey which can vary greatly both in ap-

pearance and in their profitability as prey. Based on their experience, they must decide

which potential prey are worth attacking and which are best avoided. Key to making

that decision is generalizing from phenotypes of prey that have been sampled to predict

the palatability of prey with novel phenotypes. The strategy used clearly must be opti-

mized to avoid both over- and undergeneralization, although models of generalization

involving optimal use of available information are rarely developed. In this chapter, I

develop a Bayesian framework for generalization by predators, in which predators at-

tempt to estimate the overall distribution of phenotypes and degrees of palatability in

the population, and use this to make predictions about novel phenotypes. I also give ex-

amples of the application of the framework to modelling the phenomenon of peak shift

in generalization and to reconstructing some empirical results on generalization.

To think is to ignore (or forget) differences, to

generalize, to abstract.

Jorge Luis Borges, “Funes el memorioso”

2.1 Introduction

One of the simplest ways for a prey species to defend itself against predation is to

not be worth eating—that is unprofitable, either because it is too difficult or en-
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ergetically costly to catch, or unpalatable or toxic when consumed (Ruxton et al.

2018). For predators, then, there will be a fitness benefit to being able to tell which

prey are good to eat quickly and without having to sample them, so as to max-

imize their energy intake while minimizing the cost of attacking defended prey

(Holen 2013). Thus, it is advantageous for predators to be able to learn from their

experience with a small number of prey items to decide whether to pursue similar

prey in the future. The key question is how similar? If they apply their knowledge

of palatability only to absolutely identical prey items, then they will never use it

(since even prey items of the same species may differ in appearance), whereas if

they apply it to almost all prey, it provides no useful information; presumably the

optimal degree of confidence in similarity of profitability will vary with similarity

of appearance. This ability to apply learned responses to stimuli to similar novel

stimuli is called generalization (Ghirlanda and Enquist 2003; Shepard 1987).

Generalization is particularly important to the ecology of predator-prey inter-

actions because it allows for mimicry. When predators learn to avoid certain phe-

notypes of prey as unpalatable, it is advantageous for other prey to have similar

phenotypes, whether they are undefended prey which will pass as defended (Bate-

sian mimicry) or other defended prey which gain the advantage of faster predator

learning or better memory by sharing similar appearances (Müllerian mimicry).

These mimics need not even be all that similar in appearance: what is important

is that predators do see them as similar enough to the model that they generalize

their aversion to the latter into some degree of aversion to the former (Chittka and

Osorio 2007).
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2.1.1 Psychological aspects of generalization

Generalization has been the subject of significant interest in psychology, largely

as a purely mechanistic process, without considering optimality or fitness costs or

benefits. Typically in animal experiments on generalization, novel stimuli of vary-

ing degrees of similarity to some fixed stimulus are presented to individuals, and

their degree of generalization from the fixed stimulus is measured as the strength

of response relative to that for the fixed stimulus. These fixed stimuli are generally

of two types: either stimuli the subjects have prior experience with, or those they

have been trained to respond to through differential training. In differential train-

ing, the subject is trained (by providing some reward) to perform some response to

a stimulus S+ and is also presented during training with another stimulus S− (of-

ten simply the absence of S+), which is unrewarded. Experiments of this form have

produced largely similar patterns of generalization across taxa, the sensory form

of the stimuli, and the type of response and reward (Ghirlanda and Enquist 2003).

This uniformity has produced great interest in creating models of generalization

(Cheng 2002).

One of the most successful such models is that of Shepard (1987), which argues

that the degree of generalization from one stimulus to another is a negative expo-

nential function of the distance between the stimuli in an “internal psychological

space” representing the individual’s perception of the stimulus. He justifies this

with both (i) an analysis of experimental data from several studies, in which non-

metric multidimensional scaling is used to obtain estimates of distances in psy-

chological space from generalization data and shown to produce an exponential

curve, and (ii) a theoretical model of generalization that produces roughly expo-

nential generalization curves. Although there is some empirical evidence support-

ing the model (e.g. in honeybees; Cheng 2000), there is also evidence Gaussian
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generalization (where the degree of generalization is given by the negative expo-

nential of the squared psychological distance) is more common than exponential

generalization (Ghirlanda and Enquist 2003). Shepard (1987) proposes that these

Gaussian cases are due to the combination of physical inability to discriminate be-

tween very similar stimuli with to true psychological generalization; others have

proposed extensions to the model to account for different forms of generaliza-

tion curve (e.g. Chatera and Vitányi 2003; Staddon and Reid 1990). In any case,

the model is purely functional: it does not include fitness benefits or costs of any

degree of generalization (and probably could not at the level of generality it in-

cludes), and therefore does not consider any evolutionary consequences of gener-

alization. In short, it fails to show how generalization might arise as a consequence

of the optimal use of available information.

One phenomenon observed in psychological studies of generalization is that

of peak shift, also called supernormal stimulation (Staddon 1975). Peak shift occurs

when a subject that has been differentially trained on a stimulus exhibits the great-

est (peak) response not at S+, but at a more extreme value of the stimulus; simi-

larly, the greatest aversion or disinterest is not at S−, but at a more extreme value

(Spence 1937). The effect is consistently observed across taxa and types of stim-

uli (Ghirlanda and Enquist 2003; Baddeley et al. 2007; Cheng and Spetch 2002;

Cheng et al. 1997; Spetch and Cheng 1998). The phenomenon requires differen-

tial training (i.e. the presence of an S−) to occur, and the degree of shift (distance

between S+ and the peak response) increases with decreased distance between S+

and S− (Cheng and Spetch 2002). This is typically explained by a model in which

the subject not only generalizes from the S+ to assume that nearby stimuli are re-

warded, but also from the S− to assume nearby stimuli are unrewarded. The com-

bination of these two generalization curves produces an overall curve that exhibits
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peak shift (Spence 1937). Leimar et al. (1986) proposed that peak shift is a con-

tributory factor to the evolution of aposematism: a selective pressure for brighter

and more conspicuous colouration is produced because predators will be even less

likely to attack prey with even more extreme phenotypes after sampling unpalat-

able aposematic prey (there is some empirical evidence for this in e.g. Gamberale

and Tullberg 1996; see also Mallet and Joron 1999). Yachi and Higashi (1998) in-

corporated this hypothesis into a mimicry model.

2.1.2 Generalization and mimicry models

Although generalization is of central importance to explaining the evolution of

mimicry, it has been incorporated into models of mimicry relatively rarely. The

earliest models of mimicry (e.g. Müller 1879; Marshall 1908) contained no aspect

of generalization; phenotypes were assumed to be either perfect mimics or per-

fectly distinguished from each other, and each species had one fixed phenotype.

Fisher (1927) invoked predator generalization to explain how Müllerian mimicry

could evolve gradually; without generalization, mimicry must effectively be ar-

rived at through phenotypic leaps directly to the phenotype of a defended species,

which was the proposal of Punnett (1915). Two related hypotheses, gradual con-

vergence of phenotypes and the “two-step” hypothesis of a large leap followed

by fine tuning, introduced by Nicholson (1927), are still subject to debate today

(Turner 1984; Balogh and Leimar 2005; Balogh et al. 2010; Leimar et al. 2012). A

brief historical overview can be found in Ruxton et al. (2018, §9.4.10).

Even among models that include generalization, there has not been much in-

terest in the source of generalization curves used in models. When generalization

is included in a model, it is generally assumed that the predator generalizes its ex-

perience with a Gaussian curve of some fixed width centred on the consumed prey.
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Table 2.1: Comparison of generalization in models of mimicry.

Generalization Studies

No generalization Müller (1879), Marshall (1908), Franks and
Noble (2004), Holen and Johnstone (2004),
Huheey (1976), Turner et al. (1984), R. E.
Owen and A. Owen (1984), Hadeler et al.
(1982), Speed (1993), Gavrilets and Hastings
(1998), MacDougall and Dawkins (1998),
Speed (1999), Speed and Turner (1999),
Sasaki et al. (2002), Kokko et al. (2003), Sher-
ratt et al. (2004), Ruxton et al. (2018), Huheey
(1964), Matessi and Cori (1972), Estabrook
and Jespersen (1974), Bobisud and Potratz
(1976), Barrett (1976), Arnold (1978), Bo-
bisud (1978), Luedeman et al. (1981), and
Kannan (1983)

Unspecified form of
generalization

Fisher (1927) and Williamson and Nelson
(1972)

Linear Franks and Noble (2003)
Gaussian Balogh and Leimar (2005), Franks et al.

(2009), Franks and Sherratt (2007), Leimar et
al. (1986), and Yachi and Higashi (1998)

Gaussian and Laplace Ruxton et al. (2008)
Gaussian with feature
classification

Balogh et al. (2010) and Gamberale-Stille et
al. (2012)

An extension proposed in Balogh et al. (2010) treats a certain region in phenotypic

space as corresponding to a “feature,” and predators generalize more narrowly for

prey that both fall in the region (share the feature) than for those that don’t. A list

of mimicry models in the literature and aspects of predator generalization they

include is found in Table 2.1. One exception to the general rule is Ruxton et al.

(2008), in which the effects of Gaussian and Laplace generalization curves were

compared (it was also shown that the prediction of Balogh and Leimar (2005)

that Laplace generalization would not permit the gradual evolution of mimicry

is false).
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In the remainder of this chapter, I will develop a model framework in which

generalization is treated as a general problem of learning about the environment

(Section 2.2). I then develop several example models within the framework: two

models of peak shift (Section 2.3), and a reconstruction of some experimental re-

sults (Section 2.4).

2.2 Model framework

In this chapter, I develop a model framework that can be applied to problems of

predator generalization. The general modelling strategy used is to build a model

describing a predator’s perception or estimation of the distribution of phenotypes

among the prey in the environment. This is a natural way of looking at generaliza-

tion: the predator has sampled some small number of prey, of which it knows the

phenotypes and palatabilities; when generalizing from these samples it estimates

the distribution of these traits in the entire population based on its experience. Of

course, what the predator really needs to know to make decisions as to when to at-

tack is the probability of prey of a given phenotype being unpalatable, which can

be found from the estimated overall distribution by conditionalizing. This strategy

lends itself to a Bayesian model based on the model of human inductive general-

ization developed by Sanjana and Tenenbaum (2003), which is further expanded

in Tenenbaum and Griffiths (2001) and Kemp and Tenenbaum (2009).

2.2.1 Background

The model of Sanjana and Tenenbaum (2003) is as follows. Consider a finite set S

of possible stimuli, and a subset C ⊆ S of those stimuli corresponding to a certain

concept. For example, S might be the set of all possible prey phenotypes, and

C those that correspond to unpalatable prey. The problem the model addresses is

11



that of learning the concept C from examples; that is, given a set X = {x1, . . . ,xn} ⊆ C

of n stimuli that have been observed to be examples of the concept, to determine

the probability that a new stimulus y ∈ S is an example of the concept.

To do this, consider a hypothesis space H, each element h ∈ H of which is a

possible candidate for C, that is, a subset of S that might correspond to the con-

cept. For example, h could be the set of all red phenotypes, corresponding to the

hypothesis that the unpalatable prey are exactly the red prey. Then

P (y ∈ C
⃓⃓⃓
X) =

∑︂
h∈H

P (y ∈ C
⃓⃓⃓
h)P (h|X)

=
∑︂

h∈H:y∈h
P (h|X) ,

where the first equality follows from the fact that the hypotheses are mutually

exclusive (only one can be C), and the second follows because P (y ∈ C
⃓⃓⃓
h) is just 1

if y ∈ h and 0 otherwise. Then by Bayes’ Theorem,

P (y ∈ C
⃓⃓⃓
X) =

∑︂
h∈H:y∈h

P (X |h)P (h)
P (X)

.

To find P (X |h), assume the xi are selected independently and uniformly from the

possible stimuli. If any xi is not in h, then h cannot be the correct candidate. If

h = C, the probability of getting any particular xi ∈ h when selecting uniformly

from h is 1/ |h|. Then since the xi are independent,

P (X |h) =

⎧⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎩
0 if any x ∈ X is not in h

(1/ |h|)n otherwise.

Tenenbaum and Griffiths (2001) extends this in the natural way to the case where

S is not finite, but a bounded subset of Rm; P (X |h) is then given by the uniform

distribution on the set h.

Thus the results of the model depend heavily on two selections:

12



• the choice of hypothesis space H, and

• the choice of prior on the hypotheses, P (h).

Sanjana and Tenenbaum (2003) give examples of these that are fairly specific to

their example of inference for taxonomic categories, and Kemp and Tenenbaum

(2009) discusses the general problem of deriving them.

2.2.2 The extended model

The model presented in the previous subsection is limited in two major ways: the

set of stimuli must be a compact subset of R
m, and the concepts learned are all

simply a uniform distribution on some subset of stimuli. In this subsection, I ex-

tend the model by allowing for arbitrary stimuli and generalizing the hypotheses

to arbitrary distributions. The latter has the additional advantage of allowing for

the possibility that some phenotypes are expressed by both palatable and unpalat-

able prey. Suppose predators observe prey phenotypes from a space Φ (for now,

this will always simply be R). I also assume that each prey item has some fitness

cost or benefit associated with consuming it, which the predator can observe by

attacking the prey item. Thus each potential prey has a phenotype and a palata-

bility, and corresponds to a point x ∈ Φ ×R. As before, the predator will observe

a series of phenotypes of prey x1, . . . ,xn on the basis of which it will estimate the

joint distribution of phenotypes and palatabilities over the entire population.

As before, the hypothesis space H consists of candidates for the estimated

quantity, soH consists of densities on Φ ×R. One also needs a prior distribution π

onH for the hypotheses giving the predator’s initial guess at how likely each of the

hypotheses is. If the predator observes (consumes) n independent prey x1, . . . ,xn,

13



its updated posterior distribution on H is given by

f (h | x1, . . . ,xn) =
f (x1, . . . ,xn | h)π(h)∫︁

H f (x1, . . . ,xn | h)π(h)dh

=
π(h)

∏︁n
i=1h(xi)∫︁

Hπ(h)
∏︁n

i=1h(xi)dh
,

where the second equality is given by the fact that the xi are independently and

identically distributed according to the true distribution of prey.

Suppose now that the predator has a distribution f on H (either the prior π or

a posterior distribution after a certain number of observations), and it observes a

prey of phenotype φ. The expected fitness benefit w from consuming the prey is

then

E [w
⃓⃓⃓
φ] =

∫︂
H

∫︂
R

wh(w | φ)f (h)dwdh,

where for all h,

h(w | φ) =
h(w,φ)∫︁

Φ
h(w,φ)dφ

.

Note that this expected value involves integrating over Φ ×R with respect to h,

which corresponds to actual environmental uncertainty in the palatability of the

prey item assuming h is the true distribution of prey, and overHwith respect to f ,

which corresponds to subjective or epistemic uncertainty with respect to which

distribution is the true one.

2.2.3 Choosing priors

The heart of the model lies in choosing the hypothesis space and its prior dis-

tribution. There are two special cases that will be used quite frequently in the

remainder of the chapter. The first occurs when H consists of a parametric family

of distributions, which I will call a parametric hypothesis space. Each element of H

then is of the form f (y | θ), for a parameter θ, and the prior distribution on H is

then simply a prior on the parameter, π(θ).
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The second is the case where there are only two palatabilities: palatable prey

give a fitness benefit when consumed, and unpalatable prey impose a fitness cost.

Note that since there are only two possible values of palatability in this case, their

actual values are irrelevant as long as the benefit is greater than the cost, because

a change in one of the payoffs is equivalent to simply choosing different units

for the palatability. In this case, which I shall call a binary palatability model, the

distributions in H all have three components: a distribution ϵ on Φ giving the

phenotypic distribution among palatable prey, a distribution δ on Φ giving the

phenotypic distribution among unpalatable prey, and p, the proportion of prey

that are palatable.

2.3 Peak shift

Since it is a commonly investigated and observed characteristic of generalization,

I will explore peak shift as an example of modelling of generalization using the

model framework just developed. I assume that the potential prey items can be

subdivided into populations or types (because, for example, the prey community

is made up of multiple species or morphs). The distributions of phenotypes and

palatabilities within the populations will be given by a family of parametric dis-

tributions f (y | θ) on the space of phenotypes, which in this case will always be

R. One can then put a prior π(θ) on the space of parameters Θ. Two other impor-

tant distributions are defined in terms of f and π: the marginal distribution of the

phenotype

m(y) =
∫︂
Θ

f (y | θ)π(θ)dθ
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and the posterior distribution of the parameter after having made an observation

y from the population,

p(θ | y) =
f (y | θ)π(θ)

m(y)
.

The distribution over the entire prey community is then a mixture of distribu-

tions f (y | θi)
1
n

n∑︂
i=1

f (y | θi),

for some n, the number of populations or types. Although it might seem a natural

extension to allow n to vary and give it its own prior, or to have arbitrary mixture

weights, and not just 1/n, it turns out that both of these extensions can be left out

without significant loss of generality; see the discussion in Appendix A.

The prior distribution on the compound parameter of the overall distribution

is
n∏︂
i=1

π(θi)

on the parameter space Θn. The joint distribution of the parameter and observa-

tion is just the product of these two

1
n

n∑︂
i=1

⎡⎢⎢⎢⎢⎢⎢⎣f (y | θi)
n∏︂

j=1

π(θj)

⎤⎥⎥⎥⎥⎥⎥⎦ .
Integrating out the parameter shows that the marginal distribution of the mix-

ture is the same as that of a single component, because all of the components of

the mixture are interchangeable. If the predator makes a single observation y, the

posterior distribution of θ1, . . . ,θn is then

1
n

n∑︂
i=1

f (y | θi)
∏︁n

j=1π(θj)

m(y)
=

1
n

n∑︂
i=1

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣p(θi | y)
n∏︂

j=1
j≠i

π(θj)

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦ ,
the average over all populations of the posterior assuming that y comes from pop-

ulation i. The final distribution needed is the posterior predictive distribution:
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the distribution of the next observation, y′, conditional on the observation already

made, y:

∫︂
Θn

⎛⎜⎜⎜⎜⎜⎝1
n

n∑︂
i=1

f (y′ | θi)

⎞⎟⎟⎟⎟⎟⎠ 1
n

n∑︂
i=1

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝p(θi | y)
n∏︂

j=1
j≠i

π(θj)

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠ dθ1 · · ·dθn =

1
n

∫︂
Θ

f (y′ | θ)p(θ | y)dθ +
n− 1
n

m(y′).

This is, of course, a weighted mixture of the posterior predictive and marginal

distributions of the individual components. The justification for this is that the

observation y the predator learned from came from one of the populations (mix-

ture components; we don’t know which one, nor does it matter, since they are

interchangeable); then to predict a subsequent observation y′, we update one of

the mixture components, and leave the rest the same.

2.3.1 A binary palatability model

I now apply the facts about mixture distributions just developed to model peak

shift. The model will be a binary palatability model, i.e. there will be two classes

of prey with distinct palatabilities. Within each of these two classes, the pheno-

typic distribution will be a mixture. The individual mixture components will be

normal distributions, with variance σ2
w (the within-population variance), and pa-

rameterized by an unknown mean. The prior distribution on the means will also

be normal (selected for convenience, since it is the conjugate prior of the normal),

with mean 0 and variance σ2
p (the prior variance). Since the units of phenotype are

arbitrary, the values of σ2
w and σ2

p are not important on their own: one can take σ2
w

as the unit of phenotype, and then the ratio σ2
p /σ

2
w is relevant. By conjugacy, the

posterior distribution of the mean for a single population is N
(︃

σ2
p

σ2
p +σ2

w
y,

σ2
p σ

2
w

σ2
p +σ2

w

)︃
, and

if f (y | µ,σ2) is the density of the normal distribution, then the posterior predictive
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distribution of the entire mixture is

1
n

∫︂
R

f (y′ | µ,σ2
w)f

⎛⎜⎜⎜⎜⎝µ⃓⃓⃓⃓⃓⃓ σ2
p

σ2
p + σ2

w
y,

σ2
p σ

2
w

σ2
p + σ2

w

⎞⎟⎟⎟⎟⎠ dµ+
n− 1
n

f (y′ | 0,σ2
w + σ2

p ) =

1
n
f

⎛⎜⎜⎜⎜⎝y′ ⃓⃓⃓⃓⃓⃓ σ2
p

σ2
p + σ2

w
y,

σ2
w(2σ2

p + σ2
w)

σ2
p + σ2

w

⎞⎟⎟⎟⎟⎠+
n− 1
n

f (y′ | 0,σ2
w + σ2

p ).

I will call this posterior predictive distribution ϵ(y′ | y) for the palatable prey. The

distribution δ(y′ | y) for unpalatable prey will be of identical form, except that the

number of mixture components may be different: I will denote the number of com-

ponents n for ϵ (i.e. n is the number of populations of palatable prey) and m for δ

(m is the number of populations of unpalatable prey). Given the two posterior pre-

dictive distributions and the prior probability of a prey item being palatable, one

can calculate the expected palatability of a new prey item with a given phenotype.

The results of this model for a simple situation are shown in Figure 2.1; the

exact numerical locations of the peaks are shown in Table 2.2. The predator has

observed one palatable prey with phenotype −1, and one unpalatable with pheno-

type 1, and now will estimate the palatability of a new prey item with any pheno-

type. The most important aspect is immediately visible: in the cases with only one

unpalatable mixture component, the degree of peak shift at the palatable peak is

infinite, and vice versa. Once multiple mixture components are present, there is a

peak at a finite phenotype value where the extremum is attained. The overall pat-

tern is that adding more palatable populations increases the degree of peak shift

of the palatable peak, while adding more unpalatable populations decreases it (the

complementary statements are true of the unpalatable peak). In addition, flatter

priors (larger prior variance) produce higher peaks and the degree of peak shift

varies non-linearly with the prior variance. The model also produces the classical

peak shift result that stimuli closer together produce greater degrees of shift (see

the supplementary figures B.1 and B.2 and table B.1).
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Figure 2.1: Estimated palatabilities of a novel phenotype under a binary palata-
bility model. n and m are the assumed number of populations of palatable and
unpalatable prey respectively. The previous observations, palatable with pheno-
type −1 and unpalatable with phenotype 1, are shown by the blue and red lines
respectively. The phenotype is in units of σw.
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Table 2.2: Degrees of peak shift from a binary palatability model. The peak loca-
tions and values are given for the palatable peak (the unpalatable peaks can be
extrapolated by symmetry). n and m are the assumed number of populations for
palatable and unpalatable prey respectively. The peak shift is the distance between
the peak location and the training example phenotype, which was always −1.

n m σ2
p /σ

2
w Peak location Peak shift Peak value

2 2 1 −3.22 2.22 0.334
10 −2.12 1.11 0.407
100 −2.31 1.31 0.590

3 1 −2.80 1.80 0.239
10 −1.81 0.805 0.340
100 −2.00 0.997 0.564

10 1 −2.25 1.25 0.140
10 −1.34 0.344 0.285
100 −1.44 0.441 0.573

3 2 1 −3.52 2.52 0.316
10 −2.31 1.31 0.360
100 −2.42 1.42 0.507

3 1 −3.03 2.03 0.213
10 −1.95 0.947 0.280
100 −2.08 1.08 0.468

10 1 −2.34 1.34 0.108
10 −1.40 0.404 0.213
100 −1.48 0.484 0.470

10 2 1 −4.73 3.73 0.309
10 −3.14 2.14 0.312
100 −3.04 2.04 0.346

3 1 −4.01 3.01 0.186
10 −2.62 1.62 0.195
100 −2.57 1.57 0.255

10 1 −2.83 1.83 0.061
10 −1.75 0.746 0.090
100 −1.74 0.744 0.204
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2.3.2 A second model

An alternative way to apply the mixture model is to divide the prey community

into populations that each have a distinct distribution of phenotypes and palata-

bilities, as opposed to the previous subsection’s method of dividing them into

palatable and unpalatable first and then into populations. A joint distribution of

phenotypes and palatabilities is a distribution on R
2. In this model, I will select

the population distributions to be bivariate normal distributions with unknown

means and covariance matrix

Σw =

⎡⎢⎢⎢⎢⎢⎢⎢⎣σ
2
wφ 0

0 σ2
ww

⎤⎥⎥⎥⎥⎥⎥⎥⎦ .
The prior on the means will be the conjugate prior for the mean of a multivariate

normal distribution,N (0,Σp), where the prior covariance matrix is

Σp =

⎡⎢⎢⎢⎢⎢⎢⎢⎣σ
2
pφ 0

0 σ2
pw

⎤⎥⎥⎥⎥⎥⎥⎥⎦ .
Again, since the units of both palatability and phenotype are arbitrary, only the

ratios of the corresponding variances matter. Then H will be the space of n com-

ponent mixtures of these distributions. After making an observation y = (φ,w), the

posterior distribution of a single component is

N
(︃
(Σ−1

p +Σ−1
w )
−1
Σ−1
w y, (Σ−1

p +Σ−1
w )
−1

)︃
.

The posterior predictive distribution of the overall mixture can then be found as

described at the beginning of the section. In this model, the posterior predictive

distribution is a distribution of y′, that is a joint distribution of phenotype and

palatability. If the predator observes a particular φ′, it can then conditionalize to

predict the palatability w′.
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Figure 2.2: Expected palatability for varying phenotypes. Coloured bands are the
95% confidence intervals of the mean (solid line). The two solid lines correspond
to models with mixtures of three and four normal distributions, respectively, and
the two dashed lines to the locations of the previously observed palatable (blue)
and unpalatable (red) prey.

I will look at a specific case of the model, with n = 3 or n = 4 components in the

mixture, and σ2
pφ/σ

2
wφ = σ2

pw/σ
2
ww = 10. Assume the predator has already made ten

observations, five each at (φ,w) = (−1,1) and (φ,w) = (1,−1). This model is analyt-

ically intractable, since (i) the integral involved in finding E [w′
⃓⃓⃓
φ′] is intractable,

and (ii) learning from more than one sample makes the mixture model no longer

tractable. The expected palatability was therefore estimated using Hamiltonian

Monte-Carlo with the Stan software package (Carpenter et al. 2017).

As can be seen from Figure 2.2, at least 4 populations are required to observe

a peak shift effect in this model. In the previous model, to see a peak required

a palatable population, an unpalatable population, and at least one other popula-

tion. In this model, it requires two additional populations. A probable explanation

of this observation is that a single additional population has its effect averaged out,
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as it can lie beyond the observed stimuli in only one of the directions, whereas if

there are two additional populations, each can lie beyond in a different direction.

2.4 A reconstruction of empirical results

In this section, the generalization model framework will be applied to experimen-

tal results from a study of colour generalization in chicks (Baddeley et al. 2007). In

this case, the phenotype will be colour, which will be considered as the response

of the three types of single cone cells (short-, medium-, and long-wavelength-

sensitive) in the chick’s eyes. Since only the colour and not the brightness of the

stimulus was taken into account, the phenotype space is a simplex (Figure 2.3A). I

examine the experiments 1 and 2 of Baddeley et al. (2007).

In both experiments, the chicks were first trained by being exposed to paper

containers in the rewarded and unrewarded colours; the containers in rewarded

colours contained food rewards, and those in unrewarded colours didn’t. Train-

ing consisted of 24 exposures to each of the rewarded an unrewarded colour. The

chicks were then tested with empty paper containers in four different colours. In

experiment 1, the chicks were divided into four groups, corresponding to the four

labelled colours in Figure 2.3B. All groups had the colour marked + as a rewarded

colour. Chicks in group n had colour n as the unrewarded colour. In groups 1 and

2, the test colours were 2, +, 3, and 4; in groups 3 and 4 they were 3, +, 2, and 1

(thus the test colours in group n were +, the two colours on the opposite side of +

from n, and either n or the colour adjacent to it, whichever was closer to +). In

experiment 2, the chicks were divided into two groups, corresponding to the two

• in Figure 2.3C. The rewarded colour was +, the unrewarded colour in group n

was that marked n, and the novel colours were 2, +, N1, and N2.

The model used here is both a parametric hypothesis space model and a binary
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Figure 2.3: The colour experiment of Baddeley et al. (2007); reproduced from Bad-
deley et al. (2007), Figure 2. Panel A shows the colour space simplex; the grey
line indicates the locations of monochromatic light at the indicated wavelengths
(nm). Panels B and C show the colours used in experiments 1 and 2. The rewarded
colour in training is indicated with a + in both panels. In panel B, the numbered ×
show the respective unrewarded/test colours. In panel C, the unrewarded training
colours are shown as •, and novel colours as ×.

palatability model. It is assumed that there are two types of stimuli, rewarded and

unrewarded (palatable and unpalatable). Within each type there is a distribution

of phenotypes, which is a distribution on the two-dimensional simplex ∆. Two

models will be considered: in the first the phenotypic distribution within each

type is a Dirichlet distribution, and in the second it is a mixture of two Dirichlet

distributions. The Dirichlet distribution on ∆ is parametrized by α ∈ (R+)3. This

can be factored as α = aα̂, with α̂ ∈ ∆ the mean of the Dirichlet and a ∈ R
+ a

measure of concentration. We place a uniform prior on α̂ and a Γ (4,0.02) prior on a

(the latter is a weakly informative prior suggesting that the concentration is very

high, i.e. the populations of prey are uniform in colour, because the various stimuli

are quite close together in the colour space). Then the model can be “trained”
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with 24 rewarded and 24 unrewarded stimuli of the appropriate colours (just as

the chicks experienced), and the posterior expected palatability of a test colour

measured.

The model was fitted to the experimental set-up using Hamiltonian Monte-

Carlo with Stan (Carpenter et al. 2017). The results are shown, compared to the

experimental results from Baddeley et al. (2007), in Figures 2.4 and 2.5. In ex-

periment 1, the model with a mixture of two Dirichlet distributions qualitatively

approximates the experimental results better, while in experiment 2, the single

Dirichlet model is the better approximation. In both cases, the model shows a

more obvious peak shift than the experimental results.

2.5 Discussion

Generalization is an important adaptation to living in an uncertain world, where

one must attempt to make accurate decisions based on limited experience. For

predators, generalization is vital to determining as safely as possible which items

in the environment are suitable prey. This in turn means that opportunities to

take advantage of generalization, for example by mimicry, are key adaptations for

prey. The adaptive function of generalization needs to be taken into account in

models of it, and generalization needs to be taken into account when modelling

anti-predator defence.

In this chapter, I have introduced a general framework for Bayesian modelling

of generalization. The advantage of the Bayesian framework is twofold: first, it al-

lows a decision theoretic approach, where decisions on whether to attack prey are

based on the expected fitness outcomes, and second, it allows for a principled rep-

resentation of predator’s knowldege, uncertainty, and learning: instead of simply

fixing a Gaussian or Laplace curve that defines some vague idea of similarity be-

25



Figure 2.4: Results, real and simulated, of experiment 1. The upper panel (from
Baddeley et al. (2007), Figure 3a) shows experimental generalization in groups
1 (top dotted), 2 (top solid), 3 (bottom solid), and 4 (bottom dotted). The lower
panel shows simulated generalization, in single Dirichlet per type (Simple) and
two Dirichlet per type (Double) versions.
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Figure 2.5: Results, real and simulated, of experiment 2. The upper panel (from
Baddeley et al. (2007), Figure 4) shows experimental generalization in groups 1
(dotted), and 2 (solid). The lower panel shows simulated generalization, in single
Dirichlet per type (Simple) and two Dirichlet per type (Double) versions.
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tween phenotypes, the predator’s state of knowledge about the prey population

can be represented as probabilities, and updated based on its experience and the

solid foundation of Bayesian inference (Jaynes 2003). While some previous mod-

els have been developed in a Bayesian style, they fail to incorporate these compo-

nents or include them in a very limited fashion. Sanjana and Tenenbaum (2003) do

not include any adaptive component in their model, and although they consider

learning, their focus on human inductive generalization means that it is in a very

limited context. Baddeley et al. (2007) do not consider either of these components.

Their model is similar to a restricted subset of the model of Subsection 2.3.1, with

two groups each of rewarded and unrewarded stimuli, although they distinguish

one of the groups as the one that was observed in training, and place different pri-

ors on the two (including an improper uniform prior on the unobserved group). A

later model by some of the same authors, Scholtyssek et al. (2016), is very similar

in its novel yet somewhat limited use of Bayesian methods.

In addition, the model framework is extremely general, and specific models

based on it should be applicable to a very wide variety of circumstances. Specific

subsets of the model framework, such as those I have called binary palatability

models, or the mixture models considered in Section 2.3, can be applied to suitable

problems. One such phenomenon that can be investigated through generalization

models is peak shift. In this chapter, I showed that adaptive (in the sense of optimal

use of information) peak shift depends not only on the interaction of a distribution

of palatable and a distribution of unpalatable stimuli, as in the classical descrip-

tion, but also on the palatable and unpalatable distributions being multi-modal:

in order for there to be a peak, there must be the possibility that there is another

population, with distinct palatability, further beyond the location of the peak in

the phenotype space. Another possible application of the model framework would
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be to examining taste rejection, when an unpalatable prey item is rejected after it

has already been attacked (Skelhorn and Rowe 2009; Halpin and Rowe 2010). In

terms of the Bayesian model, taste is of course just another aspect of phenotype

that can be included in exactly the same fashion as any other. But biologically,

taste is a much more accurate source of information on palatability, and obtaining

information about taste requires an investment intermediate between that of sim-

ply observing a potential prey item and that of attacking outright. The accuracy

of taste as a source of information could be incorporated by adding a correlation

between the phenotype and palatability in the prior (in the examples considered

here, they are uncorrelated in the prior, and any correlation comes from the evi-

dence gathered). To incorporate the cost of tasting would require an extension of

the model to include sampling costs.

Although the model framework is extremely general, there are areas in which

it could be extended. One of these is interpreting the results of the model. The

information the model provides is an estimated palatability (or distribution of

palatabilites) for every phenotype, based on the predator’s experience. The preda-

tor’s optimal response is then binary: if the expected palatability is greater than

the baseline fitness cost or benefit of doing nothing, attack, otherwise do not. But

this is not the kind of behaviour exhibited in real generalization tasks. As shown

in Figures 2.4 and 2.5, generalization data take the form of numbers or rates of

attacks, and the rates are not always (or even often) zero or one. In this chapter, I

have simply assumed that the rate of attack is roughly proportional to the expected

palatability (this is a standard assumption; see e.g. Dittrich et al. 1993; Scholtyssek

et al. 2016; Baddeley et al. 2007). A more principled approach would be to com-

bine the model with signal detection or optimal foraging theory (Edwards 1965;

Castellano 2019; Holen 2013) or exploration-exploitation models (Sherratt 2011),
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to make predictions that are directly interpretable in terms of experimental out-

comes.
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chapter 3

THE ADAPTIVE ADVANTAGE OF STARTLING AND BEING

STARTLED

Startle (deimatic) signals are used by a variety of species as an anti-predator defence,

causing predators to delay or abandon their attack. One possible reason for the effec-

tiveness of these signals is that they indicate a potential imminent harm. Because the

display could be a genuine sign of danger or a bluff, the would-be predator faces a trade-

off between making a decision (attack or flee) quickly (to avoid being harmed or to

successfully catch the prey) and taking time to examine the prey more carefully. We de-

velop an extension of classical signal detection theory to multi-step problems to model

this trade-off. The optimal behaviour for predators is affected by the degree to which

the ambiguity in the signal is due to perceptual error, which can be reduced by further

examination, and inherent variability in the types of stimuli in the environment, which

cannot. We elucidate the circumstances in which immediate abandonment is a superior

strategy to further examining a potential prey item or attacking it outright, and discuss

the implications of the model for the evolution of startle signals.

. . . fear has sharp eyes, and sees things underground,

much more above in heavens.

Miguel de Cervantes, Don Quixote de la Mancha
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3.1 Introduction

Startle displays (also called deimatic displays, from the Greek δϵιµατóω, “I fright-

en”; Maldonado 1970; Liddell and Scott 1940) are a form of anti-predator defence

in which prey produce a sudden, conspicuous signal upon being approached by

a predator (usually some sort of radical change in phenotype), which causes the

predator to delay or break off attacking (Ruxton et al. 2018; Umbers et al. 2017).

The classic example are the eyespots of many species of Lepidoptera, which are

often hidden at rest and displayed only when approached by a predator (Olof-

sson et al. 2012). Eyespots are also found in a variety of other taxa (Skelhorn,

Holmes, Hossie, et al. 2016), and other forms of deimatic display are also found

in insects (Maldonado 1970; Kang et al. 2016; Umbers and Mappes 2015), mol-

luscs (Staudinger et al. 2011), amphibians, fishes, etc. (Edmunds 1974), including

deimatic displays in non-visual sensory modalities (Dookie et al. 2017).

In order to be a startle display, a defensive signal must actually function by

startling a predator (as opposed, for example, to being purely an aposematic sig-

nal), and demonstrating the existence of a startle display therefore requires consid-

ering the behavioural responses of predators (Skelhorn, Holmes, and Rowe 2016).

This is typically established by showing that predators exhibit unambiguous star-

tle behaviours such as a quick retreat or alarm calls when exposed to the signals

(Olofsson et al. 2012; Kang et al. 2017), or that they show habituation when re-

peatedly exposed to the same signal (Dookie et al. 2017).

Why do these startle displays continue to work? What advantage is there to

a predator to being startled, particularly when susceptibility to being startled

clearly carries the cost of losing potential prey? A plausible answer is that it is

due to two trade-offs with which predators are faced. The first is a speed-accuracy
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trade-off, in which high accuracy of identification requires low speed (Ruxton et al.

2018; Chittka and Osorio 2007). Gathering enough information to determine the

true nature of a prey item exhibiting a startle display requires time, which in turn

has costs (Abbott and Sherratt 2013; Chittka et al. 2009). Moreover, if the potential

cost of being attacked by an ambush predator is high enough, it may be advanta-

geous to err on the side of treating startle displays as potential threats immediately

(Janzen et al. 2010). Even if the predator opts for accuracy over speed and the po-

tential prey item is really desirable, the predator’s delay while it examines a prey

item that has made a startle display may give the prey time to escape. There has

been disagreement about the extent to which a startle display resembling a par-

ticular predator, as opposed to merely being salient, is necessary to impose costs

on decision time, particularly in the case of eyespots (De Bona et al. 2015; Hossie

et al. 2013; Stevens et al. 2009; Stevens and Ruxton 2014). Either way, however, the

underlying speed-accuracy trade-off produces an adaptive advantage of the startle

mechanism in avoiding predation.

The other key trade-off faced by the predator is between the frequencies of

the two errors it can make when it finally stops its examination and makes a de-

cision as to whether to attack or flee: misidentifying suitable prey as potential

dangers and vice versa. This trade-off can also contribute to the development of

startle displays in substantially the same manner as the speed-accuracy trade-off.

The classical model of optimal discrimination between classes of stimuli is sig-

nal detection theory (Green and Swets 1966), which has been used extensively in

modelling problems in behavioural ecology (Getty 1985; Wiley 1994; Fawcett and

Johnstone 2003; Holen and Johnstone 2004; McGuire et al. 2006; Abbott and Sher-

ratt 2013). Some work has also been done on models of speed-accuracy trade-offs

alone (Edwards 1965; Froment et al. 2014; Gendron and Staddon 1983; Palmer et
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al. 2005), and on combining speed-accuracy trade-offs with signal detection the-

ory, including simple models in which samples have constant costs (Getty 1996),

models which incorporate optimal foraging to maximize energy intake (Holen

2013; Getty 1985), and incorporating opportunity costs of continued examination

(Abbott and Sherratt 2013). In addition to combining speed-accuracy trade-offs

with signal detection theory, they have also been incorporated into other decision

making model frameworks, such as sequential sampling in the “Gruffalo” model

of Castellano and Cermelli (2015). Here, we develop (and solve exactly) a novel,

simple extension of classical signal detection theory to the case where a speed-

accuracy trade-off is present due to a threat from the object being examined and

examine its implications for the evolution of startle displays.

3.2 The model

Suppose a predator encounters a potential prey item that has just engaged in a

deimatic display. The potential prey will fall into one of two classes: either it is

desirable, and will give a fitness benefit vd > 0 when attacked (e.g. because it is

actually palatable prey item), or it is undesirable, and will impose a fitness cost

vu < 0 when attacked (e.g. because it is in fact a disguised ambush predator or be-

cause it is distasteful). The proportion of potential prey that are desirable will be

denoted by p. The predator will make its decision based on some observed prop-

erty or phenotype of the potential prey item, which is a real number. A signal de-

tection model is based on an assumption about the distributions of this phenotype

in the two classes. In this case, we use a normal-normal signal detection model, in

which the distributions are normal in both classes, with identical variances, but

distinct means. We fix the mean to be 0 for undesirable objects and 1 for desirable

objects (this involves no loss of generality, because the units of the phenotype are
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arbitrary).

In order to account for the possibility of gathering more information about

potential prey by continued examination, the variance of these distributions is as-

sumed to come from two sources: variation between the phenotype of different

objects within the same class, and variation between observations of the same ob-

ject. The first type of variation we will call phenotypic variation, as it corresponds

to variability in the true phenotype within each population, and will have variance

σ2
p . The second we will call error variation, as it corresponds to variability due to

perceptual error in examining a single object, and will have variance σ2
e .

Let D be an indicator variable which is 1 if the potential prey item the predator

is examining is actually desirable, and 0 if it is actually undesirable. Then

D ∼ Bernoulli(p).

By a less than fortuitous coincidence, D is also the mean phenotype for whichever

class the potential prey actually belongs to, and therefore its true phenotype un-

affected by any perceptual error, T , is distributed as

T −D ∼N (0,σ2
p ).

Instead of observing the true phenotype directly, however, the predator has some

degree of perceptual error, so that it makes observations X0,X1, . . . distributed as

Xn − T ∼iid N (0,σ2
e ).

We further assume that the offsets T −D and Xn − T are independent from each

other and from D. This means that, overall, the distribution of a single observation

of a potential prey item is a mixture of two normal distributions: one with mean 1

and mixture weight p, and one with mean 0 and mixture weight 1 − p, both with

variance σ2
p + σ2

e .
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Finally, we add a cost of sampling to the model; this is an important compo-

nent because if there were no cost to sampling, it would be optimal to sample for

an arbitrarily long time, to decrease the possibility of an erroneous decision as

much as possible. This cost comes from two sources. First, we assume that unde-

sirable objects are also possibly dangerous: after each additional observation Xi

made, an actually undesirable object has a probability Ξ of inflicting the cost vu

on the predator, and ending the interaction, irrespective of whether the predator

decides to attack (this corresponds to an event like an ambush predator attacking

the predator; we assume that being attacked by and mistakenly attacking a dan-

gerous potential prey item have about the same costs, so we can use vu for both,

which simplifies the math). Second, we assume that desirable prey may escape if

the predator delays: after each observation, an actually desirable object will escape

and end the interaction with probability ∆. Naturally, if observation of the poten-

tial prey item has continued for some time and it has not escaped or attacked,

then this information provides the predator more evidence about the probability

of the potential prey item being desirable or undesirable (see below for how this

is incorporated).

3.2.1 The expected reward

The predator wishes to determine whether the potential prey item it is examining

is a desirable prey item which it should attack — that is to make an inference about

the value of D — based on some number of observations X0, . . . ,Xn. The mean of

the observations Xn = 1
n+1

∑︁n
i=0Xi is a sufficient statistic for D, so this inference can

be made based on the mean alone. Since Xn = T + 1
n+1

∑︁n
i=0(Xi − T ),

Xn −D ∼N

(︄
0,σ2

p +
σ2
e

n+ 1

)︄
.
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We call the variance of this value σ2(n) = σ2
p + σ2

e /(n + 1). This variance decreases

as n increases, because the variability due to perceptual error is eliminated by

repeated sampling, but is bounded below by σp, because the phenotypic variation

cannot be so eliminated. This is exactly a normal-normal signal detection problem,

where the signal (the mean of the n+1 observations) comes from either a desirable

distribution with mean 1 and variance σ2(n) or an undesirable distribution with

mean 0 and variance σ2(n). The optimal decision strategy is known exactly in this

case, as a classical result of signal detection theory (Green and Swets 1966): the

expected fitness reward of attack is positive if and only if the observed mean is

greater than a certain threshold, namely

λn =
1
2
− σ2(n) log

πn|vd |
(1−πn)|vu |

.

Here, πn is the prior probability that the potential prey item is desirable before

considering the evidence of the current set of observations. Obviously, π0 = p. For

n ≥ 1, πn includes an additional source of information, namely the fact that the

interaction has continued to the nth observation without the potential prey item

either attacking (if it is undesirable) or escaping (if it is desirable). Then

πn =
(1−∆)np

(1−∆)np + (1−Ξ)n(1− p)
,

and

λn =
1
2
− σ2(n) log

(︄(︄
1−∆
1−Ξ

)︄n
p|vd |

(1− p)|vu |

)︄
.

If the predator has made a single observation X0, it now needs to determine

what to do next: whether to attack immediately, flee immediately, or continue ex-

amining the potential prey item. In order to make this decision it needs to know

the expected reward of making exactly n additional observations before deciding

whether to attack or flee. If the object is actually desirable, the probability it will
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not have escaped after n observations is (1−∆)n, and it will give the reward vd if

the predator ultimately decides to attack, and 0 if it decides to flee or the prey es-

capes. If the object is actually undesirable, then the predator will survive to make

the n observations with probability (1−Ξ)n, receiving the cost vu if it does not

survive that long or if it ultimately decides to attack, and 0 otherwise. Thus the

overall expected value is

Vn = vdP (D = 1|X0) (1−∆)nP
(︂
Xn > λn

⃓⃓⃓
X0,D = 1

)︂
+

vuP (D = 0|X0)
(︂
(1− (1−Ξ)n) + (1−Ξ)nP

(︂
Xn > λn

⃓⃓⃓
X0,D = 0

)︂)︂
.

The probability that the predator will decide to attack, P
(︂
Xn > λn

⃓⃓⃓
X0,D

)︂
, depends

on the distribution of the future information X1, . . . ,Xn that the predator will ob-

tain. The expected value in the specific case of making no new observations and

either attacking or fleeing immediately is given by

V0 = max{0,vdP (D = 1|X0) + vuP (D = 0|X0)},

since X0 > λ0 if and only if the expected reward of attacking is positive.

3.2.2 Predicting future decisions

Now suppose the predator has made observations X0, . . . ,Xk, and must now pre-

dict what evidence it will have after it has made an additional n− k observations,

Xk+1, . . . ,Xn. First, it can determine what information it has on the true phenotype.

A bit of algebra shows that

T | Xk ,D ∼N

⎛⎜⎜⎜⎜⎝(k + 1)σ2
pXk + σ2

e D

(k + 1)σ2(k)
,

σ2
p σ

2
e

(k + 1)σ2(k)

⎞⎟⎟⎟⎟⎠ .
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Then it follows that for k < n, Xn is normally distributed conditional on Xk and D,

and

E

[︂
Xn

⃓⃓⃓
Xk ,D

]︂
= E

[︄
k + 1
n+ 1

Xk +
n− k
n+ 1

T +
∑︁n

i=k+1(Xi − T )
n+ 1

⃓⃓⃓⃓⃓
⃓Xk ,D

]︄
=
σ2(n)
σ2(k)

Xk +
(n− k)σ2

e

(n+ 1)(k + 1)σ2(k)
D

Var
[︂
Xn

⃓⃓⃓
Xk ,D

]︂
= Var

[︄
k + 1
n+ 1

Xk +
n− k
n+ 1

T +
∑︁n

i=k+1(Xi − T )
n+ 1

⃓⃓⃓⃓⃓
⃓Xk ,D

]︄
=

(n− k)σ2
e

(n+ 1)(k + 1)σ2(k)
σ2(n).

Then the probability that the predator will decide to attack the object, after having

made the additional observations, is

P
(︂
Xn > λn

⃓⃓⃓
Xk ,D

)︂
= 1−Φ

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝λn −E
[︂
Xn

⃓⃓⃓
Xk ,D

]︂√︂
Var

[︂
Xn

⃓⃓⃓
Xk ,D

]︂
⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠ ,

where Φ is the cumulative distribution function of the standard normal distribu-

tion.

3.2.3 Existence of an optimum

Once we can calculate the expected rewards Vn, based on the information con-

tained in X0 at least, the optimal strategy for the predator is to make n∗ additional

observations, where n∗ is an integer maximizing Vn∗ , and then to decide whether to

attack or flee. Note, however, that this strategy is only optimal among those stra-

tegies in which the predator takes a fixed number of prey: it may be possible to do

better with a flexible strategy where the number of observations is varied based on

the outcome of the first observation. To prove that there is such an n∗, consider

lim
n→∞

Vn = vuP (D = 0|X0) < V0.
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Since the Vn converge to a value strictly less than V0, all but finitely many Vn are

less than V0, and so there must be a maximum Vn. In fact, we can find an upper

bound to the point at which Vn becomes consistently less than V0,

n ≥ −
log2

log(1−min(∆,Ξ))
=⇒ Vn ≤ V0,

which provides a simple way to determine n∗, by calculating the finitely many Vn

up to this bound and finding the maximum (this upper bound is proven in the

supplementary material).

3.3 Results

The first decision facing a predator when it encounters a startle display is whether

to make additional observations, or to immediately make a binding decision and

attack or flee. The optimal decision in this first step can be determined from the n∗

value derived from the model. If n∗ > 0, then the expected reward is maximized for

a non-zero number of additional observations, and the predator should continue

to observe. If n∗ = 0, the predator should make a final decision immediately, either

attacking if V0 > 0, or fleeing otherwise. The results of this analysis, showing the

optimal decision at various points in parameter space, are shown in Figures 3.1

and 3.2, specifically for a case where desirable objects are slightly more common

the environment (p = 0.7; cases for other p are shown in the supplemental fig-

ures). Figure 3.1 shows the effect of varying initial observations, and Figure 3.2

shows the effect of varying Ξ at a fixed, small ∆ (a figure showing the converse,

varying ∆, is in the supplementary figures). Note that instead of directly show-

ing σ2
p and σ2

e , the figures show the standard deviations of individual observa-

tions σ (0) =
√︁

Var[Xi |D] =
√︂
σ2
p + σ2

e , and the correlation between the observations

r = Cor
[︂
Xi ,Xj

⃓⃓⃓
D
]︂

=
σ2
p

σ2
p +σ2

e
. These two quantities are interpretable as measures of
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the difficulty in distinguishing the two classes of potential prey (since the means

of the two classes are fixed at 0 and 1, lower standard deviations imply higher

discriminability) and the relative importance of phenotypic variation over error

variation respectively.

The underlying signal detection model for single observations is visible in Fig-

ure 3.1 in the distribution of cases where the optimal strategy is to attack or flee:

there is a threshold at an intermediate observed phenotype below which it is best

to attack and above which it is best to flee. Now, however, there is an additional

option to continue making observations in many cases, which adds another thresh-

old, so that the optimal strategy goes from fleeing to observing further to attack-

ing as X0 increases. Continuing is favoured when there is less total (both error

and phenotypic) variability in perceived signals (low values of σ2(0)), when error

variability is more important than phenotypic variability (low r), when undesir-

able potential prey are less likely to attack (low Ξ) and desirable prey less likely

to escape (low ∆), and for values of the cost/benefit ratio closer to the threshold.

For more detail we can examine the actual values of n∗. In most cases it is fairly

small, always less than five, with high values favoured only when the probability

of losing the potential prey item through escape or being attacked by it during

further examination is very low.

3.4 A second model: distance

As an alternative to the model in the previous sections, suppose that the predator

has the capacity to choose the distance at which it makes a subsequent observa-

tion of the potential prey item. Then it clearly faces a trade-off: moving further

away reduces the risk of being attacked by an ambush predator, but increases the

probability of an actual prey item escaping, and reduces the amount of informa-
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Figure 3.1: The optimal action after having made a single observation of the prey,
at a background frequency of desirable prey of p = 0.7 and with ∆ = 0.05 = Ξ.
The optimal action is either to attack immediately (green area of each panel),
flee immediately (red area), or continue observing for n∗ additional observations

(coloured by n∗, as in legend). Columns correspond to values of σ (0) =
√︂
σ2
p + σ2

e ,

the standard deviation of a single observation, and rows to r =
σ2
p

σ2
p +σ2

e
, the corre-

lation between individual observations. Observations are more characteristic of
undesirable objects for lower values of X0: undesirable objects have an average
phenotype of 0, and desirable objects of 1. The blue line indicates the attack-flee
threshold of a single step signal detection model.
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Figure 3.2: The optimal action after having made a single observation of the prey
X0 = 0.5, at a background frequency of desirable prey of p = 0.7 and with ∆ = 0.05.
The optimal action is either to attack immediately (green area of each panel),
flee immediately (red area), or continue observing for n∗ additional observations

(coloured by n∗, as in legend). Columns correspond to values of σ (0) =
√︂
σ2
p + σ2

e ,

the standard deviation of a single observation, and rows to r =
σ2
p

σ2
p +σ2

e
, the correla-

tion between individual observations.
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tion from additional samples, because the perceptual error increases. This can be

incorporated into the model by making the parameters Ξ, ∆, and σ2
e dependent on

the distance d from the potential prey item:

Ξ(d) =
1

1 + ξd
∆(d) =

δd
1 + δd

σ2
e (d) = ϵ2d.

The last of these is based on the example of a visual predator with constant angu-

lar resolution of their vision: the minimum distinguishable distance, and therefore

the perceptual error, is then proportional to distance. The first encounter with the

potential prey item is made at a distance of 1 (we can make this assumption with-

out loss of generality because the units of distance are arbitrary). As before, the

predator may immediately commit to attacking or fleeing, or make an additional

observation first. Now however, it may choose the distance from which the addi-

tional observation will be made. The optimum distance is the value of d maximiz-

ing

vdP (D = 1|X0) (1−∆(d))P
(︂
X > λ

⃓⃓⃓
X0,D = 1

)︂
+

vuP (D = 0|X0)
(︂
Ξ(d) + (1−Ξ(d))P

(︂
X > λ

⃓⃓⃓
X0,D = 0

)︂)︂
,

where

λ =
1
2
−
(︄
σ2
p +

σ2
e (1) + σ2

e (d)
4

)︄
log

(1−∆(d))p|vd |
(1−Ξ(d))(1− p)|vu |

,

and X , the mean of the two observations, has a normal distribution conditional on

X0 and D, with

E

[︂
X
⃓⃓⃓
X0,D

]︂
=

2σ2
p + σ2

e (1)

2(σ2
p + σ2

e (1))
X0 +

σ2
e (1)

2(σ2
p + σ2

e (1))
D

Var
[︂
X
⃓⃓⃓
X0,D

]︂
=

1
4

⎛⎜⎜⎜⎜⎝ σ2
p σ

2
e (1)

2(σ2
p + σ2

e (1))
+ σ2

e (d)

⎞⎟⎟⎟⎟⎠ .
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3.4.1 Results

The optimal distance from which to make a single additional observation is shown

in Figures 3.3 and 3.4. The effect of altering the dependence of Ξ(d) on distance

is shown in Figure 3.4 (larger ξ corresponds to Ξ(d) decreasing more quickly with

distance; a similar figure for ∆(d) is in the supplementary figures). The figures

show σ (0) and r at the time of the initial observation to remain comparable to

the figures in the previous section, but of course in this model there is not a single

variance and correlation of observations: these are now dependent on the distance.

As in the previous model, the underlying signal detection pattern, with a single

optimal threshold, is visible in the pattern of immediate decisions, but with an

overlayed area where observing again at a distance is optimal. Intriguingly, it is far

more common for the optimal strategy to be to move closer to make an additional

observation: more distant observation is optimal only at the very edge of the region

where an additional observation is favoured.

3.5 Discussion

Predators encountering a startle display are faced with a trade-off between two

possible costs: harm that could be inflicted by a danger such as an ambush preda-

tor, and the lost opportunity of abandoning a good prey item. In trying to identify

which of the two classes a particular potential prey item falls into, the predator

also faces a speed-accuracy trade-off. The former, cost-benefit trade-off is modelled

with signal detection theory; the model presented here extends signal detection to

also include the latter speed-accuracy trade-off by incorporating the time taken to

examine an object before making a decision in the form of the number of obser-

vations made. The distance-based model also extends signal detection theory to
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Figure 3.3: The optimal distance d to make a single additional observation of
the prey. Grey indicates d = ∞, i.e. fleeing immediately, and d = 0 (dark purple)
indicates attacking immediately. The background frequency of desirable prey is
fixed at p = 0.7 and the attack and escape probability coefficients at ξ = 0.05 = ξ.

Columns correspond to values of σ (0) =
√︂
σ2
p + σ2

e (1) =
√︂
σ2
p + ϵ2, the standard de-

viation of the initial observation at d = 1, and rows to r =
σ2
p

σ2
p +σ2

e (1)
=

σ2
p

σ2
p +ϵ2 .
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Figure 3.4: The optimal distance d to make a single additional observation after
having made an observation X0 = 0.5 at a distance of 1. Grey indicates d = ∞,
i.e. fleeing immediately, and d = 0 (dark purple) indicates attacking immedi-
ately. The background frequency of desirable prey is fixed at p = 0.7 and the es-
cape probability coefficient at δ = 0.05. Columns correspond to values of σ (0) =√︂
σ2
p + σ2

e (1) =
√︂
σ2
p + ϵ2, the standard deviation of the initial observation at d = 1,

and rows to r =
σ2
p

σ2
p +σ2

e (1)
=

σ2
p

σ2
p +ϵ2 .
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include a trade-off between safety and accuracy.

A key component of both models is the separation of the variability in obser-

vations into two components, the inherent variability in phenotypes in the pop-

ulation and the variability between observations of the same individual due to

perceptual error. The inclusion of the latter variability enables us to model the

gain of information from repeated observations, and in the distance model the re-

duced information available when the predator moves farther away. However, the

former variation is a lower bound on the variability, below which it cannot be elim-

inated by sampling. This separation of variability has been used before in models

of speed-accuracy trade-offs (Abbott and Sherratt 2013), but here we combine it

with a novel cost structure based on startle displays: the cost of sampling comes

from the examined object (through the possibility of either being attacked or los-

ing a good prey item), and is distinct for the two classes of potential prey items.

A previous model, the “Gruffalo” model of Castellano and Cermelli (2015), did

include costs of sampling, but from the threat of predation from another predator,

not from the risk of the examined object itself attacking while being examined.

This further means that the length of time that the predator is able to examine the

potential prey item is a source of information, which is incorporated through the

factor of
(︂

1−∆
1−Ξ

)︂n
incorporated into λn.

Although developed for startle displays, the modelling framework extends in

general to combinations of speed-accuracy and signal detection trade-offs where

the cost of sampling comes from one or both of the potential classes of stimuli.

For example, even in operations research where signal detection theory was devel-

oped, a blip on the radar could be a whale or an enemy submarine, and a quick

avoidance response may be favoured over further investigation because the latter

case is so dangerous (Marcum 1947). Likewise decisions following inspection of
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medical images are rarely binary, and often involve situations where rapid treat-

ment of affected patients is important to beneficial outcomes.

Obviously, making optimal decisions about potential prey items is advanta-

geous for predators; but the results of the model can also be interpreted from the

perspective of the prey, as showing under what circumstances startle displays are

an effective anti-predator defence. In order to be effective, the startle display must

cause the predator to break off, or at least delay, an attack, giving the prey time to

flee. Figures 3.1 and 3.2 show that there is a large area of the parameter space in

which it is optimal for predators to delay attacks or flee. In general, it is advanta-

geous to continue examining when that course of action is likely to provide useful

information, either because desirable and undesirable objects are sufficiently dis-

tinct or because perceptual error contributes more than phenotypic variability to

the variance, and when the risks of sampling are low. The range of acceptable Ξ

and ∆ for an immediate attack or flight is widest close to the threshold of the

underlying simple signal detection model, where continued examination is most

useful to tell desirable and undesirable objects apart, whereas for more extreme

values of the cost/benefit ratio, the range is narrow. Figures 3.3 and 3.4 show that

in the model which includes distance, the range of parameter space in which it

is advantageous to delay is similar, if not larger, although for prey this comes at

the cost of the predator usually moving closer (and thus making escape harder)

during the delay.

One notable aspect of the results is that continuing to examine is most broadly

favoured for low values of Ξ and of ∆, where the risk of losing an opportunity

or being attacked is low, making continued examination low-risk. Figure 3.2 also

shows that the optimal delays are longest for these low values of Ξ, and Figure D.1

similarly for ∆. This suggests that in circumstances where the cost/benefit ratio
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is low, it is advantageous for a startle display to be confused for a less dangerous

model in order to encourage the predator to delay rather than take a chance (when

the cost/benefit ratio is high, it is still better to be confused for a high Ξ model,

because the predator is more likely to flee outright). In other words, it is best to be

confused for something with high cost and high Ξ, but when the prey is confused

for something with low cost, it is better to be confused for something unlikely to

attack an observing predator (i.e. with low Ξ).

The model, although it describes predator responses to startle displays, doesn’t

explicitly contain any element of sudden exposure or change in phenotype: it

could be applied equally to a constantly visible signal. The advantage of the startle

component comes from a variety of sources. Suddenly displaying the signal en-

sures that the predator is close enough when it begins to examine the prey that the

prey is aware of its presence and can use the opportunity to escape: if the predator

could examine the prey to its satisfaction and then attack without being detected,

the display would offer no defence. As well, the sudden exposure of the startle

display produces a confusion effect, making the display harder for the predator

to clearly interpret, and increasing the resemblance of the display to an attack; in

terms of the model, this corresponds to increasing σ2
e , as the sudden appearance

reduces the precision of observation, and, most importantly, increasing the preda-

tor’s estimate of Ξ, as the potential prey item seems more likely to imminently

attack. The startle thus increases the efficacy of the underlying signal in produc-

ing the desired outcome for the prey (Guilford and Dawkins 1991). Additionally,

the startle display may exist as a component of a portfolio of successive defences

(Kang et al. 2016; Bateman et al. 2014; Britton et al. 2007), where being suddenly

revealed allows it to act as a backup to another defence. A startle display is a low

cost defence that can be deployed early following encounter, and it is particularly

50



suitable as a backup defence to crypsis (Umbers et al. 2017).

Our model focuses on a single encounter, but there are also aspects of startle

displays that are observed over multiple encounters, particularly the desensitiza-

tion (habituation) of predators to startle displays when they are encountered fre-

quently (Dookie et al. 2017; Kang et al. 2017). At least in part, this phenomenon

can be explained in terms of pooling observations over multiple encounters, which

would increase the effective number of samples made, with reduced risk. Equiv-

alently, this would have the effect of reducing σ2
e in each encounter, provided the

predator encounters the particular prey often enough. However, the effectiveness

of this learning process, and thus the importance of habituation, may be limited by

the startle display itself, if predators flee or the prey escapes before the predator

learns whether the prey was a desirable prey item or not; a similar mechanism has

been proposed to be responsible for the evolution of imperfect mimicry (Chittka

and Osorio 2007; Sherratt and Peet-Paré 2017). This would also mean that habit-

uation would likely be more prominent in experiments than in the wild: in an

experimental situation, the predator is constrained to see the startle display a cer-

tain number of times or for a certain length of time, no matter what choice it would

rather make (Dookie et al. 2017; Kang et al. 2017), and it may gain enough experi-

ence to be habituated, while in the wild it would flee early in every encounter, and

never gain enough experience with the startle display. The possibility in the real

world to encounter multiple prey items also means that examination of the prey

item has an opportunity cost for the predator, which could be looking for more ob-

viously good prey items instead of spending time examining the same prey item

carefully. This would have the most impact in the small area of the parameter

space where n∗ is high. Extensions of signal detection theory to include opportu-

nity costs were presented by Abbott and Sherratt (2013) and Holen (2013), and
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could be combined with the present model.

Startle displays have obvious advantages to the prey that use them as anti-

predator defences, in the form of an increased survival rate in encounters (Olofs-

son et al. 2012; Kang et al. 2017). However, being startled is also an adaptive re-

sponse of predators that want to deal with an uncertain situation correctly but also

quickly. The interaction of two trade-offs, false positive against false negatives (the

classic signal detection trade-off) and speed against accuracy, should be included

in a suitable model of the optimal decision making of predators. The decisions of

predators in turn provide the opportunity for startle displays to be effective.
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chapter 4

CONCLUSION

. . . when the mind is in its infancy a Bias is in reality a

Bias, but when we have acquired more strength, a

Bias becomes no Bias.

John Keats, letter to J. H. Reynolds, 3May 1818

In this thesis, I have presented two models of optimal decision making by

predators faced with uncertainty about the available prey. In the first, I developed

a model framework to describe predators learning about the potential prey in their

environment in a Bayesian fashion, and then applying that knowledge to optimal

decision making. The model goes beyond merely reproducing the empirical char-

acteristics of generalization to focus on the rational and adaptive significance of

generalization as a learning process. In the second, I developed a model of a spe-

cific situation, a predator facing a startle display. This involved an extension of

classical signal detection theory to include speed-accuracy trade-offs, by incorpo-

rating the possibility of continued examination, in addition to the classical accept

and reject options available in signal detection models.

Although the models both involve predator behaviour and uncertainty about

the suitability of a potential prey item, they are quite different models, both math-

ematically and biologically, and deal with quite distinct problems using very dif-

ferent methods. However, there are a few commonalities to comment upon here.

The first is that they are both in some sense models of optimal behaviour: they

both deal with predators that act to maximize the expected fitness outcome of
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their decisions. Although optimization models are well established in behavioural

ecology, they must be interpreted carefully, as real organisms do not necessarily

always behave optimally (see Krebs and Kacelnik (1991) for an overview of objec-

tions and responses to optimality in modelling). An optimization model is perhaps

better thought of as a model of the adaptive landscape of behaviour than its ac-

tual realization. Nonetheless, selection ensures that actual behaviour is generally

a good approximation to the optimal behaviour.

Another similarity between the two models is that they both involve partition-

ing uncertainty or variability into multiple components. In the startle model, this

is the division of the variation in observations of prey into inherent variation be-

tween individuals σ2
p and perceptual error σ2

e . In the generalization model, uncer-

tainty about a prey item comes from both the actual variability in the environment

and the predator’s uncertainty about the distribution of prey; this is modelled by

having a probability distribution (the subjective or epistemic uncertainty of the

predator) over the possible distributions of prey in the environment (the objective

or aleatory uncertainty in any randomly selected prey item). This latter combina-

tion of subjective and objective uncertainty is particularly common in a variety of

applications of Bayesian probability, and the interaction between the two types of

probabilities is described by the “principal principle” of Lewis (1980). This kind of

separation of multiple sources of uncertainty is in general a very useful idea when

building models that have a statistical component. Fennell and Baddeley (2012)

have even applied it to modelling deviations of behaviour from expected utility

maximization.

There are also potential extensions that the two models have in common. One

of these is the incorporation of opportunity costs or state-dependent foraging into

the model. This would involve adjusting the payoffs of the model to account for

54



the fact that the costs and benefits are measured relative to the condition of the

predator, and the other options for foraging it has (Sherratt 2003). In addition to

including the effect of the environmental state on decisions, this could include

extending the models to sequences of many encounters with prey. Ultimately, this

could lead to models of the evolution of anti-predator defences. Finally, it might be

possible to extend the two models by combining them. The simple normal-normal

model of signal detection theory could be replaced with a Bayesian model of gen-

eralization. The predator could even estimate the other parameters of the startle

model based on its experience using the generalization model: for example rather

than have one Ξ for all prey, it could be estimated for the individual being exam-

ined based on generalization from previous interactions with potential ambush

predators and the information on phenotype being discovered.
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appendix a

UNNECESSARY EXTENSIONS TO THE MIXTURE MODEL

In this appendix, I discuss two possible extensions to the mixture models used

in Section 2.3: adding asymmetric mixing coefficients, and variable numbers of

components. I show that both these extensions are almost included in the case I

use in Section 2.3, and the additional generality is not needed. Throughout this

appendix, I use the notation of Section 2.3 for the mixture model.

In Section 2.3, it was assumed that each component f (y | θi) makes the same

contribution to the mixture, and therefore has mixture coefficient 1/n. This corre-

sponds to the biological assumption that all the populations are equally abundant,

which is obviously not reasonable. An extension would allow arbitrary mixing co-

efficients p = (p1, . . . ,pn) ∈ ∆n, where ∆n is the n-simplex. One could also vary the

number of components. This is arguably more plausible than fixing n beforehand,

since we don’t expect the predator to know in advance how many populations of

prey there are. In this appendix, I will incorporate both n and p as parameters of

the model together: if I wanted to make just one of them a parameter and to fix

the other, I could then make the prior distribution of the fixed one a distribution

with all its mass on one point.

Making n and p parameters will require them to have priors ν(n) and κ(p | n)

respectively, and I will assume the priors are independent of the priors on the

parameters θi . Given the priors, the joint distribution of n, p, y, and the parameters
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θi is

ν(n)κ(p | n)
n∑︂
i=1

⎡⎢⎢⎢⎢⎢⎢⎣pif (y | θi)
n∏︂

j=1

π(θj)

⎤⎥⎥⎥⎥⎥⎥⎦ .
Integrating out n, p, and the θi shows that the marginal distribution is again the

same as that for a single component, and so the posterior after making the obser-

vation y is

ν(n)κ(p | n)
n∑︂
i=1

pif (y | θi)
∏︁n

j=1π(θj)

m(y)
= ν(n)κ(p | n)

n∑︂
i=1

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣pip(θi | y)
n∏︂

j=1
j≠i

π(θj)

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦ ,
so y provides no information about the distribution of n and p. The predictions of

the model all depend on the posterior predictive distribution, which is

∞∑︂
n=1

∫︂
Θn×∆n

n∑︂
i=1

(pif (y′ | θi))ν(n)κ(p | n)
n∑︂
i=1

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝pip(θi | y)
n∏︂

j=1
j≠i

π(θj)

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠ dθ1 · · ·dθndp =

∞∑︂
n=1

ν(n)
n∑︂
i=1

n∑︂
j=1

∫︂
Θn×∆n

κ(p | n)pipjf (y′ | θi)p(θi | y)
∏︂
k=1
h≠j

π(θk)dθ1 · · ·dθndp =

Eνκ

⎡⎢⎢⎢⎢⎢⎣ n∑︂
i=1

p2
i

⎤⎥⎥⎥⎥⎥⎦∫︂
Θ

f (y′ | θ)p(θ | y)dθ +Eνκ

⎡⎢⎢⎢⎢⎢⎣1− n∑︂
i=1

p2
i

⎤⎥⎥⎥⎥⎥⎦m(y′).

Thus the only difference from the posterior predictive distribution in Section 2.3

is that we have replaced the mixture coefficient of 1/n in the posterior predictive

distribution with a new coefficient derived from the joint distribution of n and p,

ν(n)κ(p | n). Extending the model does not allow the predator to learn anything

about the distribution of n or p. This extension is a slight generalization, in that

Eνκ

[︂∑︁n
i=1p

2
i

]︂
can take on any value between 0 and 1, while 1/n is restricted to

reciprocals of integers; but this generality is unnecessary for the purposes of Sec-

tion 2.3, particularly as I can only plot finitely many mixture coefficients in any

case.
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Figure B.1: Estimated palatabilities of a novel phenotype under a binary palata-
bility model. n and m are the assumed number of populations of palatable and
unpalatable prey respectively. The previous observations, palatable with pheno-
type −2 and unpalatable with phenotype 2, are shown by the blue and red lines
respectively. The phenotype is in units of σw.
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Figure B.2: Estimated palatabilities of a novel phenotype under a binary palata-
bility model. n and m are the assumed number of populations of palatable and
unpalatable prey respectively. The previous observations, palatable with pheno-
type −0.5 and unpalatable with phenotype 0.5, are shown by the blue and red
lines respectively. The phenotype is in units of σw.
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Table B.1: Degrees of peak shift from a binary palatability model. As Table 2.2,
but fixing σ2

p /σ
2
w = 10, and with the predator having made observations at ± the

observation.

n m Observation Peak location Peak shift Peak value

2 2 0.5 −2.11 1.61 0.230
1.0 −2.12 1.12 0.407
2 −2.38 0.383 0.578

3 0.5 −1.56 1.06 0.203
1.0 −1.81 0.805 0.340
2 −2.31 0.306 0.481

10 0.5 −0.85 0.348 0.230
1.0 −1.34 0.344 0.285
2 −2.23 0.227 0.364

3 2 0.5 −2.65 2.15 0.215
1.0 −2.31 1.31 0.360
2 −2.42 0.418 0.517

3 0.5 −1.90 1.40 0.155
1.0 −1.95 0.947 0.280
2 −2.33 0.328 0.411

10 0.5 −0.94 0.445 0.160
1.0 −1.40 0.404 0.213
2 −2.23 0.234 0.285

10 2 0.5 −5.07 4.57 0.286
1.0 −3.14 2.12 0.312
2 −2.60 0.595 0.396

3 0.5 −3.79 3.29 0.152
1.0 −2.62 1.62 0.195
2 −2.45 0.454 0.273

10 0.5 −1.66 1.16 0.049
1.0 −1.75 0.746 0.090
2 −2.28 0.277 0.136
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appendix c

UPPER BOUND ON n∗

First note that V0 ≥ 0 and V0 ≥ vdP (D = 1|X0) + vuP (D = 0|X0).

Since P
(︂
Xn > λn

⃓⃓⃓
X0,D

)︂
is bounded by 0 and 1,

Vn ≤ vdP (D = 1|X0) (1−∆)n + vuP (D = 0|X0) (1− (1−Ξ)n) .

Then

n ≥ −
log2

log(1−min(Ξ,∆))

n log(1−min(Ξ,∆)) ≤ − log2

(1−min(Ξ,∆))n ≤ 1
2

(1−Ξ)n ≤ 1
2

and (1−∆)n ≤ 1
2

(1−Ξ)n + (1−∆)n ≤ 1

(1−Ξ)n(1−∆)n ≤ 1− (1−Ξ)n − (1−∆)n + (1−Ξ)n(1−∆)n

= (1− (1−Ξ)n) (1− (1−∆)n)

(1−Ξ)n(1−∆)n

(1− (1−Ξ)n) (1− (1−∆)n)
≤ 1

=
(1−Ξ)n(−vu)P (D = 0|X0)

(1−∆)nvdP (D = 1|X0)
(1−∆)nvdP (D = 1|X0)

(1−Ξ)n(−vu)P (D = 0|X0)
.
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Then either

(1−Ξ)n

1− (1−Ξ)n
≤ (1−Ξ)n(−vu)P (D = 0|X0)

(1−∆)nvdP (D = 1|X0)
(1−∆)n

1− (1−Ξ)n
≤ (−vu)P (D = 0|X0)

vdP (D = 1|X0)

vdP (D = 1|X0) (1−∆)n ≤ −vuP (D = 0|X0) (1− (1−Ξ)n)

vdP (D = 1|X0) (1−∆)n +

vuP (D = 0|X0) (1− (1−Ξ)n) ≤ 0

Vn ≤ V0,

or

(1−∆)n

1− (1−∆)n
≤ (1−∆)nvdP (D = 1|X0)

(1−Ξ)n(−vu)P (D = 0|X0)
(1−Ξ)n

1− (1−∆)n
≤ vdP (D = 1|X0)

(−vu)P (D = 0|X0)

−vuP (D = 0|X0) (1−Ξ)n ≤ vdP (D = 1|X0) (1− (1−∆)n)

−vuP (D = 0|X0) +

vuP (D = 0|X0) (1− (1−Ξ)n) ≤ vdP (D = 1|X0)− vdP (D = 1|X0) (1−∆)n

vdP (D = 1|X0) (1−∆)n +

vuP (D = 0|X0) (1− (1−Ξ)n) ≤ vdP (D = 1|X0) + vuP (D = 0|X0)

Vn ≤ V0.
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appendix d

SUPPLEMENTARY FIGURES TO CHAPTER 3

79



Figure D.1: The optimal action after having made a single observation of the prey.
As Figure 3.2, but with Ξ = 0.05 and ∆ on the y-axis.
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Figure D.2: The optimal distance d to make a single additional observation after
having made an observation at a distance of 1. As Figure 3.4, but with ξ = 20 and
δ on the y-axis.
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Figure D.3: The optimal action after having made a single observation of the prey.
As Figure 3.1, but with Ξ on the y-axis and |vu | = |vd |.
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Figure D.4: The optimal action after having made a single observation of the prey.
As Figure 3.1, but with ∆ on the y-axis and |vu | = |vd |.

83



Figure D.5: The optimal action after having made a single observation of the prey.
As Figure 3.3, but with ξ on the y-axis and |vu | = |vd |.
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Figure D.6: The optimal action after having made a single observation of the prey.
As Figure 3.1, but with δ on the y-axis and |vu | = |vd |.
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Figure D.7: The optimal action after having made a single observation of the prey.
As Figure 3.2, but with p = 0.9.

86



Figure D.8: The optimal action after having made a single observation of the prey.
As Figure D.1, but with p = 0.9.
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