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Abstract 

VPN service providers (VSP) and IP-VPN customers have traditionally maintained 

service demarcation boundaries between their routing and signaling entities, and this has 

resulted in the VPNs viewing the VSP network as an opaque entity and therefore limiting 

any meaningful interaction between the VSP and the VPNs. The purpose of this research 

is to address this issue by enabling a VSP to share its core topology information with the 

VPNs as a service in a manner which is both practical and scalable. We use the notion of 

topology abstraction, which serves as a means of sharing the core topology information 

as abstract graphs associated with QoS metric information with the VPNs. 

We validate this idea of enabling topology information sharing with the IP-VPNs 

as a topology abstraction service in the context of a challenging framework called 

managed dynamic VPN framework. The abstraction provided to a VPN as a TA service 

is generated using a novel process that enables fairness and service differentiation among 

the VPN customers. 

New problems arise when topology abstraction is provided as a managed service 

to the IP-VPNs, as the available core resources need to be summarized for advertising to 

VPN customers while maintaining maximum session performance and core resource 

utilization. These problems are addressed through novel topology abstraction schemes. 
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Chapter 1 
Introduction 

1.1 Background 
A virtual private network (VPN) [YuaOl] refers to a logical network that connects 

entities of the same user group (enterprise, provider, etc..) that are geographically 

dispersed and overlaid over a shared transport network that is owned by a VPN service 

provider (VSP). A VPN is normally guarded by one or more service level agreement 

(SLA) attributes, which are related to control and data plane functions that guarantee a 

certain level of performance with respect to data security, quality of service (QoS), 

service availability, and service pricing requirements. 

The traditional model of provisioning an IP-VPN relies heavily on site-to-site 

traffic estimates, which are made available to the VSP by a VPN customer. This 

site-to-site traffic estimate is then used to determine tunnel paths of constant bit rates 

between the border node pairs. As long as the traffic profile is less than the estimated 

traffic requirement, this site-to-site traffic estimate will deliver bandwidth guaranteed 

performance to the IP-VPN traffic. This mode of provisioning is called the PIPE model, 
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and it has a few practical shortcomings. For example, as the number of VPN endpoints 

increase, managing the VPN traffic becomes troublesome. Also, since each of the pipes 

behaves like a dedicated virtual circuit, no multiplexing gain can be achieved over the 

tunnels for the traffic from the same VPN or from different VPNs. This scheme also 

requires a VPN to predict its traffic requirements well ahead of time in the form of a 

traffic matrix. Estimating the traffic matrix for each pair of sites is often a difficult task, 

which typically ends with the VPN customer quantifying the worst case traffic estimate; 

consequently, this often leads to unnecessary capital expenditure (CAPEX) on behalf of 

the VPN and poor network utilization of the VSP's network resources. 

In order to address the drawbacks of the PIPE model, the HOSE model was first 

proposed in [Duf95]. It was proposed with the intention of easing traffic specifications, 

improving statistical multiplexing, and allowing flexibility in terms of traffic distribution 

from a VPN end point to all other end points. In the case of a HOSE model, the VPN 

customer specifies the aggregate traffic requirements for each of its end points peering 

with the PE (Provider Edge) node of the VSP. The aggregate specification is in the form 

of an ordered pair for each VPN site. The first element is the maximum traffic ingressing 

(entering) the VSP's network from the VPN peering point and destined to all the other 

end points of the VPN. The second element represents the maximum traffic egressing 

(leaving) an end point into the VPN site. This corresponds to the traffic originating from 

all the other end points of the VPN. Though this form of traffic specification eases the 

problem of traffic estimation for the VPN customers, it is a challenge for the providers to 

use this form of traffic specification to provision the network so as to maximize statistical 
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multiplexing and meet the aggregate ingress/egress bandwidth requirement of each VPN 

end point. 

Another traffic specification model called the RANGE model [KhaOO] allows the 

VPN to specify the requirements as a range of quantitative services. This model builds on 

the DiffServ model [RFC2475] of providing QoS. Even in this case, the VPN is not 

required to predict and specify any peak traffic requirements as in case of the PIPE 

model. 

Previously discussed modes of VPN provisioning is generally good for IP-VPNs 

whose traffic specification changes at longer time scale. With increasing deployment of 

short lived and bandwidth intensive multimedia applications in enterprise VPNs, an 

approach designed to enable the VPN sites to negotiate SLA and seek services 

dynamically is required. In this thesis, a novel framework that enables dynamic VPN 

service (DVS) in a managed IP-VPN context is proposed. 

Earlier research on enabling DVS was limited to studying the problem of enabling 

sharing of link capacity dynamically among VPNs. Initial proposals, such as in [Mit99] 

[GarOO], proposed solutions which allow dynamic resizing of the pre-established virtual 

circuits as a function of varying traffic demands of the VPNs, and thereby improving the 

statistical multiplexing gain and the overall utilization of the core network. 

A more recent line of research in the existing literature, which enables DVS, is the 

work related to programmable VPNs; this work allows VPNs to have access to a subset 

of the router and network resources that can be optimized in order to satisfy the interests 

of the customer's applications. The goal of this area of work is to provide the flexibility 
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that the VPNs needs in order to effectively control the provisioned switch and link 

capacity resources dedicated to the VPNs in the VSP's network. Such a framework 

allows the VPNs to utilize the committed resources sensibly; furthermore, this framework 

enables rapid SLA negotiation and provision newer capacity requests in smaller 

timescales. [IsaOO] proposed a dynamic programmable VPN architecture that allows 

spawning dynamic VPN networks with dedicated router and link resources built over 

logical switch partitions called switchlets controlled by an open control interface. These 

programmable VPN architectures and solutions enabling dynamic VPN creation assume 

availability of access to physical router and link resources through an open programmable 

interface; for this reason, employing this approach is not possible when strict trust issues 

exist, as in the case of a VPN enterprise and a transport infrastructure owned by a 

commercial VSP. Another drawback with this mode of VPN management is similar to 

that of the PIPE model which requires prior knowledge of the demand matrix of the VPN, 

which is then mapped to the appropriate switch and link resources in order to spawn 

VPNs dynamically and enable customers to manage it. 

In this thesis, we propose a novel service that enables VSP to share its core topology and 

link state information in a scalable manner with its IP-VPN customers. This service is 

enabled by the novel application of topology abstraction, which is on the lines of the 

topology aggregation concept applied for hierarchical routing, but new under the context 

of IP-VPN service. This topology abstraction service is studied in the context of a novel 

challenging framework called managed dynamic VPN framework which enables it to be 
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realized in a VSP's network. The VPNs uses the abstracted topology and QoS metric 

information to seek services on demand from the VSP. This mode of provisioning 

prevents wastage of any committed resources, which may occur as a result of poor 

utilization in a dynamic call request scenario if well known models of provisioning based 

on the PIPE or the HOSE model is used; it also enables statistical multiplexing of VPN 

demands in the core of the VSP's network resulting in improved use of the available 

network resources. 

Before providing a summary of our contributions, we provide a high level discussion on 

certain pros and cons of providing the TA service. These points are further discussed with 

the support of simulation analysis in Section 4.4 of Chapter 4. 

1.1.1 Discussion on TA Service 

The benefits of the TA service are: 

• The goal of VPN is to provide a customer a virtual private network that forms an 

overlay network over some existing public networks. The customer should have full 

control over this overlay network in terms of routing and content distribution in such a 

way that the overlay network looks like their own network. This was traditionally 

achieved through leased line services. However leased line services do not allow sharing 

and result in higher cost for the customer. The L3 VPN tries to solve this problem 

through provider-based VPN which gives the provider full control of all the VPNs 

sharing the same provider network. While this approach can maximize the sharing of the 
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provider's resources, the customer does not have any information about the underlined 

network and therefore the overlay network is poorly utilized. 

Our topology abstraction solution provides a compromised solution between the 

above two extreme approaches. It allows the VPN customers to choose the kind of 

information granularity they need for their VPNs so that they can utilize the overlay 

VPNs more efficiently in terms of routing information among different VPN sites and 

distributing application contents through out their VPNs. The customers who want to 

make their VPNs more like their own networks will pay more money to the provider for 

more TA information. This will allow them to route their traffic and distribute their 

application contents more efficiently in the overlay network and therefore lead to less 

bandwidth cost of the underlined provider's networks. In the end, they may save more in 

terms of overall cost. On the other hand, our approach still allows providers to multiplex 

different VPNs and achieve maximum sharing of their network resources while keeping 

their physical topology of the VSP confidential. 

This thesis will focus on the issues related to the provisioning of 

TA in the provider's network. The design of overlay network is another major 

research area and it is beyond the scope of this thesis. 

• Providing TA information to the VPNs allows them to seek resources from the 

VSP with high degree of success. This will result in achieving the goal of enabling VPNs 

to make routing decision with very high efficiency, leading to good VPN experience. 

This will be demonstrated by very good success ratio (for performance metric definitions, 

refer to Section 4.3.1) performance achieved by the VPNs. The overall gain in success 
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ratio is achieved because of the gain achieved both in terms of crankback and misscall 

ratio performance for the VPNs. Also, the VPNs subscribing to TA information with 

varying granularity demonstrate different levels of service performance. This allows VSP 

to achieve service differentiation through TA service. 

• In current provider networks control plane scalability is a major concern. With 

TA service, as we will observe, the VPNs achieve very good crankback ratio 

performance compared to VPNs that are not provided with any form of abstraction. This 

gain is significant as it reduces the call processing burden on the VSP which would 

otherwise be required to process these calls. This results in cost savings to the VSP, 

which increases with increasing number of VPNs served by the VSP. 

Though the above points make very good argument to provide TA service, we draw 

attention to a few drawbacks with it. This we summarize next. 

• Though the TA service achieves the objective of improved decision making by 

the VPNs provided with TA information, it may lead to poor judgement on the part of the 

VPNs at higher network load conditions. An increase in misscall and crankback ratios 

may occur with increase in network load. However, as we will show in Chapter 4, the 

deterioration of these performance metrics is small relative to the overall gain in terms of 

success ratio achieved compared to the case when no TA is applied. This is the case even 

at high load conditions. It will also be observed that the misscall and crankback ratio 

performance also vary with granularity of TA information based on which a VPN makes 

the routing decisions. Specifically, VPNs provided with lower granular abstraction 
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performs poorly in terms of routing decisions when compared to those provided with 

higher granular abstractions. 

• Another observation made in the context of the TA service is that it may lead to 

lesser network utilization compared to the case when the VSP provides no TA service. 

However, as we will observe later, the reduction in the average utilization is not found to 

be very significant. This reduction in network utilization is offset by very good success 

ratio achieved by the VPNs provided with some form of TA information. 

• The VSP and the VPN bear a control overhead cost associated with generating the 

abstractions and flooding it to the VPN CE routers. However, this control overhead 

complexity is dependent on the granularity of the TA chosen by the VPN, and the 

frequency at which VPN wants the TA to be updated by the VSP. 

1.2 Thesis Contributions 
This thesis proposes a novel idea of sharing core topology information with IP-VPNs. We 

realize this as a topology abstraction (TA) service for the IP-VPNs where the VSP does 

not assume any prior traffic specifications from the VPN. This service has been studied in 

the context of those VPNs whose capacity requirements arrive randomly and are short 

lived, and therefore would want to minimize the cost by using the resource only for the 

time window needed. 

With this brief introduction, the following are our key contributions: 

1. We propose TA as a new service provided by VSPs to IP-VPNs for sharing their core 

network topologies and link state information in a customized manner as required by 
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the VPNs. We evaluate this novel idea in the context of a managed dynamic VPN 

framework that allows IP-VPNs to make intelligent dynamic bandwidth requests 

without the need for predicting their future demands. 

2. In order to generate the topology abstractions for the VPNs we propose a novel three-

stage TA generation process that enables fairness and service differentiation. 

3. We propose three topology abstraction schemes in a decentralized mode of TA 

generation to address the issue of oversubscription. These abstraction schemes differ 

from one another with respect to degrees of aggressiveness in terms of exposing 

resources, which result in tradeoffs in terms of VPN call performance metrics and 

core network utilization. 

4. Analytically, we formulate the TA generation problem as a maximum concurrent 

flow (MConF) problem and maximum multicommodity flow (MMCF) problem, and 

propose TA schemes based on approximation algorithms to address the centralized 

TA generation problem. To address the fairness issue encountered while applying the 

TA solution based on MMCF theory, we present a new online approach called the 

flow balancing heuristic. Furthermore, we also propose improvements to the MMCF 

based TA scheme for offline implementation. 

We next summarize the remaining chapters in terms of its contents and the contributions 

made through this research. 
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1.3 Thesis Organization 
In line with the contributions stated previously, the layout of the remaining chapters of 

this thesis is as follows: 

Chapter 2 provides the background material for this thesis and establishes the 

motivation for the need for a topology abstraction service for IP-VPNs. In this chapter, 

we discuss the various forms of IP-VPNs, its provisioning models, the various SLA 

parameters typically associated with an IP-VPN service definition, and the research done 

so far to enable dynamic VPN service. We also discuss in this chapter the notion of 

topology aggregation as applied in the context of hierarchical routing, and summarize the 

research done so far to address the various problems related to topology aggregation. 

Chapter 3 discusses reachability abstraction in existing IP-VPN solutions and how 

TA service can be used to enable DVS for IP-VPNs. Here we also discuss how the TA 

service can be realized in the context of a new framework called managed dynamic VPN 

framework. The framework employs key building blocks as enhancements to the well 

known BGP/MPLS based IP-VPN solution in an attempt to realize it in a VSP's network. 

We also introduce the SLA parameters called TA-SLA parameters that are relevant to 

realize the TA service in a practical context. These parameters also serve to generate 

service differentiation among the VPNs subscribing to the TA service. Furthermore, this 

chapter discusses the various TA abstractions types considered in this thesis and 

illustrates how they can be realized from a fully meshed abstraction. 

Chapter 4 introduces the TA generation process, for which we propose a three-

stage methodology that results in TA abstractions that are customized to each VPN 
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depending on its negotiated TA-SLA parameters and the VSP's fairness criteria. We 

evaluate the different types of abstract topologies and compare their performance through 

simulation analysis of TA service for multiple VPNs. We also study how the TA-SLA 

parameters can be used to achieve service differentiation among the VPNs. 

Chapter 5 defines a resource sharing problem encountered in the context of the 

TA service to the VPNs. In this problem, which is called the VPN topology abstraction 

(VPN-TA) problem, the TAs for the VPNs are independently generated in a decentralized 

manner by the border nodes that host them. As a solution to this problem, we propose and 

describe in detail three abstraction schemes; in addition, we study their performance 

through simulation analysis. 

Chapter 6 examines the problem of generating TAs in a centralized manner. In 

order to study this, we define another problem called the VPN core capacity sharing 

(VPN-CS) problem. We then apply the multicommodity flow theory to address this 

problem. We describe centralized abstraction generation schemes based on maximum 

multicommodity flow (MMCF) and maximum concurrent flow (MConF) formulations 

and apply approximation algorithms to solve them in the context of the TA service for the 

VPNs for online implementation. We also study several enhancements of the MMCF 

approach so as to achieve fairness in terms of sharing of core capacity. We conclude this 

chapter with simulation analysis of the proposed centralized abstraction schemes and try 

to address the conservative nature of the centralized abstraction schemes by a technique 

based on oversubscription of residual link capacity. 
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Chapter 7 presents the conclusions and provides recommendations on the future 

extensions of this research. 

Appendix A is a reference section of the algorithms from the graph theory 

literature that have been used to propose algorithms for the problems studied in our 

research. 
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2. Ravi Ravindran, Changcheng Huang, and K.Thulasiraman, "Topology Aggregation as 

a VPN Service", Proceedings oflEEEICC'OS, Vol. 1, pp. 105 - 109, May 2005, Seoul. 

3. Ravi Ravindran, Changcheng Huang, and K.Thulasiraman, "A Dynamic Managed 
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Chapter 2 
IP Virtual Private Networks and Topology 

Aggregation for Hierarchical Routing 

2.1 Introduction 
In this thesis, we propose a novel approach to share core topology information with the 

IP-VPNs. We propose the use of topology abstraction (TA) as a service to the IP-VPNs 

and study it under a framework that enables dynamic VPN service (DVS) to VPNs. 

Before conferring the details of our proposals, we present an overview of IP-VPN service 

in this chapter, as well as a summarization on the use of topology aggregation in the 

context of private network-to-network interface (PNNI) and open shortest path first 

(OSPF) protocols. 

In Section 2.2, we begin our discussion with a brief introduction concerning the 

evolution of different types of IP-VPN connectivity and the SLA parameters that are used 

to define a managed IP-VPN service. Sections 2.3 and 2.4 discuss the two forms of IP-

VPN service, specifically, the customer premises equipment (CPE) and network based 
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IP-VPN service. In Section 2.4, we discuss the IETF proposals for provisioning network 

based managed IP-VPN service. Section 2.5 summarizes the literature related to various 

VPN provisioning models, and Section 2.6 summarizes the research in the area of 

realizing dynamic VPN services. Given that the goal of this thesis is to propose the use of 

the notion of TA in the context of IP-VPNs, Section 2.7 discusses the application of 

topology aggregation in order to scale routing in the context of PNNI protocol applied in 

asynchronous transfer mode (ATM) networks, as well as the research that has been done 

to address the issues arising from applying TA to scale routing. In addition, we also 

discuss how TA's usage in well known link state protocols, such as OSPF, enables IP 

routing in large networks. 

2.2 IP Virtual Private Networks 
As defined in Chapter 1, a virtual private network (VPN) [YuaOl] refers to a logical 

network which links entities of the same user group (enterprise, provider, etc..) that are 

geographically dispersed and overlaid over a shared transport network owned by a VPN 

service provider (VSP). A VPN is normally guarded by one or more service level 

agreement (SLA) attributes, which are related to control and data plane functions that 

guarantee a certain level of performance with respect to data security, quality of service 

(QoS), service availability and service pricing requirements. A VPN, whose transport 

connectivity over the SP's network is processed in the IP layer (i.e. uses the IP header 

information, like source-destination IP address and/or the TCP/UDP port information, to 

transport packets from one point to another) is called an IP virtual private network (IP-
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VPN), and such an IP connectivity service that is provided by a VSP is called an IP-VPN 

service. 

The necessity for IP-VPNs came about primarily for three reasons. The first 

reason was to provide an interconnection between the multiple geographically dispersed 

sites of a given enterprise; this form of connectivity is generally known as site-to-site 

VPN connectivity. The second reason was attributable to the need to provide corporate 

intranets with access to the telecommuting users; this form of connectivity is called 

remote VPN connectivity. The third reason was so that to allow third parties, such as 

suppliers, vendors, e tc . , partial or full access to an enterprise's intranet; this form of 

access is called the extranet service. In our research, we consider the first scenario, where 

sites of an enterprise require connectivity with each other. 

The infrastructure of the SP over which IP-VPN is supported could either be part 

of the network handling Internet connectivity or a multiservice infrastructure dedicated to 

support the VPN service and/or other forms of managed services with certain guarantees. 

The difference between the two setups lies in the fact that, in the former case, the SP is 

unaware of any form of the VPN's existence, and hence, the traffic traversing the 

network is mostly afforded best-effort service. Another means of realizing such a form of 

IP-VPN service is when the SP only provides a point-to-point guaranteed bit rate 

connectivity using layer 1 technology, such as SONET/WDM or layer 2 technologies like 

ATM or frame relay; in this approach, the VPN themselves manage the IP layer 

connectivity. On the other hand, in the case of a managed IP-VPN over a multiservice 

network infrastructure, there is normally a well understood SLA contract between the 
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VPN customer and the VSP; this contract provides certain guarantees in terms of QoS, 

security requirements, and service availability for the IP-VPN traffic traversing its 

network. In this form of IP-VPN, the framework consists of two key components. One is 

a set of geographically dispersed local networks or sites that belong to a particular 

customer, and the other is a backbone network of a VSP that interconnects these sites. 

Another logical extension of the customer's VPN entity is the case where the ability to 

remotely access the customer network may be required. Fig 2.1 gives a general view of a 

managed site-to-site IP-VPN service, where three sites (SI-S3) of the VPN customer are 

connected using a service provider's backbone. Rl is a remote entity requiring 

connectivity to the VPN. 

Figure 2-1: High level view of managed site-to-site IP-VPN service 

Any form of managed IP-VPN is expected to provide some guarantees in terms of the 

data that traverse through the VSP's network, which is formalized as an SLA between the 

VPN and the VSP. 
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At a high level, an SLA is a binding contract between the service provider and the 

VPN customer, and the specific set of parameters and values that define this agreement is 

called the service level specification (SLS). [Sar06] provides formal definitions for an 

SLA and an SLS and also enumerates key elements of an SLS for contemporary VPN 

definitions. For instance, an SLA might simply consist of the pricing for the VPN service 

and the exact committed bandwidth assured to the traffic traversing the VSP's network; 

however, with the convergence of all forms of communication, i.e voice, video and other 

multimedia applications, over an IP based platform, more stringent assurances need to be 

enforced in the transport network so as to isolate issues associated with data security, 

congestion, and QoS violation of flows from the VPNs. In this case, in addition to 

bandwidth guarantee, the SLA will also include parameters which spans VPN 

requirements in terms of QoS for the traffic flow in terms of end-to-end delay, jitter, and 

packet loss ratio requirements; service reliability guarantee; and data security 

requirements. We next elaborate on these different SLA categories relevant to the case of 

an IP-VPN service: 

VPN Data Security: This is the most important requirement for any form of IP-VPN 

connectivity. VPN security functionality is required in order to address three common 

problem areas of security: authentication, confidentiality, and data integrity. 

Authentication ensures that the entity claiming to have sent the message is the same as 

the entity that actually sent the message; this is normally enabled via the utilization of 

digital signatures. Confidentiality ensures that the message remains private between the 
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two communicating entities. Furthermore, this level of privacy requires the message text 

to be ciphered before being transmitted. Data Integrity requires that the message 

communication does not become altered during transit. Often a small digest, like the 

message authentication code (MAC) of the actual message, is used for this purpose. A 

well known security protocol suite called IP Security (IPSec), which comprises of 

authentication header (AH)[RFC2402] and encapsulation security payload 

(ESP)[RFC2406], is commonly applied in the context of IP-VPNs to enforce previously 

mentioned aspects of VPN data security. 

VPN Traffic Isolation: As data from the VPNs are statistically multiplexed in the core of 

the VSP's network; there should be a mechanism to logically or physically separate data 

belonging to a VPN from the public or the data belonging to other VPNs. The common 

methodology that is used to enable this is to apply the concept of tunneling, where a 

protocol layer is repeated by encapsulating the original payload inside the replicated 

layer. In addition to hiding the original payload, tunneling also allows one to apply a 

common set of services at the ends of the tunnels, such as security services like the ones 

mentioned above. 

Some of the tunneling protocols commonly used are point-to-point tunneling 

protocol (PPTP), layer 2 forwarding (L2F) protocol, and layer 2 tunneling protocol 

(L2TP). These protocols are specifically designed to tunnel point-to-point frames 

through an IP network commonly used for remote access applications. These tunneling 

protocols are also useful to transport packets from a VPN site within an IP network, 
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where tunneling may be applied due to addressing or security reasons. The addressing 

constraints occur due to the non-routable private addresses typically used within a VPN 

site. Though, simple tunneling procedures like IP-in-IP tunneling take care of the 

addressing issue, the fact that a packet can still be read during transmission renders data 

security threats to the VPN, and for this reason, security enabled IP tunneling protocols 

like IP-Security (TPSec) are implemented. 

Another form of tunneling protocol that that has been widely accepted today is the 

multi-protocol label switching (MPLS) protocol [RFC3031]. In an MPLS based network, 

a label is inserted between the IP header and the MAC header in order to transport the 

payload between the two end points of an MPLS enabled transport network; this can be 

visualized as a tunneling mechanism, since the IP payload header is not used for routing 

the packet. Several proposals have extended the MPLS framework as a converging 

technology for the next generation of layer 2 and layer 3 VPN services. In order to 

transport the VPN packets, a mechanism called label stacking is used to create logical 

separation of VPN traffic from multiple VPN customers in the transport plane. 

VPN Quality of Service (QoS): Since IP-VPN services are managed by a VSP over a 

shared infrastructure, QoS guarantees for both real time and non-real time services are 

required in order to meet the end-to-end quality of experience (QoE) of a user part of a 

VPN site. Real time services and particularly interactive services will require stringent 

QoS requirements in terms of latency, jitter, packet loss, and bandwidth requirements. 
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Non-real time services like web-browsing have more elastic requirements, such as page 

response time and average throughput. 

In the context of a VPN, it is a non-trivial task to provide flow guarantees that are 

specific to each application. Guarantees are typically provided to the aggregate traffic 

from a VPN site that ingresses the core VSP's network. The aggregate traffic 

specification of a VPN is normally specified in terms of a traffic matrix, where an 

element of the matrix represents the maximum aggregate traffic flow expected between 

two border nodes of the VSP network hosting the VPN. This information can be used to 

formulate a traffic engineering problem in order to meet the VPN constraints and the 

VSP's objectives. Once sufficient capacity to support the aggregate traffic has been 

provisioned across the core, DiffServ [RFC2475] framework controls, such as packet 

marking, policing, shaping, and scheduling, can be applied so as to provide preferential 

treatment to flows emanating from a VPN. 

VPN Service Availability: VPNs typically belong to enterprises or organizations that 

have different business requirements and priorities. In most cases today, an enterprise 

conducts transactions that have significant monitory implications to the enterprise over its 

VPN; this motivates the need for guarantees in terms of service availability. IP-VPN 

service availability is typically quantified by parameters such as maximum downtime that 

can be tolerated by a VPN during a particular duration of time, which normally is 

specified in terms of weeks, months, or years. These stringent assurances are typically 

fulfilled by the VSP by applying appropriate service availability measures to the VPN 
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data traversing its networks; a commonly applied approach is to enforce route protection 

and switching mechanism to the tunnels transporting the VPN traffic. 

From the above discussion, we can observe that an SLA forms the cornerstone of any IP-

VPN deployment. Enforcing SLA guarantees is a complicated procedure which spans 

management, control, and data planes of the transport network. The policies to enforce 

these service requirements are configured in routers using the VPN management systems, 

while incorporating VPN specific rules in the VPN security gateways and edge routers. 

These rules enforce VPN specific control plane signaling and data path packet processing 

rules; this result in enforcing the desired QoS service differentiation, data security, and 

service availability for the flows emanating from the VPN sites and between the VPNs 

themselves. 

2.3 Types of IP-VPN 

IP-VPNs can be broadly classified into two categories based on the entity managing the 

VPNs' control and data plane functions: CPE based IP-VPN and network based IP-VPN. 

2.3.1 CPE Based IP-VPN 

In this case, the IP layer control and data path functions related to managing the VPN 

site-to-site connectivity are controlled by the VPN customer. Hence, in this situation, the 

service provider only provides the transport layer connectivity as required by their VPN 

customer, and the SLA will be the bandwidth associated with virtualized connectivity 
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between two sites of the VPN. These virtual circuits that connect the VPN sites are 

typically built on Layer 2 transport technologies, such as asynchronous transfer mode 

(ATM) or frame relay (FR), which enable only point-to-point virtual circuit (VC) 

connectivity between VPN sites as shown in Fig 2.2. The VPN customer uses these 

permanent VCs to manage IP connectivity between the sites. CPE based VPNs have a 

serious drawback, which is scaling when new sites require to be connected to the VPN. 

Assuming that the VPN already has N sites, introducing a new (7V+l)th site would require 

the enterprise to request N new VCs in order to maintain a fully meshed VPN 

connectivity. Also, this form of configuration has an IP layer overlaid on the mesh of 

VCs, which leads to scalability implications to the overlaid routers that have to maintain 

0(N) routing adjacencies. This form of VPN also requires the service provider to have 

the committed bandwidth circuits available at all times, irrespective of their utilization, 

and thereby denying the VSP the ability to multiplex the resource with other VPN users. 

These factors led to the proposal for the network based VPN that is discussed in the next 

section. 

Figure 2-2: High level view of CPE based IP-VPN service 
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2.3.2 Network Based IP-VPN 

In this form of IP-VPN, the VPN customer offloads partial or full management of the 

VPN to the service provider. This form of service is mutually beneficial, both to the 

enterprise and the VSP. For the VPN customer, this form of VPN reduces the CAPEX 

arising from planning, provisioning, and managing its own VPN. From the point of view 

of the VSP, such a model of enabling IP-VPN not only offers new avenues for revenue, 

but also improved total network capacity utilization by enabling capacity multiplexing 

among the VPN customers. But this gain also comes with the complexity of meeting the 

VPN customer's SLA requirements in terms of the service parameters discussed in 

Section 2.2. An approach for a VSP to enable network based VPN is to reuse the 

traditional ATM or FR infrastructure, but this, as we noted in the CPE based case, leads 

to scalability issues. Recent drive towards convergence of multiple managed services 

over a single transport network has the VSPs using an IP/MPLS based transport 

infrastructure. A well utilized IP network not only enables it to provide seamless handling 

of customer's IP traffic in terms of enhanced control and data handling services, but it 

also makes operation, administration, and management (OAM) easier and less expensive; 

this is because it eliminates the need for replicated specialized network infrastructure, 

which used to be a typical scenario with service providers that incurred replicated 

CAPEX and operational expense (OPEX). 

The telecom vendor community through the IETF has proposed VPN solutions 

where the service providers could offer managed VPN services called the provider 

provisioned VPN (PP-VPN) services. These managed VPN services have been defined 
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for all three types of transport layers based on layers 1/2/3 transport technologies. A 

summary of these VPN solutions has been presented in [Tak04][Kni04]. 

Layer 1 (LI) PP-VPN service provides OSI layer 1 connectivity between the VPN 

sites. This means that the VPN connection is identified through physical characteristics of 

layer 1 transport, such as a time slot in the case of a circuit switched network (e.g., 

synchronized optical network (SONET) technology) or wavelength switched transport 

infrastructure. With respect to standard activity to formalize layer 1 VPN framework and 

protocols, [Tak04] summarizes the efforts underway in ITU in this area, which also 

include features like dynamic switched connection service and customer controlled soft 

permanent connection specifications. 

Layer 2 (L2) PP-VPN deals with providing OSI layer 2 VPN connectivity. This 

could be over traditional technologies like FR or ATM. More recently, providing point-

to-point and point-to-multi-point ethernet connectivity on an MPLS transport framework 

has gained a great deal of acceptance. [Kni04] discusses the recent developments at the 

IETF to define L2 VPN service to transport ethernet frames between VPN customer sites 

on an IP/MPLS network. 

Layer 3 (L3) PP-VPN, as discussed earlier, relates to managed IP-VPN service 

connectivity at the IP layer. [Kni04] has summarized the various proposals being 

considered in the IETF intended to define L3 provider provisioned VPN service. Since 

our research is in the context of L3 VPNs, next we discuss this service further, 

specifically, we elaborate on how a provider provisioned IP-VPN service is realized over 

a MPLS transport network. 
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Figure 2-3: High level view of provider provisioned IP-VPN service 

2.4 Provider Provisioned IP-VPN Service 
Fig 2.3 shows the reference diagram for a L3 PP-VPN service; there are three key 

components to this architecture. The set of provider edge (PE) nodes, which have direct 

connectivity to the VPN sites, are the ones that are VPN service aware, in the sense that 

only these nodes in the core network has the ability to do any VPN specific operations, 

such as tunneling or applying VPN specific QoS policies like traffic policing, shaping, 

and differentiated scheduling operations. The customer edge (CE) node is part of a VPN 

site, and it is connected to the PE device. The link connecting the CE and PE node forms 

the service demarcation point for both the VPN customer site and the VSP domain. In 

addition to the PE node, the core provider (P) nodes that have no connectivity to any of 

the CE nodes are simply high capacity switching nodes, which just switch or route data in 

the VSP's network in addition to taking part in the routing and signaling related to 

computing and provisioning tunnel paths between the PE nodes. These nodes have no 

intelligence to provide any VPN specific treatment to the packets traversing through it. 
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The two solutions that have been proposed to realize managed L3 PP-VPN 

service are border gateway protocol (BGP) and MPLS based solution as proposed in 

[RFC4364] and virtual router based approach as suggested in [Kni06]. Though these 

proposals achieve the same goals as required by [RFC3809] to realize provider 

provisioned IP-VPN service, they take different approaches in terms achieving these 

objectives. The key requirements suggested in [RFC3809] are: 

• Opaque transport of data between VPN sites, since the customers may be using 

non-IP protocols or may be using local addresses not unique to VSP's domain. 

• Security of VPN data transport, so as to avoid misdirection, modification, 

spoofing, or snooping of customer data. 

• Adherence to the SLA agreed upon between the VPN customer and the VSP, the 

most important being QoS guarantees to the data traffic transiting the VSP's 

network. 

We next elaborate on the solution proposed in [RFC4364], which is of interest to 

us in this thesis. [RFC4364] addresses two key problems encountered in the context of 

the managed IP-VPN service definition: first, scaling the IP-VPN service to any number 

of VPN sites and minimizing the complexity of adding and removing sites from the VPN, 

and the second being protocol extensions intended to differentiate VPNs both in control 

and data plane, and a methodology to route IP flows from VPNs between geographically 

dispersed sites. 
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To address the complexity issue, the scope of the VPN control and transport plane 

logic is limited only to the PE nodes. The core routers or the P nodes are ignorant about 

the existence of any VPN. To address the other issue of creating a logical separation 

between the VPNs, [RFC4364] proposed solutions whose key components include: a 

definition of a virtual routing and forwarding (VRF) instance, which can be considered as 

logical routing and forwarding instance dedicated to serve a given VPN on a PE node; 

extensions to BGP in order to handle the exchange of VPN specific information between 

the PE nodes in a unique manner; VPN aware label switched paths (LSP) to facilitate 

VPN data transport between the PE routers in an MPLS network; QoS to the VPN traffic; 

and VPN data security. We elaborate on these below. 

Virtual Routing and Forwarding (VRF): One of the key requirements of a managed 

VPN service is the logical separation of the VPN instances in the VSP's domain. For this 

reason, each VPN instance hosted on a PE node is configured as a separate virtual routing 

and forwarding instance. The minimal configuration begins by identifying the set of CE-

PE physical or logical connectivity as part of the VRF instance. In addition, the VRF also 

maintains a database to hold service definitions specific to each VPN, such as the traffic 

shaping and policing aspects related to processing of the VPN packets. For a given VPN, 

the VRF definition on the PE nodes can also be considered as the VPN customer's 

routing instance in the VSP's domain, which can be configured to enforce routing 

policies realizing various forms of logical topologies like the fully meshed or hub-and-

spoke forms of site-to-site connectivity. 
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Before accepting data from a VPN, each of the PE nodes is provisioned with VRF 

instances corresponding to the VPNs served by the PE node. To enable seamless VPN 

routing, a methodology has to be applied, so that the PE nodes are aware of the VPN IP 

addresses hosted on remote VRF instances belonging to the same VPN hosted on other 

PE nodes. This can be achieved by statically provisioning the VPN specific remote 

addresses in each PE node. This is ideal since it allows obvious control over computing 

resources and security, but this does not scale well as the size and complexity of a VPN 

increases. Alternatively, dynamic auto-discovery schemes can be adopted by piggy

backing the information on one of the routing protocols used by the operator. [RFC4364] 

recommends the use of extended BGP, also known as multi-protocol BGP (MP-BGP), to 

exchange VPN specific information. The VPN site IP addresses along with qualified 

attributes, such as route distinguisher (RD) and route targets (RT) are used to manage the 

routes that are exported from and imported into a VRF. 

Label Switched Path: A LSP is a label switched tunnel established in an MPLS network 

using well known protocols like CR-LDP [RFC3472] and RSVP-TE [RFC3473]. 

Allocation of labels is initiated by the PE nodes for a given forward equivalence class 

(FEC) that defines the class of packet properties like destination IP address, TCP/UDP 

port etc., which maps to a set of flows entering the provider's network through the PE 

node. Though the LSPs define a way to tunnel data between any two points in the 

network, which suffices even for a complicated service like VPN, this would result in 

defining multiple parallel LSPs for different VPN FECs leading to an explosion in the 
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number of labels used in the network. For this reason, a two level label stack is 

employed. In this case, the top level label aggregates all the traffic belonging to the 

different VPNs between the same pair of PE nodes ingressing and egressing the VPN 

traffic. To transport a VPN packet, a two level label stack is used. The inner label, which 

is called the service label, maps to a given VPN, and hence, enables an egress PE node to 

identify the VPN instance and send it out on the right CE-PE link. The outer label called 

the transport label enables the ingress PE node to ship the packet to the egress PE 

identified by a route lookup on the VPN packets destination address and map it to a 

particular LSP. 

QoS for Provider Provisioned IP-VPN: The key factor which determines how QoS is 

applied in a managed IP-VPN scenario depends on the granularity of LSP that connects 

the VPN sites. There are two ways to tunnel the VPN data. The first way is to use a mesh 

of tunnels for each VPN, in which case there are no competing VPNs contending for the 

same resource within the same tunnel. This approach has the disadvantage of 

provisioning and maintaining 0(\VPN\*\PE\2) tunnels in the worst case, where \VPN\ and 

\PE\ are the number of VPNs and the number of border nodes respectively, and so would 

be inefficient and costly for the VSP. The other approach is to aggregate all the VPN 

traffic into a single set of fully meshed 0(\PE\2) tunnels, with the tradeoff of now sharing 

the core router's link and router bandwidth among the VPNs. VPN QoS in both the above 

cases is normally assured using a mix of IntServ [RFC 1633] and DiffServ [RFC2475] 

service frameworks. The IntServ QoS principles are applied to traffic engineer the LSP 



30 

tunnels using signaling features like explicit routing (ER) and constraint based route 

(CBR) computation solving network optimization problems, while taking into 

consideration aggregate VPN traffic demands. But since these explicitly provisioned 

tunnels serve as transport channels for aggregate traffic emanating from different VPNs, 

DiffServ framework of packet marking and classification at the PE edge is applied, thus 

classifying the VPN traffic into a pre-defined class of service (CoS) aggregates, which 

statistically guarantees minimum bandwidth availability. Further, various combinations 

of bandwidth guaranteed tunnels and the concept of label stack mapping to desired CoS 

within or without VPN context can be used in the provider's network to enforce more or 

less granular service guarantees. 

VPN Data Security: As such, MPLS provides the same kind of security as ATM and FR, 

since the packets are labeled as soon as they enter the VSP's MPLS network and only 

uses the label context to transport the packets across the network. In addition, there may 

also be a need to encrypt and authenticate the VPN data. [RFC4364] recommends the 

application of these security requirements even before the VPN traffic enters the VSP's 

domain using the IPSec suite of protocols [RFC2406][RFC2475]. 

2.5 IP-VPN Resource Provisioning Models 
In this section, we survey the resource provisioning models proposed in the context of 

managed IP-VPNs. Traditional provisioning of IP-VPN was done using a site-to-site 

traffic estimate, also known as the PIPE model [Jut05] of provisioning. In the PIPE 
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model, the traffic matrix T= { Uj) is used to determine tunnel paths between the border 

node pairs, assuring the committed bandwidth guarantee for the EP-VPN traffic traversing 

the tunnel. The element ttj is either the worst case bandwidth requirement or the 

estimated traffic between end points i andy. 

Given the traffic matrix, a VSP will then determine the virtual circuits that 

traverse the VSP network; this will be accomplished by solving the problem using the 

multicommodity flow formulation [Ahu93] adapted to a VPN context with business 

constraints and optimization objective in order to serve the VPN and VSP's interest. 

[Chun03] proposes a multi-objective linear optimization formulation for provisioning 

VPN LSPs in the context of a MPLS transport. The paper points out that a single 

objective function, as proposed in [GirOO], which minimizes a weighted linear sum of 

per-link bandwidth usage, or as in [Wan99], which minimizes the maximum link 

utilization of the network, addresses only one aspect of the traffic engineering problem. 

Hence, [Chun03] proposes a multi-objective formulation that takes into account both 

resource usage and link utilization. Since this formulation is NP-hard, a heuristic solution 

is proposed to solve the problem. 

Although the PIPE model is more prevalent today, it has a few practical 

shortcomings. For example, as the number of VPN endpoints increases, managing the 

VPN traffic becomes increasingly complicated, and since each of the pipes is a dedicated 

circuit, there can be no multiplexing gain achieved among various committed bandwidth 

tunnels provisioned specifically for the VPNs. This scheme also requires the VPNs to 

predict their traffic requirements well ahead of time in the form of a traffic matrix. 
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Estimating the traffic matrix for each pair of sites is often a demanding task. This often 

ends with the VPN customer estimating the worst case scenarios, resulting in unwanted 

expenses to the VPN and poor network utilization to the VSP. 

To address the drawbacks with the PIPE model, the HOSE model was first put forward in 

[Duf95]. It was proposed with the goal of easing traffic specification for the VPNs. 

Specifically, the HOSE model tries to meet the following objectives: 1) enable flexibility 

to send traffic to a set of endpoints without having to specify the detailed traffic matrix; 

2) reduce the capacity requirements of access links through multiplexing gains obtained 

from the natural aggregation of the flows between endpoints. 

In case of a HOSE model, the VPN customer specifies aggregate traffic 

requirements for each of its end points peering with the PE nodes of the VSP. The 

aggregate specification for each end point x is given as (Ix, Ox). Here, Ix represents the 

maximum traffic ingressing the end point x and destined to all the other end points of the 

VPN. Ox represents the maximum traffic egressing an end point into the VPN site 

originating from other end points. This traffic originates from all the end points of the 

VPN and destined to the end point x. [Duf95] shows that from a VPN's perspective, 

aggregating traffic at the hose provides significant multiplexing gain over the access link 

with gains in the range of 200%-300% in comparison to static PIPE based provisioning. 

Though this form of traffic specification eases the problem of traffic estimation for the 

VPN customers, it is a challenge for the providers to use this to provision the network, so 
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as to maximize its network utilization and meet the aggregate ingress/egress bandwidth 

requirements of each VPN end point. 

[Kum02] shows that the generic problem of provisioning the HOSE model with 

asymmetric (Ix, Ox) specification is an NP-hard problem. For the special case in which the 

ingress and egress bandwidths for each VPN endpoint are equal, the authors proposed an 

algorithm for computing the optimal tree, whose time complexity is 0{mri), where m and 

n are the number of links and nodes in the network. The paper also proposed an integer 

programming formulation for the general VPN tree computation problem, used in cases 

where ingress and egress bandwidths of VPN endpoints are arbitrary, and developed an 

algorithm that is based on the primal-dual method. 

[Jut05] studied the bandwidth efficiency of the HOSE model of provisioning 

versus the traditional PIPE model. One of the important conclusions of this paper was 

that, in the case when the HOSE model is used, over-provisioning increases with the 

increase in network size; however, when the uncertainty of the traffic distribution is high 

this is a useful model of provisioning. The study covered various HOSE model 

provisioning schemes that were proposed in [Duf95]. A conclusion noted was that the 

over-provisioning factor was less significant for tree routing based realizations. It was 

also observed that the average over-provisioning factor for the VPN-specific state HOSE 

realization increased with the topology density, and it is essentially constant for tree 

routing based HOSE realizations. Moreover, they observed that in the case of the VPN-

specific state realization, the addition of new links to the topology does not improve 

bandwidth efficiency. 
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Recently, [Chu08] proposed provisioning algorithms for fast VPN construction in 

the context of the HOSE model of provisioning under a dynamic scenario where VPNs 

join and leave the network. It proposed a method by which routes are pre-provisioned 

with the objective of maximizing the amount of admissible VPN traffic in the network. 

When there is a need to provision a VPN on demand, the only check for capacity is 

performed at the border nodes through a call admission control (CAC) process. 

[Wei04] proposed a fluid VPN service model, whose objective is to address the 

VPN low throughput issue when the generic fluid bandwidth allocation scheme or max-

min schemes are employed in the HOSE model VPN. 

Another form of traffic specification that tries to address the drawback of the PIPE model 

of traffic specification is called the RANGE model [KhaOO]; this allows the VPN to 

specify the requirement as a range (lower and upper bound) of quantitative service, so 

that the VPNs are not required to provide deterministic point-to-point traffic estimates. 

This model assumes that the RANGE SLA is satisfied as long as the committed 

bandwidth between the two border nodes is within the agreed lower and upper bounds of 

the estimated traffic requirement. This enables the VSP to take advantage of the 

significant multiplexing gain which is achieved by managing the range based bandwidth 

requirements. This model is proposed over the DiffServ framework of providing QoS. 
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2.6 Dynamic IP-VPN Service 
Dynamic IP-VPN service terminology has been used to describe different characteristics 

related to provisioning, control, and management aspects of IP-VPNs. The properties 

include flexible link management schemes, the ability to add/delete/modify core 

resources in small time-scales, the ability to add/delete/modify the set of VPNs supported 

over the network dynamically, opening the control of VPNs to the end user with the 

ability to manipulate control, and data plane logic on demand. 

One line of research in the literature is the work related to improving the core 

network resource utilization by managing the link capacity dynamically among VPNs. 

[Mit99] proposed solutions which allow dynamic resizing of the pre-established virtual 

circuits as a function of varying traffic demands of the VPNs, and thus improving the 

statistical multiplexing gain and the overall utilization of the core network. [GarOO] 

proposed a stochastic fair sharing scheme in order to dynamically share resources 

dedicated to various VPNs, while taking into account the unused capacity on each VC 

and sharing the capacity on the timescale of session arrivals. [Hyo03] investigated the 

problem of dynamically varying (increasing or decreasing) the virtual link capacity in a 

fair manner, and proposed a simple solution which is independent of network size or the 

path size of the Virtual Link (VL), and which fairly distributes the residual capacity 

among the competing VLs with a fast convergence time for links with varying capacity. 

In [Gha06], the authors studied the problem of dynamic resource management of the link 

resource in the context of VCAT-enabled SONET/SDH when shared by multiple VPNs. 
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The paper assumes that each VPN has a provisioned guaranteed link resource and the 

residual non-reserved link capacity is shared among the VPNs. 

Another line of research in the literature is the work related to programmable 

networks [Cam99] for VPNs. The objectives of a programmable VPN framework are: 

separation between transmission hardware and control software; availability of open 

programmable network interfaces; virtualization of networking infrastructure; rapid 

creation and deployment of new network services enabling rapid SLA negotiation; 

dynamic provision and modification of new or existing provisioned path's QoS 

properties; and the coexistence of multiple distinct network architectures. These networks 

are provisioned by providing VPN customers with access to a subset of the nodal and link 

resources controllable by the VPN and programmed based on its real time needs. The 

goal of this model of dynamic VPN service is to provide VPNs with the flexibility to 

control the provisioned switch and link capacity resource dedicated to it in the SP's 

network by its own control plane logic which enables it to use the committed resource 

judiciously. 

Earlier research to realize customer controlled VPN was in the context of ATM 

networks [Ane99], where the VPN Customer's requests are either satisfied on an existing 

virtual path (VP) or by creating a switched virtual circuit (SVC) between a pair of sites, 

and in this way enabling dynamic multiplexing of resources among different VPN sites 

and among various VPN customers. This paper also proposed a capacity allocation 

algorithm, which is intended to maximize a revenue objective as a function of VPN call 

arrival rates, gain and loss of revenues associated with a successful acceptance or 
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rejection of calls. [Mer97] suggests a mechanism where the physical resource of a switch 

is partitioned. Each subset of the resource, which is called the switchlet, is presented to a 

different controller which could form part of different control plane architectures. 

[Fon02] proposed VPN resource allocation techniques in a switchlet framework using the 

multicommodity flow theory. [IsaOO] proposed a dynamic programmable VPN 

architecture that allows spawning dynamic VPN networks with dedicated router and link 

resources over a switchlet framework. The guaranteed resource allocations made possible 

by switchlet partitioning ensure that the freedom afforded by opening up the control 

plane is contained in a safe and managed environment. 

The above discussed programmable VPN architectures and solutions enabling 

dynamic VPN creation, assume availability of access to physical router, and link 

resources through open programmable interface. In practical settings, implementing the 

notions of a programmable VPN is not possible where strict trust issues exist, as in the 

case of an enterprise and a transport infrastructure owned by a commercial VSP. Also, 

this kind of partitioning requires prior knowledge of the demand matrix of the VPN, prior 

to mapping the appropriate switch and link capacity to support the VPN. 

Network based managed IP-VPN services paradigm can be exploited by the VSP 

in order to generate novel revenue generating services. Also, since the VPN traffic is 

becoming increasingly IP based, there is a good case for the VSP to maintain a single 

IP/MPLS network to provide traditional VPN services, such as emulated virtual leased 

line services with static requirements, managed IP-VPN service based on solution 

proposed in [RFC4364], and also more enriched dynamic VPN service to serve VPNs, 
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which may require resources for a short window of time. The basic goal of our research is 

to propose a topology abstraction service framework that shall enable a VSP to share its 

sensitive core topology and link state information with the EP-VPNs in a practical and 

scalable manner. Another feature enabled by this service is that it enables VPNs to make 

intelligent bandwidth requests without the need of predicting their future demands. This 

prevents poor network utilization because of committed resources and enables statistical 

multiplexing of VPN demands in the core of the VSP's network. As the bandwidth 

demands of the user is not known in advance, the VSP doesn't provision any resource 

before hand, instead uses the notion of topology abstraction to share topology and link 

state information applying negotiated SLA metrics and fairness policies with the VPNs. 

The VPNs can use this information to request resources more intellegintly in future. 

Topology abstraction also allows a VSP to provide service differentiation from its 

topology information sharing service which also enable the VPNs to negotiate a service 

definition that meets its requirements. 

Topology aggregation has been used before in the context of routing in packet 

switched networks. Our use of topology abstraction1 (TA) service to enable managed 

DVS for IP-VPNs is yet another application of topology aggregation. Next, we provide 

an introduction of the use of topology aggregation and literature survey of the problem 

encountered by its use in the context of routing. 

1 We use the term "topology abstraction" instead of "topology aggregation" in the context of IP-VPN to 
emphasize the fact that topology aggregation in the context of IP-VPNs is used to share the VSP's sensitive 
core topology information with the VPNs as a service rather than to scale routing in large networks. 
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2.7 Topology Aggregation for Routing 
Routing refers to a per-hop decision making process in a layer 3 domain involving a 

router to determine the next-hop adjacent node to which the packet should be forwarded 

to so that it reaches its desired destination. In the case of EP routing, the routing decision 

is made using the destination IP address, along with a routing table lookup. Routing in IP 

networks can be either static or dynamic. Static routing involves provisioning the routes 

(i.e. the adjacent router information for a set of IP addresses) in the routers of the network 

by an operator. The routes may be computed either using an offline mechanism or based 

on certain administrative policies so as to achieve certain traffic engineering objectives. 

Dynamic routing involves the application of a routing protocol in order to exchange 

neighbor information to build partial or complete database of the core network topology. 

The topology information is then used to compute the next-hop information for each 

routable IP address. 

Our interest in this thesis is in the context of dynamic routing which we discuss 

further. As mentioned above, dynamic routing is enabled using a routing protocol, which 

has three main functions: 1) exchanging routing information; 2) managing the routing 

database; 3) path computation and its management using the routing database. 

Exchanging routing information involves routers encoding best next-hop 

information for a set of routable TP destinations along with link connectivity 

neighborhood information in standard format as required by the routing protocol and 

sharing it with its neighbors. The neighbor nodes decode and apply the routing 

information into their own routing database and share this information with their 
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neighbors if necessary. A routing database in a router manages the information received 

from its neighboring routers by comparing its current knowledge of topology and 

advertised destination information with the already installed routes, and making 

additions, modifications, or deletions to its database if necessary. Path computation 

involves using the local information available in the routing database in order to 

determine the best next-hop to the router which is the gateway to a destination IP address. 

Depending on the type of routing information that is exchanged, routing protocols 

can be categorized into two types: distance vector routing (DVR) or link state routing 

(LSR) [Meh07]. 

DVR involves the routers exchanging their neighborhood and reachable IP 

destination information with their neighbors. The neighboring nodes use the information 

to determine the best route to a given destination using a path computation algorithm, 

such as the Bellman Ford [Ahu93] algorithm. Although DVR has the advantage of 

computational simplicity in determining the shortest path to all the nodes in a domain, it 

has the disadvantage of reacting slowly to node or link failures; this results in high 

convergence time complexity of synchronizing the change across the network domain. 

This could lead to excessive packet loss of user flows during the convergence duration. 

Link state routing on the other hand is based on a reliable flooding mechanism 

within a domain that enables each router to build a map of the core network topology. 

This knowledge of the core topology is used to compute the shortest path tree locally in 

the router using algorithms such as Dijkstra's shortest path algorithm [Ahu93]. The 

shortest path tree is computed by applying optimizing metrics like cost, hop count, delay, 
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or bandwidth. Given that the link state management of a routing database is based on 

flooding mechanism, LSR based routing protocols have better convergence time during 

node or link failures. 

One of the design objectives of a routing protocol is for it to scale both in terms of 

memory and computational complexity of calculating optimal paths with increase in size 

of the network. The increase in the network size is a result of either adding new nodes or 

links to address issues like increase in traffic from the existing customers or could be also 

to address the need to provide path protection features to the existing set of traffic 

engineered paths. Increase in the size of the routing database also increases protocol 

overhead in terms of message size, resulting from increased number of nodes, links and 

destination IP addresses. A solution that has been applied in the context of routing to 

handle large networks is the notion of hierarchical routing applying the notion of 

topology aggregation. Hierarchical routing involves administrative grouping of nodes of 

a domain; this creates several subsets of routers of the core network called the 

subdomains. The subdomains can be further split to create more subdomains. Such a 

structural breakup of the core network can be represented by a hierarchical tree. 

Routing protocols have been extended to route in domains that have been broken 

into a hierarchical tree. In such a form of routing, routing within a subdomain is flat, i.e. 

each router in the subdomain has complete knowledge of the subdomain topology it is a 

part of. Routing between subdomains is enabled through the process of information 

aggregation, wherein certain representative nodes of the subdomain summarize the 

subdomain's topology and link state QoS information and share them with the border 
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nodes, which then floods the information across their respective subdomain. Here, the 

application of topology aggregation abstracts the network topology information 

pertaining to a domain as well as the connectivity between two domains. 

A network domain can be abstracted using several forms of abstract topologies of 

varying granularity. This form of abstraction could be as trivial as the case where the 

virtual link in the abstract topology represents the connectivity between two points, and 

in a more complex case, it is associated with some information capturing the link state of 

the underlying physical network. In the context of link state abstraction, the metrics of 

interest include both convex metrics like bandwidth and additive metrics like link cost or 

delay. A metric can also be classified based on its time varying properties, such as static 

or dynamic. A static metric does not vary with time, or may vary at very large time scale; 

an example of this is hop count or link cost associated with the cost of packets traversing 

the link. A dynamic metrics like, link latency (due to queuing delay) and available 

bandwidth of a link, varies at short time scales depending on network state properties like 

the load and congestion status of the network. The choice of a metric, static, or dynamic, 

associated with a virtual link in a aggregated topology has a consequence on the protocol 

overhead incurred in keeping the link state information in sync with other subdomains. In 

addition to the topology and link state information, another important abstraction is with 

respect to the rechability of hosts and nodes in a subdomain. 

Hierarchical routing has its own benefits and drawbacks. It has the advantage of 

achieving significant savings in terms of memory and computational complexity. It also 

enables a certain level of security because of its ability to disable topology information 
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sharing across all the nodes of a network domain. But hierarchical routing could also lead 

to inefficient routing, since the routing decisions may not be optimal, since they are based 

on aggregated information. The routing efficiency in the case of hierarchical routing is 

highly influenced by the granularity at which the core topology is abstracted, and the 

correctness of the abstracted link state information. 

Two well known routing protocols that have applied topology aggregation in order to 

achieve routing scalability are private network-to-network interface (PNNI) [PNNI96], 

developed for ATM networks, and open shortest path first (OSPF) [OSPF98] for IP 

networks. We next briefly discuss the use of hierarchical routing in these protocols. 

2.7.1 Private Network-to-Network Interface (PNNI) 

Protocol 

PNNI is a routing and signaling protocol applied in ATM networks. In order to scale 

routing in ATM networks to a large number of nodes, hierarchical routing has been 

exploited. At the lowest level, switches with direct physical connectivity are clustered 

together by administrative configuration to form a peer group (PG). Representative nodes 

of a PG, which is called the designate node, summarize the peer group's topology and 

link state information representing it as a logical group node (LGN) at a higher level. The 

LGN at a higher level can further be clustered to form a PG and further abstracted. The 

number of levels of abstraction depends on the routing scalability requirements of a 

provider network. PNNI allows such a hierarchical aggregation to scale up to 104 levels. 
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In the simplest form, an LGN is summarized as a complex-node, which is a simple node 

enabling one value aggregation per QoS parameter. This representation is conveyed in 

the form of a symmetric-star topology [PNNI96] that consists of a central node 

virtualizing the network and ports that map to the border nodes of a PG. Fig. 2.4 

illustrates PNNI abstraction on a 24 node network topology. Fig. 2.5 shows the logical 

representation of the 4 level tree hierarchy that is enabled by the clustering of nodes in 

the topology shown in Fig. 2.4. 

Figure 2-4: Example for PNNI topology aggregation 

Figure 2-5: PNNI multi-level hierarchical topology aggregation 
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Researchers have explored various problems related to topology aggregation in the 

context of the PNNI protocol for ATM networks. The problem of topology aggregation 

can be broken down into two sub-problems. One is to choose the appropriate abstract 

topology type in order to strike a balance between loss of network connectivity 

information and associated control overhead. The other sub-problem is with the 

aggregation algorithm used to associate one or more QoS link metric information with 

the edges of the abstracted topology with the objective of minimizing the error between 

the approximated and real time physical layer link state of the network. 

Various forms of topology aggregation can be used in hierarchical routing, with 

different levels of granularity in terms of connectivity between the border nodes of a sub-

domain. The aggregated topology types can be as simple as representing the entire sub-

domain as a simple node or can be broadcasted as a fully meshed abstract topology. The 

simple node is the simplest of all the types, and it is best in terms of cost of aggregation, 

which is typically measured in terms of the size of the link state update packets. But it 

lacks the ability to reflect any asymmetric topology information. The other extreme of 

aggregation is to use a fully meshed aggregation topology, wherein the nodes of the 

aggregated topology map to the border nodes and the logical links abstract the physical 

path properties of the internal network being abstracted. This approach is preferred 

because of its non-lossy QoS metric aggregation; however, it suffers from scalability in 

terms of the topology complexity and the associated link state updates. [PNNI96] also 

proposed a compromising aggregation which is called the star topology. A star topology 

uses a pseudo node as the hub node with the border nodes as its spokes. Several other 
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forms of aggregations have been proposed, between the simple node at one end and the 

fully meshed topology at the other end, in order to achieve certain desirable properties 

such as capturing information like asymmetry in QoS information while containing 

aggregated topology complexity. [LeeOl] proposed a spanning tree aggregation 

connectivity between the border nodes. [KorOO] proposed a new form of star topology 

called the source-oriented star aggregation. Here, the central node of the star is not a 

pseudo node, but it is the border node that generates the topology aggregation. In this 

case, the objective is to provide the border nodes only a subset of the fully meshed 

abstract topology that is useful for computation of paths to the border nodes of the 

adjoining domains. 

The problems of link metric aggregation can be classified into two categories: 

single metric aggregation and multiple metric aggregation. With respect to abstracting 

link metric information, the objective of topology aggregation is to provide compact 

topologies, while minimizing the errors occurring due to aggregation of the desired link 

metric information. Approaches that have tried to address the single metric aggregation 

problem, which has been shown to be fairly easy to solve, include algorithms proposed in 

[Lee95], fLee99], and [LeeOl]. These papers basically suggested optimization to the fully 

meshed representation associated for both additive and non-additive link metric by 

encoding it further to auxiliary graphs such as a minimum spanning tree and a minimum 

equivalent sub-spanner graph. [Lee95] also shows the difficulty with dealing with 

asymmetric networks, even with non-additive parameters like bandwidth. [Gue97] 

discusses the effect of aggregation on routing of connections with bandwidth 
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requirements and suggests using a shortest path algorithm with weights proportional to 

the probability that links could satisfy the bandwidth requirement. 

With respect to multiple metric aggregation, the non-triviality of the aggregation 

of the multiple metric information arises, due to the fact that it is difficult to capture the 

region of feasibility with a minimal set of parameters in the multi-dimensional QoS 

metric plane. If we consider two metrics like delay and bandwidth, this region of 

feasibility is bounded by a staircase region defined by convex-corner points. The problem 

here is to minimize the difference between the region represented by the aggregation 

scheme and the actual area of feasibility while minimizing the space complexity required 

to share this information with other domains. Many researchers have studied this problem 

and proposed ways to approximate the service region of feasibility. [KorOO] proposed a 

technique using a combination of minimum delay mind, maximum bandwidth maxbw, 

and the smallest stretch factor mins among all paths between the border nodes; here the 

delay-bandwidth feasible region is abstracted as a hyperbolic curve. The requests that lie 

in this region are accepted by the domain for signaling. The authors in [Lui04] proposed 

to represent the region of feasibility by a line segment instead of a single point. The line 

segment is determined by the least square method that minimizes the least square error, 

i.e. the summation of squares of distances from the corner points of the feasible region to 

the approximated line. [Tan05] proposed the use of service curves based on polynomial 

curves, piecewise cubic splines, and polylines, which were shown to be more accurate 

than those in [KorOO] and [Lui04] but with a tradeoff in terms of space complexity. 
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One of the basic problems of topology aggregation in real time is the error in 

aggregated graph compared to the original topology. To remedy this, some researchers 

proposed new aggregation schemes that minimize the average distortion in a least square 

sense [Awe98]. In [HaoOO], the authors proposed two topology aggregation approaches. 

One of them (called the hybrid approach) advertises relatively static information (e.g., 

hop count) less frequently, while advertising highly dynamic information (e.g., 

bandwidth) more frequently and in less detail. The other approach determines the most 

used paths based on statistical observation and gives more weight to these paths during 

the next topology aggregation computation cycle. 

2.7.2 Open Shortest Path First (OSPF) Protocol 

OSPF is a well known link state IP routing protocol, which enables only two levels of 

hierarchical routing. The protocol provides a basic feature where a core network also 

known as an autonomous system (AS) is divided into subdomains called 'Areas'. The 

hierarchical routing enabled by OSPF can be explained at a high level referring to Fig. 

2.6. Each area is identified by a unique id. Area 0 is called the backbone area, and the 

protocol mandates other areas of the AS to be connected to it. A router is designated as 

being in a particular area if at least one of its interfaces is configured to be in that area. 

Hence, a router could also belong to multiple areas. Areas that do not have a direct 

physical connectivity with the backbone area are connected using virtual links (which is 

an IP tunnel), as shown in the case of Area 3 and Area 0 as a dashed line in Fig. 2.6. The 
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border nodes of the areas summarize the IP address information along with the 'Best' 

cost of reaching the IP address in or reachable through the area and floods it to Area 0 

through the area border routers (ABR) that are also a part of Area 0. The aggregate 

reachability information is further flooded by Area 0 ABRs into other areas as well. The 

path cost associated with the reachability information will be updated at each ABR before 

it is flooded into other areas. Since Area 0 is connected to all other areas, the information 

of these EP addresses, along with the path cost summary, also gets flooded into the areas 

that are directly or indirectly connected to Area 0 through a virtual link. 

Though hierarchical routing in OSPF is not as complex as PNNI in terms of topology 

aggregating properties, it does play a significant role in improving the memory and 

processing complexity requirement of router nodes in the core network which enables 

operators to expand their AS to large number of nodes [Meh07]. 

Figure 2-6: Example of hierarchical routing in OSPF 

'Best' here refers to a path computed with an optimization objective within an area of being the shortest in 
terms of cost or latency. 
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2.8 Summary 
This chapter discussed the various concepts related to this thesis. We began our 

discussion with a brief introduction to the evolution of different types of IP-VPN 

connectivity, and the SLA parameters that are used to define a managed IP-VPN service 

today. In this context, we discussed two forms of IP-VPNs, which are the CPE and 

network based IP-VPNs. We also discussed the IETF proposed solutions for provisioning 

network based managed IP-VPN service. VPN resource provisioning is one of the most 

critical problems that need to be solved to meet QoS requirements of IP-VPN customers 

and maximize core network resource utilization. In this context, we summarized the 

literature related to various IP-VPN resource provisioning models, along with the benefits 

and drawbacks of applying each one of them. Since the goal of this thesis is to introduce 

the application of topology aggregation in the context of IP-VPNs, we discussed how 

topology aggregation has been used to realize hierarchical routing in the context of PNNI 

protocol for ATM networks, and the research that has been done to address various 

problems arising due to aggregation of network topology and link state information. 

Further, we also discussed how topology aggregation enables IP routing to scale in well 

known link state protocols, such as OSPF. This thesis also proposes a framework to study 

the use of TA for the IP-VPNs; the framework enables dynamic bandwidth service to the 

IP-VPNs. Therefore, we also summarized the research in the area of realizing dynamic 

VPN service for IP-VPNs. 
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Having provided a background to the key concepts that will be employed in this 

thesis; we next proceed to discuss each one of our contributions in the following chapters 

of this thesis. 
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Chapter 3 

Topology Abstraction Service for IP-

VPNs: Definition and Realization 

3.1 Introduction 
In this chapter, we introduce topology abstraction service in the context of IP-VPNs. In 

Section 3.2, we begin by discussing the applicability of the notion of reachability 

abstraction in current network based IP-VPN solutions. Section 3.3 discusses the need for 

TA for IP-VPNs; its objectives as a service; and the key differences from its use for 

hierarchical routing. In Section 3.4, we discuss the managed dynamic VPN framework 

(MDVF) along with the key building blocks that enhance the well known BGP/MPLS 

based IP-VPN solution to realize the TA service for the VPNs in a VSP's network. 

Section 3.5 introduces the SLA parameters called TA-SLA parameters that are relevant in 

order to realize TA service in a practical context. Section 3.6 introduces the important 

graph theory notations in the context of the TA service to the VPNs. Section 3.7 

introduces the different TA types that have been considered in this thesis. 
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3.2 Reachability Abstraction in Managed IP-VPN 

Service 
Before we discuss the applicability of TA in the context of managed IP-VPNs, we discuss 

how abstraction is used implicitly by the VSP as a way to share reachability information 

between the sites of a VPN in current well known provider provisioned IP-VPN solutions 

[RFC4364] and [Kni06]. 

[RFC4364] and [Pual06] (also summarized in Section 2.4) solutions do not 

discuss rechability abstraction as an explicit network function; however, if one were to 

look closely, rechability abstraction is the underlying principle that enables Layer 3 

connectivity between the VPN sites. This is enabled by instantiating appropriate routing 

protocol and exchanging VPN specific information between the CE and PE nodes. To 

begin with, the PE node first populates its own VRF instance by exchanging VPN routing 

information with other PE nodes hosting the same VPN; an extended version of interior 

border gateway protocol (I-BGP) called multiprotocol I-BGP [RFC2858] is used for this 

purpose. [RFC4364] also proposed a policy driven VPN route exchange, which is based 

on a filtering mechanism over the VPN routes exchanged and installed in the VRF that 

enables realization of various logical reachability topology, such as fully mesh and hub-

and-spoke form of connectivity. Once the VRFs are populated, a routing protocol, which 

is supported by both the CE and the PE nodes (for example, OSPF based interaction as 

proposed in [RFC4577] or exterior BGP (E-BGP) as suggested in [RFC4364]) is applied 

between the two nodes. This enables the transfer of the remote VPN reachability 
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information from the VRF database in the PE node to the CE node. This results in the CE 

node visualizing the peering PE node as an adjacent router or gateway to all the remote 

routable IP addresses of the VPN. 

Fig. 3.1(a) illustrates this form reachability abstraction; the figure shows a VSP 

providing managed IP-VPN service to two VPN customers, VPN-A and VPN-B. The 

four VPN-B sites are shown to host subnetworks in the range of 10.1.0.0/16-10.4.0.0/16. 

Once the VRFs are instantiated in each of the PE nodes, the routing protocols exchange 

and synchronize all the VRFs with the reachability information relevant to VPN-B. This 

results in a fully meshed connectivity in terms of reachability from a PE node's 

perspective as shown in Fig. 3.1(b). This allows the packets ingressing at any of the PE 

nodes from a CE node to be correctly transported to the intended remote VPN site. When 

the PE node further shares this reachability information with the CE node, the CE node's 

visualization of abstraction of the VPN connectivity is shown in Fig. 3.1(c). 

It should be noted that the edges shown in Fig. 3.1(b-c) signify the rechability 

property and do not have any TA related topology or link state properties. This is because 

the current solutions do not enable such an exchange of topological information between 

the VSP and the VPNs. 
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(c) 

Figure 3-1 (a-c): Reachability abstraction in network based IP-VPN 

3.3 Topology Abstraction Service for IP-VPNs 

As discussed previously, a VSP today only has the ability to disseminate reachability 

information to all the CE nodes of a given VPN. This information suffices the need of 

most of the IP-VPNs today; this is so as the QoS for the VPN traffic is pre-negotiated 

with the VSP, using the PIPE or HOSE mode of traffic specification and guaranteed by 

provisioning appropriate core resources to handle the traffic. For enterprises today, these 

traffic specifications are expected to only vary in long timescales. Such long time scale 
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variations give a VPN sufficient time to renegotiate the existing SLA to include the future 

capacity requirements. Hence, the need for TA is not compelling under such static or long 

term varying traffic requirements; however, with the increasing number of multimedia 

applications in enterprises used to support applications involving conferencing, 

collaboration, and data management involving backups and restoration, the VPN 

customers, in the future, may require significant capacity for a number of small windows 

of time in order to meet the needs of these bandwidth intensive applications. A good 

example in an enterprise case is an application called Telepresence [CISCO], which 

involves setting up a high definition audio-video conferencing session between VPN 

sites. In such situations, the current approach of going through the process of 

renegotiating SLAs is not an acceptable one. Even if the VPN customers were able to 

predict the worst case capacity requirements and renegotiate the existing SLA, this 

solution has two unwanted drawbacks. Firstly, the VPN will have to pay for the Capacity, 

even if it does not use it beyond the intended period of use. Secondly, the VSP who 

commits the resource for a given VPN could experience poor network utilization and 

possible loss of revenues. There are two possible, yet extreme, solutions to address these 

problems over current existing solutions [RFC4364] [Kni06] to provision managed IP-

VPN services. 

The first solution is to allow a VPN to request bandwidth whenever there is a 

bandwidth requirement and to have the VSP apply its own CAC policies so as to 

determine if such a request can be accepted. Theoretically, a VPN can seek bandwidth on 

demand from the VSP today using current protocol constructs like LDP [RFC3472] or 
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RSVP-TE [RFC3473], which enables VPNs to seek capacity on demand dynamically; 

however, there is a drawback with this solution. The VPN in this case has to make the 

request without having any information about what the VSP's network can offer in terms 

of its QoS guarantees during the time of request. This could lead to highly unsatisfactory 

VPN call performance. 

The second extreme solution is for the VSP to share its core topology information 

with the VPNs and let the VPNs decide how to route their capacity requests. This 

solution may not be practical because of two reasons: First, the approach goes against the 

interest of the VSP who would not want to share its sensitive core topology information 

with its customers. Secondly, even if it does share this information, the complexity of 

sharing the topology information and having it synchronized with the clients' routing 

database would be overwhelming. Another important drawback with both the above 

solutions is that it doesn't provide the VSP a means to monetize this service or provide 

any justification to differentiate between requests from different VPNs. 

In order to address this situation we take the intermediate approach that leverages 

the notion of TA as the key building block to enable DVS for the VPNs. 

Applying TA to share core resource status with the VPNs allows it to improve its 

decision on availability of resources in a dynamic call scenario, which is expected to 

yield good probability of success in establishing a call successfully or rejecting it locally. 

For the VSP, the TA can be used as a tool to allow it to abstract its core network to any 

degree of granularity, correctness, and associate it with one or many aggregated QoS 

metric information it desires. This property of TA allows the VSP to negotiate the 
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properties of the TA provided to the VPNs as SLA parameters and realize it as a revenue 

generating service. One important requirement of this service is to have the ability to 

realize it as an extension to the existing managed IP-VPN solutions like [RFC4364] 

[Kni06], and thereby, minimize the changes to the control and transport plane logic and 

the cost of realizing this service in current IP-VPN solutions. 

Based on the above discussion, we summarize the objectives of the TA service definition 

for the IP-VPNs as follows: 

• One that enables VSP to share core topology information as a service with 

appropriate SLA definition to enable service differentiation. 

• The service should not require the VPNs to predict capacity requirements ahead 

of time. 

• The service should enable the VPNs to use the TA information and perform 

intelligent route computation, and which can be leveraged to seek resources on 

demand in order to meet its QoS requirements for the duration of the call request. 

• In a dynamic call request scenario, the service should also result in good VPN call 

performance and maximize VSP's core network utilization. 

We next discuss the differences in using TA as a service to IP-VPNs versus the use of 

topology aggregation for hierarchical routing. 

3.3.1 Differences from Hierarchical Routing 

As we saw in the previous chapter, topology aggregation has been used to enable 

hierarchical routing in IP and ATM networks. We use TA in IP-VPNs in order to share 
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the VSP's sensitive core network properties with the VPNs. Applying this notion in the 

context of IP-VPNs can be used as a service because TAs can be generated with different 

topology granularities and associated link state metric information. Besides this, there are 

several notable differences in terms of the objectives for which it is proposed in the IP-

VPN context and its current use for hierarchical routing which we discuss next. 

Goals of Topology Abstraction Service: In the case of hierarchical routing, the goal of 

topology aggregation is to reduce the routing overhead associated with large networks by 

reducing the topology and link state information that is required to be stored by the 

routers in the network by imposing a hierarchical routing structure over the entire 

network. In the case of TA service to IP-VPNs, we use this concept to enable core 

topology and link state information sharing service, wherein the VSP provides the VPNs 

an abstracted version of the topology and link state QoS metrics information so that the 

VPNs can make intelligent resource requests to the VSP. 

Choice of Abstract Topology: In the context of hierarchical routing, the type of 

topology aggregation employed to summarize and share the topology and link state 

information is generally homogenous throughout the administrative domain. In our case, 

the core topology could be abstracted as different abstract topologies for different VPN 

customers in order to enable service differentiation. The choice of the abstract topology 

to be provided to a VPN is based on the SLA parameters (discussed in Section 3.6) 

negotiated between the VSP and a VPN customer. 
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Challenges of providing TA service to IP-VPNs: In the case of routing, the challenging 

problem encountered during topology aggregation is related to minimizing complexity of 

aggregated link state update information, and ways to mitigate information loss arising 

out of summarizing topology and QoS link metrics. In the case of using the TA service to 

enable DVS, several other problems need to be addressed, such as: fairness of exposed 

information (discussed in Chapter 4), resource oversubscription (discussed in Chapter 5), 

and maximize usage of core network resources. To address these problems, a process to 

generate the TAs for the VPNs which applies special TA generating algorithms is 

required. Chapter 5 and Chapter 6 propose several abstraction schemes applicable in 

decentralized and centralized mode of TA generation. 

Route Computation and Path Signalling Process: In a hierarchical routing context, 

domains use the abstracted information in order to compute end-to-end paths. The path is 

further resolved when the message arrives at each of the intermediate border nodes of the 

neighbouring domain. In the TA service context, the abstract topology is primarily used 

to verify the feasibility (or availability) of its QoS requirements; this is accomplished by 

executing a route computation algorithm using the abstracted topology by the VPN CE 

node. If it perceives the path to be feasible, it signals the capacity request to the PE node, 

which will then apply SLA and CAC policies defined for that VPN before signalling the 

path to the remote CE destination. The destination CE information from the call request 

message would then be used by the PE node to signal a new connection in order to satisfy 

the VPN's request. 
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3.4 Managed Dynamic VPN Framework 
To study the use of TA service by the VPNs, we propose to realize it in the context of a 

challenging environment called as the managed dynamic VPN framework (MDVF). The 

framework tries to achieve the objectives of the TA service by realizing it over an 

existing IP-VPN solution, which enables its implementation in a VSP's network; the 

framework provides the following functions: 

• Allows TA-SLA parameter (discussed in Section 3.6) negotiation between the 

VSP and the VPN that are relevant to the TA service for the VPNs. These SLA 

parameters are negotiated by the VPN based on the correctness of core topology 

information required at any instant of time and the criticality of applications for 

which it intends to use the TA service. 

• Generate topology abstraction graphs to expose the available capacity in a fair 

manner complying with the negotiated SLA parameters and VSP's fairness 

policies, to enable the VPNs to improve its route computing performance and 

VSP to maximize its core network utilization. 

• Allows the VPNs to use the abstracted topology information to seek services on 

demand from the VSP. 

• The framework facilitates in realizing the TA service with minimal changes to an 

existing managed IP-VPN solution, and re-uses the well known routing protocols 

between the CE and the PE nodes to flood the topology abstraction information 

from the PE to the VPN's CE nodes. 
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Next, we introduce the MDVF for implementation in a VSP's network which realizes 

the previously mentioned functions as part of the TA service to the VPNs. In 

particular, we propose extensions to a well known EP-VPN solution [RFC4364] in 

order to realize it. [RFC4364] basically uses extended I-BGP as part of the control 

plane and MPLS based transport plane to enable L3 IP-VPN service. We add new 

functional components to this solution to realize the MDVF for the VSP. Fig. 3.2 

shows the components of our framework. The VPN's and the VSP's network is 

assumed to be controlled by an MPLS based control and transport plane. The two 

main boxes in Fig. 3.2 represent the CE and the PE node with their control and 

service plane components. 
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Figure 3-2: Managed dynamic VPN framework 
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The proposal in [RFC4364] uses VPN specific virtual routing and forwarding (VRF) 

instance tables within PE routers to logically separate VPN contexts, both from a control 

and transport plane perspective. The additional software modules required to realize the 

MDVF are part of the control plane logic are shown as colored components in Fig 3.2. 

The VPN SLA database (VPN-SLADB) is a database for the SLA parameters 

(discussed in Section 3.6) of all the VPNs subscribing to the TA service. This database 

could be a stand alone one or realized as an extension to VSP's customer management 

database that defines other services. This may be implemented as a centralized database 

that will be accessible to all the PE nodes or as a distributed database local to a PE node 

managed by the operator. This SLA database could be further used to communicate with 

the appropriate accounting and billing modules in order to charge for the resources held 

by a VPN during the usage of the TA service. 

Another component which is called the abstract topology generation module 

(ATG), is the most important module in the context of the TA service that executes the 

core capacity sharing algorithms locally in the PE nodes with or without the assistance of 

the central server (CS). A central server is a centralized module, and its involvement 

depends on if the abstractions are generated in a distributed or in a centralized manner; 

the differences between the two modes of TA generation are discussed in the next 

chapter. The ATG module makes decisions on how to share and expose the resources of 

the core network among the VPNs, while taking into consideration the SLA parameters 

negotiated between the VPN and the VSP One key VSP policy is related to fairness; this 

policy decides the criteria for logically partitioning the core resources from which the 
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TAs are generated. The notion of fairness, as applicable to TA service, will be elaborated 

on in the next chapter (Section 4.2). The ATG module in the PE nodes also maintains 

timer based interrupts during which the abstract topologies are refreshed regularly and 

updated to the VPN specific VPN abstract topology database (VTD). The VTD has a 

VPN scope, and as a result, it can be considered an extension of the VRF, which in the 

current solution [RFC4364] is the database of VPN site-to-site routing information or can 

be implemented as a standalone database. The updates to abstract topologies from the 

above discussed ATG module are stored in this database. 

The updates to the VPNs are tied to the abstract topology refresh interval metric, 

a parameter negotiated between the VPNs and the VSP (discussed in Section 3.6). These 

updates to the VPN CE node can be sent over as part of the LSA updates of a protocol, 

such as OSPF. [RFC4577] proposes the use of OSPF as the peering protocol between the 

CE and PE node for BGP/MPLS based IP-VPN solution [RFC4364] to exchange 

reachability information. This recommendation to use OSPF can also be appropriately 

extended to flood the abstract topology information as link state updates as part of TA 

service to the VPNs. These abstract topology information, once populated in the client 

routers, can be used by the VPNs to compute end-to-end path traversing the VSP's core 

network and check on the availability of the desired QoS. 

3.4.1 Use of Topology Abstraction for CE Router 

With reference to the time-line representation of the interaction between CE and the PE 

nodes in Fig. 3.3, we discuss how a request for a path capacity, which originates from a 
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CE router (S-CE) to a destination CE router (D-CE) of the same VPN, is handled using 

the TA information provided to the CE routers. The TA provided to the S-CE by the PE 

node (S-PE) serving the VPN site is installed in its routing database in the same way as 

any other link state update from its peer routers. To enable specialized treatment to the 

abstract topology information from the other routing information local to the VPN site 

the CE routers are assumed to have the ability to distinguish between the normal link 

state information and the virtual link information associated with the abstract topology in 

its routing database. The TA is used by the S-CE node locally in order to compute paths 

to remote D-CE nodes belonging to the same VPN. 

When there is a demand to provision a path with certain bandwidth requirement, 

the S-CE node applies a suitable algorithm (such as the constrained Dijkstra's algorithm 

[Ahu93] which is widely used) in order to test the feasibility of the path (i.e., if a path 

with the requested bandwidth is likely to be present in the core network). Upon passing 

the feasibility test, the path request is forwarded to the S-PE node that first determines the 

destination PE node (D-PE) hosting the VPN site where D-CE node is located. Once this 

is done, the S-PE tests for the availability of a path to the D-PE in the core and also 

checks the access link capacity connecting D-PE and D-CE for availability of sufficient 

bandwidth so as to meet the QoS requirement. 

Based on the outcome of the path computation and successful signalling of the 

path to the D-PE node as well as to the neighbouring D-CE node, the S-PE node sends a 

positive or negative acknowledgement to the S-CE node. The PE router then reacts to the 

changes in the link state bandwidth updates and triggers the ATG module (Fig. 3.2) to re-
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compute the abstract topologies. The newly computed abstractions are then updated in 

the respective VTD for flooding to the VPNs depending on the VPN SLA parameters. 
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Figure 3-3: VPN topology abstraction service call request flow 

3.5 Graph Theory Notations 
Before continuing on, we introduce the graph theory notations used in the context of the 

TA service. Referring to Fig. 3.4, the VSP's core topology is represented as a graph 

G(V,E). Each directed link of the network euj&E has a capacity represented as ttj (which 

we also denote as t{e)). This is the total capacity of the link. On the other hand, the 

capacity available on a link e at any given time is called residual capacity, denoted as rUi 

(or r(e)). B represents the set of all border PE nodes in graph G(V,E). U represents the set 

of all VPN customers subscribing to the TA service. Each border node bsB may support 

multiple VPN instances identified as £/*,. For a VPN instance ksU, we represent the sets 
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of corresponding CE and PE nodes as C* and Pk,, respectively. The set of CE nodes 

corresponding to a VPN instance &e £/hosted on a border node b is represented as Ck,b-

As part of the TA service, each VPN is served with an abstract topology of type /. 

We discuss different types of abstract topologies in Section 3.7. For a given VPN ksll, 

we represent the abstract graph as Gk,i(Vk,Ek). Vk includes the subset of PE nodes Pk, the 

set of CE nodes Ck, and the set of virtual nodes Yk. Each of the nodes in the set Pk and Ck 

map to a border PE and a CE node, whereas Yk are logical node(s) virtualizing VSP's 

core which does not map explicitly to any of the core or border nodes. There are two 

types of links comprise the set of edges Ek in the abstract topology. The first is the access 

link, which connects a Ck node to a Pk node, and the other is the set of virtual links 

connecting a Pk node to a virtual node in Yk or another Pk node. Broadly speaking, the 

virtual link esEk can be associated with a vector of abstracted QoS metrics. Here, we 

restrict ourselves with one abstracted metric, namely, bandwidth. Hence, for a VPN k 

provided, with an abstract topology of type /, we denote the abstracted capacity 

associated with the virtual link connecting nodes x and y as Wk,i(x,y). This bandwidth 

represents the capacity exposed by the VSP between the pair of nodes (x,y)sVk. The 

remote access link connectivity information flooded as part of the abstraction will carry 

the available capacity of the physical link corresponding to that remote access link. A 

VPN k is also associated with a set of SLA parameters, and this is represented as TSk, the 

contents of the SLA will be discussed in Section 3.6. The remaining notations would be 

introduced as and when required in the subsequent discussions. 



Figure 3-4: Graph theory notations for TA service 

3.6 TA Service SLA Definition and Parameters 
To enable the VSP to use TA service to generate service differentiation among the VPN 

customers, we propose a new set of topology abstraction SLA (TA-SLA) parameters, 

which allows the VSP to customize the properties of the TA service to the requirements 

of the VPN. In addition to service differentiation, need for separate SLAs for different 

VPNs is motivated by factors such as criticality of the applications for which TA service 

will be used and the fact that each VPN would have different requirements, in terms of 

both correctness of link state information and performance expected from such a service. 

We next discuss the elements of the TA-SLA. 

Abstraction Topology Type Parameter: This parameter represents the type of abstract 

topology generated by the VSP for a VPN. The VSP uses this parameter to generate an 

abstract graph with a certain granularity before sharing it with the VPN. Note that an 

abstract graph with more granularity in terms of connectivity and correctness of link state 
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information is expected to enable a VPN to request bandwidth more intelligently, which 

is expected to improve its call performance in a dynamic call request scenario. The 

optimizing objective for any form of TA is to minimize the complexity with respect to 

the granularity of the abstraction, while at the same time, maximizing the accuracy of the 

topology metric information that is being abstracted. 

In this thesis, we have considered four forms of abstract topologies: fully meshed 

abstraction (FMA), source-star abstraction (SSA), star abstraction (SA), and simple node 

abstraction (SNA), which are also the most well studied forms of abstractions in the 

context of hierarchical routing literature. We discuss the properties of these TAs in the 

context of a VPN service later on in the section. We use the notation Tk to denote the TA 

type subscribed by VPN k. In this case, the parameter would be one of FMA, SSA, SA, or 

SNA types. Gk,i(Vk,Ek) will denote the abstract topology / corresponding to VPN k, where 

the / represents one of the four abstract topologies FMA, SSA, SA, or SNA 

Abstract Topology Link Metric: This parameter identifies the choice of QoS metric 

information that is required to be associated with the virtual links of the abstract topology 

chosen as part of the abstraction topology type parameter. It is not necessary that all the 

VPNs subscribe to the same set of QoS metric information. The choice of QoS metric 

associated with the abstract topology could be determined by the purpose for which the 

TA service will be used for. The problem with abstracting link metric information to IP-

VPNs can be classified into two categories: single metric abstraction and multiple metrics 

abstraction; a survey of literature on the topic of aggregating single and multiple link 
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metrics in the context of hierarchical routing was presented in Section 2.7, it is also 

applicable to this problem of aggregating information to IP-VPNs. In this thesis, we deal 

only with the abstraction of the available capacity associated with the links of the core 

VSP network The virtual link metric associated with the nodes x and y for a VPN k of 

the abstracted graph Gk,i{Vk,Ek) is represented as Wkj(xy). 

Abstract Topology Refresh Interval Metric: The importance of this parameter is linked 

to the fact that the VSP provides periodic updates about resource availability by flooding 

the TA periodically in order to synchronize the core state information with that of the 

VPN's view of the core network. From this, we can see intuitively that the choice of this 

parameter decides the correctness of the TA information at any given point of time in 

relation to the link state of the VSP's core network. In a dynamic call request scenario, 

the ideal refresh rate (inverse of the refresh interval) desired by a VPN is expected to be a 

function of the mean arrival rate of bandwidth requests, dynamic nature of the state 

information in the core network, which will depend on factors like the load offered by all 

the VPNs and time of day, and the tolerance for the control overhead by the CE routers 

due to the frequency of update of abstraction information from the PE nodes. The abstract 

topology refresh rate negotiated by the VPN is also influenced by both the abstraction 

topology type and the abstract topology link metric SLA parameters chosen by the VPN. 

For instance, a VPN subscribing to a low granular abstract topology type would require 

lower refresh rates in comparison to a VPN with a higher granular abstraction, because of 

the existence of higher number of virtual links in a higher granular abstraction. Also, a 
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highly dynamic abstract topology link metric, such as available bandwidth, would require 

frequent updates compared to static parameters like hop counts. The choice of abstract 

topology refresh interval metric for a VPN k is represented as Rt. 

In addition to the TA-SLA parameters mentioned above, a full realization of the TA 

service in practical networks would involve many other service parameters, such as: 

aggregate bandwidth that can be requested by the VPN in an hour/day/month; service 

charging model; service downtime guarantees; the protocols applied between the PE and 

the CE device for providing the abstract topology updates; and the signalling mechanism 

used to request bandwidth. 

3.7 Topology Abstraction Types 

We next discuss the properties of the four abstraction types that have been considered in 

this research as part of the TA service to the IP-VPNs: fully meshed abstraction, source-

star abstraction, star abstraction, and simple node abstraction. We elaborate on the 

different TA types, referring to Fig. 3.5, which shows a VPN service provider (VSP) 

providing TA service to two different VPN clients. We also discuss how each of the 

abstractions can be derived from the fully meshed type of abstraction. The need for 

generating the abstractions from a fully meshed abstraction is to enforce fairness which 

will be elaborated in the next chapter (Section 4.2). Figs. 3.6-3.9 show the abstractions 

that are being considered. The two headed arrow in the figure represents a pair of 

oppositely directed links. The straight arrow in the figures represents a physical link, 

while the dashed one represents a virtual link. In the next chapter, we propose a 
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Figure 3-7: Source-star abstraction 

K 

~ # 

Figure 3-8: Star abstraction 

Figure 3-9: Simple node abstraction 
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methodology to calculate the bandwidth for each virtual link in the fully meshed 

abstraction; from this, as we discuss next, one can obtain the bandwidth for the virtual 

links of the other forms of abstract topologies. 

Figure 3-5: VSP providing topology abstraction service 

(CET -^CE. 

Figure 3-6: Fully meshed abstraction 
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Fully Meshed Abstraction Topology: This abstraction is shown in Fig. 3.6. Here, for a 

VPN Are U the set of CE nodes Ck is provided a virtual topology that is a full mesh of 

virtual links between all the PE nodes in Pk. A drawback with this abstraction is the 

0(\Pk\2) virtual link updates that would have to be flooded to the VPN client nodes 

periodically, whose interval is determined by the TA-SLA parameter Rk. The total 

message complexity of updating this form of abstraction is 0(\Pk\2+ \Ck\). OQC-k\), which 

accounts for the overhead of updating the VPN remote access link (connecting the CE 

and the PE nodes) is the common complexity component for remaining cases as well. 

The fully meshed abstraction provides the least distortion of the abstracted capacity 

information that is provided to the VPNs. Another important property of this 

abstraction is that it provides choice of multiple virtual paths between two virtual nodes. 

Source-Star Abstraction Topology: This type of abstraction, illustrated in Fig. 3.7, has 

been adopted from [KorOO]. In this case, a VPN is provided an abstraction that is a 

source-rooted tree. Here, the root of the tree is the PE node computing abstraction for the 

corresponding VPN. The other nodes of the source-star topology are the PE nodes Pk on 

which VPN of the same type are hosted. This form of abstraction is based on the fact that 

redundant virtual paths from a fully meshed scenario are not useful for path computation 

except when a CE node is connected to multiple PE nodes. In the case where a CE node 

has adjacency with more than one PE node, multiple source-star abstractions would have 

to be provided to the CE node in order to take advantage of the routing diversity due to 

multiple PE connectivity. This scheme scales better than the fully meshed scheme due to 
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its linear overhead complexity. In this case, for a case of single CE and PE connectivity 

and for a given VPN k, the total message complexity of updating a CE is 0(\Pk\ + |Ct|). 

The form of abstraction can be derived from the fully meshed abstraction for a given 

VPN k by pruning the virtual links from the set of links connecting the nodes in the set Pk 

that are not connected to the root PE node b which computes the TA for the set of CE 

nodes Chb of the VPN . 

Star Abstraction Topology: This abstraction is shown in Fig. 3.8. In this scheme, the 

abstract topology contains all the border nodes hosting the VPN, i.e. the set of nodes Pk, 

and virtualizes the remaining network as a virtual node v. In this case the virtual link 

edges of the abstract topology correspond to the connectivity between the border nodes 

and the virtual node. For a given instance of VPN k, the spokes of the star topology 

connects a node UGP^ to the virtual node v bi-directionally. The bandwidth of a virtual 

link can be assigned in multiple ways; one way is to assign to each virtual link connecting 

a node uePk to the spoke node v the bandwidth that is the average of the bandwidths of 

all the virtual links (u,w) in the fully meshed abstraction with wePj and w^u\ the 

equations to compute these virtual link capacities are given in (3.1) & (3.2). In these 

equations, Wk,sA(u,v) represents the capacity associated with the directional virtual link 

(u,v)GEk corresponding to abstract graph Gk,sA{Vk, Ey). Summations are over all nodes in 

Pk. Another approach, but an aggressive one, to compute the virtual link capacity is to set 

this to the maximum of the capacities of the virtual links in the fully meshed 
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representation. For any given VPN k, the total message complexity to flood a star abtract 

topology is 0<|P*|+|C*|). 

wk 
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Simple Node Abstraction Topology: This is the least granular of all the abstraction 

services. Here, the core network is completely virtualized as a single node, as shown in 

Fig. 3.9. The VPN CE nodes Ck in this case is provided only the update of the available 

bandwidth on the remote VPN access links. The complexity of updating a VPN with this 

form of abstraction is 0(|Cjt|). This abstraction is derived from the fully meshed 

abstraction for VPNi: by pruning all the virtual links connecting the set of nodes Pk and 

virtualizing the set of nodes Pk as a single virtual node. 

3.8 Summary 
In this chapter, we introduced the need for topology abstraction service to IP-VPNs; the 

objectives we intend to achieve with this service; and an approach to realize it in the 

context of a VSP's environment using the managed dynamic VPN framework. We also 

discussed the need for dynamic VPN service (DVS) for IP-VPNs and how TA service 

can be used to enable it along with the key differences with respect to its usage in 

hierarchical routing. Considering the objectives of the TA service, we proposed a novel 

SLA definition called TA-SLA that is required to realize TA service in a practical 

context. We proposed the realization of TA service in the context of the MDVF through 
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various control and service plane extensions to well known BGP/MPLS based IP-VPN 

solution. We ended our discussion by introducing the different TA types that have been 

considered in this thesis and how they can be generated from a fully meshed topology 

abstraction. 
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Chapter 4 

Topology Abstraction Generation and 

Evaluation 

4.1 Introduction 

In Section 4.2 of this chapter, we present the sequence of steps for generating abstract 

topologies customized to each VPN depending on its negotiated TA-SLA parameters and 

satisfying the fairness requirements of the VSP's TA service. In Section 4.3, we evaluate 

the performance of the TA service in the context of the MDVF for various TA types 

using simulation analysis. Our evaluation is with respect to VPN call performance, 

network utilization, and fairness objectives. We also study how the TA-SLA parameters 

can be used to generate service differentiation in the context of MDVF. 

4.2 Topology Abstraction Process 

One of the significant benefits of abstracting VSP's core network and QoS information is 

to improve the call performance of the VPNs that require dynamic bandwidth service, 

while minimizing the overhead for sharing information with the VPNs. The performance 
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of the TA service depends significantly on the schemes used to generate the abstract 

topologies. The abstract topologies for the VPNs may be computed either in a 

decentralized or in a centralized manner. We discuss these two modes of generating VPN 

TAs next. 

In the case of decentralized mode of TA generation, the process of generating an 

abstract topology is very similar to that applied in the context of hierarchical routing, 

such as in PNNI. With this mode of TA generation, the PE nodes hosting a set of VPNs 

generate abstractions independent of other PE nodes in the core network. This mode of 

TA generation minimizes the control logic overhead; since the PE nodes only use the 

local routing topology database and TA service specific information to generate the TAs 

for each VPN. A drawback of this TA generation process is the oversubscription issue, 

which results from exposing more than the available core capacity to the VPNs. Although 

this approach will help improve statistical multiplexing of VPN bandwidth requests and 

core network utilization, this may also result in call rejections resulting in poor VPN call 

performance in the context of TA service particularly at high load conditions. 

In a centralized approach, the problem of determining the TA for each VPN is 

resolved centrally. In this case, a central server (CS) (Fig. 3.2) generates the VPN TAs on 

behalf of all the PE nodes and shares this information with the border nodes, which then 

share this information with the CE nodes. The key advantage of this process of TA 

generation is that it mitigates the problem of oversubscription encountered in the 

decentralized mode of TA generation. Despite the fact that this TA generation process is 
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expected to deliver better VPN call performance, this approach may also turn out to be 

conservative in terms of network utilization under dynamic VPN call arrival scenarios. 

Both the decentralized and centralized approaches assume the availability of core 

network topology, either locally in a border node for decentralized implementation or in a 

centralized module such as the CS for centralized abstraction. In addition, the algorithms 

also require VPN specific information, which would include information about the VPNs 

hosted on each border node, along with the residual capacity of the VPN access link 

connecting the PE and the CE nodes. The core topology information is readily available 

as part of link state protocols, such as OSPF and ISIS, which are the protocols of choice 

in most VSP networks. The VPN specific information required by the abstraction 

schemes can be obtained from the MDVF service components, specifically the VPN-

SLADB module, introduced in Section 3.4. 

Next, we discuss the steps followed to generate TAs in a decentralized context. This 

process of TA generation is also applicable for the centralized mode, but with some 

differences which we elaborate in Chapter 6. Before going into its details, we first discuss 

the fairness policy that is applied to generate TA's in a fair manner applicable to both 

modes of TA generation. 

4.2.1 VPN TA Generation Policy for Fairness 

The abstract topology provided to a VPN as part of the TA service is a summary of the 

VSP's core topology, which is derived from an intermediate subgraph that is generated 

for each VPN called as the partition subgraph. The abstract topology is then derived from 
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this partition subgraph. Hence, the fairness policy in the context of the TA service has 

implications at two stages of the TA generation process: first, when partition subgraphs 

are computed for the VPNs, which involves determining the edges of the core graph and 

the logical residual link capacity to be allocated for the VPNs as part of its partition 

subgraphs; second, when these graph partitions are used to generate abstract topologies 

for the VPNs based on the negotiated TA-SLA parameters. The fairness decision in this 

step is the capacity associated with the virtual links of the abstract graph corresponding to 

each VPN. The abstract graph is the graph that is actually advertised to the VPN. 

While computing the partition subgraphs during the subgraph computation phase 

(discussed in Section 4.2.2), the VSP could adopt a policy to either treat all the VPNs 

equally; or to partition the link resources among the VPNs based on their SLA parameters 

such as customer priority or TA-SLA parameters. For our study, during the subgraph 

computation phase we treat all the VPNs equal. For the decentralized mode of TA 

generation, the VPN subgraphs are generated independent of one another assuming the 

availability of the total residual link capacity; for the centralized mode of TA generation, 

wherein the partition subgraphs are computed at the same time for all the VPNs, we 

assume that the link's residual capacity is shared equally among all the concerned VPNs. 

It should be noted that our approach discussed in this thesis can also be generalized to the 

policy where bandwidth sharing is based on TA-SLA parameters rather than equal 

priority of the residual bandwidth of each link to all the VPNs. 

This fairness policy associated with the subgraph partition computation is applied 

as part of the TA generating algorithm used to compute the partition subgraphs. (These 
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schemes are discussed in detail in Chapters 5-6 where we propose several decentralized 

and centralized abstraction schemes.) 

In the second stage of fairness decision, the VSP has to decide how the resource 

computed from the partition subgraphs be exposed to the VPNs as abstracted topology. 

An important factor to consider here is the TA-SLA parameters, particularly the 

abstraction topology type parameter introduced to enable service differentiation based on 

the topology granularity and the correctness of link metric information associated with 

abstract graph. To enable this service differentiation, in this thesis, we assume that the 

VSP adopts a model where the goal is to always expose the available capacity equally 

among all the VPNs that have subscribed to the same abstract topology type parameter 

Tk. This fairness policy is applied in the same way for both the mode of TA generation. 

This fairness policy is applied locally by each border node b, while generating abstract 

topologies for the set of VPNs Ub hosted by it. The criterion we adopt can be stated as 

follows: 

For a pair of VPNs (ij)eUb with the same abstract topology type parameter /, with 

abstract graphs Ghi(Vj,E,) and GJJ(VJ,EJ) and with a common pair of nodes x and y, the 

VSP imposes the rule that the exposed capacity associated with virtual link connecting 

the nodes x and y should be equal, that is wij(xy)=Wjj(x:y). This guarantees that two 

VPNs with the same TA type will be exposed the same amount of bandwidth for each 

virtual link in the abstract topology. 
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To realize the above two fairness policies, we propose a three-stage approach for 

generating TAs for the VPNs. The purpose of the first stage is to compute the partition 

subgraphs and generate fully meshed abstractions from these subgraphs for all VPNs. 

The second stage applies the fairness criterion to all the fully meshed abstractions. 

The third stage generates different abstractions by converting the fully meshed TA for 

each VPN to the requested TA by using the method discussed in Section 3.7. 

As can be seen easily, the first two stages make VPNs with different topologies 

comparable by generating all VPNs with the same topology, i.e. the fully meshed 

topology. Different topologies are then derived by converting the common fully meshed 

topology to one required by the abstract topology type TA-SLA parameter. The reason 

we choose fully meshed topology as the starting point to impose the second fairness 

policy is due to the fact that it carries the most information about the available core 

resources; converting fully meshed topology into requested topology is an information 

reduction process, which naturally leads to service differentiation. Therefore, our novel 

three-stage TA generation approach can provide both fairness and service differentiation. 

4.2.2 Steps for Topology Abstraction 

Fig. 4.1 shows the steps involved in the TA abstraction process executed by a PE node b 

in order to generate abstractions for the VPNs hosted by it, represented as Ub. The border 

node b is assumed to have access to the routing link state database, VRF configuration, 

and TA-SLA information required for TA generation. The procedure basically involves 
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iterating over the set of VPNs it hosts for which abstract topologies needs to be 

generated. 

In Fig. 4.1, Step 1 identifies the subset of border nodes Pk and Ck,b for each VPN 

ksUb. Note that Pk is the subset of border nodes that hosts VPN k, and Ck,b is the subset 

of CE VPN nodes of VPN k served by border node b to which the final TA information 

has to be flooded to. 

In Step 2, we generate the partition subgraphs. This is also the step where the first 

fairness criteria discussed in the previous section is applied. Generating a partition 

subgraph basically involves deriving a subgraph of the VSP's core graph by the border 

node for each VPN from which the fully meshed abstract topology is derived. As the goal 

is to generate a fully meshed abstraction in Step 3, for the decentralized mode of TA 

generation multiple partition graphs will have to be computed with respect to all the 

nodes Pk corresponding to the VPN Are t/j. 

Step 3 uses the computed partition graphs S{Vk,Ek) generated in the previous step 

to derive a fully meshed abstract topology for the VPN k, which we represent as 

GkFMA(Vk,Ek). This step entails assigning the virtual link capacity of an edge (xj/)e£fc 

equal to the bottleneck capacity of the path connecting nodes x and y in graph S(Vk,Ek). 

In Stage 2, Steps 4-6 apply the second fairness criteria discussed in the previous 

section. This stage inputs the fully meshed abstractions computed for all the VPNs in the 

previous stage. Steps 4-6 apply the fairness criteria as follows: for each type of abstract 

topology type parameter /e {FMA,SSA,SA,SNA} supported by the VSP, we iterate over all 

pairs of border nodes in the set Bb, where BbdB is the set of all border nodes that has at 
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least one VPN common to the set of VPNs, Ub, hosted on border node b i.e. 

Bb ={ ^ Pk}. For each pair of border nodes (b}, b2)sBb, we determine the set of VPNs 

sharing the pair of border nodes and subscribing to the same abstract topology type 

parameter /. We represent this set as Z^b],b2). For this set of VPNs in Zi(b],b2), for all 

zG.Zibi,bi) we set the virtual link capacity wzjwA(bi,b2) in the abstract graph 

GZJ?MA(VZ,EZ) to the minimum of virtual link capacities in the fully meshed abstractions 

(previously computed in Steps 2-3) corresponding to the set of VPNs in Zi(b],b2). For the 

case where there are no VPNs sharing a particular combination of border node pair, the 

set Zi(bi ,b2) will be null. 

In Stage 3, iteration is carried over the set of VPNs Ub. Step 7 applies the 

topology type SLA parameter l=Tkto the fully meshed abstract graphs Gk,mA{Vk,Ek) so as 

to derive the desired topology abstraction Gk,i{Vk,Ek\ which was discussed in Section 3.7. 

In Step 8, the PE updates the set of CE nodes Ckb with this abstract topology with a 

periodicity determined by Rk. 

Abstract Topology Generation Process 

Input: G(V,E), Ub, TSkVkGUb. 
Output: Gtj(yhEk),Vk eUb. 

begin 

//Stage 1: Generate partition subgraphs and fully meshed abstraction 

begin 

for each VPN ks Ub, 

Step 1 : find set Pk czB and Ckb c Ck for VPN k; 
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Step 2 : for VPN k and for nodes in Pk compute partition subgraphs S(Vk, Ek) ; 

Step 3 : generate fully meshed abstraction graph Gkj?wi(Vk,Ek) from S(Vk, Ek) ; 

end; 

//Stage 2: Apply fairness criteria to the set of VPNs Ub 

begin 

determine set Bb; 

for each abstract topology type parameter /<= {FMA,SSA, SA,SNA}, 

Step 4: for each pair (bj ,b2)eBb, 

Step 5: determine the set Z^b,,b2), calculate bw = min {wz FMA (bx, b2)} ; 
zeZ;(6j,fc2) 

for each VPN xeZ£br,b2), 

Step 6: set M>XfMA{bi, b2) = bw ; 

end; 
/"Stage 3: Generate the required abstraction applying 7& 

begin 

for each VPN Are Ub, 

Step 7: apply / =Tk to generate Gkj(Vk,Ek) from GkjMA(Vk,Ek); 

Step 8: update Ck,b of VPN k with Gk,iYk,Ek) with a periodicity of Rk; 

end; 

end; 

Figure 4-1: Topology abstraction process for TA Service 

We next present simulations results that study the feasibility and usefulness of TA as a 

service for IP-VPNs in the context of MDVF, and more importantly, evaluate how the 

TA-SLA parameters can be used to generate service differentiation. For the simulation 

analysis, we use the maximum capacity scheme for Step 2 and Step 3 to compute the 
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fully meshed abstraction Gkj=MA(Vk,Ek). This scheme is elaborated in Section 5.2.1, it 

assigns capacity of the widest path between a node pair as the capacity of the virtual link. 

4.3 Simulation and Performance Evaluation 
In this section, we discuss the performance results of the abstract topology types (FMA, 

SSA, SA, SNA) discussed in Section 3.7 using the VPN TA generation process discussed 

in the previous section. This section will also show how service differentiation can be 

achieved using the TA-SLA parameters, i.e. the abstract topology type (Tk) and abstract 

topology refresh interval metric (Rk), discussed in the previous chapter, Section 3.6. The 

objectives of this simulation study are as follows: 

1. Establish the usefulness of the TA service as a way to share the core capacity 

information with the VPNs that enables them to seek capacity in an intelligent 

manner; assess whether topologies of various granularities can be used to provide 

differentiated managed VPN service; study the performance of the TA service 

with respect to the fairness policy discussed in Section 4.2.1 and the effect choice 

of Tk has on network utilization. 

2. Study the effectiveness of using TA-SLA parameter Tk and Rk as a service 

differentiation parameter. 

3. To study how the TA-SLA parameter Rk could be used in combination with Tk in 

order to provide dynamic VPN service with varying service quality. 
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Before we discuss the results of our simulations, we introduce the performance metrics 

used to compare the performance of the abstraction schemes and the simulation scenario 

used to evaluate the objectives. 

4.3.1 Performance Metrics 

In order to define the performance metrics associated with the TA service, we use 

Fig. 4.2, which shows the tree of various possible outcomes of a call originating from a 

VPN that is computing a path using the abstract topology provided to it by the VSP. 

Starting from the root, denoted as (1), in Fig.4.2, a VPN call request could have 

two possible outcomes. The first outcome is when a CE node does not find a feasible path 

and terminates the call locally. This is identified as (3). The second outcome is that the 

route computation executed at the CE node does find a path satisfying the QoS 

constraints and sends the request to the corresponding PE node (2). For the case where 

the path could not be found, we could have two possibilities. The first possibility is that 

the call has been wrongly terminated due to stale abstraction information, in which case 

we count it as a 'Miss' call (6). The alternative possibility is that the call has been 

correctly terminated which correlates with the VSP's state of inability to find the required 

path. We label such a call as a 'Hit' call (7). For the case where a path is deemed to exist 

by the VPN, there can be two outcomes. The first is that the call does go through and CE 

receives a positive acknowledgement from the PE (4). The Other is that the call 

crankbacks because of the inability of the PE node in the VSP to route the call (5). 
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Based on the above call request possibilities, we define our performance metrics as global 

metrics. Hence, the related metrics are kept track of centrally for all the CE nodes of a 

VPN during the course of the simulation. 

VPN CALL 
REQUEST(1) 

Compute 
Feasible route(2) 

Successful Call(4) 

Cranked Back 
Call (5) 

No 
Feasible route(3) 

Miss Call (6) 

Hit Call(7) 

Figure 4-2: VPN call request scenarios 

Success Ratio: The success ratio is a measure of a VPN making a right routing decision 

using the abstraction provided to it by the VSP. This includes the case of computing a 

feasible path, as well as the case of rejecting a path locally at the VPN's end. The 

correctness of a rejected path is verified by re-computing the path with the exact state of 

the network. 

Success Ratio 
Number of calls correctly accepted+ Number of calls correctly rejected 

Total number of calls 
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Crankback Ratio: For the case where the client node computes a feasible path, the path 

would crank back, if there were no feasible paths in the core. The crankback ratio is 

defined as the ratio of the number of calls that have been cranked back to the total 

number of path requests made by the VPN. 

^ »rt . r, . Number of calls cranked back 
LrankBack Ratio = 

Total number of calls 

Misscall Ratio: The misscall ratio is the ratio of calls that have been wrongly terminated 

locally at the VPN's end (even though there is enough resource to accommodate the call) 

to the total number of calls originated by the VPN; ideally, a successful TA service 

implementation should have a miss call ratio of zero. 

Number of wrongly rejected calls 
MissCall Ratio = 

Total number of calls 

Average Network Utilization: This metric refers to the ratio of total link capacity 

utilized by active VPN bandwidth requests (aggregate utilized link capacity) to the total 

link capacity (aggregate link capacity). In addition to the abstraction scheme applied to 

abstract the core capacity information, this factor is also influenced by the routing 

algorithm used to compute paths through the core network. 

, TT... Aggregate utilized link capacity 
Average Network Utilization - —^— — 

Aggregate link capacity 
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4.3.2 Simulation Setup 

The simulation study is conducted using OPNET [OPNET], a well known discrete event 

simulator [LawOO]. The topology used for studying the different scenarios is a 22 node 

random topology based on well-known Waxman's random graph [Wax88] model with an 

average node degree of 4, «=0.150, /?=2.2; this topology is shown in Fig. 4.3. In order to 

validate our results over other standard topologies, we also study the performance with 

respect to two other topologies shown in Fig 4.4 and Fig. 4.5. Figs. 4.4-4.5 are European 

networks referred from [Ho07]. All the results discussed have been obtained from 

running the simulation for 30 independent replications to achieve 95% confidence 

interval for an absolute error [LawOO] of less than 1%. The number of independent 

replications is deduced by observing the sample variance over several independent runs, 

and applying the approximation given in [LawOO, page. 512]. 

In these topologies, five nodes were randomly chosen as the border PE nodes and 

the remaining nodes as the core P nodes. Each of the PE nodes was configured to handle 

five different VPNs, four of which subscribed to the TA service. One of the VPNs was 

not enabled to receive any TA service; this was done in order to compare its performance 

with the other VPNs and study the tradeoff of enabling TA service. 

For the simulation analysis, bandwidths for the access as well as the core links 

were initialized to 1000 units. The bandwidth requests from the VPN client nodes were 

modeled as Poisson arrivals. The call holding times were assumed to be exponentially 

distributed. Without implementing a fully fledged flooding mechanism to maintain the 

link state database, the simulation implements a simple logic of having the link state 
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database of all the PE nodes to be in sync with the state of the network. This is ensured 

by having the intra-topology update interval for route computing engine in the PE nodes 

set to value much less than the mean arrival rate of bandwidth requests; this value is 5 s 

for our simulation analysis (Note: The time interrupts for the events are scheduled during 

the simulation based on the absolute simulation clock, the units of seconds has been 

assumed in the simulation discussion for time related metrics to present the discussion in 

a practical context). 

In order to generate the abstraction for the previously stated objectives 1-3, each 

border node applies the maximum capacity scheme (discussed in Section 4.2) to compute 

the partition subgraphs in Step 2 in Fig. 4.1; this subgraph is used to generate the fully 

meshed abstraction in Step 3. The abstract topology computed by a border PE node is 

flooded to the appropriate CE node on a periodic basis whose interval is defined by the 

parameter Rk. In order to keep the abstract topology up to date with the network state, the 

refresh interval for all the VPNs is chosen to be less than the mean call inter-arrival time 

of the VPN requests. The CE node uses the abstract topologies to compute paths for a 

path request. The path request type is assumed be of uni-directional path setup type; here 

resources during the signaling process is commited from the requesting CE node to the 

destination CE node and not in the reverse direction. If the constraint path computation 

succeeds in finding a path to the destination CE node, the request is forwarded to the 

neighboring PE node. 

Once a request reaches the PE node, the request is then forwarded to the call 

admission control engine; this is accomplished by performing a route computation using 
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the constrained Dijkstra's algorithm [Ahu93] that checks to see if the request can be 

admitted into the network. If successful, the path computation is signaled using an 

explicit path routing construct to the destination PE node serving the egress VPN CE 

node. If the signaling is successful, the required resource is reserved along the path, and a 

positive acknowledgement is sent back to the VPN CE node; else a negative 

acknowledgement is sent back. In addition to the call success and crankback ratios, other 

call scenarios states, as shown in Fig. 4.2, will result if calls are wrongly or correctly 

terminated locally in a CE node. 

As part of the key TA-SLA parameter initialization, for all the objectives, we 

assume that the VPN subscribes to different abstraction schemes, i.e fully meshed 

abstraction (FMA), source-star abstraction (SSA), star abstraction (SA), or simple node 

abstraction (SNA) service. As noted previously, one of the VPNs was purposely not 

provided any abstraction service. This is indicated as (NA) in our results; this kind of set 

up was adopted to show the improvement one might achieve, even with minimum 

amount of topology information. 
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Figure 4-3: Simulation topology (Network-1) 

Figure 4-4: Simulation topology (Network-2) 
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Figure 4-5: Simulation topology (Network-3 ) 

Simulation Parameters 
VPN Mean Call Inter-arrival Time (s) (Exponential Dist.) 

VPN Mean Call Holding Time (s) (Exponential Dist.) 

VPN Bandwidth Request Size (Uniform Distribution) 

Core Topology Update Interval (s) 

Abstract Topology Refresh Interval (VPN-A) (s) 

Abstract Topology Refresh Interval (VPN-B) (s) 

Abstract Topology Refresh Interval (VPN-C) (s) 

Abstract Topology Refresh Interval (VPN-D) (s) 

Abstract Topology Type (VPN-A) 

Abstract Topology Type (VPN-B) 

Abstract Topology Type (VPN-C) 

Abstract Topology Type (VPN-D) 

Abstract Topology Type (VPN-E) 

Obj.l 
100 

[10,1000] 

[1,500] 

5 

20 

20 

20 

20 

FMA 

SSA 

SA 

SNA 

NA 

Obj.2 
100 

500 

[1,500] 

5 

[20-1000] 

[20-1000] 

[20-1000] 

-

FMA 

SSA 

SA 

SNA 

NA 

Obj.3 
100 

100 

[1,500] 

5 

50 

250 

750 

-

FMA 

SSA 

SA 

SNA 

NA 

Table 4.1: Simulation parameters to evaluate TA service and effectiveness of TA-
SLA parameters 
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In addition, Table 4.1 shows the important parameters used in our simulations for 

all the cases. We next discuss the differences in the simulation parameter settings for the 

different objectives with reference to Table 4.1. 

For objective 1, the VPN mean inter-arrival time was set to 100 s and call 

holding time (//) was varied between [10,1000] s, with a resulting offered load between 

[0.1,10] Erlangs. The VPN capacity request was uniformly distributed between [1,500] 

units. For objective 2, the call parameters were similar to objective 1, but since the goal 

here is to study the usefulness of using the Rk metric as a service parameter, we varied the 

TA refresh abstraction interval in the range of [20,1000] s. For objective 3, the mean call 

parameters were the same as in the previous case, but the abstract topology refresh 

interval parameter Rk was set differently for different types of abstract topology type 

parameter 7*, as shown in the Table 4.1. 

Next, we discuss our results for the different objective scenarios. 

Objective 1: To demonstrate the usefulness of TA service and show how topology 

abstraction granularity effects the call performance of the VPNs 

We study this objective by studying performance of the VPNs subscribing to different 

abstract topology types for different load conditions. In this scenario, VPNs A-D were 

provided with FMA, SSA, SA, and SNA abstractions, respectively, and VPN-E was not 

provided any form of abstraction , which we indicate as NA in our results. M 
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Figs. 4.6-4.9 compare the success, crankback, and misscall ratios of the VPNs 

subscribing to the different abstraction topologies, and network utilization of the VSP for 

different load condition for Network-1. Figs 4.10-4.11 compare the call performance for 

Network-2 and Network-3. 

With respect to Figs. 4.6-4.8, we observe that at lower load conditions, all VPNs 

including VPN-D which subscribes to a simple node abstraction and VPN-E that is not 

provided any abstraction are performing equally well; however, their performance 

deteriorates significantly with increasing load on the network. This is because, at low 

load conditions, the utilization of the network is less as seen in Fig. 4.9, and hence, the 

bandwidth requests from the VPNs (irrespective of the abstractions they were provided 

with and even for the case of no TA information) have their requests accepted by the 

VSP, which results in almost the same level of call performance. But with increasing 

load, that is, by increasing the mean call holding time (H), an increasing number of calls 

remain in the network for longer time, which decreases the available bandwidth in the 

core; this results in increased contention for resources among the VPNs. This causes an 

increase in the crankback and misscall ratios and decreases performance in terms of 

success ratio. 

We can see from Fig. 4.6 that the deterioration in success ratio is the most in the 

case of VPND-SNA and VPNE-NA (which is about 50% and 60% respectively), while 

VPNs with FMA, SSA, SA type of abstraction show only about 10% decline in the call 

performance metrics from their peak performance at lower loads. At the same time, we 

can also see that the performance of VPND-SNA with simple node form of abstraction 
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performs better than the VPNE-NA case. This is because the remote access link state 

information updates (that are part of the simple node abstraction) enable VPN-D to make 

better routing decisions than the VPN-E which was provided with no link state 

information of the core network or the remote access link residual capacity information. 

VPN-E uses only the knowledge of its local access link capacity to decide if a call request 

can be forwarded to the adjacent PE node for path provisioning or not. Comparing FMA, 

SSA, and SA, FMA and SSA forms of abstractions show little difference in the 

performance with respect to success ratio. FMA performed only about 1% better than 

SSA at high load conditions. This implies that the presence of multiple virtual paths in a 

fully meshed abstraction does not prove to be of any particular advantage to the VPN. 

This observation is counter intuitive to what has been reported in a study [HaoOO] related 

to topology aggregation for hierarchical routing in PNNI; but, this observation in [HaoOO] 

may not hold well in the context of the TA service for the VPNs, which can be attributed 

to the following reasons. 

Firstly, the path computation performed at the VPN end is only a feasibility check 

for the existence of a path satisfying the QoS requirement, in contrast to the case of 

hierarchical routing, where the path computation is also used to source route the call from 

the source domain to the destination domain. Secondly, the presence of multiple feasible 

paths in the FMA case in a VPN context may, in some cases, increase the probability of 

making erroneous decisions, with respect to availability of a feasible path in the core 

network. This is particularly true in situations of high load on the core network where all 

the virtual links of the FMA may not be in sync with the state of the core network. The 
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results thus show that the increased overhead in terms of updates associated with fully 

meshed abstraction may not translate into significant advantage in terms of call 

performance as expected when compared to SSA case. Comparing FMA, SSA with SA, 

the performance of the SA was observed to be poorer by 5%. However, considering that 

the deterioration in performance is not significant compared to SNA, it is clear that the 

average assignment (equations (3.1) & (3.2)) of the virtual link capacity in the case of SA 

does prove to be a good approximation of the available bandwidth link metric of the core 

network. 

The crankback ratio graph shown in Fig. 4.7 is negatively correlated to the 

success ratio discussed earlier. We observe that VPN-E and VPN-D with NA and SNA 

suffers from 50% and 40% crankback ratio respectively, while VPNs with either FMA, 

SSA or SA types of TA achieve a crankback ratio of less than 10%. This gain in 

crankback ratio contributes towards good success ratio performance observed earlier. 

We next discuss the relationship between misscall ratio performance shown in 

Fig. 4.8 and increasing load. Increasing offered load proportionally increases network 

utilization as shown in Fig. 4.9, hence the following discussion also, holds good for 

misscall ratio performance versus increasing network utilization. From Fig. 4.8, we 

observe that the misscall ratio for VPNs with either fully meshed, source-star, or star 

abstraction first decreases with increasing load and then increases at high load. This is 

due to the following reason. As the load increases from low to medium range, the 

probability of the TA being out of sync with the link state of the core network increases. 

This, in turn, increases the probability of a VPN making wrong decision of wrongly 
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terminating the call locally, thereby resulting in increase of misscall ratio. At high loads, 

the residual link capacity for most of core links is less because of higher network 

utilization as shown in Fig. 4.9. This results in lesser virtual capacity to be exposed to the 

VPNs for all the three abstractions, which improves the probability of the VPN TA to be 

synchronous with the core state of the network. This increases the VPN's success rate of 

rejecting a path request locally correctly, resulting in improvement of misscall ratio 

performance at high load conditions. The same reasoning is also true for the nature of 

success ratio and crankback ratio graphs for FMA, SSA, and SA cases in Fig 4.6 and Fig. 

4.7. From the Fig. 4.8, we observe that VPN-A and VPN-B with FMA and SSA suffer a 

maximum misscall ratio of 7%, while VPN-C with SA performs poorly compared to 

FMA and SSA with a maximum misscall ratio of 11%. We also observe that VPN-D with 

SNA achieves a misscall ratio of less than 1% , while VPN-E with NA has 0% misscall 

ratio (technically misscall ratio does'nt apply for the NA case). A marginal degradation of 

misscall ratio is the tradeoff made by the VPNs subscribing to the TA service in return 

for very good crankback and success ratio performance discussed earlier. 

Figs. 4.10 (a-b) compare the performance of the VPNs with respect to success 

ratio and (crankback + misscall ) ratio for Network-2. The performance trends for the call 

performance metrics in this case are similar to that observed for Network-1; particularly 

in terms of the performance difference between the VPN with NA and the VPNs with 

FMA, SSA, or SA forms of TA. One important observation in the case of Network-2 is 

that even VPN-D with SNA performs better than what was observed in the case of 

Network-1. This can attributed to the size of network topology of Network-2 (11 nodes) 
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compared to Network-1 (22 nodes). In general smaller topology has less network 

capacity and fewer number of paths in the network between any pair of border nodes. 

This improves the crankback and misscall (Fig. 4.10 (b)) performance considerably for 

the SNA case for Network-1 compared to Network-2. Hence, a VPN subscribing to SNA 

tends to be penalized more when it is connected to a larger VSP network topology than a 

smaller VSP network topology. 

Figs. 4.11(a-b) compares the performance of the VPNs with respect to success 

ratio and (crankback + misscall ) ratio for Network-3. The performance characteristic of 

the VPNs in this case is very similar to the one made in the context of Network-1 for 

success, crankback and misscall ratio performance metrics. 

To conclude, these results demonstrate the usefulness of the TA service in a 

dynamic bandwidth request scenario, particularly, at high network load conditions. We 

observed that VPNs with NA and SNA had their performance deteriorate significantly in 

terms of success and crankback ratio. For VPNs with either FMA, SSA, or SNA forms of 

abstraction, the significant improvement of the crankback ratio resulted in very good 

performance in terms of success ratio at the cost of marginal increase of misscall ratio. 

We also observed that among FMA, SSA and SA, SA performed relatively poorly, while 

FMA and SSA did not show any obvious difference in performance. We study this point 

further in the next objectives. Before we end the study of this objective, we study the 

performance of the abstractions in terms of fairness and network utilization. 

Just as in the case of objective 1, the performance characteristic trends for the 

remaining objectives were observed to be similar for all the three topologies; hence in 
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order to avoid redundancy, we limit our discussion for the remaining objectives for the 

case of Network-1. 
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Figure 4-11 (a-b): Objective 1, Comparison of success ratio and (crankback + 
misscall ratio) with varying mean holding time (H) with 95% C.I (Network-3) 

VPN Fairness and Core Network Utilization 

Here, we study how the policy of equally exposing available capacity to all the VPNs 

with the same Tk parameter enforces fairness in terms of performance metrics for all the 

VPNs. We also discuss how the various forms of abstractions affect network utilization. 

To study the performance with respect to fairness, we set the TA subscription type 

of all the VPNs to be of type source-star type (SSA). In this case, we would expect all the 

VPNs to be exposed the same capacity over their virtual links, and hence, the variance in 

performance is expected to be as minimum as possible for the same mean call arrival rate 



105 

and holding time scenario. The fairness is quantified by the standard deviation of the 

performance metrics for the five VPNs. 

Fig. 4.12 shows the standard deviation (SD) of success, crankback, and miscall 

ratios for all the VPNs with increasing load. We observe that the SD of the performance 

metrics of the five VPNs is less than 2%, which indicates that the model of sharing 

resources equally results in the desired objective of achieving fairness to all the VPNs. 

We also observe that SD increases slightly at higher loads. This is expected because of 

increasing resource contention and lack of synchronization between the core topology 

information and the abstractions provided to the VPNs. 

Fig. 4.13 compares the effect of the choice of abstract topology type parameter on 

core network utilization. Here, the statistics were collected for multiple simulation 

scenarios; for each scenario all the five VPNs in a run are set to one of FMA, SSA, SA, 

SNA abstraction types. In addition comparison is also shown for the case when VPNs are 

not provided with any topology information; this case corresponds to the NA type in the 

results. From the graph, we can observe that the scenario with no abstraction and simple 

node abstraction resulted in l%-3% better network utilization than the VPNs with some 

form of TA; however, as we discussed earlier, this gain is at the cost of significant 

deterioration in terms of the call performance metrics. The better performance in terms of 

network utilization achieved by the SNA scenario is expected, as this abstraction is not 

provided any information about the link state of the core network, resulting in 

performance similar to the NA case, but with improved call performance statistics. We 

can also observe that, VPNs which were provided one of FMA, SSA achieved almost the 
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same level of performance in terms network utilization; while VPN with SA resulted in 

network utilization which is 4% poorer than the FMA and the SSA case. The poorer 

performance of the SA case correlates with performance degradation of 5% observed 

with respect to the call performance metrics as discussed earlier. From the above 

observations, we can conclude that providing TA service, while enabling very good call 

performance to the VPNs, doesn't results in decrease of core network utilization. 

Figure 4-12: Objective 1, Fairness performance in terms of standard deviation of 
call performance metrics with varying mean holding time (H) with 95% C.I 

(Network-1) 
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Figure 4-13: Objective 1, Comparing VSP network utilization for different 
abstraction types with varying mean holding time (H) with 95% C.I (Network-1) 

Objective 2: VPN Abstract Topology Refresh Interval Rk as a service parameter 

In this scenario, we study if Rk can be used as a service differentiating parameter. For 

this, the network load is held constant at 5 Erlang, while the Rk of the VPNs is varied 

between [20, 1000] s. The bandwidth requests from the VPN is uniformly distributed in 

the range of[l,500] units. 

Figs. 4.14-4.15 illustrate the effect of increasing the abstract topology update 

interval. The graph in Fig. 4.14 shows the performance in terms of the sum of crankback 

and misscall ratios, which has to be minimum to imply good performance. The results 

show that with increasing Rk, the success ratio decreases while crankback ratio, and 

misscall ratio increases for each of the topology abstractions, which can be attributed to 

increasing lack of the latest state of the core network information with the VPN CE 

nodes.. Observing the maximum and minimum performance level from the graphs for 
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each of the abstraction types in Fig. 4.14, we see that the performance of the VPN with 

FMA drops by 24%, while it drops by 25% for the SSA and SA case. SA also performs 

poorly compared to FMA and SSA by 3% over the range of refresh interval values. This 

shows that FMA and SSA does prove to be of some advantage with increasing abstract 

topology refresh interval. Similar deterioration in performance is also noted with respect 

to crankback and misscall ratio in Fig. 4.15 among the three forms of abstractions. From 

the graphs we also observe that, the performance of SA compared to FMA and the SSA 

case is not significant. This behaviour could be attributed to the averaging used while 

assigning bandwidth to the virtual link in a star abstraction that offsets the lack of the 

latest network state information with the VPN. 

This analysis doesn't prove the desired property of using abstract topology refresh 

interval as a parameter to generate significant service differentiation between the three 

forms of TA. However, from the deteriorating call performance characteristic with 

increasing abstract topology refresh interval metric, we can state that, for a given set of 

VPNs with the same Tk parameter, different settings of Rk parameter can be used to create 

service differentiation. 
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Objective 3: Combining Abstraction Granularity with varying Refresh Interval 

In this scenario, we study the combined effect of using 7* with Rk as service parameters 

to create service differentiation. We do this to widen the gap of call performance between 

more granular abstract topologies, like fully meshed, and lesser granular abstractions, like 
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source-star and the star forms of abstraction. In all the above objectives that were 

discussed earlier, the assumption was that all the VPNs are treated equally, with respect 

to correctness of the core state information, and hence, the same value of Rkwas set for 

all the VPNs irrespective of the Tk parameter setting. To study this objective, the call 

parameters from objective 1 were retained, but different abstract topology refresh 

intervals were set for different abstraction schemes. We set the VPN update interval for 

fully meshed abstraction to 50 s, source-star abstraction to 250 s, and VPN subscribing to 

star abstraction scheme to 750 s. 

Figs. 4.15-4.16 compare the performance of VPNs in terms of success ratio, 

crankback, and miscall ratio with these settings. From these results, we observe that at 

lower loads the low utilization of the core network resources offsets the effect of variable 

Rk setting for different TA types; but with increasing load, inaccurate information 

because of higher refresh update interval setting in case of VPNB-SSA and VPNC-SA 

causes it to perform poorly compared to VPNA-FMA, resulting in call performance 

differentiation between the three abstractions. The higher value of Rk, in cases of SSA and 

SA compared to FMA abstraction, resulted in higher number of call crankbacks and 

miscalls, hence poorer success ratio performance than the fully meshed scheme. From the 

graphs we observe that at the maximum load, FMA out performs SSA and SA by 10% 

and 15% respectively, while SSA outperforms SA by 5%. The nature of the graphs is so 

for the same reasons as discussed in objective 1. Thus, this scenario shows that the two 

service parameters Tt and Rk could be effectively combined in order to provide a 

differentiated topology abstraction service with varying call performance characteristics. 
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4.4 Discussion 

Having studied the performance of the TA service for the various abstraction types, we 

next present a discussion on the usefulness and drawbacks of using TA service and 

mitigation of the effects of these drawbacks. 

The usefulness of TA service to the VSP and the VPN is as follows: 

• When a VPN subscribes to the TA service, VPN gains in terms of very good success 

ratio. This achieves the objective of improving a VPN's routing efficiency 

significantly. Also, the VPNs don't face the situation of getting rejected a high 

percentage of its path requests particularly at higher load conditions, resulting in good 

VPN experience. For instance, for all the three network topologies considered for the 

simulation, even at higher network load conditions, the success ratio for VPNs with 

either FMA, SSA or SA is more than 80% compared to less than 50% for the no-

abstraction case. 

• One of the reasons for consistent success ratio performance of the VPNs provided 

with TA information at different load conditions is because of the significant gain in 

crankback ratio. This has signalling cost advantage to the VSP. In current provider 

networks control plane scalability is a major concern. Significant gain in the correct 

termination of the infeasible path requests reduces the amount of path requests 

required to be processed by the VSP. This makes valuable control plane processing 

resources to be available for other purposes. This signalling cost saving increases 

with increase in number of VPNs hosted on the border nodes. 
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The drawbacks of applying the TA service are as follows: 

• We observed that, at high loads, the VPNs with TA resulted in increase in misscall 

ratio compared to the case when no TA is employed. However, the deterioration is 

smaller compared to the significant gain in terms of success ratio. For instance, we 

saw from the simulations for Network-1, that the miscall ratio for the VPN provided 

with star abstraction (which was the worst performer) is less than 11% (Fig. 4.8). 

Fully meshed and source-star abstraction performed 4% better than star abstraction. 

However, this increase in misscall ratio is insignificant compared to 40% performance 

difference in terms of success ratio (Fig. 4.6) achieved by the VPNs provided with TA 

compared to the no-abstraction case. 

• We also observed a difference in performance in terms of network utilization when 

TA service was and wasn't applied. This is a result of increase in misscall ratio as 

discussed in the previous point. However, this degradation is a marginal cost incurred 

by the VSP in light of the significant efficiency gained in terms of good routing 

performance achieved by the VPNs. For instance, for Network-1, the maximum 

difference in network utilization compared to the no-abstraction case was observed to 

be about 3% (Fig.4.13). This is for the case when all VPNs were provided with star 

abstraction. 

• The VSP bears a control overhead associated with generating the TA and sharing it 

with the VPNs. This scales in the order of |£|2 for fully meshed abstraction and 

linearly as \B\ for source-star, star, and simple node abstractions (\B\ is the number of 

border nodes in the VSP's network) for each VPN. 
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Mitigation for the above drawbacks: 

• The above drawbacks can be mitigated by choosing the appropriate TA-SLA metrics 

by the VPN. From the simulations we observed that different TA types resulted in 

different misscall ratio performance, which also influenced the network utilization. 

FMA and SSA performed the best in terms of misscall ratio while SA performed the 

worst. This difference in performance based on TA granularity, allows a VPN to 

choose an abstraction that meets its desired criteria with respect to misscall ratio. 

The control overhead complexity can be mitigated by controlling the amount of 

information flooded from the PE to the CE node which is also at the discretion of the 

VPN. This can be realized by choosing a lower granular topology abstraction type 

instead of a more granular one or by choosing a higher abstract topology refresh 

interval instead of a lower one. This will allow the VPN to manage the TA 

information in an efficient manner. 

4.5 Summary 
In this chapter, we began our discussion on the two modes of TA generation in the 

context of the TA service to the IP-VPNs, i.e. centralized and decentralized ways of TA 

generation. We then discussed the three-stage process of generating TAs for the VPNs to 

satisfy the TA-SLA requirements and the fairness definition. This process guarantees that 

all the VPNs subscribing to the same topology abstraction will be exposed equal virtual 

link capacities and result in similar call performance, while allowing them to receive 

different levels of service if they subscribe to different topology abstractions. 
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As part of our validation of the proposed ideas of providing TA service to the IP-

VPNs in the context of the MDVF, using simulation analysis, we showed that providing 

even minimum topology information such as simple node abstraction improved the call 

performance scenario under dynamic bandwidth request scenario when compared to the 

current approach adopted in IP-VPN solutions where no topology or link stage 

information is provided. This difference was particularly noticeable at high load 

conditions. VPNs with fully meshed, source-star and star abstractions performed 

significantly good in terms of success ratio. We also noted that with TA service the VPNs 

suffered from misscall ratio and reduction of network utilization compared to the no-

abstraction case. 

The simulation results showed that among the different forms of abstract 

topologies, the simple node scheme suffers from poor call performance in comparison to 

the star, source-star, and the fully meshed abstraction types. The star abstraction faired 

relatively poorly compared to almost equally performing source-star and fully meshed 

abstraction. We also observed that the performance of fully meshed, source-star, and star 

did not show a significant difference when the abstract topology refresh interval metric 

was varied over a range of values. However, VPNs subscribing to the same abstract 

topology type could be set to different refresh update periods in order to create service 

differentiation. In addition, from another simulation scenario, we also observed that the 

abstract topology refresh interval, in combination with an abstraction topology type 

parameter, could also be used to create a more explicit service differentiation between 
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VPN customers subscribing to either fully meshed, source-star, or star forms of 

abstraction. 
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Chapter 5 
Decentralized VPN Topology Abstraction 

5.1 Introduction 
The TA service to IP-VPNs basically involves sharing and abstracting available core 

resources among multiple VPNs, which can use it to seek resources on demand. In the 

previous chapter, we examined the problem of generating abstract topologies in a fair 

manner without addressing the oversubscription issue encountered in a decentralized 

mode of TA generation. Generating TAs without considering this issue could result in 

poor call performance and network utilization. This has motivated us to investigate into 

better algorithms for the decentralized mode of TA generation. For this, we begin Section 

5.2 by understanding the reasons for oversubscription and defining a problem called the 

VPN topology abstraction (VPN-TA) problem to address this issue. As a solution to this 

problem, three topology abstraction schemes are proposed. Each of these proposed TA 

schemes has a tradeoff in terms of VPN call performance and network utilization, and 

thereby, enabling the providers to choose a scheme that meets their specific objectives. 

Section 5.3 evaluates the three abstraction schemes via the simulation analysis. 
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5.2 VPN Topology Abstraction Problem 

The reason that motivates the need to define this problem is as follows: the process of 

generating TAs as part of the TA service for the VPNs in a decentralized manner may 

result in oversubscription of the available core resource, which could result in poor VPN 

call performance and network utilization during high load conditions. 

Oversubscription results because of two reasons: first, as noted earlier, the 

decentralized approach of TA generation where in each border node generates TAs for 

the VPNs without coordinating with one another; second, the degree of oversubscription 

also depends on the abstraction algorithm that is used to generate the abstraction for each 

VPN by the border node. For instance an abstraction algorithm might expose more 

capacity than what can be satisfied between a pair of border nodes which results in a 

situation of contention for resources among VPNs resulting in poor call performance. The 

objective of defining the VPN-TA problem is to address the problem of oversubscription 

arising due to the second factor. For this we begin by illustrating by an example the issue 

of oversubscription due to overexposure of available capacity to the VPNs. 

Consider the example shown in Fig. 5.1, where the VSP provides TA service to 

two VPNs subscribing to fully meshed type of abstraction generated using the 

methodology discussed in Section 4.2 (Chapter 4). The resulting abstractions for the red 

and blue VPNs are shown in Figs. 5.2-5.3. In these figures the variables associated with 

the virtual links represent the capacity exposed to the VPNs. A variable notation for the 

exposed capacity in the abstractions has been considered in order to explain the notion of 
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oversubscription in a general context and to avoid making any particular assumption on 

the abstraction algorithm that is applied to compute the virtual link capacity metric. 

5 

Figure 5-1: VSP providing topology abstraction service to red and blue VPN 
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Figure 5-2: Fully meshed abstraction for red VPN 
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Figure 5-3: Fully meshed abstraction for blue VPN 
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To explain the problem of oversubscription, we consider all possible disjoint 

paths between border nodes PE1 and PE2. From Fig. 5.1 we see that there are two 

disjoint paths between PE1 and PE2, which are Pi = {PE1 -» P4-» P 5 ^ PE2} of 

capacity 5, and P2 = {PEl->P6->P3->PE2j of capacity 15 which results in maximum 

available capacity of 20 units. Oversubscription occurs if the sum of the exposed 

capacities corresponding to the virtual links between PE1 and PE2 in the TA for the two 

VPNs exceeds the total available capacity of 20 units i.e xr + Xb >20. In such a situation, 

during high load conditions there is a good possibility that the requests from the blue and 

red VPNs could have close arrival times at the border node, in which case one of the calls 

will be rejected. An example of this is when the blue VPN request has been successfully 

provisioned and a request from the red VPN arrives at the border node before it has been 

updated about the current state of the network; this results in the PE node rejecting the 

call request from the red VPN. In a more general case with many VPNs and under high 

load condition, such a situation of call arrivals occur more often, causing the border node 

handling the requests to crankback one or more VPN requests. In order to address this 

situation, care must be exercised in Step 2 and Step 3 of the TA generation process 

(Fig. 4.1), where the capacity of the virtual links of the fully meshed abstraction are 

computed. Thus, our objectives while generating a TA abstraction are as follows. 

• Provide the VPNs with a reliable representation of available capacity considering 

the case of having to satisfy VPN calls during high load condition. This objective 

also correlates with the objective of maximizing the call performance of the 

VPNs. VPN call performance is also related to whether the abstraction schemes 
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used to generate the TAs are optimistic or conservative in terms of exposing the 

available core capacity to the VPNs. Optimistic abstraction schemes tend to 

oversubscribe the available resource with the goal of maximizing statistical 

multiplexing of the core capacity which could lead to poor call performance. On 

the other hand conservative TA schemes tend to minimize oversubscription by 

exposing only the capacity that can be satisfied assuming the worst case of 

receiving several call requests simultaneously, leading to a situation where the 

VPNs may terminate the calls locally as a result of the route computation locally 

even when capacity exists in the core to satisfy the call requests. Hence, the 

proposed TA generation scheme has to achieve a balance between the two types 

of TA generation methods. 

• The other objective is to maximize network utilization of the core network. The 

VPNs use the abstract topology information provided by the VSP to decide the 

feasibility of a call request in the context of the TA service. Hence, the algorithm 

used to generate the TA should not only enable the VPNs to make the correct 

decision on availability of resource in the core but also be efficient to maximize 

its usage. The maximization of the network utilization is also related to the 

previously discussed factor of whether the abstraction is optimistic or 

conservative in nature. 

• The third objective of the TA generation schemes should be the ability to 

generate fair abstraction which aligns with the fairness policy stated in Section 

4.2.1 in the context of the TA service fairness requirement for the VPNs. 
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The VPN TA abstraction problem defined next takes into consideration the above factors: 

maximization of call performance, fairness to all VPNs in allocating resources, and 

maximization of network utilization. 

VPN Topology Abstraction (VPN-TA) Problem: 

Given a set of VPNs Ub hosted on the border node b, each VPN instance is Ub is to be 

provided an abstract topology GjjfVbE,). The objective of the problem is to device a 

methodology to allocate virtual capacities to the links in Eu so that the VSP maximizes the 

probability of each VPN making a correct decision of successfully computing or rejecting 

a path locally in the context of the TA service. 

We propose three algorithms for the above problem. With reference to the steps discussed 

in Section 4.2, these schemes are executed as part of Step 2 and Step 3 in the abstract 

topology generation process (Fig. 4.1). In these steps the abstraction schemes computes 

partition subgraphs S(Vk,Ek) and generates fully meshed abstraction Gk,FMA(Vk£k) for 

VPN k The first abstraction approach exposes the maximum capacity available between 

two border nodes to a VPN. The other two approaches are called the mixed bound 

approach and Steiner tree graph approach. As the VPN-TA problem is defined in a 

decentralized context, the algorithms presented in the following sections are in the 

context of a PE node b which executes these algorithms as part of the TA generation 
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process. The pseudo code presented for each abstractions scheme follows the abstraction 

generation process presented in Fig. 4.1 in Section 4.2. 

5.2.1 Maximum Capacity Abstraction Scheme 

This is an aggressive approach to generate VPN abstract topologies. In this scheme, the 

VSP sets the virtual link capacity corresponding to a pair of border nodes of a fully 

meshed abstraction to the capacity of the widest path (defined next) between the two 

nodes. For a given pair of border nodes (b^ b^Pk hosting a VPN k, let P ={pi,pi....pi} 

be the set of paths between the two nodes. Let C(pi) be the bottleneck capacity of each 

path. We define a(b},b2) = max j=ll(C(/?,)) as the maximum capacity of a path 

corresponding to the pair of border nodes (b^ £2)- This path is called the widest path 

between the pair of nodes. Once the capacity of this path is computed, we set the virtual 

link capacity WkfMAibubi) of VPN k to a{ b\t b2). 

We can obtain the widest path capacity by computing a maximum capacity tree 

rooted at border node b. We refer to this tree as the partition graph S(V^, Ek) for VPN k 

rooted at b. This tree spans all the nodes of Ph This tree can be obtained in 0{\V\2) time 

by applying a modified form of the Dijkstra's shortest path algorithm [Ahu93] (Appendix 

A. 1). A tree thus computed enables one to generate the set of virtual links from node b to 

other nodes in i \ . However, since the goal is to generate the set of widest path capacities 

of the virtual links of a fully meshed abstraction, a border node b will also have to 

compute partition graphs S(Vk,Ek) rooted at all the border nodes in Pk, by iterating the 

partition graph computation step for all nodes in Pk. Once the fully meshed abstraction 
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for a VPN is computed, this subgraph computation step further proceeds to compute the 

fully meshed abstractions for other VPNs in Ub. The worst case complexity for a border 

to compute the fully meshed abstraction, assuming that every border node hosts all VPNs 

in U, is <9(|£/l*|i?|*|F]2). As noted earlier, this approach is very aggressive since the 

maximum capacity between a pair of border nodes is advertised to all the VPNs having 

that pair of border nodes in common. This aggressive mode of capacity sharing may work 

well during low load conditions, during which there is a high probability that the 

capacities associated with the virtual links are in sync with the state of the core network. 

However, may result in poor call performance at high load conditions when the 

abstraction at the VPNs end may not be synchronized with the state of the core network. 

The pseudo code used in generating the abstract topology using this scheme by a 

border node b for the set of VPNs Ub is shown in Fig. 5.4 in line with the TA generation 

process shown in Fig. 4.1. In this algorithm, applying the fairness Steps 4-6 (Stage 2) of 

Fig. 4.1, could be skipped, since the algorithm assigns the widest path capacity to all the 

virtual links for all the VPNs that have a pair of border nodes in the fully meshed 

abstraction computed in Step 3, and in this way, satisfying the fairness criteria defined in 

Section 4.2.1. 
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Maximum Capacity Path Algorithm 

Input: G(V,E), Ub, TSk VksUb. 

Output: Gk,iVk,Ek), \/k eUb and /= Tk.. 

begin 

//Stage 1: Generate partition graphs and fully meshed abstraction 

begin 

(Iterate the remaining steps for each VPN kelli, for which abstract topology is being 

computed. We determine the capacities of virtual links of the fully meshed abstract 

topology as follows). 

Stepl: identify the set of PE nodes Pk belonging to VPN k; 

//initialize graph Gk^MA{Vk,Ek) 

for all x, yG Vk, set wktFMA(xy) =0; (Note: For the fully meshed case the set Vk in 

GkjTMA(Vk,Ek) is same asP*.) 

Step 2: compute the widest path tree S(Vk, Ek) rooted at each border node x, VxGPk and 

spanning all the nodes myePk andy^x; 

//Generate GkjMA(Vk,Ek) using S(Vk,Ek) rooted at each xePjt 

Step 3: for each (x,y)eEk in GkyFMA(Vk,Ek), 

set WkfMA(xy) = o(S(Vk, Ek), x, y); (Note: <v(S(Vk, Ek), x, y) is the capacity of 

the maximum capacity path between nodes x and.y in S(Vk, Ek) tree rooted at x). 

end; 

//Stage 2 is skipped 

(Note: We don't execute this stage to ensure fairness as all the subgraphs S(Vk, Ek) are 

computed using the same core topology, which results in TA for VPNs that satisfies the 

fairness policy defined in Section 4.2.1.) 
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//Stage 3: Generate the required abstraction applying 7* 

begin 

//Iterate over each VPN ks Ub to generate the required abstraction of type Tk 

Step 7: for each VPN k with 7S* ={Tk,Rk}, 

apply l=Tk on Gk^MA(Vk,Ek) to generate Gk,i{Vk,Ek); (Note: Gk0k,Ek) could be 

any of the four abstract topologies considered in Section 3.7.) 

Step 8: flood the abstract graph GkXVk,Ek) to the VPN CE nodes C^t, with periodicity Rk; 

end; 

end; 

Figure 5-4: Maximum capacity abstraction scheme for VPN topology abstraction 
problem with reference to Figure 4.1 

5.2.2 Mixed Bound Abstraction Scheme 

The maximum capacity abstraction algorithm may not perform well in high load 

conditions this is particularly true when the aggregate VPN demand request between a 

pair of border nodes (during the interval between two abstract topology refreshes) from 

multiple VPNs exceeds the capacity of the maximum capacity paths between the pair of 

border nodes. To address this, we propose an algorithm where, instead of a single value, 

we represent virtual capacity as a pair of values in the form of upper and lower bounds. 

Providing such bounds is expected to provide more realistic information on the available 

capacity in the VSP's network; it is also expected to help in handling the issue of 

simultaneous bandwidth requests received by a border node. This algorithm uses flow 
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based algorithms in order to compute the bounds. In this scheme, the upper and lower 

bounds for the virtual links of the fully meshed abstraction are computed directly from 

the flow based algorithms without explicitly computing partition subgraphs S(Vkfik) in 

Step 2 (Fig. 4.1). Therefore, the following discussion shows how the bounds for the 

virtual links Ek in the fully meshed abstraction graph Gk,FMA(Vk£k) are computed. 

Upper Bound on Advertised Capacity: The goal of providing an upper bound on 

advertised capacity to a VPN with abstract topology type 1= Tk is to ensure that it does not 

seek any more resources than the advertised upper bound during the interval between two 

consecutive abstract topology refreshes. For a VPN k and virtual link corresponding to 

edge (x,y)GEk,, let Mk,i(x J?) be the ith bandwidth request between two consecutive refresh 

update interval instances to be requested from the VSP, and let Sk,i{xy) be the upper 

bound on advertised capacity. If there are n requests from a VPN k in the interval Rk 

then: 

^ , . ( X J ) < ^ ( X J ) (5.1) 

We next discuss the virtual link capacity assignment for a fully meshed 

abstraction of a VPN hosted on border node b. For a VPN ks Ub and x,y^Pk, Skj?MA(xy) is 

the computed upper bound capacity advertised for the virtual link connecting nodes x and 

y in a fully meshed abstraction. According to the capacity sharing policy, equal sharing 

implies that for all the VPNs having the common border node pair x, y represented as set 

Z(x,y), the total flow advertised must be at most \Z(x,y)\*Skj?MA(xy). Let ft(x,y) be the 
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maximum-flow3 [Ahu93] possible between border nodes x andy, then the upper bound 

dkFMA(xy) on the advertised capacity must satisfy the following: 

\Z(x,y)\*6kjMA(xy)<a(xy) (5.2) 

SkfMA{xy)< \_{a(x,y)l\Z(x,y)\\ (5.3) 

Basically, the upper bound calculated above distributes the maximum flow from the 

border node x toy equally among all the VPNs in the set Z(xy). 

Lower Bound on Advertised Capacity: In computing the lower bound jk^MAixy) f° r a 

fully meshed abstraction, the goal is to try to satisfy with a high probability any single 

path bandwidth request Mkj{xy) during the refresh interval period Rk from a VPN. The 

lower bound has to be computed carefully. A conservative lower bound estimate would 

lead to a VPN wrongly terminating the calls locally, while an overly optimistic estimate 

could lead to requests being blocked resulting in crankback of calls. Ideally, a lower 

bound ykfMA(xy) should be set, so that the worst case simultaneous, which would be the 

arrival of \Z(x,y)\*yk^MA(xy) capacity requests, can be satisfied. Let Pxy be the set of edge 

disjoint paths between border nodes x and y. Let Cx,y be the minimum of bottleneck 

capacities of all the paths/?;GPX,^, then a lower bound can be obtained as follows: 

\Z(x,y)\* ykfMA(xy) < \ Px,y\* Cx,y (5.4) 

Yuw&xy) < [(I Pxy | *Cxy/1 Z(x,y) |)J (5.5) 

3 The maximum-flow between two nodes s and t in a graph G(V,E) is total flow that can be sent from source 
node s to sink node t while preserving the capacity constraint of all the links in E and conservation of flows on all 
nodes V\(s,t). 
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This approach would require computing all the edge disjoint paths between x andy. Also, 

the lower bound computed using (5.5) may turn out to be very conservative because of a 

very poor bottleneck capacity in the set of paths Px,y . 

So, we propose to use the flow obtained from an M-Route flow to compute the 

lower bound. The concept of an M-Route flow was first proposed by Kishimoto [Kis92] 

in an effort to solve the problem of communication channel survivability in case of (M-l) 

link failures. [Kis92] defines and proposes solutions to handle both link and node 

failures. Since the goal of the VPN-TA problem is to avoid contention for link resources 

among the VPNs hosted on a given border node, we limit our discussion to the edge 

disjoint version of this problem. 

An edge disjoint M-Route flow between a source node s and destination node d 

can be defined using the definition of an elementary M-Route flow as follows. 

An elementary M-Route flow from a node s to a node d is defined as a flow of one unit 

along each of M edge disjoint paths from node s to node d. The corresponding set of 

paths is called an M-path. An M-Route flow is a flow that can be expressed as a non-

negative linear sum of the elementary M-route flows. 

[Kis92] also proposed an algorithm (Appendix A.3) to compute a maximum M-Route 

flow which can be found in maximum of (M-l) runs of the max-flow algorithm [Ahu93] 

with a net complexity of 0(M*|F|3). For a given value of M, let the M-Route flow 

between border node x andy be given as n(x,y). 
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Figure 5-5: M-Route flow example 

It is difficult to give a lower bound estimate that represents the single path capacity using 

an M-Route flow, since the flow represents an aggregate flow, which may not split 

equally among the M-paths as illustrated in Fig. 5.5. Here, the 2-Route flow possible 

from s to / is 10. This is obtained by augmenting 2 unit each along paths 

{(s->l->t),(s->3->t)) and 3 units each along {(5->l->0, (s->2->t)}. Hence, there are no 

paths between s and / that can handle two requests of 5 units simultaneously. So, since 

the split of such an M-Route flow is not known from the aggregate M-Route flow value 

itself, an absolute upper bound for ykfMA{xy) cannot be obtained; however, we can state 

with high probability that M simultaneously requests each value less than or equal to 

\rj(x,y)fMJ can be handled. Hence, an initial estimate of the lower bound for the virtual 

link in a fully meshed abstraction derived from M-Route flow could be set to: 

YWMAQcy)=lti(x,y)/M] (5.6) 

For an M-Route flow to exist, one can observe that M is upper bounded by the 

maximum number of edge disjoint paths between x andy. In our case, an ideal value for 
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M would be to assign, M=\Z(x,y)\, but this assignment will fail if |Z(x,>>)| is greater than 

the maximum number of disjoint paths between x and y, which would be the case in 

practice. However, in general we see that the value of M must satisfy, 

M= mmi\Z(x,y\ \Px,y\)- When |Z(xj/)| » |P^|, it will be too aggressive to use (5.6) as the 

lower bound estimate, hence we set the lower bound to a more practical value as in (5.7). 

Ikfwfcj) = lr?(x,y)11 Z(x,y) | J (5.7) 

The lower bound computed from M-Route flow in (5.7) is less conservative than 

the lower bound given in (5.5). We show this by comparing the lower bound values 

obtained by applying (5.5) and (5.7) with reference to the graph in Fig. 5.5, assuming 

M=\Z(x,y)\=2, and for border nodes (s, t). Using (5.7), the lower bound fkfMA{s,t) is 5 

units, compared to 2 units if (5.5) is used. This observation can be further generalized as: 

lTj(x,y)/Z(x,y)j > [(\ Pxy | *Cx,y /Z(x,y))J (5.8) 

Assuming that all VPNs are hosted on all the border nodes; and as mentioned earlier, in 

practical situations we have VXJSGB Z(xy)»\Px,y\, hence we have M=\PXiy\ in most 

practical situations. Furthermore, assuming the maximum disjoint path between any two 

pair of border nodes xysB is upper bounded by \PU\; the mixed bound algorithm 

complexity to determine the lower and upper bound of a fully meshed abstraction is 

dominated by the computation of the M-Route flow for each pair of border nodes. For 

the complexity analysis we assume the worst case maximum flow algorithm complexity 

of 0( | V\3) [Ahu93]. This results in an overall complexity of 0(\U\ *\B\2*\PU\*\V\3 ). 

Fig. 5.6 shows the pseudo code to compute the Skfwfay) and JVM4(XJO based on the 

above discussion corresponding to the fully meshed abstract graph Gic,FMA(Vk,,Ek) for the 
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set of VPNs Ub hosted on a border node b with reference to the TA generation process 

shown in Fig. 4.1. As noted earlier, in this scheme there is no explicit computation of a 

partition graphs S(Vk,Ek) for VPN k, so Step 2 is not executed in this case. In Step 3, we 

compute the lower and upper bounds for each virtual link using the maximum flow and 

M-Route flow values computed for each pair of border nodes for each VPN. Also, when 

applying this abstraction scheme, the Stage 2 in Fig. 4.1, where fairness is applied is 

skipped as the upper and lower bounds derived from equations (5.3) and (5.7) satisfy the 

fairness policy. 

Mixed Bound Abstraction Algorithm 

Input: G{V,E), Ub, TSkVkGUb, Z(xy) Vxj/e5. 

Output: GkJVhE&VkeUt. 

begin 

//Stage 1: Generate partition graphs and fully meshed abstraction 

begin 

(Iterate the remaining steps for each VPN ksllb for which abstract topology is being 

computed, We determine the lower and upper bound capacities of virtual links of the 

fully meshed abstract topology as follows). 

Stepl: identify the set of PE nodes Pk belonging to VPN k; 

//initialize graph Gk^MA(Vk,Ek) 

for all x, )>G Vk, set dkjMAixy) =0 and yuMuix^) =0; (Note: For the fully meshed 

case the set Vk in Gk^MA{Vk,Ek) is same as Pk) 
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Step 2: (Note: In this scheme we do not compute partition subgraphs S(Vk, Ek) for each 

VPN) 

//Compute fully meshed abstraction GkjmA{Vk,Ek) as follows 

Step 3: for each border node xys Vk in GkjrMA(Vk,EkX 

for each virtual link e(x,y)GEk, 

calculate max-flow a(xy) between nodes x mdy; 

//this is the upper bound capacity 

set dkjFMA{xy)= \_(a{x,y)l | Z(x,y) | j ; 

setM= min{|Z(x,_y)|, maximum number of disjoint paths between x and_y}; 

calculate M-Route flow n(xy) between nodes x andy; 

//this is the lower bound capacity 

set ykfMA(xy)= \ji(x, y) I | Z(x, y) IJ; 

end; 

//Stage 2 is skipped 

(Note: We don't include a separate step to ensure fairness; as the flows determined by 

applying max-flow and the M-Route flow algorithms between a pair of border node is 

equally shared with the VPNs in the set Z(x,y). This result in TAs for the VPNs 

satisfying the fairness policy defined in Section 4.2.1.) 

//Stage 3: Generate the required abstraction Gk,i{Vk,Ek) applying l=Tk 

begin 

//Iterate for each VPN k hosted at node b to generate the required abstraction 

Step 7: for each VPN k with 7S* ={Tk, Rk}, 

apply l=Tk on Gkj^A{Vk,Ek) to generate Gk,iVk,Eky, (Note: Gk,i(Vk,Ek) could be 

any of the four abstract topologies considered in Section 3.7.) 
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Step 8: flood the abstract graph Gk,iVk,Ek) to the VPN CE nodes Q& with periodicity Rk. 

end; 

end; 

Figure 5-6: Mixed bound scheme for VPN topology abstraction problem with 
reference to Figure 4.1 

5.2.3 Steiner Tree Based Abstraction Scheme 

Though the mixed bound scheme is expected to perform better than the maximum 

capacity abstraction scheme, the approach could perform poorly in certain situations. 

This may be because the maximum flow and M-Route flow may split the exposed 

capacity across multiple paths, and as a result, may not necessarily guarantee a single 

path in order to accommodate the capacity requested by the VPN. Other drawbacks 

include the complexity of the algorithm and implementation changes required in order to 

realize it in practice. In view of these drawbacks, we now propose a new algorithm, 

namely, the Steiner tree based virtual capacity computing algorithm. 

Given a graph G{V,E) and a subset V of V, assume that each link in E is 

associated with a cost. A Steiner tree of G with respect to V is a minimum cost tree of G 

that contains all the nodes of V. Note that the Steiner tree may also contain some other 

nodes that are not in V. 

The goal of the proposed scheme is to build a tree for each VPN with the goal of 

minimally oversubscribing the residual link capacity and to use it to generate abstract 

topologies. The two main objectives of the tree computation process are to maximize the 
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amount of capacity used for abstraction and, at the same time, minimize the capacity 

shared between the trees constructed for the different VPNs hosted on a border node. The 

objectives of the Steiner tree construction and the VPN-TA problem are correlated, since 

minimizing the capacity sharing of the link capacity among the VPN partition graphs will 

result in more accurate abstractions, which are expected to improve VPN call 

performance and network utilization. We achieve the first objective by computing a 

minimum cost Steiner tree on the graph with link costs inversely proportional to the 

residual capacities of the links. Since the tree needs to be computed over a subset of 

border nodes Pk for a given VPN Are Ub, a Steiner tree graph (on the border nodes of the 

VPN) is computed with the objective of minimizing the tree cost. In order to achieve the 

second objective of minimizing the capacity shared between the trees, we associate a 

weight with each link and increment the weight each time the link is included in the tree 

graph computed for a VPN. 

We next discuss the abstraction algorithm, and highlight the steps required in 

order to compute the trees for each VPN. As in previously discussed algorithms, the trees 

are generated iterating over the set of VPNs Ub sequentially. The link weight variable to 

measure the number of times a link has been used in the trees constructed so far is 

denoted as w(e). Initially, this link variable is set equal to a value of 1. Another cost 

variable c{e), used to compute the Steiner tree is initialized as a function of w(e) and the 

link residual capacity r(e). We set c(e) to w(e) *(t(e))/(r(e)\ here t(e) is the total capacity 

of the link e. The reason for such initialization is to ensure that the links with the more 

residual capacity would have a lower cost in comparison to links with higher residual 
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capacity. We next compute the Steiner tree, S(Vk,Ek), for a VPN k, with edge cost 

initialized to c(e). For each VPN, Steiner trees are computed with respect to all the border 

nodes in the set Pk as the root node. After the subgraphs are computed for each of the 

VPNs, we set the capacity of the virtual link (x,y)e Ek of the fully meshed abstract graph 

to the bottleneck capacity of the path connecting the root node x to the border node y in 

the Steiner tree S{Vk,Ek). Before continuing with the computation of subgraphs for the 

next VPN, the weight of the link variable w(e) corresponding to esEk in S(Vk,Ek) is 

incremented by 1. This increment dissuades the future subgraph computations from using 

the links that are part of the already previously computed VPN subgraphs; it also enables 

links with lesser cost, i.e. more residual capacity and least used graph edges, to be 

considered during the tree computation. 

Since the trees are computed in sequence, the virtual capacities computed for 

each VPN corresponding to the fully meshed abstract graphs are going to be different. 

Hence, in this scheme, the fairness criterion is applied by executing Steps 4-6 in Fig. 4.1. 

The Steiner tree computation is a strongly NP-complete problem. Literature provides 

good heuristics to compute Steiner trees. We use a simple directed Steiner tree algorithm 

from [KodOO] (Appendix A.4) for tree computation whose complexity to compute a 

Steiner tree rooted at a border node to the remaining border nodes (assuming Pk = B) is 

0(|2?|*(|E'| + |F|/0g(|F|))). The complexity of deriving a fully meshed abstract topology for 

a given VPN set £/is 0(\U\*\B\*(\B\*(\E\ + \V\log(\V\)))). 
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Fig. 5.7 is the pseudo code of an algorithm for generating partition graphs and 

abstractions from them using the Steiner tree approach with respect to the TA generation 

process shown in Fig. 4.1. 

Steiner Tree Topology Abstraction Algorithm 

Input: G(V£), Ub, 75* VkeUb. 

Output: GKl(Vk,Ek),VkGUb. 

begin 

//Stage 1: Generate partition graphs and fully meshed abstraction 

begin 

//Initialize edge weight and cost 

for all edge e e £ in G(VJT), 

setw(e)=l; 

set c(e) = w(e)*( t(e))/(r(e)); 

(Iterate the remaining steps for each VPN k&Ub for which abstract topology is being 

computed. We determine the capacities of virtual links of the fully meshed abstract 

topology as follows). 

Stepl: identify the set of PE nodes Pk belonging to VPN k; 

//initialize graph GkfMA(Vk,Ek) 

for all x, ye Vk, set M>kFMA(xd>) =0; (Note: For the fully meshed case the set V^ in 

GkfMA(Vk,Ek) is same as Pk) 
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Step 2: compute the Steiner tree S(Vk, Ek) rooted at each border node xePk, spanning all 

the nodes in y^Pk andy^x; 

//Generate GkjMA(Vk,Ek) using S(Vk,Ek) rooted at each xsPk 

Step 3: 

for each (x,y)GEk in GkjmA{Vk,Ek), 

let P ={ x,ei,...ek, y }, e, GS(Vk, Ek); (Note: P is the path from x to y in the 

Steiner tree rooted at x); 

set WkfMA(xy) =min{r(ei),...,r(ek)}; (Note: wk.FMA(xy) is the bottleneck 

capacity path between nodes x andy in S^, Ek)) 

//increment the link weights used in the subgraphs S(V\^, Ek) rooted on Pk 

for each border node xsPk, 

for each Steiner tree S(V^, Ek) rooted x, 

for each edge e<=Ek in S(Vk, Ek) and e& G(V,E), 

set w(e) = w(e) +1; set c(e) = w(e)*( t(e))/(r(e)); 

end; 

//Stage 2: Apply fairness criteria to the VPN set Ub as in Fig. 4.1 

begin 

Steps 4-6: apply fairness policy to the set of fully meshed abstractions Gkj?MA(Vk,Ek), 

VkeUb; 

end; 

/'Stage 3: Generate the required abstraction applying Tk 

begin 

(Iterate over each VPN Are Ub to generate the required abstraction of type Tk) 

Step 7: for each VPNk with TSk ={Tk,Rk}, 

apply l=Tk on GkfMA{Vk,Ek) to generate Gk,i(Vk,Ek); (Note: Gk,iVk,Ek) could be 

any of the four abstract topologies considered in Section 3.7.) 
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Step 8: flood the abstract graph Gk,i(Vk,Ek) to the VPN CE nodes Ck,b with periodicity Rk; 

end; 

end; 

Figure 5-7: Steiner tree based scheme for VPN topology abstraction problem with 
reference to Figure 4.1 

5.2.4 Use of Virtual Link Capacity for Route 

Computation 

In the context of the TA service, the virtual link capacity associated with the TA is used 

by the CE node to check for the availability of the path in the VSP's core network with 

respect to the requested capacity (feasibility check). Based on the outcome of the path 

computation and successful signaling of the path to the destination CE node, the servicing 

PE node sends a positive or negative acknowledgement to the CE node initiating the path 

request. Next, we comment on the usage of the virtual link capacity metric during the 

path computation by the CE node. 

The value of a single metric (as in the maximum capacity abstraction or the 

Steiner tree abstraction scheme) or the lower bound in the mixed bound abstraction 

scheme represents the maximum capacity value of any bandwidth request that can be 

required from the VSP during the duration defined by Rk. If the requested capacity does 

not exceed this value, then the CE will determine that the request is feasible. 

The upper bound metric in the mixed bound abstraction scheme indicates the total 

capacity that can be requested during an abstract topology refresh interval. Each time a 
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virtual link appears in a feasible path, the requested capacity should be subtracted from 

the upper bound of the virtual link. Hence, at any point in time, the upper bound will 

reflect the amount of capacity that can still be requested from the VSP within the interval 

defined by Rk. 

In order to enable the use of the upper and lower bound values in a practical 

network, changes are required to the path computation algorithm executed in the VPN CE 

router. Routing protocols like OSPF employ the constrained Dijkstra's algorithm to 

compute bandwidth constrained paths. The constrained Dijkstra's algorithm has two 

stages; in the first stage, the links that do not satisfy the requested bandwidth are pruned, 

and in the second stage, the shortest path algorithm to compute the path is applied. The 

use of bounds provided using the mixed bound scheme in the route computing algorithm 

can be incorporated during the stage where links that do not satisfy the bandwidth 

constraints (lower and upper bounds) are pruned. If the path computation is successful 

(indicating that a feasible path is available), the path request is signalled to the PE node. 

Upon successful signalling, the upper bound capacity is updated by subtracting the 

successfully requested capacity from the virtual links of the associated abstract topology. 

5.3 Simulation and Performance Evaluation 
In this section, we discuss the simulation results, which compare the performance of the 

three TA generation schemes described in the previous section. These schemes are 

studied in the context of the MDVF discussed in the previous chapter. 
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5.3.1 Performance Metrics 

The performance metrics are the same as those introduced in Section 4.3 of Chapter 4, 

which are success ratio, crankback ratio, misscall ratio, and network utilization. 

5.3.2 Simulation Setup 

The simulation setup and the network topologies used for the analysis are the same as 

those discussed in Section 4.3.2. The results discussed in the section have been obtained 

from 30 independent replications to achieve an absolute error of less than 1% and C.I of 

95%. Table 5.8 shows the simulation parameters used in our simulation scenarios for 

evaluating the abstraction schemes. The load in the simulation is varied in two ways. In 

the first case, mean call holding time, H, is varied between [10,1000] s; here, the VPN 

requested bandwidth is uniformly distributed between [1,500] units. In the second case, 

the performance of the schemes is evaluated by varying the upper bound of the uniformly 

distributed requested capacity, X, in the range of [100,1000] units, in this case the mean 

inter-arrival time and mean holding time are set to 100 s. As this simulation scenario 

focuses on studying the performance of the abstraction schemes, the choice of which type 

of abstract topology for the VPNs should be such that its granularity minimizes its effect 

on the conclusions made on the performance of the abstraction schemes. Like the fully 

meshed abstraction, the source-star abstraction is unambiguous in terms of connectivity 

and is non-lossy with respect to bandwidth metric, with the added advantage of low 

overhead. Hence, all the VPNs in this scenario are provided with source-star abstraction. 

Though the results presented next may vary with different choice of abstract topology 



142 

type parameter 7*, the difference in terms of the performance metrics should be the same 

as that studied as part of objectives 1&2 in Section 4.3.2 in Chapter 4. 

Simulation Parameters 

VPN Mean Call Inter-arrival Time (s) (Exponential Dist.) 

VPN Mean Call Holding Time (s) (Exponential Dist.) 

VPN Bandwidth Request (Uniform Distribution) 

Core Topology Update Interval (s) 

VPN Abstract Topology Type (VPN (A-E)) 

Abstract Topology Refresh Interval (VPNA) (s) 

Abstract Topology Refresh Interval (VPNB) (s) 

Abstract Topology Refresh Interval (VPNC) (s) 

Abstract Topology Refresh Interval (VPND) (s) 

Abstract Topology Refresh Interval (VPNE) (s) 

Values 

100 

[10,1000] 

[1,500] 

5 

SSA 

100 

100 

100 

100 

100 

Table 5.1: Simulation parameters to evaluate decentralized abstraction schemes 

Figs. 5.8-5.15 compare the success, crankback and misscall ratios, and the network 

utilization for each of the three abstraction algorithms with increasing load (77) and 

varying VPN capacity request requirements (X) for Network-1. Figs. 5.16-5.17 shows the 

results for Network-2 and Figs. 5.18-5.19 for Network-3. Because of the similarity of the 

results for the three topologies, we first discuss in detail the results for Network-1, and 

then summarize the performance for Network-2 and Network-3. 
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5.3.2.1 Comparison of Success Ratio 

Fig. 5.8 compares the success ratio of the three schemes. Here, the load is varied by 

increasing the mean call holding time. Increasing the call holding times causes calls to 

remain in the network for a longer period of time, and as a result, the average link 

residual capacity reduces with time. This results in an increasing variance of link capacity 

across the network. Hence, with an increasing load on the network, the TA information 

with the VPNs is expected to be more asynchronous with the physical state of the 

network. This causes the average call performance to decrease, which is the trend 

observed in Figs. 5.8-5.9. 

Of the three schemes we observed that, the maximum capacity scheme performs 

the best. Its success ratio decreases by about 15% as the load is increased from 0.1 to 10 

Erlangs. The next best scheme is the Steiner tree abstraction scheme whose success ratio 

performs as well as the maximum capacity scheme at over the range of load conditions; 

on the whole even its performance decreases by about 15%. The poorest performance is 

displayed by the mixed bound scheme, whose performance decreases by about 48% at the 

maximum load. The poorest performance of the mixed bound scheme is because of its 

conservative mode of exposing capacity which divides the available maximum flow and 

M-Route flow among all the VPNs equally to facilitate the PE node to handle worst case 

capacity requests from the VPNs simultaneously. This result in the CE nodes terminating 

calls locally resulting in poor miscall ratio performance which we discuss later. The best 

success ratio performance of the maximum capacity scheme indicates the usefulness of 

being aggressive in a dynamic bandwidth request scenario enabled by the TA service. 
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A similar difference in performance among the abstraction schemes is also noted 

when bandwidth request size (X) is varied. This is shown in Fig. 5.9. The key difference 

here is that the rate of decrease of success ratio performance is higher compared to the 

previous case. This is expected due to the following reason. With the increasing value of 

X, the average size of the VPN bandwidth request increases. After a certain point, the 

average request size is greater than the virtual link bandwidth associated with the TA. 

This causes more calls to be rejected locally in the CE node, which subsequently leads to 

higher miscall ratio. This results in a steep deterioration of the VPN call performance, as 

observed in Fig. 5.9. For the maximum capacity scheme, the performance decreases by 

25% at a maximum bandwidth request of 1000 units. For the Steiner tree scheme, this 

decline of performance is 27%, while for the mixed bound scheme, the percentage 

decrease is 46%. The reason for this difference in performance between the mixed bound 

scheme and the other two are the same as stated earlier with respect to Fig. 5.8. Steiner 

tree performs only l%-3% poorer when compared to the maximum capacity scheme due 

to its less aggressive nature. This performance difference again points to the fact that, as 

the mean bandwidth request size increases, an aggressive scheme, such as the maximum 

capacity scheme, which tends to expose more resources, results in better successful route 

computation locally at the CE node in comparison to the other two schemes. 
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Figure 5-8: VPN call performance comparing VPN success ratio with varying mean 
holding time (H) with 95% C.I (Network-1) 
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Figure 5-9: VPN call performance comparing VPN success ratio with varying 
bandwidth request (X) with 95% CI (Network-1) 

5.3.2.2 Comparison of Crankback Ratio 

Fig. 5.10 compares the crankback ratio for the three schemes with increasing H. The 

VPN call performance for all the three schemes deteriorates with an increasing load on 

the network. This can be attributed to two reasons: the first reason is the oversubscription, 
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which is still an issue for the three schemes, and the second reason is that the increasing 

load causes a reduction in the correctness of the virtual capacity information associated 

with the abstraction with respect to the core state of the network. This causes calls to be 

successfully computed by the CE node locally but cranked back by the PE node due to a 

lack of resources in the core. 

Comparing the performance of the abstraction schemes, we note that the 

maximum capacity scheme performs poorer than the other two schemes, which illustrates 

one of the drawbacks of employing an aggressive scheme; despite the fact that it 

performs the best in terms of success ratio metric. The mixed bound scheme performs the 

best with respect to this metric; its crankback ratio was noted to be less than 2%, while 

the same was noted to increase by 13% over the range of load conditions for maximum 

capacity scheme. The good performance of mixed bound scheme can be attributed to its 

conservative approach of assigning lower and upper bounds to the virtual links using the 

maximum flow andM-Route flow approaches. Another reason why mixed bound scheme 

has such a low crankback ratio is also because of large number of calls being terminated 

locally at the CE nodes, resulting in high miscall ratio as we see next. The performance of 

the Steiner tree scheme lies between the performances of the other two schemes, with its 

performance being l%-3% better than the maximum capacity scheme. 

With reference to Fig. 5.11, which compares the crankback ratio with the 

increasing value of X, we note similar observations. Here, we again observe the 

advantage of applying mixed bound scheme in comparison to the other two schemes if 

the objective is to minimize the crankback ratio. The crankback ratio at the maximum 
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load condition is observed to be less than 2% for mixed bound scheme, compared to 14% 

for maximum capacity scheme and 11% for Steiner tree scheme. 
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Figure 5-10: VPN call performance comparing VPN crankback ratio with varying 
mean holding time (H) with 95% C.I (Network-1) 
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Figure 5-11: VPN call performance comparing VPN crankback ratio with varying 
bandwidth request (X) with 95% C.I (Network-1) 
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5.3.2.3 Comparison of Misscall Ratio 

With respect to miscall ratio, in Fig. 5.12, the maximum capacity scheme displays the 

best performance of the three algorithms. Again, this can be attributed to its aggressive 

nature, where the higher values of exposed virtual link capacities allow the VPNs to 

successfully compute paths without locally rejecting them, which results in better 

misscall ratio performance even at high load conditions. However, this also leads to poor 

performance with respect to the crankback ratio, as seen previously. The next best 

performance is displayed by the Steiner tree abstraction scheme, which performs l%-2% 

poorly when compared to maximum capacity scheme, but gains in terms of crankback 

ratio. The mixed bound algorithm displays the poorest performance of the three 

abstraction schemes. Its performance is observed to deteriorate by 48% over the range of 

load conditions; the reason being that a lot of calls were rejected locally when the 

capacity demands of the VPNs exceeded the conservative lower bound of the virtual link 

capacity associated with the TA. 

Fig. 5.13 compares the performance of the schemes when the maximum 

bandwidth request from the VPN is varied. The performance displayed by the three 

schemes and the conclusions are similar to those discussed in the previous case. We 

observe that the maximum capacity scheme performs the best in terms of this metric, but 

4% poorer than the previous case. This correlates with the lesser success ratio achieved as 

observed in the context of success ratio performance. At the maximum load, the 

maximum capacity scheme achieves a 11% misscall ratio, in comparison to 13% when 

Steiner tree scheme is applied, and 44% in the case of the mixed bound scheme. 
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Figure 5-12: VPN call performance comparing VPN misscall ratio with varying 
mean holding time (H) with 95% C.I (Network-1) 
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Figure 5-13: VPN call performance comparing VPN misscall ratio with varying 
bandwidth request (X) with 95% C.I (Network-1) 

5.3.2.4 Comparison of Core Network Utilization 

Fig. 5.14 compares the effect of abstraction schemes on the core network utilization 

metric. It is also important to note that although network utilization in the context of the 
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TA service is influenced by the abstraction schemes, it also depends on the optimizing 

principles used by the core routing algorithm, which in this case is the constrained 

Dijkstra's algorithm. From Fig. 5.14, we observe that the maximum capacity abstraction 

scheme results in better network utilization than the other two abstraction schemes. The 

higher network utilization for the maximum capacity scheme can be attributed to its 

aggressive nature in sharing resources, which also results in the best performance in terms 

of success ratio (Fig. 5.8). The performance of the Steiner tree scheme is slightly poorer 

by 3% in comparison to that of the maximum capacity scheme, which is also inline with 

the poorer performance in terms of misscall ratio observed in Fig. 5.12. Of the three 

schemes, the mixed bound scheme shows the poorest network utilization performance due 

to its high miscall ratio (Fig. 5.12) resulting from its conservative capacity exposing 

strategy. 

Fig. 5.15 compares the network utilization achieved when the upper bound of the 

uniformly distributed requested capacity X is increased. As expected, an increase in an 

upper bound of requested capacity results in an increase in network utilization, but an 

important observation here is the decreasing trend in the graph in the cases of the three 

schemes when X>400. This is because, when X<400, i.e. during low load condition the 

crankback ratio (Fig. 5.11) increases at a faster rate compared to the misscall ratio (Fig. 

5.13) for all the three schemes, as a result new calls are admitted into the network and the 

network utilization increases. When ^>400, an increasing number of calls are locally 

rejected by the CE node, which results in the increase in the rate of miscall ratio (Fig. 

5.13) compared to the crankback ratio (Fig. 5.11), due to which fewer path requests get 
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past the VPNs to the VSP, as a result the network utilization begins to flatten and 

decrease. 
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Figure 5-14: Comparing VSP core network utilization with varying mean holding 
time (H) with 95% C.I (Network-1) 
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Figure 5-15: Comparing VSP core network utilization with varying bandwidth 
request (X) with 95% C.I (Network-1) 
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5.3.2.5 Performance for Network-2 and Network-3 

Figs. 5.16-5.17 compare the performance of the abstraction schemes in terms of call 

performance and network utilization for Network-2. Figs. 5.18-5.19 compares the 

performance for Network-3. 

For the case of Network-2, the important observation to be made is the reduced 

difference in performance between the mixed bound scheme and the other two schemes 

compared to what was observed in the case of Network-1, i.e., the conservative nature of 

the mixed bound scheme becomes less of a dominating factor with a network of smaller 

size; the reason for this can be attributed to the overall lesser network capacity and hence 

lesser achievable maximum flow between any pair of border nodes, which results in very 

good misscall ratio performance of 20%, compared to 55% for Network-1. For the mixed 

bound scheme, we also observe that, the crankback ratio is in the range of 7%, which is 

5% higher than in the case of Network-1. This is because of its aggressive nature as 

discussed earlier which correlates with the high success ratio achieved by the mixed 

bound scheme. We also note that the Steiner tree scheme performsl%-2% better than 

maximum capacity scheme. This shows that being too aggressive as in the case of 

maximum capacity scheme with smaller networks could lead to poor call performance. 

The performance for Network-2 was noted to be similar to Network-1. In this case 

the maximum capacity scheme outperforms Steiner tree scheme by l%-2%. Similar gain 

in performance was also noted in terms of misscall ratio and network utilization metrics. 

In terms of crankback ratio Steiner tree performed better than the maximum capacity 

scheme. Mixed bound scheme performed the best in terms of crankback ratio 
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performance, but significantly poorer compared to maximum capacity scheme and 

Steiner tree scheme in terms of success and network utilization metrics. 
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Figure 5-18(a-b): Success and crankback ratio with varying mean holding time (H) 
with 95% C I (Network-3) 
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Figure 5-19(a-b): Miscall ratio and network utilization with varying mean holding 
time (H) with 95% C.I (Network-3) 

5.3.2.6 Summary of Performances of the Topology Abstraction 

Schemes 

From the simulation results, we observe that the three abstraction schemes display 

different properties. Overall, the maximum capacity scheme performs the best among the 

three abstraction schemes. This shows that the aggressive approach of exposing capacity 

using the maximum capacity algorithm does prove to be effective in a dynamic service 

scenario. However, it should also be mentioned that the aggressive nature of the 

maximum capacity scheme also results in a higher call crankback ratio in comparison to 

the other schemes. In regards to the miscall ratio, the maximum capacity scheme displays 

the best performance of the three algorithms. Again, this can be attributed to its 

aggressive nature, where the higher values of the exposed virtual link capacities allow the 

VPNs to successfully compute paths without locally rejecting them, and this subsequently 

results in a better misscall ratio performance but affecting its crankback ratio 

performance as the load increases. 
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With respect to mixed bound scheme we saw that it performed the best with 

respect to crankback ratio metric, which suggests that being conservative helps reduce 

call crankbacks but at the cost of poor success, miscall ratio, and network utilization 

metrics. 

With respect to the Steiner tree scheme, we see that this abstraction scheme 

outperforms the mixed bound scheme in terms of success ratio, and its performance is 

same as or only slightly poorer in comparison to the maximum capacity scheme. This can 

be attributed to the nature of the abstraction scheme, where the abstract topology is 

derived from minimally overlapping trees, which causes it to be less aggressive than 

maximum capacity scheme and less conservative than the mixed bound scheme. This 

underscores the fact that the Steiner tree scheme strikes a good balance in terms of all 

three call performance metrics. 

5.4 Summary 
Our main objective in this chapter was to develop algorithms in order to generate 

topology abstractions in the decentralized manner in the context of the TA service to 

address the issue of oversubscription. In this context, we defined the VPN topology 

abstraction (VPN-TA) problem with the goal of maximizing the VPN success ratio and 

network utilization. As a way of solving this problem, we proposed three abstraction 

schemes: maximum capacity, mixed bound, and Steiner tree scheme. 

From our study of the performance of the abstraction schemes, we conclude that 

the abstraction schemes demonstrated a trade-off between the call performance metrics 
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and network utilization. A VSP's choice of the abstraction scheme for decentralized TA 

generation will ultimately depend on its service objectives. If the goal is to maximize the 

network utilization and success ratio, the maximum capacity algorithm proves to be the 

best. However, if the goal is to minimize the crankback performance for the VPNs, the 

mixed bound algorithm proves to be the best. Finally, we saw that the Steiner tree 

approach performed as well as the maximum capacity scheme in terms of the success 

ratio, network utilization, and second best in terms of crankback ratio metric; this makes 

it a good abstraction scheme if the objective is to strike a balance between the 

performance metrics. 
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Chapter 6 
Centralized VPN Topology Abstraction 

6.1 Introduction 
As pointed out in the previous chapter, the drawbacks of the decentralized approach are 

issues related to oversubscription of available resources and the possibility of border 

nodes being required to serve multiple VPN requests during high load conditions in the 

context of the TA service to the VPNs. We tried to address these issues partially by using 

three TA schemes that differed in terms of call performance and network utilization. 

Another approach used to address the issue of oversubscription is to generate the TAs in 

a centralized manner; this is the topic explored in this chapter. 

In Section 6.2, we discuss the process of TA generation derived from VPN 

subgraph partitions generated in a centralized manner. Section 6.3 defines a problem that 

arises in the context of the centralized mode of TA generation called the VPN core 

capacity sharing (VPN-CS) problem. We investigate this problem using new algorithms 

based on the multicommodity flow theory. In particular, we analyze the applicability of 

the maximum concurrent flow (MConF) theory and maximum multicommodity flow 
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(MMCF) theory in terms of their abstraction efficiency and fairness; we use these 

formulations to propose new online resource partitioning schemes in order to generate 

TAs with the objective of maximizing VPN call performance and core network 

utilization. Furthermore, in order to address the fairness issue associated with the MMCF 

based partitioning scheme, Section 6.4 discusses variations to the MMCF formulation in 

order to improve fairness in the case of an offline implementation. We also propose a 

new fair balancing algorithm for online implementation. In Section 6.5, the performance 

of these scalable resource partitioning schemes and the proposed fairness enhancements 

are studied using offline analysis as well as simulation of the MDVF in which the VPN 

TAs for the TA service are generated in a centralized manner. 

6.2 Centralized Topology Abstraction Process 
The main difference between the centralized form of TA generation and the TA 

generation process discussed in Section 4.2 for the decentralized case is the use of a 

central server (CS) to compute the partition subgraph for each VPN. These subgraph 

partitions are distributed to the border node, which uses them to generate the desired TA 

to be flooded to the VPN CE nodes. 

Generating TA for VPNs in a centralized manner follows the same methodology 

as discussed in Section 4.2, except for the following differences. With reference to the 

pseudo code shown in Fig. 4.1, Step 2 computes the intermediate subgraph S(Vk,Ek) 

called the partition subgraph from the core network from which the abstract topology is 



159 

derived. In a distributed case, S(Vk,Ek) is computed locally in the PE node. In a 

centralized case, Step 2 uses the logical subgraph partitions obtained from the CS. 

Fig. 6.1 shows the pseudo code executed by the CS in order to generate the 

subgraph partitions. The CS, in its procedure to compute the partitions, iterates over all 

the VPNs in £e [/and computes S(Vk,Ek) applying schemes to be discussed in Section 6.2. 

Once computed, the partition graphs are distributed to the border node set Pk for each 

VPN keU. The interaction between the CS and the PE nodes can be implemented in a 

way that the computed partition graph for a given VPN can be obtained periodically with 

a period equal to the abstract topology refresh interval Rk or on an on-demand basis. 

The fairness policy applied in the centralized mode is the same as the policy 

discussed in Section 4.2.1. Without loss of generality, we assume that the VSP adopts a 

model where the goal is to always expose the available capacity equally to the VPNs that 

have the same abstract topology type TA-SLA parameter 7 ,̂ while maintaining the 

desired property that different abstract topology types result in generating service 

differentiation. This fairness policy is imposed in two phases. First, the graph partition 

computation phase in Step 1 in Fig. 6.1 ensures that the available link resource 

considered during the partition is divided equally among the concerned VPNs. The 

second phase of fairness is applied by each border node b following, Steps 4-6 in Fig. 4.1 

(Stage 2), during the TA generation process as discussed in Section 4.2.1. 
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Generate Partition Sub2raph for each VPN 

Input: G(J^E), U,Pk\/kzU. 
Output: S(Vk,Ek)\/keU. 

begin 

//Generate subgraph partition S(Vk, Ek) V£e U 

for each VPNkeU, 

Step 1: compute S(Vk, Ek) for VPN k applying VPN core capacity sharing algorithms ; 

for each VPN keU, 
Step 2: distribute S(Vk, Ek) to all nodes in Pk; 

end; 

Figure 6-1: VPN subgraph partition computation steps executed by the central 
server 

6.3 VPN Core Capacity Sharing Problem 

The primary challenge in centralized mode of TA generation is to compute the logical 

VPN subgraph partition computed by the CS in Step 1 in Fig. 6.1 from which the abstract 

topologies are derived by the border node (Steps 2-3 in Stage 1 of Fig. 4.1). Therefore, 

the focus of the subsequent discussion is Step 1 in Fig. 6.1 executed by the CS. 

6.3.1 Objectives of VPN Core Capacity Sharing 

Problem 

First, the goal of a TA service is to enable better call performance to the VPNs making 

dynamic capacity requests; in other words, the goal is to maximize call performance. We 

use the VPN success ratio as a parameter to measure VPN call performance. This 
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parameter is a measure of making right bandwidth request decisions by a VPN using the 

abstraction provided to it by the VSP. This includes the calls that are computed and 

signaled successfully by the CE node as well those rejected by the VPN locally. The call 

rejections happen either because of an error between the abstraction and the core state of 

the network or due to insufficient resources to accommodate the VPN call request 

because of increased load conditions. 

The second objective is to ensure the best possible use of the VSP's available core 

capacity resource. Hence, the objective is also to maximize a VSP's network utilization. 

This also correlates with the goal of maximizing the revenue generated out of the TA 

service. 

The third criterion we consider while computing subgraphs for the VPNs is to 

ensure that the schemes are fair to all the VPNs with respect to the fairness policy 

discussed in Section 6.2. 

Considering these objectives, we define the VPN core capacity sharing problem as 

follows: 

VPN Core Capacity Sharing Problem (VPN-CS): 

Given a graph G(V,E) representing the VSP's core network providing topology 

abstraction service to the set of VPNs, U, the objective is to compute fair partitions 

S(V)c,Ek)for each VPN ke U of the network so as to maximize the VPN call success ratio 

and core network utilization. Ifxk
e represents the resource identified as part of subgraph 

S{Vk,Ek) on edge e&E and for VPNksU, then Y x ' < t(e), VesE must be satisfied. 
k<=U 
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The objectives related to maximizing the VPN success ratio and network utilization 

stated as part of the VPN-CS problem could be positively or negatively correlated 

depending on the nature of logical subgraph partitioning algorithm applied to solve the 

VPN-CS problem. 

The positive correlation can be explained as follows: Improved network 

utilization can be achieved by maximizing the bandwidth considered during the 

partitioning phase, resulting in efficient and non-conservative exposure of the core 

capacity to the VPNs, and thereby, positively influencing the success ratio of a VPN. On 

the other hand, a conservative exposure could lead to many calls being terminating 

locally at the VPN's CE nodes, degrading both the VPN success ratio and network 

utilization. The objectives of maximizing network utilization and the VPN success ratio 

may be negatively correlated when the algorithm used to generate subgraphs is 

aggressive, i.e. when the total capacity abstracted is more than the available resource. In 

this case, the VPNs are encouraged to seek more resources leading to good network 

utilization but also leading to an increased contention of available core resource, which 

may result in poor VPN call performance. Hence, a good solution to the VPN-CS 

problem has to strike a balance between the two objectives, which are to improve 

network utilization without decreasing the VPN's success ratio. 
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6.3.2 Multicommodity Flow Formulation of the 

VPN-CS Problem 

In view of the relationship between the maximization objectives of the VPN-CS problem 

and the total capacity considered during the partitioning phase (that is, the sum of the link 

capacities of the partition graphs S(Vk,Ek) for each k&U), we next present a 

multicommodity flow formulation that maximizes the total abstracted capacity. The 

fairness criteria discussed in Section 6.2 is also incorporated in this formulation. 

In this formulation, Kv represents the set of all source-destination pairs of VPN 

VG U derived from the set Pv. We define the set of commodities K as the set of all the 

VPN commodities, i.e. K= {Kv | Vvet/}. Let the net flow achieved for each source-

destination commodity JceKv of VPN v be fv,k- The variable x** denotes the logical 

partition resource assigned to source-destination pair (sk,dk)GKv on an edge (i,j)eE. Using 

these definitions, the VPN-CS problem can be formulated as in (6.1)-(6,5) with the 

objective of maximizing the aggregate resources considered as part of the subgraph 

partitions. 
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Formulation for VPN Core Capacity Sharing Problem: 

Maximize ^ ^ ] ^xuj 
veU keKv(i,j)eE 

Subject to: 

E # - E # = / * Vvef/> Vk*K*,i=sk (6.1) 

E # " 2>? = 0 VVGC/ ' >*eA; , i^ , i^ (6.2) 

S t f - S ? = ^ 4 Wef/> > * ^ , '=4 (6 3) 

I 2 X ^ , y V(^)e£ (64) 

ve£/"fre£v 

/vu -/«* = ° V(j fc,^) e 5 , V(vl,v2) e Z ( ^ ) (6.5) 

^>o, / ; ,>o 

In the formulation, (6.1)-(6.3) enforce the supply-demand conservation condition for 

each VPN commodity. (6.4) enforces the capacity constraint for each edge of the core 

graph. (6.5) enforces the fairness constraint during the subgraph partition computation 

process with the goal of sharing resources equally among all the VPNs. We define Z(s,d) 

as the set of VPNs having a common source-destination border node pair (s,d). The 

constraint (6.5) ensures equal sharing of resources by enforcing the aggregate flow, i.e 

fvi,k, fv2,k for any two VPNs (v/,v2)eZ(s£,t&) to be equal. The optimum flow values x^ 

define the capacity of the link (ij) in the partition graphs S(VV,EV) for each vet/. The 

worst case scenario of the formulation can be assessed assuming that all the VPNs in U 

are hosted on all the border nodes in B. In this case, the number of variables in the 

formulation is 0(|£|*|£/|*|5|2+ |L/]*|JB|2), and the number of possible constraints would be 
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in the order of 0(\U\*\B\2*\V\ +1^2*|#|2). Since the goal of the TA service is to enable 

dynamic bandwidth requests based on a topology abstraction in smaller timescales, 

solving the problem to optimality for large numbers of variables and constraints as in the 

above formulation using linear programming tools will not be efficient. 

Instead, we propose solutions based on a variant of the multicommodity flow 

problem, namely, the maximum concurrent flow (MConF) problem, whose objective is to 

maximize the aggregate commodity flow, while ensuring fairness among commodity 

flows. We later show the possible improvement that could be made to the MConF based 

solution by adapting a solution based on the maximum multicommodity flow (MMCF) 

theory. One rationale for using these multicommodity flow variants is to take advantage 

of the existing fully polynomial-time approximation schemes (FPTAS) from the 

literature. 

We next discuss the formulation of the VPN-CS problem. 

6.3.3 Maximum Concurrent Flow Based Formulation of 

the VPN-CS Problem 

The MConF problem is defined as follows: Given a network G(V,E) and a set K of 

source-destination pairs (s„ d,), 7=1,2, ...\K\, assume that demands D(sit d,) V 7=1,2, ...\K\ 

are known. The objective of the MConF problem is to maximize the factor /? such that 

there exists a flow that satisfies the demand P*D{su d,), V /= 1, 2,...k. The node-link 

formulation of the MConF problem is as follows: 



Maximum Concurrent Flow (MConF) Formulation: 

Maximize P 

Subject to: 

Z < ~ 2 X =0VkeK,i*skti•*dk 
(i,j)eE (;V)e£ 

2 X - llx
kjJ=-fi*D{sk,dk) VkGK,i 

U,j)eE (j,OeE 

2X, .*/,,, v(/,7)e^ 
< , > 0 , / ? > 0 

The value of j3 is called the throughput of the maximum concurrent flow formulation. 

The objective of the MConF problem enforces fairness by satisfying the same fraction of 

the demand for all the commodities, which is also in line with the fairness policy 

discussed in Section 6.2, which is to share the resources equally among all the VPN 

commodities. 

With regard to the solution for the MConF problem for online implementation, 

[Sha90] proposed the first approximation algorithm for the MConF problem for networks 

with equal demands and undirected edges. Several researchers have since proposed 

enhancements to this algorithm in order to improve its complexity on the generalized 

version of the problem with arbitrary capacities. Recently, Garg and Konemann [Gar98] 

proposed a simple approximation algorithm to the MConF problem. Later, Fleischer 

[Fle99] presented improvements to the maximum concurrent flow approximation 

algorithm proposed in [Gar98], with better running complexity, particularly, when the 

(6.6) 

(6.7) 

= dk (6.8) 

(6.9) 
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graph is sparse and has a larger number of commodities satisfying the condition \K\ > 

\E\/\V\. 

Applying MConF to VPN-CS problem is not straight forward for two reasons. 

First, the commodity demands D(sk,dk) for the VPN-CS problem are not known apriori. 

Secondly, if the commodity is defined for each VPN veil and source-destination 

commodity k<=Kv, the complexity of the number of commodities would be 0(|C/]*|2?|2), 

which may not be scalable for online implementation. 

We address these two concerns as follows: As one of the objectives of VPN-CS 

problem is to maximize the link resources considered during the partitioning phase, we 

initialize D(sk,dk) to a(k), where a(k) is the maximum flow for commodity k. In order to 

reduce the complexity of the execution time and memory requirement, we propose a two 

step optimization approach. The first step is to apply the MConF formulation on an 

aggregated set of source-destination pairs. For this scheme, we define a commodity k in 

the aggregated version as source-destination border node pair (s,d) that has the potential 

VPN bandwidth request from s to d. This is the case if the source-destination border 

nodes 5 and d host at least one common VPN; in this case, it will satisfy the criteria 

\(US r\U<j)\> 1. This aggregation of commodities reduces commodity complexity to 

0(\B\2). With this simplification, we propose a centralized heuristic to be executed by the 

CS in order to solve the VPN-CS problem as shown in the pseudo code in Fig. 6.2, 
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Maximum Concurrent Flow Based Partitioning Scheme 

Input: G(V,E), B, U, Pk VkG U. 
Output: S(VX,EX),XGU. 

begin 

Step 1: for each potential pair (s, d), s,deB, identify the set of VPNs Z(s,d) and define 

commodity setK={(s,d):\Z(s,d)\ >1}; 

Step 2: for each commodity pair (sk,dk), V& GK, compute the max-flow a(k); 

Step 3: for each border node pair (sk,dk), k GK, the supply for Sk is set to a(k) and 

demand at dk is set to - a(k); 

Step 4: solve the maximum concurrent flow problem for commodity set K with respect to 

graph G(V, E); (Note: The solution JC£ . represents the resource associated with 

commodity k over edge (ij) GE) 

Step 5: for each commodity pair (sk,dk)GK, for each (ij) GE, 

if xfj >0 then set xjj = xk
tJ l\Z{sk,dk)\; (Note: we divide the edge flows 

fairly among the VPNs in the set Z{sk,dk). Here, xj* is the capacity assigned to 

VPN v on link (ij) for VPN source-destination pair (sk,dk)GKv ) 

Step 6: for all VPN ve U, create partition subgraph S(V» Ev), where Vj- V and EyCi E 

are the set of all links such that x"* >0 for at least one commodity k&Kv of VPN v. The 

capacity of each link (ij) in S(VV, Ev) is the sum of the flows x,v* for all commodities 

kGKv; 
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Step 7: for each VPN v, distribute S{VV, Ev) to the border nodes in Pv; 

end; 

Figure 6-2: MConF based partitioning heuristic for VPN core capacity sharing 

problem 

Based on our previous discussion, Steps 1-4 are self explanatory. Step 5 iterates over 

each commodity k&K, and for each commodity k and the set of VPNs Z{sk,dk) sharing the 

source-destination pair, we assign the logical capacity for VPN vsZfadk) over link (ij), 

V k k 

denoted as xt'j , by dividing the MConF edge flowxtJequally among all the VPNs 

VGZ(sk„dk). This step is inline with the fairness policy discussed in Section 4.2.1. Step 6 

uses the capacities logically partitioned for each of the VPN VGU on each link (ij)eE in 

order to realize the VPN subgraph S(VV, Ev), which is obtained by constructing a 

subgraph with positive edge flows assigned for VPN v. Once S(Vv, Ev) is determined, it is 

then distributed to the nodes in Pv (those border nodes hosting VPN v) in Step 7. 

The partition subgraphs will be used by the PE nodes in Step 3 of the TA process 

(Fig. 4.1), discussed in Section 4.2, in order to generate a fully meshed abstract graph 

Gk,FMA(Vk,Ek). To generate Gk,mA(Vk,Ek), we can apply one of the algorithms discussed in 

Chapter 5. The most efficient algorithm in this case would be the maximum capacity 

scheme; this is because no two VPN partition graphs have any overlapping resources 

between them. For online implementation, [Fle99] (Appendix A.6) proposes the fastest s-

approximation algorithm for the MConF problem; this can be applied in Step 4 of the 
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MConF based heuristic. With respect to the complexity of the MConF based partitioning 

scheme, it is dominated by Steps 2 and 4, which subsequently results in the overall 

complexity of 0(e2\E\*(\E\+\K\ )+\K\*\V\3). 

6.3.4 Maximum Multicommodity Flow Formulation of the 

VPN-CS Problem 

We now draw attention to a drawback of the MConF based partitioning scheme and 

propose an approach based on the maximum multicommodity flow (MMCF) theory in 

order to address it. Fig. 6.3 shows a VSP core network. Let us consider three 

commodities k(l)={PEhPE4}, k{2)={PE1,PE2}, and k{3)={PE3^E2}. 

Figure 6-3: Example demonstrating MConF drawback 

The throughput achieved by the MConF formulation with the values of the commodities 

set to their maximum flow values of {20, 15, 5} is y9=0.5, and the aggregate abstracted 

capacity (which is the sum of flows in all the links of all the partition graphs, for this 
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example the only VPN) is 20 units. This happens because the edges of the paths 

corresponding to a commodity's maximum flow are also shared by other commodities, 

which results in fi < 1 forcing the same fraction of the demand to be satisfied for all the 

commodities. Through observation, we can see that the aggregate commodity flow, 

which can be achieved when the flows of each commodity are increased independently, is 

25 units. This inefficiency can be addressed by maximizing the sum of the independent 

commodity flows; in other words, we use the objective of maximizing^ j3k *D(sk,dk). 
k 

The modified MconF (M-MConF) problem is stated next. 

Modified Maximum Concurrent Flow (M-MConF) Formulation: 

Maximize ̂ /3k * D(sk,dk) 
k 

Subject to: 

2Xy- 2X<=° WeK,i*sk,i*dk 

S <j - Z xh = -P* * D(s*>d*) V^ e K, i = dk 
(i,j)eE {j,i)eE 

keK 

xl>0 /3k>0 

(6.10) 

(6.11) 

(6.12) 

(6.13) 
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We now show that the M-MConF problem is equivalent to the maximum 

multicommodity flow (MMCF) problem, whose objective is to maximize the total flow 

for all the commodities. The node-link MMCF formulation is as follows: 

Maximum Multicommodity Flow (MMCF) Formulation: 

Maximize ^fmc(k) 
keK 

Subject to: 

(iJ)eE (j,i)eE 

Z <i - Z xl = -fmc (*) VkeK,i = dt 

keK 

^ > 0 fk>0 

Here, fmc(k) is the aggregate MMCF flow variable corresponding to commodity k. The 

objective of MMCF is to maximize the total commodity flow. As in previous formulations, 

(6.14)-(6.16) represent the supply-demand constraints and (6.17) the capacity bound for 

edge (y )e£ . 

To show the equivalence of the MMCF and M-MConF formulations, let 

Pk= fmc(k)ID(sk, dk) for M-MConF problem, where fmc(k) are the optimal commodity flows 

achieved by solving the MMCF problem. With this the aggregate M-MConF flow is 

(6.14) 

(6.15) 

(6.16) 

(6.17) 
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fmm = 2 P * *D(sk,dk). We can then see that the flows achieved by the MMCF problem 

form a feasible solution to the M-MConF problem. Therefore, 

fmc < fmm (6.18) 

where fmc is the optimal aggregate commodity flow value for the MMCF problem. On the 

other hand, setting each fmc(k) = Pk*D(sk, dk), where fa's are the optimal commodity 

throughputs obtained by solving the M-MConF formulation, we can see that the 

commodity flow values corresponding to an optimum solution of the M-MConF problem 

form a feasible solution to the MMCF problem for the same network and set of 

commodities. Hence, we have 

fmm < fmc (6,19) 

From (6.18) and (6.19), we conclude: 

fmm = fmc (6.20) 

Thus, the aggregate flow achieved by MMCF problem is equal to that achieved by solving 

the M-MConF problem. So, we expect that the MMCF and the equivalent M-MConf 

approach will overcome the conservative nature of MConF, and this will result in both 

improved network utilization and VPN success ratio. 

Next, we propose a MMCF based heuristic to solve the VPN-CS problem as follows in 

Fig. 6.4: 
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Maximum Multicommoditv Flow Based Partitioning Scheme 

Input: G(V,E), B, U, Pk Vkz U. 
Output: S(V»E^,x&U. 

begin 

Step 1: for each potential border node pair (s,d), identify the set Z(s,d). Define 

commodity setK*={(s,d): \Z(s,d)\>0 }; 

Step 2: solve the maximum multicommodity flow problem for commodity set K with 

respect to graph G(V, E); (Note: The solution xtJ represents the resource associated 

with commodity k over edge (ij) eE) 

Step 3: for each commodity pair (sk,dk)eK, for each (ij) e£ , 

if x*. >0 then set xjj = xUj l\Z{sk,dk)\ ; (Note: we divide the edge flows fairly 

among the VPNs in the set Z(Sk,dk). Here, xj* is the capacity assigned to VPN v 

on link (ij) for VPN source-destination pair (sk„dk)eKv ) 

Step 4: for all VPN ve U, create partition subgraph S(VV, Ev), where Vvcz V and Eva E 

are the set of all links such that xjk>0 for at least one commodity k&Kv of VPN v. The 

capacity of each link (ij) in S(VV, Ev) is the sum of the flows xj* for all commodities 

kzKv; 

Step 5: for each VPN v, distribute S(Vv, Ev) to the border nodes in Pv; 

end; 

Figure 6-4: MMCF based partitioning heuristic for VPN core capacity sharing 

problem 
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As in the case of the MConF based partition generation scheme, MMCF begins in Step 1 

by initializing the set Z(s,d) for all potential source-destination pairs {s,d)&B; this is then 

used to determine the commodity seiK. Step 2 solves the MMCF problem. For an online 

implementation, the ^-approximation algorithm from [Fle99] (Appendix A.5) can be 

applied. This results in partitions associated with aggregate source-destination 

commodity xk
tj VksK and (iJ)GE. Steps 3-5 are similar to the fair partitioning process 

discussed with respect to the MConF based partitioning solution. The MMCF heuristic is 

expected to achieve better TA performance compared to MConF heuristic; this is due to 

an increase in aggregate edge capacity considered during the partitioning process. For an 

online implementation, the overall complexity of this heuristic is dominated by Step 2, 

where we apply the ^-approximation algorithm presented in [Fle99], which results in a 

complexity of 0(s2\E\(\E\+ \V\*log\E\)log(\V\)). 

6.4 Improving Fairness of MMCF Based 

Partitioning Heuristic 
Though the MMCF based partitioning scheme maximizes the aggregate flow, it may not 

achieve the desired objective of maximizing fa for each commodity £ in a fair manner. 

Hence, the final /^values may end up being very optimistic for a few commodities and 

conservative for others, which leads to unfair resource partitioning among the 

commodities. Since the goal of maximizing the VPN success ratio also requires 

partitioning the network capacity as fairly as possible among all the VPNs, we define 
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another problem called the fair partitioning problem, whose goal is to improve the 

fairness of the commodity flows obtained by using the MMCF based partitioning scheme. 

This problem can be stated as follows: 

Fair Partitioning Problem 

Given a solution for the VPN-CSproblem with individual commodity flows fmc(k) VksK, 

the fair partitioning problem is intended to rearrange the path flows for each commodity 

so as to minimize | /„(!)/a(i) - fmc(j)/<x(J) I ViJ^K. 

The goal of the fair partitioning problem is to minimize the difference between the ratio 

of flow achieved from the MMCF solution and the maximum flow between any pair of 

commodities. In order to achieve this, we propose modified MMCF formulations called 

the bounded MMCF formulations suitable for offline implementation and a flow 

balancing algorithm for online implementation in dynamic environments. 

Both the offline and online improvements to be proposed will be based on 

balancing commodity flows obtained from MMCF based heuristic. We begin by first 

dividing the set of commodities K into the deficit set (Qd) and the excess set (Qe) based 

on the fraction of maximum flow a(sk ,dk) achieved by the MMCF solution as discussed 

next. The sets are derived by first normalizing the aggregate MMCF commodity flow 

fmc(k) with its corresponding maximum flow a(k). From this, the set 

Sk= {fmc{k)loi{k), VksK) is defined. We next define a threshold value a as follows: Let 

{SK}- cris set to (Smi„ + Smax)/2. The threshold a is then used 
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to divide set SK into sets Qe and Qj as follows: Qd = {k \ k GK, Sk <cr }, 

Qe= {k | k&K, Sk> a}. Applying this definition of deficit and excess commodity sets, we 

next discuss the bounded MMCF formulation and the flow balancing algorithm in order 

to address the fair partitioning problem. 

6.4.1 Bounded MMCF Formulation 

This formulation retains the objective of the MMCF formulation but adds more 

constraints in the form of lower and upper bounds to the excess and deficit commodity 

elements with the goal of reducing the imbalance among commodity flows. Introducing 

such bounds enables us to achieve a minimum level of fairness for each deficit 

commodity without allowing the flows of the excess commodities to fall below a certain 

threshold flow. We represent the upper and lower bound flows of commodity e&Qe as (pe,i 

and (pe,u respectively, and those for commodity deQj as <pd,i and ipd,w The modified 

MMCF formulation applying the new constraints can be stated as follows: 
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Bounded MMCF formulation for Fair Partitioning Problem: 

Maximize ^ fb (k) 
keK 

Subject to: 

2Xy - Y/u =0VkGK,i*sk,i*dk ^ 

Hxu - Z 4 = "/*(*) V * e K > l = d* (6 2 3> 
(pel<fb{e)<(peu \feeQe (6.24) 

(pdl<fb{d)<<pdlt VdeCld (6.25) 

2 < < ^ V(/,y)e£ (6.26) 
kxl>0 fb(k)>0 

In the formulation,/*,^) is the aggregate commodity balanced flow resulting from solving 

the problem. As can be seen from this formulation that the new constraints, i.e. (6.24) and 

(6.25), are the lower and upper bound constraints on the flows of the excess and deficit 

commodities, whose initialization we discuss next. 

6.4.1.1 Lower and Upper Bound Initialization for Bounded 

MMCF Formulation 

The task now is to understand the initialization of these bounds. Care should be taken to 

define the bounds, so that the solution obtained by the modified bounded MMCF 

formulation is at least as good as the one obtained by solving the MMCF formulation. 
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We propose two ways to initialize the lower and upper bounds of the aggregate flow of 

the commodities in the sets Qe and Od

in the first approach, which we identify as MB-1 formulation, we assume that the 

maximum flows and MMCF flows for the commodities in set K with respect to the graph 

G(V,E) are known. In this case, the lower bound <pe,i for the excess commodity element 

eeQe is set so that its aggregate flow does not become less than a *a(e), (a(k) is the 

maximum flow of commodity pair (sfo£4)), and the upper bound (pe,u does not exceed the 

flow obtained from the MMCF solution, which isfmc(e). In case of the deficit commodity 

elements d^Qd, the lower and upper bound settings are reversed. In this case, the lower 

bound (pd,i is set so that the flow achieved is at least fmc(d), and the upper bound <pd,u is set 

so that it does not exceed the desired threshold a *a(d). 

The second proposal to initialize the bounds which we identify as the MB-2 

formulation is based on the observation that the optimal commodity flow solution of a 

MConF problem, which ensures fairness through its throughput factor/? is also a feasible 

MMCF solution. For the MB-2 formulation, we must first determine the throughput 

factor j3 by solving the MConF problem with the demands set to maximum flow of the 

commodity k, a(k). Once the MConF flows are obtained, the lower bound <pe,i of excess 

commodity esQe is set to JS*a(e) and upper bound (pe,u to fmc(e). For the commodity 

elements in dsQd, we set lower bound <pd,i to fi*a(d), and the upper bound ^rf,„is set to 

a(d). We study the performance of the bounded MMCF formulations in the performance 

analysis section in Section 6.5. 
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The above changes to the MMCF formulation are expected to improve fairness 

among the commodity flows, but as stated earlier, the formulations would have to be 

solved in a offline manner using an LP tool, which would make the approach too 

complex to be realized in a dynamic environments. So, we next discuss a heuristic for 

online implementation. 

6.4.2 Flow Balancing Heuristic 

This algorithm builds on the approach discussed in the previous section where the set of 

commodities K is first divided into an excess set Qe and a deficit set Qd. The two sets are 

determined similarly to the approach discussed earlier using the threshold factor a. The 

algorithm builds on the idea of transferring flows from the elements in excess commodity 

set Qe to the elements in deficit commodity set Qd. The algorithm has as inputs the 

MMCF Howfmc(k) and the corresponding path set Pk for commodity ksK, and it outputs 

the modified balanced flows fb(k) for commodities in the set K. The flow balancing 

algorithm is explained next with reference to Fig. 6.5 and the pseudo code in Fig. 6.6. 

sA deQd, pePd Q^ 
• --«^ augment bw along;? ^.-^ 

\ _—---——* 

, ?~~-C* »$ < X 
remove bw along q 

Figure 6-5: Logical view of the flow balancing process 
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In Steps 1-2, the algorithm begins by identifying the sets Qe and Qd and 

initializing fb(k) to the previously computed fmc(k). Flow balancing begins by iterating 

through each deficit commodity item dsQd in Step 3. In Step 4, for each commodity d, 

we iterate over all the paths p&Pd corresponding to the commodity flow/^d). We choose 

a path/? = {Sd, ej, e2,..e,..Dd} for further steps in the iteration only if it has exactly one 

edge e such that the left over edge capacity after executing MMCF based partitioning 

algorithm, which we denote as r{e), satisfies r{e)=0, and r{e,)>Tfor all other edges e,e/? 

and epte, for a pre-defined left over edge capacity threshold r. We impose this condition 

for three reasons: First, the edge with the zero left over capacity increases the probability 

of finding at least one or more commodities from the Qe set contributing to the total edge 

flow, and this could be used to potentially transfer flow to the deficit commodity; second, 

this approach enables us to control the complexity of the algorithm by limiting the choice 

of edges that can be chosen on a path psPd, and thereby, simplifying the choice of the 

excess commodity from which the flow can be transferred; third, ralso acts like a tunable 

parameter that could also be used to control the complexity of the algorithm by 

eliminating the paths that may not make a considerable change to the flow of the deficit 

commodity after an augmentation iteration. If an FPTAS algorithm was used to solve the 

MMCF problem, and as the optimality of the solution is a function of the approximation 

factor, the left over capacity on all the edges of the path p may be positive. In this case, 

we chose the path/? and an edge e such that e e{x: min{r{x), xsp}} and with left over 

capacity r {e,) >t, \/etGp and efte. 
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Once a path p is determined, we determine in Step 5 the set TczQe of excess 

commodities that can potentially contribute flows to the deficit commodity d. In Step 6, 

we select an excess commodity te. T that can contribute the maximum units of flow. We 

choose tsT, which maximizes (fb(t)/a(t)- cf),i.et e{x: mzx.{ fb(x)/a(x) - cr) A X G 7 } . In 

Step 7, corresponding to the commodity t, we identify the subset Q of commodity path 

set P, that includes edge e. From the set Q, we choose the path qsQ that maximizes the 

flow of commodity t on path q; we represent this flow as kt,q. In Step 8, to determine the 

flow that can be transferred from the excess commodity t to the deficit commodity d, we 

compute the following: 

• lt,q =Minimum of the flows of the excess commodity t on the edges of path q. 

• Cd,P
 = Minimum of the left over capacities of the links on path p of the deficit 

commodity d without considering the left over capacity of the link e. 

• fd= (o*a(d) - fb(d)) is the flow required for deficit commodity d in order to 

achieve its target flow threshold, which is o*a(d). 

• ft = (fb(i) - o*a(t)) is the maximum flow that can be contributed by commodity t 

beyond which the flow of the excess commodity would go below the threshold 

flow o*a(i). 

We choose the minimum of the above values in order to determine bw, i.e 

bw=min{At,q, Q,p, (o*a(d) -fb(d)\ (fi,(t) - o*a(t))}. In Step 9, bw is deducted from edge 

flows corresponding to the excess commodity t on path q and augmented along the edges 

of path p of the deficit commodity d. Corresponding augmentation and subtraction are 
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also made to respective aggregate commodity flows fb(d), fb(t), and set Qe is updated if 

necessary. If Qe is empty, we terminate, else this process continues over all the deficit 

commodities until either each of the deficit commodities dsQd satisfies (ft(d)/a(d))> a, 

or there are no more paths/? for augmentation in the set Pd in the iteration for commodity 

d, upon which we move on the next deficit commodity in the set Qd. 

Flow Balancing Heuristic for Flow Partitioning Problem 

Input: G(V,E), K,fmc(k), a(k), PkVkGK,<j,T. 
Output: fb(k) VkGKand modified **,, V (ij) e £ . 

begin 

for all commodity ksK, set fb(k) =fmc(k) ; 

Step 1: partition the set of commodities into two sets, Qe and Qd, using threshold 

factor a; 

Step 2: identify path set Pd, V deQd and path set Pe ,Ve <=Qe. Initialize for V kzK, 

fb(k) =fmc(k); 

Step 3: iterate (Steps 4-10) over each deficit commodity d, V dsQd 

Step 4: iterate (Steps 5-10) over each pathpePj with only one saturated link esPj in the 

path, where e= {x: minjrtX), XGP)} a nd "with non-zero left over capacities in the 

remaining links i.e. r{e,) >r, Ve,e/? and et ^e ; 

Step 5: find the subset T<zQe of excess commodities having non-zero flow on the link 

etPd; 
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Step 6: from the set T, we determine the commodity te T, which can contribute 

maximum additional flow. This is done by choosing the commodity 7 that maximizes the 

difference (fb(t)/a(i) - a); 

Step 7: once the excess commodity tis chosen, identify a path set Q ={x: \/xePt, esx}. 

From Q, choose q&Q that maximizes the flow of commodity t on path q; 

Step 8: the amount of flow that can be transferred from excess commodity t to the deficit 

commodity dis determined by: bw = min {XUq, QiP ,fd ,ft }; (Note: here, Xt,q is the flow of 

commodity t along path q; Cd,P is the minimum of left over capacity of path p 

corresponding to deficit commodity d; fd is the flow required for deficit commodity d to 

achieve its target flow threshold o*a(d);ft is the maximum flow that can be contributed 

by commodity t beyond which the flow of the excess commodity would go below the 

threshold flow o*a(f) ). 

Step 9: augment flow equal to bw along the deficit commodity path p. The equivalent 

flow is also deduced from excess commodity path q. Also, update fb(d)= fb(d) + bw and 

Mt)=fb(t) - bw. If (fb{i) - OtH * a(t)) <0, update set Qe = Qe- {t}; 

\fQe=0 then go to end; 

Step 10: Check to see if deficit commodity has attained the threshold flow, i.e. 

(fb(d) - (7th * a(d)) >0 . If so, the heuristic proceeds to consider the next deficit commodity 

(Step 3), else repeats the process for next path in the set Pd (Step 4); 

end; 

Figure 6-6: Flow balancing heuristic for fair partitioning problem 
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The complexity of the balancing heuristic can be controlled by limiting the number of 

paths considered for each commodity in Qd and Qe. The worst case complexity of the 

flow balancing heuristic can be derived assuming a highly unfair flow distribution by 

MMCF, where the size of \Qd\ is 0(|^T|). Let \Pd\ and \Pe\ be the maximum number of 

paths to be considered for each deficit and excess commodity as part of the balancing 

process. The worst case complexity of the flow balancing heuristic with this assumption 

isO(\K\*\Pd\*\Pe\). 

The flow balancing heuristic can be incorporated as part of the MMCF based 

partitioning heuristic in order to improve the fairness of the MMCF commodity flow by 

modifying Step 2 (Fig. 6.4) as follows: 

Step 2: For the commodity set K, solve the maximum multicommodity flow problem. 

The solution x* • represents the resource associated with commodity k over edge (IJ)GE. 

Step 2a: If the MMCF fair partitioning scheme is enabled, determine set 

SK= {fmc(k)l a(k)}, V k e K, Initialize cr ; 

Step 2b: Apply MB-1, MB-2, or flow balancing heuristic in order to obtain 

newxfj 's and balanced MMCF flows fb(k) which is the new /mc(&); 

The complexity of the MMCF based partitioning heuristic for the online implementation 

case with the above changes could be dominated by either the computation of Step 2 

execution of MMCF formulation to optimality or ^-approximation algorithm or the 0(|^T|) 

max flows computation and flow balancing algorithm complexity depending on the sizes 
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of \Q^, \P^, \Pe\. Considering this, the overall pseudo-polynomial complexity using 

FPTAS for MMCF proposed in [Fle99], with the previously discussed flow balancing 

algorithm,is o(s2\mmn*iogm)iog(\m+QK\(\vf+(\pd\*\Pe\))). 

6.5 Simulation and Performance Evaluation 
In this section, we study the performance of the proposed partitioning algorithms and 

their enhancements to address the fairness issue through offline analysis and using a 

simulation scenario. The simulation study has been broken down into four objectives: 

Objective 1: Understanding the criterion and tradeoffs while choosing the value of 

epsilon (e) for the ^-approximation FPTAS algorithms to solve MConF or MMCF based 

resource partitioning schemes. 

Objective 2(a-b): In the first sub-objective, we study the performance of the MConF 

based resource partitioning algorithm. In the second part, we study and compare the 

performance of the MMCF based resource partitioning algorithm with respect to the 

MConF based scheme. 

Objective 3(a-b): As part of this objective, in the first part, we study the performance 

with respect to the improvement achieved by the bounded MMCF formulations (MB-

land MB-2) in terms of fairness and compare their performance to the performance of the 

MMCF formulation without the fairness constraints. The analysis is done in an offline 
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manner using an LP tool [LINDO] over well known service provider networks referred 

from [Ho07]. In the second part, we present a simulation analysis of the performance of 

the flow balancing algorithm proposed to improve the fairness of MMCF based 

partitioning scheme. 

Objective 4: The goal of this objective is to compare the performance of the centralized 

abstraction schemes with the decentralized schemes proposed in the previous chapter. 

Here, we also study how oversubscription of the residual link capacity can be used to 

overcome the conservative nature of centralized TA generation schemes to a certain 

extent. We also study the effect of oversubscription on VPN call performance and 

network utilization. 

6.5.1 Performance Metrics 

The performance metrics we use to compare the different algorithms are success ratio, 

crankback ratio, misscall ratio, and network utilization; these metrics were defined in 

Section 4.3.2. In addition to these metrics, we also use another metric called abstraction 

efficiency. This performance metric will be used to compare the efficiency of the 

partitioning schemes in terms of the total residual link capacity considered as part of the 

logical VPN partition S(Vk,Ek) as a result of applying one of the partitioning schemes. 

This metric is defined as follows: 
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Abstraction Efficiency: This metric is the ratio of the sum of all the commodity flows 

on all the edges that results as a consequence of applying the MConF or the MMCF based 

partitioning scheme to the sum of the total residual capacities of all the edges. 

„ „ . Aggregate commodity flow over all links 
Abstraction Efficiency = 66 6 — — 

Aggregate capacity of all links 

6.5.2 Simulation Setup 

For the objectives that require simulation analysis, MDVF providing TA service to the 

IP-VPNs was simulated using OPNET [OPNET] on a VSP topologies, shown in Figs. 

4.3-4.5. The results discussed in the section have been obtained from 30 independent 

replications to achieve an absolute error of less than 1% and C.I of 95%. Each of the PE 

nodes was configured to handle five different VPN instances. In addition, a central server 

(CS) that executes the solutions proposed for the VPN-CS problem for generating core 

partitions was also implemented. The control plane routing and signaling implementation 

is similar to that described in Section 4.3.2. 

The dynamic bandwidth call requests from the VPN client nodes are modeled as 

Poisson arrivals, with the capacity requested being uniformly distributed between [l-X\. 

Here, Xis the upper bound of the uniformly distributed demand. We present our results 

for different settings of X chosen from the range of [50, 500]. Similarly, the VPN call 

holding time (H) is exponentially distributed between [10, 1000] s. The load on the 

network is varied by either varying X while holding H constant, or by varying H while 

holding X constant. The inter-computation interval of the abstract topologies and the 
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abstract topology refresh interval of the TA to VPN k, Tk is set so that they are less than 

the mean inter-arrival time of the calls from the VPNs. For all the objectives, we initialize 

the mean inter-arrival time and mean call holding time for the all the VPNs to be the 

same. The abstract topology update interval Tk is also initialized to the same value for all 

the VPNs and is set equal to the mean inter-arrival time of the call requests. 

Table 6.7 shows the values of the parameters used in the simulation study for 

objectives 2 and 3. The simulation statistics were collected for 3000 calls from all the 

VPNs. The performances are compared by varying the load of the network, which can be 

varied by either varying the mean call holding time H or by varying the upper bound X of 

the bandwidth request, while keeping the call arrival rate and mean holding time as 

constants. 
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Simulation Parameters 
VPN Mean Call Inter-arrival time (s) 

VPN Mean Call Holding Time (H) (s) 

VPN Bandwidth Request (X) 

Core Topology Link state Update Interval (s) 

CS Abstract Topology Update Interval (s) 

VPNAbstract Topology Type (VPN (A-E)) 

Abstract Topology Refresh Interval (VPNA) (s) 

Abstract Topology Refresh Interval (VPNB) (s) 

Abstract Topology Refresh Interval (VPNC) (s) 

Abstract Topology Refresh Interval (VPND) (s) 

Abstract Topology Refresh Interval (VPNE) (s) 

Approximation factor (for MConF/MMCFFPTAS) 

Obj. 1-3 
100 

[10,1000] 

[1,100] 

5 

10 

SSA 

100 

100 

100 

100 

100 

0.7 

Obj. 4(a) 
100 

[10,1000] 

[1,100] 

5 

10 

SSA 

100 

100 

100 

100 

100 

0.7 

Obj. 4(b) 
100 

[50,100] 

[1,500] 

5 

10 

SSA 

100 

100 

100 

100 

100 

0.7 

Table 6.1: Simulation parameters to evaluate centralized abstraction schemes 

Objective 1: Choosing epsilon (s) for approximation algorithms for centralized 

subgraph partitioning heuristics 

One of the inputs when applying the FPTAS approximation algorithms for the MConF 

and MMCF problems is the choice of value for s. In the context of these problems which 

has an objective of maximizing commodity flows, s is the approximation factor which 

when input to a MConF or MMCF FPTAS provides a solution that is at least (Is) factor 

of the optimal solution. 

The choice of value of s can be determined by understanding the tradeoffs with 

respect to accuracy and time required to arrive at the solution for a given value of s. For 

this, we first compare the performance of the MConF FPTAS from [Fle99] with the 

solution obtained by solving the problem optimally for the topology shown in Fig. 4.3 
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using the LP solver called LINDO [LINDO]. Fig. 6.7 shows the tradeoff in terms of the 

percentage difference with respect to the optimal solution and the time taken by the 

^-approximation implementation in order to arrive at the solution, which can be observed 

to exhibit an exponential behaviour. Also, from Fig. 6.8, we see the approximation 

algorithm asymptotes to the optimal solution with the increasing value (1-s). 

Considerations such as size of the network should be taken into account while 

choosing the value of e. It is expected that the execution time of the ^-approximation 

algorithm will increase with an increase in size of the network. Another factor that 

influences the choice of s is the time scales at which the events are expected in the 

context the VSP's implementing the TA service to enable dynamic bandwidth service to 

the VPNs. In a highly dynamic environment with very high call rates, where resource 

state of the network changes at smaller time scales, it would be recommended to set s to 

achieve an execution time corresponding to this time scale, while in case of low load 

conditions the execution time can be a traded off to achieve more accurate solution by 

choosing lower values of s. For our network, we chose for simulation analysis an (1-s) 

value of 0.3 to achieve FPTAS execution time of less than 1 second. 
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Objective 2(a): Performance of MConF based partitioning heuristic 

Fig 6.9-6.12 shows the performance of MConF based subgraph partitioning scheme for 

generating VPN TA by varying the mean call holding time (H) and upper bound on the 

uniformly distributed requested bandwidth (X). 

With respect to abstraction efficiency (Fig 6.9), the MConF based algorithm 

achieved an abstraction efficiency of 55% at lower load conditions, which decreases by 



193 

10% with an increasing load on the network. This is because increasing the mean call 

holding time of VPN bandwidth requests causes the network utilization to increase, as 

shown in Fig. 6.9. Hence, the residual capacity for future abstraction reduces, which 

results in an increasing variance of residual capacity among the links resulting in lesser 

aggregate commodity flows, causing the resource partitioning scheme to result in lower 

abstraction efficiency. 

With respect to call performance in Fig. 6.10 (i.e increasing H), we observe that at 

lower load conditions, the success ratio is close to 100%, but as the load increases, the 

success ratio decreases. This is because of increasing misscall ratio. It should be noted 

that crankback ratio is almost 0 for all the load conditions. The good crankback ratio is 

achieved because of the subgraph partitioning method used for TA generation, but this is 

at the cost of deteriorating misscall ratio performance. The main reason for misscall ratio 

to increase with increasing load is due to the reducing abstraction efficiency as noted 

earlier. With lesser abstraction efficiency, the virtual links of the SSA is associated with 

lesser virtual link capacity, this makes the VPNs terminate increasing percentage of calls 

locally, increasing the misscall ratio. 

Fig. 6.11 shows the abstraction efficiency performance with respect to varying 

size of the capacity request (X). Here, the abstraction efficiency is noted to only reduce 

by 2% over the range of values of X. This can be reasoned by observing the very poor 

network utilization achieved with increasing value of X. We observe that the network 

utilization increases when X'xs in the range of [50,100], but decreases beyond that. This is 

due to the following reason. From the simulation it was observed that, for Network-1, and 
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with fair resource partitioning applied for the five VPNs, most of the virtual links of SSA 

is associated with virtual capacity of around 150 units. This results in VPNs terminating 

increasing number of calls locally, hence significantly increasing the misscall ratio when 

X>100, this can be observed in Fig. 6.12. This is also the reason for significant decrease 

in performance of success ratio as shown in Fig. 6.12. Objective 4 proposes a simple 

technique to overcome this conservative nature of centralized mode of TA generation. 

In conclusion, we observed that applying MConF based TA generation approach 

achieves very good success ratio at low load conditions, but at higher loads the success 

ratio deteriorates because of poor misscall ratio performance. Also, applying centralized 

mode of TA generation results in very good crankback ratio performance. With 

increasing bandwidth request size, the success and misscall ratio performance was noted 

to be poor because of conservative exposure of bandwidth resources to the VPNs. 

Figure 6-9: Objective 2(a), VSP abstraction efficiency and core network utilization 
with varying mean holding time (H) for MConF based abstraction scheme with 95% 

C.I (Network-1) 
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Figure 6-10: Objective 2(a), VPN call performance with varying mean holding time 
(H) for MConF based abstraction scheme with 95% C.I (Network-1) 
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Figure 6-12: Objective 2(a), VPN call performance with varying bandwidth request 
(X) for MConF based abstraction scheme with 95% C.I (Network-1) 

Objective 2(b): Evaluation of MMCF based partitioning heuristic and comparison 

with MConF based heuristic 

To show the improvement achieved by MMCF over MConF based approximation 

algorithms, we first discuss the results generated using offline implementation of the 

MConF and MMCF FPTAS and compare their performance with respect to multiple 

random graphs of various sizes ranging from 5 to 50 nodes. 

Fig. 6.13 compares the average value of ft or the commodity throughput, i.e the 

average of the ratio of aggregate commodity flow (using MConF or MMCF) to the 

maximum flows of the commodities for each graph instance. We observe that because of 

the flow maximizing objective of MMCF formulation, it achieves about 10%-15% better 

throughput than MConF algorithm. Also, Fig. 6.14 compares the abstraction efficiency of 

MConF based heuristic and MMCF heuristic from a simulation run. Recall that 

abstraction efficiency refers to the ratio of total capacity that result from the partitioning 

process to the total residual capacity considering the link state of the network during 
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computing the ratio. With respect to this metric, we observed that MMCF outperforms 

MConF by 20%. 

Figs. 6.15-6.16 compare the call performance of MConF and MMCF based 

heuristics under varying load from simulation analysis. From Fig. 6.15, which compares 

the success ratio, we observe that the partitioning approach using MMCF performs better 

than MConF by about 5% particularly at higher load conditions. This is because of the 

gain achieved by MMCF in terms of abstraction efficiency. A similar observation was 

also made in the case of crankback and misscall ratio metrics as shown in Fig 6.16. We 

can see that MMCF based TA scheme performing 5% better than MConF based TA 

scheme in terms of this aggregate metric. Fig. 6.17 compares the network utilization 

achieved by the MConF and MMCF approaches; the better call performance and 

abstraction efficiency of the MMCF based approach results in better network utilization 

in the range of 5% for various load conditions. As expected, a significant difference in 

the two approaches was noted with respect to fairness of the commodity flows. Though 

MMCF was observed to achieve high abstraction efficiency, it fared poorly in terms of 

fairness among the commodity flows. Fig. 6.18 compares the average standard deviation 

of the commodity flows achieved by the MMCF and MConF based partitioning 

algorithms. We see that at lower network utilization conditions, the MConF performs 

fifty times better than MMCF. The decreasing difference of the fairness performance of the 

two schemes is due to decreasing difference of abstraction efficiency between the two 

schemes with increasing load as observed in Fig. 6.19. 
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Figure 6-15: Objective 2(b), VPN call performance comparison of success ratio 
MConF and MMCF based abstraction schemes with varying mean holding time (H) 
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Figure 6-19: Objective 2(b), Comparison of abstraction efficiency of MConF and 
MMCF based abstraction schemes with varying mean holding time (H) with 95% 

C.I (Network-1) 

Comparing MConF and MMCF TA scheme performance for Network-2 and 

Network-3 

The performance difference between MConF and MMCF based abstraction schemes for 

both these network topologies was noted to be similar to that observed for Network-1. 

The reason for this is primarily because of the performance difference with respect to 

abstraction efficiency between MMCF and MConF based partitioning schemes, which on 

average was noted to be around 20% for both the topologies. 

Fig. 6.20 (a-b) compares the call performance metrics for Network-2. Fig. 6.21 

(a-b) compares the abstraction efficiency and network utilization. MMCF based 

abstraction scheme was observed to perform 3% better than MConF based abstraction 

scheme at higher loads. Similar difference in performance was also noted with respect to 

misscall ratio. The crankback ratio as in the case of Network-1 was noted to be almost 0. 
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The network utilization of MMCF based scheme was noted to be 4% better than MConF 

based scheme, which also correlates with the performance difference with respect to the 

success ratio. 

Fig. 6.21 (a-b) compares the call performance for Network-3 and Fig. 6.22 (a-b) 

compares the performance with respect to abstraction efficiency and network utilization. 

In this case the performance of MMCF based scheme was observed to be 6% better than 

MConF base abstraction scheme. Similar level of performance difference was also noted 

with respect to misscall ratio and network utilization metrics too. 
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Figure 6-20 (a-b): Objective 2(b), Comparison of success, crankback and misscall 
ratio of MConF and MMCF based abstraction schemes with varying mean holding 

time (H) with 95% C.I (Network-2) 

0.1 0.5 

g60 

ffl
e
le

n
 

Io
n 

El
 

C 
ts 3 0 

< 

Abstraction Efficiency of MConF and MMCFTA Schemes 

S * 
T**^» 

*-—* 

1 * " " MConF Abstraction Efficiency 

—•— MMCF Abstraction Efficiency 

10 15 

VSP Network Utilization of MConF and MMCF TA Schemes 

£ 20 

i is 

—•— MConF Network Ulilizaion 

—•—MMCF Network Utilization 

r^ 
^ 

J » 

0.1 0.5 10 15 

Figure 6-21 (a-b): Objective 2(b), Comparison of abstraction efficiency and network 
utilization of MConF and MMCF based abstraction schemes with varying mean 

holding time (H) with 95% C.I (Network-2) 
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Figure 6-22 (a-b): Objective 2(b), Comparison of success, crankback and misscall 
ratio of MConF and MMCF based abstraction schemes with varying mean holding 

time (H) with 95% C.I (Network-3) 
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Figure 6-23: Objective 2(b), Comparison of abstraction efficiency and network 
utilization of MConF and MMCF based abstraction schemes with varying mean 

holding time (H) with 95% C.I (Network-2) 

As observed in Objective 2, the performance results from the simulation study for the 

remaining objectives was observed to be similar for the three network topologies. For this 

reason we limit our discussion of the remaining objectives (for those related to with 

simulation analysis) with respect to Network-1. For Networks 2&3 we summarize their 

results for each objective by referring to the graphs presented in Appendix A. 
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Objective 3(a): Offline performance comparison of MMCF formulations and 

improvements to achieve fairness 

Here, we study and compare the performance of MMCF formulation and its variations to 

address the fairness issue in an offline manner. Before discussing the results, we wish to 

note that by the very nature of the objective function, MMCF will always result in the 

maximum abstraction efficiency and least fairness, and as stated earlier, MConF will result 

in commodity flows with maximum fairness, while achieving the least abstraction 

efficiency. The performance of the MMCF variations MB-1 and MB-2 is expected to lie 

within these extremes. The goal of this objective is to understand which formulation strikes 

the best balance in achieving abstraction efficiency matching that of the MMCF scheme 

and fairness matching that of the MConF scheme. 

We study the performance of these formulations by running over well known 

provider networks referred from [Ho07], and we characterize their performance in terms of 

two metrics: the aggregate flow achieved by the formulation from which abstraction 

efficiency is obtained and the fairness of the commodity flows among the commodities. 

The fairness is characterized in terms of the standard deviation among the commodity flow. 

We discuss the performance results with reference to graphs in Fig. 6.24 and 

Fig. 6.25. In Fig. 6.24, we see that MMCF achieves the best abstraction efficiency but also 

suffers in terms of fairness as shown in Fig. 6.25, which results in maximum standard 

deviation among the commodity flows. On the other hand, the MConF resource 

partitioning scheme achieves the least abstraction efficiency, while achieving the least 

standard deviation and maximum fairness. Comparing the two MMCF variations, variation 
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MB-1, which defines its flow bounds using the maximum flow and MMCF flow, achieves 

abstraction efficiency close to that of MMCF formulation but makes only a small gain in 

addressing the fairness issue. The second variation MB-2 that uses the MConF and MMCF 

outputs to define the bounds results in as much or slightly less aggregate flow when 

compared to MMCF or MB-1 formulation, while achieving maximum fairness of the three 

MMCF formulations. Hence we see that, comparing the two bounded MMCF formulations, 

the MB-2 variation that uses the MConF flows to define the bounds over the commodity 

flows, performs the best in terms of achieving MMCF's abstraction efficiency, while also 

improving the fairness among the commodity flows. 

t: 
0.1 

0.05-

Abstraction Efficiency Comparison of MConRMMCRMMCF+(MB1/MB2) 
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Figure 6-24: Objective 3(a), Offline comparison of abstraction efficiency of MConF, 
MMCF, MMCF with MB1/MB2 formulations for different graphs 
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Figure 6-25: Objective 3(a), Offline comparison of fairness of MConF, MMCF, 
MMCF with MB1/MB2 formulations for different graphs 

Objective 3(b): Comparing performance of MMCF based partitioning scheme and 

MMCF augmented with flow balancing heuristic 

For this objective, we first present an offline comparison of the commodity throughput of 

the MMCF based algorithm with and without enabling flow balancing. The offline 

analysis used the FPTAS with s set to 0.5. The fair balancing algorithm was applied on 

the commodity flows obtained by solving MMCF using FPTAS. For the offline analysis, 

we used the same graphs [Ho07] that were used in the study of Objective 2. Fig 6.26 

compares the variance of the commodity throughputs before and after flow balancing 

(FB) was applied. After applying the flow balancing scheme, we noticed an average 

reduction in the variance of about 9% among the commodity flow throughputs. This 

demonstrates the usefulness of applying flow balancing heuristic so as to improve 

fairness of the commodity flow solution obtained using MMCF. 
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Figs. 6.27-6.28 compare the performance of abstraction efficiency and success 

ratio of MMCF with and without the application of the flow balancing heuristic using 

simulation. With respect both these metrics, the performance of the two scenarios was 

almost the same. No difference in performance was also noted in terms of other call 

performance metrics too. This is expected since the fair partitioning algorithm only 

improves the fairness of the commodity flows obtained from MMCF based heuristic, 

which is done by re-balancing the flows without affecting the abstraction efficiency. 

As expected, an important difference was noted with respect to fairness, as seen in 

Fig. 6.29. With flow balancing enabled over MMCF commodity flows, we would expect 

the variance of the commodity throughput factor to reduce. The improvement in terms of 

standard deviation when flow balancing is applied was noted to be about 25% better; this 

demonstrates the usefulness of the flow balancing heuristic. From the Fig. 6.29, we 

observe that with increasing load the difference between the variance of the commodity 

flows of MMCF and MMCF with flow balancing decreases. This is because, the 

increasing network load results in proportional increase in network utilization, hence 

decrease in abstraction efficiency. This results in commodities to achieving lesser 

aggregate MMCF flows, thereby decreasing the variance between aggregate flows of the 

commodities. This causes flow balancing scheme to achieve lesser improvement in terms 

of fairness with increasing load. 
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Figure 6-26: Objective 3(b), Comparing variance of commodity throughputs of 
MMCF with and without Fair Balancing for different graphs 
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Figure 6-27: Objective 3(b), Comparing VSP abstraction efficiency of MMCF with 
and without Fair Balancing with varying mean holding time (H) with 95% C.I 

(Network-1) 
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Figure 6-28: Objective 3(b), VPN call performance comparing success ratio of 
MMCF with and without Fair Balancing with varying mean holding time (H) with 

95% C.I (Network-1) 

Figure 6-29: Objective 3(b), Comparing fairness of MMCF with and without Fair 
Balancing with varying mean holding time (H) with 95% C.I (Network-1) 
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Comparing performance of MMCF and MMCF with flow balancing scheme for 

Network-2 and Network-3 

Fig. A-l(a-b) compares the abstraction efficiency and success ratio of MMCF and 

MMCF with flow balancing for Network-2. Fig. A-2 compares the commodity fairness 

for the two cases. Similar to what was noted and discussed in the case of Network-1, the 

abstraction efficiency and success ratio didn't show any difference in performance. 

However as expected, the standard deviation of the aggregate commodity flows with flow 

balancing improves on an average by 24% compared to the case when flow balancing is 

not applied. The reasons for decreasing difference in improvement of the commodity 

flows with increasing load are similar to that discussed in the case of Network-1. 

Fig. A-3(a-b) compares the abstraction efficiency and success ratio of MMCF and 

MMCF with flow balancing for Network-3. Fig. A-4 compares the standard deviation of 

the MMCF commodity flows for the two cases. In this case while the abstraction 

efficiency and success ratio didn't show any difference in performance, the standard 

deviation of the aggregate commodity flows achieved by MMCF improves on an average 

by 20% after flow balancing is applied. 

From the above observations for the three network topologies, we can conclude 

that flow balancing heuristic can be successfully applied to improve the fairness issue of 

the MMCF based TA scheme. 
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Objective 4(a): Comparing Performance of centralized abstraction and 

decentralized abstraction schemes 

In this objective, we compare the difference in performance of the two modes of TA 

generation in terms of VPN call performance and network utilization. From the three 

decentralized schemes proposed in the previous chapter, we choose the maximum 

capacity scheme for the analysis. The call performance statistics for the TA gneration 

using the maximum capacity scheme was collected using the same simulation setting as 

shown in Table 6.1 for objective 4(a). 

Figs. 6.30-6.33 compare the call performance and network utilization of the 

maximum capacity scheme, MConF, and MMCF based abstraction schemes. As regards 

to the VPN success ratio in Fig. 6.30, we note that the success ratio of the maximum 

capacity scheme is better than that of MConF by 10% and by 5% with respect to the 

MMCF based abstraction scheme. With respect to crankback ratio, in Fig. 6.31, we note 

that maximum capacity scheme's performance degrades by 7% at maximum load while 

MConF and MMCF abstraction schemes achieve crankback ratio of less than 1%, which 

was also noted earlier objectives 1-2. The significant gain in crankback ratio is achieved 

at the cost of high misscall ratio of 25% and 22% for MConF and MMCF based schemes 

compared to 7% for maximum capacity scheme. This performance difference is shown in 

Fig. 6.32. The performance difference in success ratio also translates into good network 

utilization of the maximum capacity scheme, which performs 10% and 5% better than 

MConF and MMCF based abstraction schemes, this can be observed in Fig. 6.33. 
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This performance difference between the decentralized and centralized schemes 

suggests that minimizing the oversubscription alone, which was the main motivation for 

developing the centralized schemes, does not translate into good VPN call performance. 

This is particularly obvious at higher loads when the contention of resources among the 

VPNs is high. In this case the aggressive nature of the maximum capacity scheme is 

noted to improve statistical multiplexing of core resources among the VPN banwidth 

requests, which contibutes to better call performance. The centralized abstraction 

schemes, because of their conservative exposure of available capacity (derived from 

logical partitioning schemes), result in poorer misscall ratio performance because of its 

property of minimizing oversubscription, which results in limited multiplexing of 

available capacity. 

In the next objective we try to improve the misscall ratio performance and in turn 

the success ratio performance of the centralized scheme by applying the technique of 

oversubscription of residual link capacity. 
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Figure 6-30: Objective 4(a), VPN call performance comparing success ratio of 
maximum capacity, MConF and MMCF based TA schemes with varying mean 

holding time (H) with 95% CI (Network-1) 

I 5 

Crank back Ratio Comparison of MConF/MMCF/MCS TA Schemes 

•1 • 

1 1 1 
—•— MConF Crankback Ratio 
—•— MMCF Crankback Ratio 

* MCS Crankback Ratio 

• 1 1 • "1 
H— —j 

0.1 3 
Load(H) 

Figure 6-31: Objective 4(a), VPN call performance comparing crankback ratio of 
maximum capacity, MConF and MMCF based abstraction schemes with varying 

mean holding time (H) with 95% C.I (Network-1) 
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Figure 6-32: Objective 4(a), VPN call performance comparing misscall ratio of 
maximum capacity, MConF and MMCF based TA schemes with varying mean 

holding time (H) with 95% C.I (Network-1) 
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Figure 6-33: Objective 4(a), VSP network utilization comparison of maximum 
capacity, MConF and MMCF based TA schemes with varying mean holding time 

(H) with 95% C.I (Network-1) 

Comparing the performance of MConF, MMCF and maximum capacity scheme for 

Network-2 and Network-3 

Fig. A-5(a-b) compares the success and crankback ratio of the centralized and the 

maximum capacity scheme for Network-2. Fig. A-6(a-b) compares the misscall and 
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network utilization for the two cases. Compared to Network-1, in case of Network-2 the 

difference in performance between the maximum capacity and the centralized scheme is 

only obvious at higher load conditions. This can be attributed to the smaller topology size 

of Network-2, which results in lesser network capacity and path availability between any 

pair of border nodes. This causes the aggressive maximum capacity scheme to not have 

any advantage over the conservative schemes for low and medium load conditions. This 

shows that the centralized schemes could perform as good as the decentralized scheme 

for smaller network topologies. In terms of success ratio, at higher loads, maximum 

capacity scheme performs 5% and 7% better than MConF and MMCF schemes 

respectively. This is because of better performance of maximum capacity scheme in 

terms of misscall ratio. While, the centralized schemes performs better than the maximum 

capacity scheme in terms of crankback ratio, which for the centralized case is observed to 

be less than 1%, compared to 4% for maximum capacity scheme at maximum load. Also, 

the network utilization in the case of maximum capacity scheme is better than that of the 

centralized schemes by 5%, in line with difference in performance with respect to success 

ratio. 

Fig. A-7(a-b) compares the success and crankback ratio of the maximum capacity, 

MConF and MMCF schemes for Network-3. Fig. A-8(a-b) compares the misscall ratio 

and VSP network utilization for Network-3. In this case, the difference in performance 

between the maximum capacity scheme, and the centralized schemes is wider than that 

noted in the case of Network-2. The maximum capacity scheme due to its aggressive 

nature is noted to perform 15% better than the MMCF scheme and 23% better than 
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MConF scheme at maximum load. The increased difference in performance is also noted 

with respect to crankback ratio performance. The crankback ratio of the maximum 

capacity scheme is noted to be 7% compared to 1% for the centralized scheme. 

Correlating with difference in terms of success ratio performance, the maximum capacity 

scheme results in 15% better network utilization than the MMCF scheme and 20% 

compared to the MConF scheme. 

Objective 4(b): Improving the performance of centralized TA schemes by 

oversubcription of link capacity 

One of the observations from the study of the previous objective is that oversubscrition 

in the context of the TA service in a dynamic bandwidth scenario could help improve 

statistical multiplexing. In this objective, we study if this notion can be used to improve 

the conservative nature of the centralized schemes, particularly the misscall ratio 

performance. We do this by oversubscribing the links of the core network by multiplying 

the residual capacity of the link by a constant factor (7) before executing either MConF 

or MMCF based logical partitioning scheme in Step 1 in Fig. 6.1. Figs. 6.34-6.38 

compare the performance of the MConF and MMCF based schemes for a range of values 

of oversubscription factor 7 by varying it in the range of [1,10], the performance statistics 

are collected for low, medium and high load conditions set to 0.5, 1 and 5 Erlangs. The 

bandwidth request size X is set to 500 for all the three scenario. This value ofX is chosen 

by observing Fig. 6.12, where this bandwidth request setting leads to very poor 

performance in terms of success ratio, which was observed to be around 25%. 
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Fig. 6.34 compares the success ratio with varying values of oversubscription 

factor for differnt load conditions for MConF based TA scheme. At low load of 0.5 

Erlang, we can observe that even at Y set to 3, the success ratio improves by 50%. Also 

the gain in success ratio is observed to improve with increasing value of Y, In Fig. 6.36, 

we see a similar improvement with respect to misscall ratio performance. From Figs. 

6.34-6.36 we also observe that, the gain in success and misscall ratio saturates after a 

particular value of Y. For the low load case this value of Y is 7. The reason for saturation 

of the success and misscall ratio performance with increasing oversubscription of the link 

is due to increase in the crankback ratio, in Fig. 6.37, which achieves its maximum value 

of 3% when Y> 1 for the low load case. 

With respect to network utilization, in Fig. 6.38, we observe that gain in success 

ratio also translates into increasing gain in network utilization. The saturation in network 

utilization is due to the saturation observed with respect to the success ratio metric 

discussed earlier. Similar trends in gain in success and misscall ratios is observed for 

network utilization performance for medium and high load cases too. 

From Fig. 6.34 we observe that, with increasing load, the overall gain in success 

ratio from applying oversubscription decreases. That is, the maximum success ratio 

achieved with the load offered at 0.5 is 97% compared to 74% when load is 5. This is due 

to two reasons. First, this is due to decrease in abstraction efficiency of MConF based 

partitioning scheme with increasing load as discussed in objective 1 with reference to Fig. 

6.9. Second, with increasing load and increasing network utilization, the resource 
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contention among VPNs also increases. This causes the crankback ratio to increase, and 

this increases with increasing load whose trend can be observed in Fig. 6.37. 

Fig. 6.35 compares the gain in success ratio achieved for MMCF based 

abstraction scheme. The trend in performance with increasing oversubscription factor in 

terms of success ratio in the case of MMCF based abstraction scheme is similar to that 

observed for MConF based scheme. The important observation here is that the difference 

in performance between MMCF and MConF based abstraction scheme reduces with 

increasing link oversubscription. This is because, with increasing oversubscription the 

advantage gained by better abstraction efficiency of MMCF reduces, hence MConF 

begins to perform as good as MMCF at higher oversubscription factors. The reason for 

decreasing trend of the success ratio performance with increasing load for the MMCF 

case, is the same as those for the MConF case. 

Next we compare the performance of maximum capacity scheme with MConF 

and MMCF based TA schemes after link oversubscription is applied. For this scenario, 

from the previous results we choose an oversubscription factor of 9. 

Fig. 6.39 compares the success ratio for the three schemes. Here we observe that 

MConF and MMCF perform better than maximum capacity scheme particularly at low 

and medium load conditions. We see MConF and MMCF performing on an average 4% 

better than maximum capacity scheme. We also observe that, the difference between 

performance of MConF and MMCF itself is not significant. This is because, the link 

oversubscription overshadows the gain in abstraction efficiency achieved by MMCF 

which was discussed earlier. At high loads, we see the maximum capacity scheme 
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performing better than MConF and MMCF based TA scheme. This is because at high 

loads the crankback and misscall ratio, as shown in Fig. 6.40, deteriorates for MConF and 

MMCF based schemes, resulting in poorer success ratio than maximum capacity scheme. 

This shows that oversubscription may not always act favourably in all load conditions. 

This is so because link oversubscription at high load conditions results in abstractions 

that are too aggressive, causing VPNs to make poor decision resulting in high crankback 

and misscall ratio. In such situations the VSP could adapt the technique of using a 

tuneable oversubscription factor that varies with utilization of network resources. 

To summarize the above observations we note that, oversubcribing the core links 

by a fixed factor does help to overcome the conservative nature of centralized abstraction 

schemes to a significant extent. Oversubsciption resulted in improved statistical 

multiplexing of the core resources causing improvement in the VPN call performance and 

core network utilization metrics for the centralized abstraction schemes. But the gain 

achieved in terms of success and misscall ratios is also at a cost of increasing crankback 

ratio. The increasing crankback ratio causes the success ratio to saturate beyond a certain 

value of Y. Further we also showed that with careful selection of Y, the centralized 

schemes can also perform better than the decentralized abstraction schemes. 
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Figure 6-34: Objective 4(b), VPN call performance comparing success ratio of 
MConF based abstraction scheme with varying oversubscription factor (Y) with 
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Figure 6-35: Objective 4(b), VPN call performance comparing success ratio of 
MMCF based abstraction scheme with varying oversubscription factor (Y) with 
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Figure 6-37: Objective 4(b), VPN call performance comparing crankback ratio of 
MConF based abstraction scheme with varying oversubscription factor (Y) with 

95% C.I (Network-1) 
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VSP Network Utilization of MConF TA Scheme 
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Figure 6-38: Objective 4(b), VSP network utilization comparison of MConF based 
abstraction scheme with varying oversubscription factor (Y) with 95% C.I 

(Network-1) 
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Figure 6-40: Objective 4(b), Success ratio comparison of MConF/MMCF/MCS TA 
schemes with varying mean holding time (H) with 95% C.I (Network-1) 

Comparing the effect of link oversubscription for Network 2&3 for MConF and 

MMCF scheme and its comparison to maximum capacity scheme 

Fig. A-9(a-b) compares the success and crankback ratio of MConF based scheme with 

varying link oversubscription factor (7) for Network-2. Fig. A-lO(a-b) compares the 

misscall ratio and network utilization. The trends in these graphs with respect to 

improvement of MConF scheme's performance for the three cases of load conditions 

shown in the graphs is similar to that of Network-1. From the graphs, we note a 

significant improvement in terms of success ratio even at lower oversubscription factor, 

as in 7=3, because of significant improvement with respect to misscall ratio. With link 

oversubscription the gain in terms of success ratio achieved for both the MConF and 

MMCF scheme for the three load conditions is observed to be the same, overshadowing 

the difference in performance caused due to the performance of abstraction efficiency. 

The reason for saturation of the graphs after a certain value of oversubcription factor (7) 
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is due to the saturation of crankback ratio. The decrease in the gain of success ratio with 

increasing network load is similar to the reasons discussed in the case of Network-1. 

Fig. A-ll(a-b) compares the success and (crankback + misscall) ratio of MConF 

and MMCF TA schemes with maximum capacity scheme for Network-3. In this case the 

oversubscription factor (Y) is set to 9 for the centralized schemes. We note that at lower 

load conditions both the centralized and decentralized scheme perform equally well. 

However, the gap between the two widens at higher load conditions. This is because of 

the degradation of performance with respect to crankback ratio when oversubscription is 

enabled. The reason for this was discussed in the case of Network-1. The difference 

between the centralized and the maximum capacity scheme is in the range of 5%-10% at 

higher load conditions . However, this difference in performance of success ratio 

difference is significantly less compared to case when no link oversubscription is applied 

for the centralized schemes. 

Fig. A-12(a-b) compares the performance of MConF based scheme with respect 

to success and crankback ratio for Network-3. Fig. A-13(a-b) compares the performance 

with respect to misscall ratio and network utilization. The performance trends in this case 

is noted to be similar to Network-1 and Network-2. 

Fig. A-14(a-b) compares the success and (crankback + misscall) ratio 

performance of MConF, MMCF and maximum capacity scheme when link 

oversubscription is applied in the case of the centralized schemes. The oversubscription 

factor (Y) for this case was also chosen to be 9. As in the case of Network-2, the success 

ratio of the centralized schemes was observed to perform as good as (and in some cases 
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better than) the maximum capacity scheme at low load conditions. However, the 

maximum capacity scheme can be observed to perform better than the centralized scheme 

at higher load conditions. This is because of the increase in crankback ratio with 

increasing load as discussed in the case of Network-1. In this case, at higher loads, the 

performance of the centralized schemes performs poorly by 10% compared to the 

maximum capacity scheme. However, this is better than 25%-30% degradation noted 

when no link oversubscription is applied. 

6.6 Summary 
In this chapter, we investigated the important problem of resource partitioning and TA 

generation in a centralized manner in the context of the TA service to the VPNs using the 

multicommodity flow theory. In this context, we defined a problem called the VPN core 

capacity sharing (VPN-CS) problem. Considering the objectives of the VPN-CS problem, 

we first proposed a method based on the maximum concurrent flow theory, and later 

improved it by proposing the use of the maximum multicommodity flow theory. In order 

to address the fairness issue associated with the MMCF based approach, a new problem 

called the fair partitioning problem was formulated. We studied this problem by 

proposing the bounded MMCF formulation, wherein two variations were proposed. In 

addition, we also proposed a heuristic called the flow balancing scheme to address the 

fair partitioning problem for online implementation. 

Performance analysis was conducted where we studied the proposed schemes 

using offline implementation with an LP tool and discrete event driven simulation. As 
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expected, MConF achieved the best fairness, while MMCF achieved the maximum 

abstraction efficiency. 

From the simulation analysis, we observed that the MMCF based partitioning 

approach resulted in better call performance than the MConF based partitioning scheme. 

The MMCF based partitioning algorithm performed about 5% better than the MConF 

approach with respect to both VPN call performance and network utilization metrics. 

With respect to abstraction efficiency, we observed that MMCF's performance was 37% 

better than MConF; however, in terms of fairness, the standard deviation of the 

commodity flows generated by MConF was on an average 75% less than the standard 

deviation of the flows generated by MMCF. With flow balancing enabled, the simulation 

analysis also showed that the fairness issue of MMCF could be improved by about 25% 

with no significant impact on the overall call performance of the VPNs or the core 

network utilization. 

Comparing the performance of the two fairness improvements suggested so as to 

improve MMCF's flow fairness for offline implementation, the second variation, namely, 

the MB-2 method that used the MConF and MMCF flows to define the lower and upper 

bounds of the commodity flows, struck the best balance between the abstraction 

efficiency, matching that of MMCF formulation, and closest performance in terms of 

fairness compared to MConF based formulation.Comparing the performance of the 

centralized and decentralized abstraction schemes, we observed that the performance of 

the maximum capacity scheme exhibited better performance, both in terms of call 

performance and network utilization, than the MConF and MMCF based TA schemes. 
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We also studied how this can be addressed by oversubscribing the residual capacity of 

core network links before applying the centralized abstraction schemes. We observed that 

the call performance and core network utilization showed significant improvement over a 

range of the oversubscription factors, demonstrating this as a practical way to overcome 

the conservative nature of the centralized mode of VPN TA generation. 

In summary, the study in this chapter demonstrated how abstractions can be 

generated in a centralized manner to enable dynamic bandwidth service using the 

multicommodity flow theory and applying fully polynomial and tuneable FPTAS for 

online implementation. 



Chapter 7 
Conclusions and Future Work 

7.1 Conclusions 
In this research we showed how the notion of topology abstraction can be applied to 

share VSP's sensitive core topology information with the VPNs in a practical and 

scalable manner, and how it can be realized as a service offering applying suitable SLA 

metrics in the context of a current managed IP-VPN solution. We realized this novel TA 

service definition in the context of a challenging framework called the managed dynamic 

VPN framework (MDVF) based on an existing provider provisioned IP-VPN solution. 

To address the issue of fairness and service differentiation we proposed to generate the 

abstractions using a three-phase TA generation process. 

In Chapter 4 we demonstrated, through simulation analysis, the feasibility and 

usefulness of the TA service, and its ability to generate service differentiation 

incorporating the notions of fairness among the VPNs subscribing to this service. Here, 

we also noted the drawbacks associated with the TA service in the form of increased 

misscall ratio and reduced network utilization compared to the case when no TA service 
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is enabled. However, the performance deterioration in terms of these metrics is smaller 

compared to the significant gain achieved in terms of overall success ratio performance 

when TA service is provided. This achieves the objective of improving the routing 

efficiency of VPNs considerably. 

In Chapter 5 we studied the problem of TA generation using decentralized 

schemes. Here, we proposed three heuristic solutions. These abstraction schemes 

exhibited different performance tradeoffs because of their nature of either being 

conservative or aggressive in terms of exposing resources to the VPNs. Here we observed 

that the Steiner tree scheme struck a good balance in terms of success, misscall and 

crankback ratio compared to maximum capacity and mixed bound schemes. 

We next studied in Chapter 6 the problem of TA generation using the centralized 

approach wherein the partition graphs for the abstract topology generation are computed 

in a centralized manner. Here we first proposed a solution based on the maximum 

concurrent flow (MConF) theory. It was later improved by proposing the use of the 

maximum multicommodity flow (MMCF) theory. In order to address the fairness issue 

associated with the MMCF based approach, we proposed the bounded MMCF 

formulation wherein two variations of the MMCF formulation were proposed. In 

addition, the flow balancing heuristic was also proposed for online implementation. Both 

these proposals were noted to improve the commodity flow fairness of the MMCF 

solution quite significantly. 

Finally, we compared the performance of centralized and decentralized based 

abstraction schemes where we observed that the performance of the decentralized scheme 
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was better both in terms of call performance and network utilization than centralized 

abstraction schemes. We showed how this difference in performance can be addressed, 

and demonstrated that the centralized scheme could perform as well as or better than the 

decentralized schemes for various load conditions by the careful choice of the link 

oversubscription factor. 

7.2 Future Work 

In the following, we discuss some possible extensions of the ideas presented in this thesis 

for future investigation. 

7.2.1 Topology Abstraction Service with Multiple QoS 

Metric Aggregation 

In this thesis, we limited our study to the abstraction of link capacity information to the 

VPNs in a fair manner. VPN multimedia applications, in addition to being sensitive to 

bandwidth are also sensitive to delay, jitter and packet loss. This is particularly true for 

multimodal applications with voice and video components. End-to-end delay is an 

aggregation of both propagation delay due to physical distance as well as queuing delay 

introduced by routers in the core network, making it a time varying metric. Similarly, 

jitter and packet loss ratios are also a function of the network level congestion and the 

state of queues in intermediate routers. Extending the TA-SLA parameters to include 

these QoS parameters, i.e. delay, jitter, and packet loss, would be very valuable to the 
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VPNs deploying multimedia applications that typically have constraints with respect to 

more than one QoS metrics for multimedia applications. 

To associate multiple QoS metric with the abstract topology, the problem here is 

to study algorithms that can summarize delay, jitter, and packet loss as abstract metrics 

and associate them with the virtual links of the TAs generated for the VPNs. The problem 

of single and two abstraction metrics has been well studied in the context of PNNI. The 

related literature was discussed in Section 2.7. The goal here, in the context of the TA 

service to the IP-VPNs, will be to extend the proposals made in the context of 

hierarchical routing or propose new schemes, which could summarize multiple QoS 

metrics and associate them with virtual links of the abstractions provided to the VPNs; 

this should be done considering the performance and fairness aspect of VPN TA service. 

The objectives of these algorithms should be to minimize algorithmic complexity and 

control overhead, while minimizing the information loss due to QoS metric aggregation. 

7.2.2 Routing Using Partition Subgraphs Generated by 

Centralized Topology Abstraction Scheme 

In the centralized mode of generating TA, one of the intermediate but a most important 

step is the generation of VPN partition subgraphs. We used these non-overlapping 

partition subgraphs to generate TAs for each VPN. A further extension of the use of these 

subgraphs is to determine paths to route VPN calls during the event of a bandwidth 

request from a VPN. 
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Routing using partition subgraphs can be realized in the context of the MDVF 

either in a decentralized or centralized manner. In a decentralized manner, the border PE 

nodes are provided with the partition subgraph information which can be used to 

determine the paths during a bandwidth request by the VPNs; and in a centralized 

approach, the path request from the border node is forwarded to the CS which computes 

the path using the partition subgraph computed for that VPN, however, this approach has 

to account for increased overhead and path signaling delay caused by the interaction 

between the CS and the border node for each VPN call request. 

Using the partition subgraph for routing for VPN requests is expected to reduce 

resource contention as they are generated in a non-overlapping manner during the graph 

partition computation phase by the CS, and hence, could improve VPN call performance 

compared to the case when the routing is conducted by default using the core topology 

for all the VPNs. However, this approach could also prove to be conservative because of 

poor statistical multiplexing of the resources, due to routing decisions derived from graph 

partitions. This drawback could be overcome by applying intelligent resource 

management strategies either at the border node or by the CS over the VPN subgraph 

partitions incorporating notions of resource sharing, prioritizing, service differentiation, 

and preempting resources based on the priority of a VPN call request. These resource 

management strategies can be further enhanced by considering statistic such as load 

offered and current usage of resource by the VPNs. 
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7.2.3 Extending Topology Abstraction Service to 

Layer 1 VPNs 

This thesis studied TA service in the context of IP-VPNs. An extension of this study is 

application of this idea in the context of LI VPNs [RFC4847]. Constructing a virtual 

topology in order to satisfy the static traffic matrix specification of customers over optical 

networks based on TDM or WDM based transport is a well-researched topic. [DutOO] 

provides a good survey of solutions proposed in this area of research. 

In a dynamic call scenario, where the future traffic requirement cannot be 

estimated and resources are committed and torn down on demand, there is a need for a 

strategy that would enable LI VPN customers to seek resources with the knowledge of 

the state of the transport network, which is similar to the problem addressed in this thesis 

in the context of IP-VPNs. Hence, the TA service proposed in this research can also be 

applied in the context of LI VPNs as a means of disseminating topology and network 

state information as abstract topologies to the bordering CE nodes, which could use it to 

compute the feasibility of meeting its QoS demands in the core network. 

In the case of LI VPNs, the problem of generating topology abstractions is a more 

difficult problem, since it needs to be solved considering constraints of transport 

networks, such as wavelength or time-slot continuity constraints, such that the virtual 

links in the abstract topology guarantees with good probability the existence of a path in 

the physical network between the end points of the virtual link. Further, as in the IP-VPN 

case, the construction of the abstract topology can also be influenced by the negotiated 
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TA-SLA parameters and VSP's fairness policies applied while constructing the abstract 

representations of the underlying LI transport network for the VPNs. 

Realization of TA service in the context of LI VPN is possible by suitable 

extensions to the GMPLS [RFC3945] based routing and signaling framework proposed to 

control various circuit switched transport technologies like optical transport networks. As 

in the case of IP-VPNs, even in this case, abstract topology information from PE nodes to 

VPN CE nodes can be flooded by appropriate extensions to the OSPF-TE [RFC4203] 

protocol. [Rav04] provides an investigation of this problem of enabling TA service to the 

edge IP routers supported over a LI optical network managed by a GMPLS based control 

plane framework. 
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Figure A-l(a-b): Objective 3(b), Comparing VSP abstraction efficiency and success 
ratio of MMCF with and without Fair Balancing with varying mean holding time 

(H) with 95% C.I (Network-2) 

Fairness Comparison of MMCF and MMCF with Flow Balancing 

—•—MMCF Standard Deviation 

V 

0.1 0 5 10 15 
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Figure A-5(a-b): Objective 4(a), VPN call performance comparing success ratio and 
crankback ratio of maximum capacity, MConF and MMCF based TA schemes with 

varying mean holding time (H) with 95% CI (Network-2) 
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Figure A-6(a-b): Objective 4(a), VPN call performance comparing misscall ratio 
and VSP network utilization of maximum capacity, MConF and MMCF based TA 

schemes with varying mean holding time (H) with 95% C.I (Network-2) 
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Figure A-7(a-b): Objective 4(a), VPN call performance comparing success ratio and 
crankback ratio of maximum capacity, MConF and MMCF based TA schemes with 

varying mean holding time (H) with 95% C.I (Network-3) 
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Figure A-8(a-b): Objective 4(a), VPN call performance comparing misscall ratio and 
VSP network utilization of maximum capacity, MConF and MMCF based TA 

schemes with varying mean holding time (H) with 95% C.I (Network-3) 
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Figure A-9(a-b): Objective 4(b), VPN call performance comparing success ratio and 
crankback ratio of MConF based abstraction scheme with varying oversubscription 

factor (Y) with 95% C.I (Network-2) 
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Figure A-lO(a-b): Objective 4(b), VPN call performance comparing misscall ratio 
and VSP network utilization of MConF based abstraction scheme with varying 

oversubscription factor (Y) with 95% C.I (Network-2) 
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Figure A-ll(a-b): Objective 4(b), Success ratio and crankback ratio comparison of 
MConF/MMCF/MCS TA schemes with varying mean holding time (H) with 95% 

C.I (Network-2) 
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Figure A-12(a-b): Objective 4(b), VPN call performance comparing success ratio 
and crankback ratio of MConF based abstraction scheme with varying 

oversubscription factor (Y) with 95% C.I (Network-3) 
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Figure A-13(a-b): Objective 4(b), VPN call performance comparing misscall ratio and 
VSP network utilization of MConF based abstraction scheme with varying 

oversubscription factor (Y) with 95% C.I (Network-3) 
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Figure A-14(a-b): Objective 4(b), Success ratio and crankback ratio comparison of 
MConF/MMCF/MCS TA schemes with varying mean holding time (H) with 95% 

C.I (Network-3) 
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A.2 Widest Path Algorithm 
For a graph G(VJZ), this algorithm [Ahu93] computes a widest path tree from a source 

node 5 to all nodes spanning V. The algorithm applies a greedy approach in order to build 

the spanning tree. In each iteration of the algorithm, a node x with the maximum capacity 

label w(x) is chosen from the temporarily labeled set S and labeled permanently, while 

modifying the labels of its neighbors if necessary. The algorithm ends when all the nodes 

are permanently labeled. The complexity of the algorithm using a Fibonacci heap data 

structure is 0(\E\+ |F|*log(|F|) ). 

Widest Path Tree Algorithm 

Input: G(V,E), source s . 

Output: Widest path tree rooted at s spanning all nodes in V. 

begin 

S:=$;S': = V; 

w(v): = 0 for each node ve V ; 

w(s): = QO andpred(s): = 0 ; 

while |S| < \V\ do 

begin 

let x e S' be a node for which w(x) = max { w(j) :j<= S'}; 

S : = S u { x } ; 

S': = S' - {*}; 

for each (x,j) e E(x) do 

if w(j) < min (w(x), rxj) then w(j) = min ( w(x), rxj) 

andpred(j):=x; 
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end; 

end; 

A.3 Shortest Augmenting Path Algorithm 
This algorithm [Ahu93] computes the maximum flow possible from source node s to 

destination node t. The maximum flow is computed using the principle of flow 

augmentation from source node s to target node t in the residual graph. The algorithm 

works by applying either advance or retreat operation along the shortest path between s 

and t in a residual graph so as to augment the flow. The algorithm continues until there 

are no more admissible paths from 5 to t. The algorithm has a complexity of 0{ \Vf*\E\). 

Shortest Path Augmenting Maximum Flow Algorithm 

Input: G(V,E), source s, destination t. 

Output: Maximum flow from s to t. 

(Shortest Augmenting path Algorithm, Page 215, [Ahu93]) 

A.4 Maximum M-Route Flow Algorithm 
This algorithm [AggOl] computes the maximum M-Route flow from source node s to 

destination node t. In each iteration i, the maximum flow v, is computed over a truncated 

graph (G, p,), where links in graph G are upper bounded by a value pt. The algorithm 

terminates, when it satisfies the condition v,- = M*pt.. This algorithm finds the M-Route 
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flow in at mostMmax-flow computation between s and t; hence, its complexity when the 

above discussed shortest augmenting path algorithm is applied is 0(M*\V\2*\E\). 

M-Route Flow Algorithm 

Input: G(V,E), source s, destination /, M. 

Output: Maximum M-Route flow from stot. 

begin 

vo := Compute maximum flow between nodes s, t in graph G; 

set /': = 1 ; 

let Pi :=vo/M; 

truncate_graph (G, p,) ; 

v, = max-flow (G, s, t); 

while V/^M*/?, do 

begin 

/' = i + 1 ; 

prVjIM; 

truncateGraph (G, p,) ; 

v, = max-flow (G, s, t) ; 

if v, =M* pi, then v, is the maximum value of the M-Route flow. Stop. 

(v — /* v ) 
ifVi<M*pi, thenp, = V ' "> 

(M-i) 

end; 

end; 

truncate_graph (G, p) 

begin 

for each eeE do 
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tiriJ>p,r,j=p; 

end; 

A.5 Nearest Node First Steiner Tree Algorithm 

This heuristic [KodOO] computes a tree rooted at s, spanning all nodes in S while 

minimizing the cost of building the tree. In each iteration, the algorithm follows a greedy 

approach by computing the shortest path from source node s until the first node r, which 

is not yet in the tree, is reached. In order to encourage the future iteration to reuse these 

links, the edge cost of the links of the paths to r is set to 0. The algorithm ends when all 

the nodes in set S are part of the tree. The complexity of the algorithm is 

0(*\S'\(\E\ + \V\*log\V\)). 

Nearest Node First Steiner Tree Algorithm 

Input: G(V,E), source s, node set S . 

Output: A low cost Steiner tree rooted at s spanning all nodes in S . 

begin 

X~S\ 

while X^ <f> 

Run Dijkstra's shortest path algorithm with source s till a node ; 

r e S is reached ; 

Add the path from source node 5 to r to the Steiner tree built so far; 

Set the cost of all the edges along this path to zero ; 

X=X-{r}; 
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end while; 

end; 

A.6 Maximum Multicommodity Flow FPTAS 
The algorithm [Fle99] presented below is a FPTAS for the MMCF problem. For the 

algorithm eis chosen based on desired approximation as in (l-s)*OPT(where OPTis the 

optimal aggregate flow of the MMCF problem). Inside the outer most loop, the 

algorithm cycles through the set of commodities, and for each commodity k, we stick 

with the commodity until the shortest source to sink path for that commodity is above a 

(1 +s ) factor times a lower bound estimate of the overall shortest path. Then we begin 

the iteration for the next commodity. The algorithm has a complexity of 

o(e2*(\E\2+\mm-

Maximum Multicommodity Flow FPTAS 

Input: G (V,E), capacities r(e), commodity pairs (Sk, dk) \<k<K, accuracy s . 

Output: Primal x(e) \/e&E and Dual solutions 1(e) \/eeE. 

begin 

Initialize 1(e) := 6, where 8= (1 + s)l((\ + e)* \ V \f£, x = 0 ; 

f o r ; = l t o log(I+ff)(-——) 

o 

fory = 1 to k 

p := shortest path in P ; using /; 
while l(p) < min { 1, S(l+ sf } 
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u := mineep r(e) ; 

for each eep 

x(e) :=x(e) + u; 

l(e) = l{e)(\ + ^ - ) -
u(e) 

p := shortest path in Pj using / ; 

end while; 

end for; 

//obtain primal feasible solution 

for each esE 

x(e) 
x(e) 

. (1 + g) 

end for; 

end: 

A.7 Maximum Concurrent Flow FPTAS 
The algorithm [Fle99] presented below is a FPTAS for MConF problem. For the 

algorithm, s i s chosen based on desired approximation as in (l-s)*OPT (where OPT is 

the optimal throughput of the MConF problem). In each phase, there are k iterations. In 

each iteration j , the objective is to route D(k) units of flow from commodity j between 5, 

to tj . For this, a shortest path P from 5, to /, is computed in each step using the current 

length function. Let u be the capacity of this path. Then, the minimum of u and the 

remaining demand is sent along this path. The dual variables 1(e) is increased as shown in 
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the pseudo code , and z; is set equal to the length of the new minimum length path from 5, 

to tj. The phase ends when the dual objective function value is at least 1. This algorithm 

has a complexity of 0(e2* (\E\2 + \K\*\E\)). 

Maximum Concurrent Flow FPTAS 

Input: Input: G (V, E), link capacities r(e), commodity pairs (sk, dk) \<k<K with 

demand D(k), accuracy s, Pk (Set of paths for commodity k) . 

Output: Primal x(e) \fe&E and Dual solutions 1(e) \/e<=.E. 

begin 

I E I -I/*". 
Initialize 1(e) = 5/r(e) Ve, where 8= ( ) , x:= 0 ; 

(l-e) 
while ^r(e)* 1(e) < 1 

ee£ 

for/ : 

d):= 

while 

= 1 to k do 

- D(j); 

eeE 

land dj >0 

p := compute shortest path between & 

u := min {dj, 

dj = dj -u; 

for each eep 

x(e) := 

1(P\ = 

mineep r(e) } ; 

: x(e) + u ; 

P * it 
UP\(\+ V 

!/to tj using / ; 

end while: 

end while; 



//obtain primal feasible solution 

for each e&E 

x(e) = 
, 1 ' 

end for; 

end: 
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