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Abstract

Due to the lack of global positioning systems on space exploration missions, robotic

exploration missions such as the Mars Exploration Rovers (MER) had to rely on

relative localization techniques such as visual odometry (VO) to estimate the robot

position in an unknown environment. Unfortunately, the error of VO grows super-

linearly with the distance travelled. Future robotic planetary exploration missions

such as sample retrieval and in-situ resource utilization will require more accurate

localization techniques such as Simultaneous Localization and Mapping (SLAM) to

reduce the error in motion estimation and achieve the science goals. One of the main

reasons why SLAM techniques are not being used in robotic exploration missions is

their computational cost. The computer systems on-board exploration robots have

limited processing power that is often used for other maintenance tasks such as com-

munications, power management, etc. In this thesis, a visual SLAM system aimed

towards computationally constrained systems is presented. The approach described

in this thesis uses only a RGB-D sensor as input to the system. Most visual SLAM

systems require computationally intensive feature descriptors such as Speeded Up Ro-

bust Features (SURF) and Scale-Invariant Feature Transform (SIFT) as part of their

front-end SLAM system. In this work, Binary Robust Invariant Scalable Keypoints

(BRISK) and Oriented FAST and Rotated BRIEF (ORB) feature descriptors are in-

troduced and compared against SURF. BRISK is shown to achieve similar relative

pose estimation performance than SURF while being an order of magnitude faster.

In addition, this work also discusses a simple back-end pose-graph optimization ap-

proach using libg2o. The back end system improved the position estimation as well as

detected loop closure events. The algorithm was tested with an indoor dataset as well

as publicly available robot dataset. These initial results show that computationally

inexpensive feature detectors such as BRISK and ORB can be used as core feature

detection algorithms for a visual SLAM system.
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Chapter 1

Introduction

1.1 Introduction

1.1.1 The problem

In large environments lacking a global positioning system (GPS), accurate robot

navigation is a difficult problem. The Mars Exploration Rovers (MERs) have been in

the surface of Mars since 2004 [1]. Detailed human-generated motion commands are

sent to the robots generally once every Martian sol (a martian solar day - duration

of 24 hours and 39 minutes) [2]. The human-generated commands maximize safety

and scientific return of the mission. The delay in the communication and the human-

in-the-loop control scheme limits the speed of the robots to generally less than 40

meters per Martian sol [2].

The MERs use a relative localization system to accurately execute the control

commands. The relative localization system uses wheel odometry, Inertial Measure-

ment Unit (IMU) and a visual odometry algorithm. Since the terrain in Mars can

have steep slopes with sand and small stones, the visual odometry algorithm is essen-

tial to detect wheel slip and hence correct the position estimates [1]. However, visual

odometry estimates also accumulate errors with super-linear growth in the distance

travelled, owing to increasing orientation errors [3].

There are several newly planned missions that will require long-range autonomous

operation of rovers [4]. New missions are being planned for ”sample-and-return”

as well as In-Situ resource utilization (ISRU) [5]. Employing relative localization

systems with super-linear error growth does not provide enough accuracy for long-

range autonomy [6].

1



CHAPTER 1. INTRODUCTION 2

One solution to improve the localization of robots is to use Simultaneous Local-

ization and Mapping (SLAM) in the working area. Visual ”teach-and-repeat” (VT&

R) has proven to be an effective technique for solving the sample return task. VT&

R employs a version of visual SLAM to construct a series of maps of the area during

the ”teach” pass and stores this maps in memory. The ”repeat” pass is completed

by referencing these maps and comparing the current views with the previously seen

views in order to ”repeat” the taught route [6]. Along with VT & R, there are several

visual SLAM systems available in the literature. [7] [8] [9] [10] [11].

While visual SLAM is a proven technique for improving localization, most of the

work in visual SLAM employs computationally-intensive operations such as feature

detection/description (Scale-Invariant Feature Transform (SIFT) and Speeded Up

Robust Features (SURF)) and versions of bundle-adjustment [6] [7] [8]. Some visual

SLAM algorithms are designed to run on real-time on small commercial-grade

computers [12] [11]. However, the aforementioned real-time algorithms are limited to

small areas and do not scale to larger areas such as those encountered in exploration

missions.

Computer systems in robotic exploration missions

Computer systems are an integral part of all current spacecraft. Computers are

being used for navigation functions such as rendezvous, re-entry, and mid-course

corrections. In addition, computers are used for system management functions, data

formatting, attitude control, etc [13]. Most spacecraft computer systems are designed

to operate in ”real-time” mode handling essentially asynchronous inputs and outputs

and continuous processing. This ”real-time” requirement leads to other requirements

for spacecraft computers not normally found on commercial earth-based systems. The

software running on board spacecraft must not ”crash” at all or have an abrupt end.

If the software running on the spacecraft stops, the vehicle cannot be controlled any

more [14]. The hardware must also be hardened against radiation and temperature

swings experienced in space travel. In fact, every computer system used in spacecraft

must pass the MIL-STD-883E certification. This certification requires the computer

system to pass more than one hundred different tests on mechanical, thermal, AC

electrical, DC electrical as well as radiation and individual wafer inspections. [15].

Due to the aforementioned requirements, computer systems in spacecraft often
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lag behind the state-of-the-art earth-based systems. Spacecraft computer systems

often use thoroughly tested Computer Processing Units (CPU) that are known to

work reliable for several years. Once the CPU is chosen, the process of hardening the

device begins and takes several years of design and testing [14]. For example, The

Mars Exploration Rovers (MERs) which were launched in 2004 used a BAE RAD6000

computer running at 20Mhz. The next Mars mission which was launched in late 2011,

the Mars Science Laboratory (MSL), uses two BAE-Systems RAD750 which produces

around 400 Million Instructions per second (MIPS) at 200Mhz [4] (one computer for

normal use and another for redundancy). The MSL computer system is also in charge

of running maintenance tasks such as thermal control, communications etc. Only 75 %

of the processing power on the MSL computer system is available for navigation tasks

which include path planning, obstacle avoidance and lastly position estimation [4]. As

a comparison, the Intel i5-2550K CPU which was released in January 2011 produces

around 45000 MIPS at 2500Mhz [16]. Although comparing CPU performance requires

more analysis that merely comparing MIPS, it is interesting to see that the i5 medium-

grade commercial CPU can achieve two orders of magnitude more MIPS than the MSL

computer system.

The ExoMars European mission also has a limited computing power. ESA has

started efforts such as the SPARTAN project in order to move computationally inten-

sive operations away from the main general purpose computer system of the robot. In

the SPARTAN project, a 150MIPS FPGA system is suggested as a potential comput-

ing system dedicated to SLAM, localization and stereo vision for path planning [17].

It is clear from the examples shown above that if a SLAM system were employed in

a future mission, the algorithm must minimize the computational load while keeping

the accuracy to acceptable levels.

This thesis describes a full visual SLAM system aimed at computational con-

strained systems. The choice of feature detector/extractor algorithm, motion estima-

tion and back end algorithm allow the system to run on real-time without needing a

graphics processing unit (GPU) or large CPU load. The main sensor employed in this

work is the RGB-D camera - Microsoft Kinect. While this RGB-D camera does not

operate in outdoor environments [18], stereo cameras such as the PointGrey Bum-

bleBee2 [19] and FLASH-LIDAR systems such as Peregrine 3D-LIDAR [20] can be

configured to provide intensity images as well as the depth information of an outdoor

scene.
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1.1.2 High-level overview

This thesis begins by providing a a literature review on SLAM. Every aspect of the

generic visual SLAM pipeline is discussed in detail. An in-depth review of the cur-

rent state-of-the-art feature detection and description is presented since this step is

generally the most computationally expensive step. A review of motion estimation

and back-end SLAM systems is presented. Once the literature review is completed,

the approach section provides further details regarding the approach followed specifi-

cally for this thesis. The approach section includes detailed calibration models for the

Kinect camera and a description of the matching and outlier rejection algorithms. Af-

ter the algorithms are described in depth, a report of the results of the system on real

datasets is presented in the experiments section. The experiment section also includes

specific implementation details as well as timing and performance results. Finally,

the conclusion section summarizes the results and contributions. Recommendations

on future work are also included



Chapter 2

Literature Review

2.1 Related work

The general problem of SLAM has a long history in robotics. A broad survey of

all SLAM approaches can be found in [21]. In particular, the field of vision-based

SLAM has been heavily studied in the literature. Most visual SLAM systems can be

divided in a “front-end” and a “back-end” [22]. The “front-end” system estimates

the relative motion between the current frame and previous frames. This relative

estimation can be aided by the use of the robot’s wheel odometry and IMU. The

“back-end” system generally reduces accumulated error by constructing a pose-graph

of the motion and attempting to achieve “loop closure”. Combining the relative

transformations to previous frames will increase the camera-pose error with time.

However, transformation estimation to much earlier frames (loop-closure) can greatly

reduce the accumulated error [23].

The literature review is subdivided in “front-end” review and “back-end” review

sections.

2.2 Front-end system (visual odometry)

The main purpose of the front-end system is to estimate the frame-to-frame motion.

The most commonly used front-end system is Visual Odometry. The first original

Visual Odometry algorithm was introduced by [24]. This implementation contains

the main steps in the modern Visual Odometry processing pipeline: feature detec-

tion, feature matching and motion estimation. Based on this initial work, Matthies

5
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Figure 2.1: Visual Odometry modern processing pipeline

improved the accuracy by formulating the motion estimation step as a statistical es-

timation problem and modelling landmark uncertainty [25]. The work of [25] is the

main algorithm used in the Mars Exploration Rovers [1] which is the main modern

visual odometry pipeline. The modern visual odometry pipeline is illustrated in Fig-

ure 2.1. The following subsections will provide background on all the steps in the

modern visual odometry pipeline.

2.2.1 Camera calibration

The main input of visual SLAM systems are images from camera systems. Before

images can be used for motion estimation, they must be calibrated. In the scope

of this thesis, only the pinhole model (perspective projection) model is analysed

although the other models are discussed in depth in this work [26]. An illustration of

the pinhole camera model can be seen in Figure 2.2 [22].
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Figure 2.2: Camera models - (a) Perspective projection (pin-hole model), Let
X = [x, y, z] be a scene point in the camera reference frame and p = [u, v]
its projection on the image plane measured in pixels.

There are 3 main set of parameters that needs to be calibrated in a pinhole ; in-

trinsic parameters, extrinsic parameters and lens distortion parameters. The intrinsic

and extrinsic parameters can be summarized in Equation 2.1 [27].

sx′ = A[R|t]X ′ (2.1)

s




u

v

1




=




fx 0 cx

0 fy cy

0 0 1




∗




r11 r12 r13 t1

r21 r22 r23 t2

r31 r32 r33 t3



∗




X

Y

Z

1




(2.2)

In the equations above, x′ is the pixel coordinates (u,v), s is the scale (if required),

A is the intrinsic calibration parameters which consists of the focal length in pixel

units (fx,fy) and the principal point which is the image centre (cx, cy). The matrix

[R|t] are the extrinsic calibration parameters that are mainly just a homogeneous

transform between the camera centre the vehicle centre. The vector X = (X, Y, Z)

are the coordinates of the point in 3D in world coordinate space. We can also define

(x, y, z) as the coordinates of the point in camera-frame. Assuming that z 6= 0, one
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can write: 


x

y

z




= R




X

Y

Z




+ t (2.3)

Defining x′ and y′ as:

x′ =
x

z
(2.4)

y′ =
y

z
(2.5)

Assuming that the homogeneous transformation is the identity, we can write:

u = fxẋ′ + cx (2.6)

v = fyẏ′ + cy (2.7)

The above equations do not take into consideration the lens distortion. For the

purpose of this thesis only the tangential and radial factors are considered. In order

to account for the radial distortion Equation 2.8 is introduced.

x′′ = x′(1 + k1r
2 + k2r

4 + k3r
6)

y′′ = y′(1 + k1r
2 + k2r

4 + k3r
6)

u = fx ∗ x
′′ + cx

v = fy ∗ y
′′ + cy

(2.8)

where x′′ and y′′ are the corrected versions of x′ and y′ respectively, the parameters

k1, k2, k3 are the radial distortion parameters and r2 = x′2 + y′2 [27].

The tangential distortion which occurs because the lenses are not parallel to the imag-

ing plane. The tangential distortion can be corrected using the following equation.

x′′ = x′ + 2p1x
′y′ + p2(r

2 + 2x′2)

y′′ = y′ + p1(r
2 + 2y′2) + 2p2x

′y′
(2.9)

where p1, p2 are the tangential distortion coefficients [27]. The above equations are
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employed to calibrate the camera sensors used in this work. Using the two equations

2.8 and 2.9, it is possible to calibrate the camera for visual odometry work.

2.2.2 Feature detection and description

The feature detection step consists in extracting interesting features (or keypoints)

on the incoming image. These interesting points are also known as “salient” fea-

tures as they are points in the image that are interesting such as a corner, peak,

etc. Keypoints are divided mainly into corner detectors and blob detectors. Corner

detectors attempt to detect an intersection of two lines as a corner in the image while

the blob detectors attempts to find a patch in the image that differs significantly

from the surrounding area. Generally, blobs are more unique than corners and hence

they are more robust to tracking. However, blobs take a considerable longer time to

computer in general. There are several corner detection algorithms available in the

literature such as FAST (Features from Accelerated Segment Test) [28], Harris [29],

Shi-Tomasi [30] among others. The Mars Exploration Rovers use the Harris corner

detector. Harris corners computes the differential of the corner score (known as auto-

correlation function) to measure changes in image intensity that result from shifting

of an image patch. Because of the simplicity and the low computational impact of

this corner detector, it is ideal for low computation environments. Another widely

used corner extractor is FAST. This feature extractor has been used by several SLAM

systems such as [12], [31]. The most widely used blob detectors are SIFT (Scale In-

variant Feature Transform) [32], SURF (Speed Up Robust Features) [33]. SIFT and

SURF are considerable more computationally intensive than FAST and Harris corner

detectors.

There are several new blob detectors such as ORB (Oriented FAST and rotated

BRIEF) [34] and Binary Robust Invariant Scalable Keypoints (BRISK) (Binary Ro-

bust Invariant Scalable Keypoints) [35]. ORB, as its name indicates, uses the FAST

feature detector but it adds a orientation component to the detector. Once the fea-

ture is detected, it uses the rotation invariant BRIEF [36] descriptor to describe the

feature. The main ORB paper shows how ORB compares to SIFT and SURF and

outperforms them in some scenarios while being orders of magnitude more computa-

tionally efficient [34]. BRISK is also a new feature descriptor that achieves similar

performance to SURF while being an order of magnitude faster. BRISK uses a scale-

space keypoint detector which uses FAST features detected in octave layers of the
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image pyramid as well as in layers in-between [35].

One of the main goals of this thesis is to test these new detectors for the purposes of

Visual Odometry and Visual SLAM. There are several measures that can be utilized

to compare the performance of feature detectors and descriptors in the context of

visual odometry algorithms. For the purposes of this thesis, the metrics “stability”

and “accuracy” of the feature detection algorithms are used to compare them [37].

In this thesis, the widely used sample image sequence ”grafiti” is employed. This

image sequence is used by all papers comparing the algorithms [37] [35]. In the case

of ORB, the magazine dataset sequence is used as it is quite similar to the graffiti

dataset [34]. Another work comparing the algorithms is presented in [38]. A less

quantitative comparison of the algorithms is presented in [23] which is used mainly

for comparison in this thesis.

In the Table 2.1, several algorithms were compared. A quantitative number from 1-

5 was given to both the stability and accuracy metric. In this case, the higher number

represent the higher stability/accuracy. The speed criterion given in milliseconds was

tested by the author on a Core i7-2720QM @ 2.2Ghz, 8Gb of RAM. The specific

implementation of the algorithms used to run the speed tests were obtained from the

Open Source Image processing library OpenCV.

“Stability” refers to the ability to detect the same feature across the viewpoint

change. This metric is also known in some papers as the repeatability percentage.

This metric is measured in the literature and this thesis by rotating the viewpoint

by a certain degree in the z axis (or yaw) and measuring the number of times that

the same feature can be observed and matched in the next image. The work of [37]

presented results for 20, 30 and 40 degrees rotation for SURF, SIFT, Censure, Harris,

FAST. This thesis employs the measurement of 30 degrees as it is representative of

visual odometry cases. The results were presented in percentages in the work of [37]:

100 percent referring to all features matched and 0 percent referring to no features

matched. The results on the grafiti sequence were SIFT = 58, SURF = 57, CENSURE

= 58, Harris = 22, FAST =25. This numbers are used to compute the 5-1 scale used in

Table 2.1 (SIFT = 5, SURF = 5, CENSURE = 5, Harris = 2, FAST =2) . The paper

of BRISK [35] includes a table comparing BRISK to SURF on the grafiti sequence.

As in the work of [37], the work of [35] introduces a percentage stability number. The

percentage for BRISK in this case is 58 percent and for SURF is 70 percent. For this

reason, the attached stability number for BRISK is 4 in Table 2.1. In the case of
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ORB, the paper described in [34] presents a repeatability percentage to compare the

SURF, SIFT and ORB. The percentage of inliers of SURF for the magazine dataset

is 58 percentage while the percentage for ORB is 48 percent. For this reason, the

perfomance number of 4 is assigned to ORB.

“Accuracy” refers to the localization error of feature across the viewpoint change

[37]. In order to test for the accuracy error, it is possible to analyse the number

of frames with small numbers of inliers (good matches) when doing visual odometry.

Robust feature detection will produce several good matches while non-robust methods

are likely to produce fewer good matches. In the case of visual odometry, 30 matches

is the smallest number to properly compute motion. Therefore, accuracy is measured

by the number of frames of a certain traverse that had less than 30 good matches

after the matching step. The precise visual odometry algorithm used in this tests

is explained in more detail in [37]. The results listed in the work of [37] include

the number of frames with less than 30 good matches. The results are: Harris=50,

FAST=50, SURF=9, SIFT=9, CENSURE=10 for the grafiti image sequence. The

results included in Table 2.1 can be deduced from the numbers listed above. Similarly,

the work of [35] compares SURF, SIFT and BRISK together using the graffiti image

sequence. The number of frames for SURF=13 and BRISK=30. Using these numbers,

the accuracy value of 3 can be assigned to BRISK in Table 2.1. In the case of ORB,

the inlier percentage metric of a single image is the only metric available to compare

accuracy to SIFT and SURF [34]. This metric alone cannot be easily translated to

number of frames with inlier higher than 30 which is used in this thesis. However,

ORB is compared to SIFT and SURF on this publication as well [38]. In the work

of [38], the matching ratio is introduced as a measure for accuracy. The dataset

employed is the same Freidburg SLAM dataset included by the author in this thesis.

The matching ratio is a measure of the retro-projection error of point feature matched

in two images. The lower the matching ratio, the better the accuracy of the detector.

In the case of the Freidburg SLAM dataset for SURF the matching ratio is 0.3 while

for ORB is 0.6. For this reason, the accuracy number of 3 was given to ORB.

The work of [23] also contains a table comparing the different feature detection

algorithms and the results listed are very similar to those of Table 2.1. This publi-

cation further confirms that the values listed match the expected performance of the

algorithms.
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Detector Corner/Blob Time (ms) Stability(1-5) Accuracy(1-5)

FAST Corner 8 2 1

Harris Corner 10 2 1

SIFT Blob 340 5 5

SURF Blob 170 5 5

CENSURE Blob 45 5 5

ORB Blob 23 4 3

BRISK Blob 25 4 3

Table 2.1: Comparison of feature detector algorithms. Computer system employed
is a laptop with Core i7-2720QM @ 2.2Ghz, 8Gb of RAM

Once the features have been detected, an image patch around the feature is con-

verted into a compact form that can be later compared against other features. This

step is known as feature extraction. In most cases, extracting merely an image patch

around the feature is not a good descriptor as the intensity is likely to change once the

viewpoint has changed. One such a method is the sum of square differences (SSD) [39].

This image patch methods will operate only under small movements where changes

are not very significant. Another widely used descriptor is the SIFT descriptor. The

SIFT descriptor creates a 4x4 patch and extracts 8 gradients at different orientations.

This gradients are normalized to unit length to handle lighting changes and become

the 128-element descriptor itself. SIFT descriptor is scale, lighting and rotation in-

variant which makes it a great candidate for visual odometry. Another robust feature

extractor is BRIEF [36] which compares the intensity of image patches around the

keypoint and stores the feature as a binary string. ORB utilizes BRIEF but adds

rotation invariance which is important in visual odometry cases. The BRISK feature

descriptor uses a sampling pattern consisting of points on appropriately scaled con-

centric circles around the feature [35]. The detector of BRISK is based on FAST,

which allows scale and rotation invariance, and a binary descriptor using the pattern

described above. Finally, the center-surround feature detectors (CENSURE) features

are computed at the extrema of the center-surround filters. The filters are run over

multiple scales, using the original image resolution for each scale. The filters are an
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approximation to the scale-space Laplacian of Gaussian and can be computed in real

time using integral images. Therefore, CENSURE is very fast and has performance

similar to that of SIFT and SURF [37].

Among the above mentioned algorithms, this thesis pays close attention to BRISK

and ORB since they are relatively fast while keeping good stability and accuracy.

They will be compared against SURF which is generally regarded as one of the most

stable and accurate methods.

2.2.3 Feature matching

Once the features have been detected and described, the next step is to match the

features of the current image to the features of the previous image. There are two

main steps in the matching process: match all features with each other in image space

and removing false matches.

The first step is to match all the features of the new incoming image to the previous

frame. All the feature descriptors of the frames are compared against each other. For

the large feature descriptors such as SIFT and SURF, it is time consuming to compare

the multidimensional descriptor with each other. Since each feature descriptor has

around 128 dimensions and it needs to be compared with several hundred of features,

comparing them directly is time consuming (at least linear time search). There are

several approaches in the literature to improve the matching by constructing three

structures [40] [41]. The most widely used approach when matching large sets of

multidimensional descriptors is described in [40]. The work on [40] has also been

released as open source software in the FLANN Fast Library for Approximate Nearest

Neighbours [42]. This library selects the best algorithm to obtain the approximate

nearest neighbours depending on the specific dataset properties [42].

In order to match the smaller binary descriptors used in the case of ORB and

BRISK, the normal matching process is applied. The hamming distance is computed

between the descriptors. Because the size of the descriptor is smaller, the brute force

matching is generally fast.

After the features have been matched in image space, it is possible to pick the top

matches to a certain feature. This method for picking the best matches often contains

several false matches even with robust descriptors such as SIFT and SURF. For this

reason, [32] suggests the “ratio-test” to match features; this algorithm essentially

compares a certain feature with its top “n” best matches in image space and computes
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the ratio between the top match and the second top match. If the ratio is less than a

configurable number (normally set between 1.5-2.0), then the match is invalid because

there are too many similar features to the feature in question. This heuristic value

might cause valid matches to be discarded if not adapted to each scene.

There are several other matching algorithms available. Another possibility is to

track individual pixels as they move between images (optical flow) [43]. However, this

type of tracking algorithms require higher computation than the ratio test. In this

work, the ”ratio-test” is employed with good results.

2.2.4 Outlier Rejection

Once a set of matches is produced, it is possible to estimate the motion between the

frames. Despite eliminating bad matches during the matching process, it is highly

likely that the data still contains several outliers. Motion blur, noisy images, and

other factors can easily cause bad matches even on stable feature descriptors. The

most widely used outlier rejection algorithm in Visual odometry algorithms is Random

Random Sample Consensus (RANSAC).

RANSAC

RANSAC is a relatively old and widely used outlier rejection algorithm [44]. The

main goal of RANSAC is to compute a model from randomly sampled matches and

test this model against the data. The model that produces the highest consensus will

be kept and further models discarded. This idea is perfectly suited to visual odometry

since there are several matches that might be false and need to be removed. While the

number of iterations of RANSAC is high, each iteration is very short since it mainly

encompasses comparing a certain model to all matches (several random matches do

not even create a proper transform). The number of iterations can be estimated using

the Equation 2.10 [44].

N =
log (1− p)

log (1− (1− ε)s)
(2.10)

where s is the number of points in the RANSAC algorithm, ε is the percentage

of outliers in the datapoints and p is the requested probability of success [44]. This

parameters need to be tuned to each specific application. The approach section of

this thesis will discuss the parameters in more detail.
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As it can be seen in the equation above, the number of iterations (N) grows expo-

nentially with the number of data points ”s” to estimate. For this reason, there are

several algorithms proposed that reduce the number of data points. The standard

RANSAC algorithm was proposed for un-calibrated cameras and hence it required 5

parameters to estimate. In this thesis, the 3-point RANSAC algorithm is employed.

There are publications analysing 2-point RANSAC implementations and even 1-point

RANSAC [45].

2.2.5 Motion Estimation

After the outliers have been removed and a potential motion estimate is present, it is

possible to estimate the motion between the frames. The goal is to estimate a maxi-

mum likehood estimate for the camera rotation and translation. One of the first meth-

ods noted in [46] solves the estimation problem by modelling the feature uncertainties

as ellipsoidal three-dimensional Gaussians and using a covariance-weighted nonlinear

least-squares to solve for the position of the robot. This is the main algorithm that is

employed in the MER robots [47]. However, most modern visual odometry systems

employ some form of bundle adjustment to compute the motion [48] [7] [6]. Bundle

adjustment will be discussed in more detail in the following subsection.

2.2.6 Other front-end approaches

There are several new approaches at computing relative motion that have achieved

good results. The work presented in Large-Scale Direct monocular SLAM [49] uses

a direct intensity approach which calculates disparity maps between the incoming

frames. Therefore, this method uses all the geometric information of the environment

as opposed to just the features as all the approaches described above [49]. This work

of [49] employs only a monocular camera with a wide field of view and runs on the

CPU without requiring large amounts of computational power. Despite of its benefits,

it is a very new method and the author has attempted to use it but obtained poor

results due to its need for a highly detailed environment and large field of view camera

required.



CHAPTER 2. LITERATURE REVIEW 16

2.3 Back-end system

There has been several successful Visual SLAM systems in the past including a real-

time monocular Extended Kalman Filter (EKF) SLAM system [11]. However, there

are some limitations with EKF SLAM such as the limited number of landmarks

due to quadratic complexity of the algorithm and potential inconsistencies with the

EKF position estimates and the impossibility of re-linearising the cost function after

marginalisation [50]. These limitations have motivated work on monocular SLAM to

use bundle adjustment as the main underlying position estimator [12].

There are several other probabilistic SLAM techniques such as EKF-SLAM [21],

and CEKF SLAM [51], etc. Recently, other authors have proposed unscented ver-

sions of SLAM such as Unscented Hybrid-SLAM [52]. Specifically the work of [52]

reduces the memory consumption of standard EKF SLAM due to the inherent struc-

ture of the unscented Kalman filter. In addition, the work of [52] improves the pose

estimation for both features and robot location while reducing time to complete loop

closure slightly when compared to EKF-SLAM. The Bayesian-based algorithms de-

scribed above still have the problem of scaling quadratically with number of features

and poses of the robot due to state augmentation [53]. There are several proposed

methods to reduce this quadratic time and move it closer to linear time by exploiting

sparsification [51] [54], submaps [55] , etc. Other problems with Bayesian methods are

the data association problem (detecting loop closure, finding previous features, etc)

and perceiving the world in a 2D manner (or run in simulation) such as [52] [51]. In

the case of visual SLAM, the world can be parametrized in 3D since this information

is available.

Another set of algorithms that is present in the literature attempt to estimate

only the motion of the robot as opposed to estimating all the features. This family

of SLAM algorithms are likely to allow long range robot navigation [53]. Since the

motion of the robot and the data association problem can easily be parametrized as

a “graph” several Graph SLAM techniques are present in the literature [56]. The

most widely used technique to solve optimization problem for graph-based systems is

bundle adjustment [57]. For this reason, bundle adjustment has become the state-of-

the-art SLAM framework for visual SLAM [53] [7] [58].

There are several publications that explode bundle adjustment for feature-based

SLAM. The work of [12] is designed to operate on small areas and requires a clever

choice for ”keyframes” which needs to be tuned for specific applications [12]. More
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recent approaches employ relative bundle-adjustment as the main underlying estima-

tion method [7] [6]. However, most work requires the use of computationally expensive

feature extraction algorithms such as SIFT [32] and SURF [33] because the accuracy

of the feature location is fundamental for the algorithm operation. Another notable

proposed algorithm described in [8] employs Features from Accelerated Segment Test

(FAST) [59] corner extractor but uses SIFT when the reliability of the FAST estima-

tion degrades.

There is a large family of SLAM algorithms that employ variants of the Itera-

tive Closest Point (ICP) algorithm [60] [61]. While these techniques work in several

scenarios, the approach of this thesis is meant to operate also with stereo cameras

(where creating accurate point clouds might not be trivial and limited to the field of

view of cameras) and hence ICP based techniques are not explored in this thesis.

There is also a large family of work on using RGB-D cameras to achieve visual

SLAM. [10] [62] [63] [64] [9]. Most of these proposed algorithms employ assumptions

about the RGB-D sensor [10] that might not be valid for the general case of stereo

cameras/Flash-LIDAR. In this thesis, there is no assumptions in the measurement

model and hence the algorithms should be easily adapted to other sensors.

One of the most widely back-end techniques of feature-based SLAM systems is

some variation of Bundle adjustment [65] [8] [58]. The following subsection discuss

this technique in more detail.

2.3.1 Bundle adjustment

Bundle adjustment is the problem of minimizing the reprojection error between the

measured and predicted feature locations, which is expressed as the sum of squares

of nonlinear, real-valued function. Therefore, the solution for bundle adjustment is

often a nonlinear least-squares problem with a large number of variables. Bundle Ad-

justment solves for both motion and structure and has been used for several decades

as the main Structure for Motion (SFM) algorithm. In the case of visual odometry

and back-end systems, this algorithm will solve for the robot positions and the feature

positions as well. Recalling Equation 2.1, it is possible to rewrite it as:

xk
j = Ck ·Xj
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where Xj is a visible 3D point, visible by a camera with Ck camera matrix. xk
j is the

image point of the jth 3D point seen in the kth camera. The 3D point is generally the

centre of an extracted feature using the algorithms described in the sections above.

Mathematically, the goal of bundle adjustment is to find the set of camera matrices

and 3D points that minimizes the reprojection error. Assuming Gaussian noise in the

measurements, the maximum like-hood solution is:

arg minXj ,Ck

∑

k,j

d(Ĉk · X̂j, xk
j )

2
(2.11)

where d(x, y) denotes the euclidean distance between x and y. This minimization

problem contains a large number of parameters (each camera matrix has 11 parame-

ters and each point 3 parameters). In addition, there are several hundreds of features

and cameras. Hence, the optimization problem contains generally several thousand

parameters. It is possible to re-parametrize the basic bundle adjustment problem as

a standard non-linear least squares optimization problem. In order to achieve this, a

vector form for all the variables in the problem needs to be introduced. Figure 2.3 [6]

illustrates all the variables:

Figure 2.3: Bundle adjustment frame notation.

where F0 is the global inertial frame, Fk is a frame attached to the robot at time

k, xk is the vector representing the position of the robot at time k, pj,00 is the position

of feature j in the global inertial frame and zk,j is the measurement of feature j at

time k. Using the above definitions, it is possible to define the observation model of

a feature j at time k (the measurements are normally distributed):

zk,j = h(xk, p
j,0
0 ) + nk,j (2.12)
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where

nk,j = N(0, Rk,j) (2.13)

and N is a normal distribution with zero mean and covariance Rk,j. It is clear from

the equation above that the observation model is specific to 3D features but not to the

sensor used. It is now possible to derive the objective function of bundle adjustment.

The derivation comes from the negative log likehood of p(z|x, p) [7] [6]:

J =
K∑

k=1

M∑

j=1

(zk,j − h(xk, p
j,0
0 ))TR−1

k,j(zk,j − h(xk, p
j,0
0 )) (2.14)

where K is the number of robot poses and M is the number of features. Minimizing

the above objective function yields the maximum like-hood estimate [6]. The objective

function can be expressed as a matrix equation by defining the following intermediate

vectors (using only 2 features for brevity):

z = (z1,1, ..., zk,1, z1,2, ..., zK,M) (2.15)

x = (x1, ..., xK) (2.16)

p = p1,00 , ..., pM,0
0 (2.17)

h(x, p) = (h(x1, p
1,0
0 ), ..., h(xK , p

1,0
0 ), h(x1, p

2,0
0 ), ..., (h(xK , p

M,0
0 ) (2.18)

R =




R11

...

Rk,1

R1,2

...

RK,M




(2.19)
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Using the definitions above, the objective function can be re-written as:

J(z|x, p) = (z − h(x, p))TR−1(z − h(x, p)) (2.20)

Minimizing the objective function

There are several techniques to minimize the objective function.

Formally, the minimum of an objective function R
n → R is defined as follows: A

function has a local minimum at point x∗ if f(x∗) 6 f(x) and ||x ∗ −x|| < ε where ε

is a small number and ε < 0. A point x∗ is called a global minimum if f(x∗) < f(x)

for all x.

A necessary but not sufficient condition for a minimum at x∗ of a differentiable

function f: R
n → R is that the gradient at x∗ is zero: f ′(x∗) = 0. This concept

can be extended for a multidimensional function (such as the objective function in

question) by defining the gradient in Equation 2.21:

∇f(x) =

(
δf(x)

δx1

, ...,
δf(x)

δxn

)T

(2.21)

Using the definition in Equation2.21, the point x∗ might be a minimum of the

function if the gradient is equal to zero.

∇f(x∗) = 0 (2.22)

The goal of all non-linear optimization methods is to arrive at x∗. In order to arrive at

x∗, the parameter vector needs to be optimized iteratively. Defining the parameters

as βk where k is the iteration number, it is possible to write the optimization of the

parameters as:

βk+1 = βk +∆β (2.23)

where β0 is the initial guess and ∆β is the shift vector. The goal of all the different

minimization techniques is to find the ”best” ∆β that will reach x∗ quicker. In the

case of bundle adjustment(since the parameters of bundle adjustment are the robot

pose and feature position):
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∆β =



δx

δp


 (2.24)

The simplest technique to find ∆β is the gradient method. It is defined in Equa-

tion2.25:

∆β = −λkĴkF (βk) (2.25)

where λk is a positive step width that can be adjusted in each iteration. Ĵk is the

Jacobian of F and is defined as follows:

Ĵ(β) =




δf1(β)
δβ1

... δf1(β)
δβn

... ...

δfm(β)
δβ1

... δfm(β)
δβn




(2.26)

In order to guarantee that this method will reach a minimum λk must be small

and hence this method will take a long time to converge.

Another commonly used faster algorithm is the Gauss-Newton method. The

Gauss-Newton method uses the Taylor expansion to approximate the objective func-

tion. This method converges quadratically towards a local minima. For this reason,

it requires a good initial guess, has the potential of diverging on some cases and it

clearly is susceptible to local minima [66]. In order to best define this method, the

equation 2.20 is revisited. We can define x̄ and p̄ as the current robot pose and fea-

ture position. It is possible to linearise the objective function about its x̄ and p̄ using

Taylor’s expansion. The following equation shows the linearisation of the objective

function 2.20

J =


z − h(x, p)−

[
A B

]


δx

δp







T

R−1


z − h(x̄, p̄)−

[
A B

]


δx

δp







(2.27)

where:

A =
δh

δx x̄,p̄
(2.28)
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B =
δh

δp x̄,p̄

(2.29)

The A and B are the known as the Jacobians(or Ĵ as defined before). It is now

possible to take the derivative of J with respect to (δx, δp) and setting this to zero,

it is possible to find:



AT

BT


R−1

[
A B

]


δx

δp


 =



AT

BT


R−1(z − h(x̄, p̄)) (2.30)

The above equation can be re-written as:




ATR−1A ATR−1B

BTR−1A BTR−1B






δx

δp


 =




ATR−1(z − h(x̄, p̄))

BTR−1(z − h(x̄, p̄))




It is now possible to rename the above components as:




U W

W T V






δx

δp


 =



εa

εb


 (2.31)

The system of equations in 2.31 can now be solved for δx and δp. Another method

for finding out ∆β is the Levenberg-Marquardt algorithm. Equation 2.30 could be

rewritten as:

(ĴT
k Ĵk)∆β = −ĴT

k F (β(k))

This is the Gauss Newton method. The Levenberg-Marquardt method combines the

Gauss-Newton and the gradient descent method to overcome the divergence problem

of Gauss-Newton while keeping good speed. The shift vector ∆β is defined by:

∆β = −(ĴT
k Ĵk + λkI)

−1
ĴkF (βk) (2.32)

where λk is a damping factor adjusted in each iteration. If λk = 0, Equation2.32

becomes the Gauss-Newton method. If λk = inf then Equation2.32 becomes the

gradient descent method. For the first iteration, λk is set to a large value to begin

the iterations like the gradient descent method. As the solution gets closer to the
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minimum, λk is set to smaller values so it converges quicker to the minimum. The

iterations are stopped when a maximum number of iterations is reached or ∆β is

below a threshold.

The most time consuming step of both Gauss-Newton and Levenberg-Marquardt is

to compute the Ĵ . The following subsection describe the sparse nature of the Jacobian

and how this can be employed to speed up the computation of the Jacobian.

Sparse structure of Bundle adjustment

Recalling equation 2.31, it is possible to solve for δx and δp. It is clear to see that

the naive solution will be expensive due to the large number of features and poses.

However, since each equation depends only on one pose and one feature, the Jaco-

bians A and B are very sparse. Figure 2.4 [6] illustrates the Jacobians for a bundle

adjustment problem with three cameras and four features.

Figure 2.4: Sparse structure of the A and B Jacobians for a bundle adjustment
problem of three poses and four features.

Because of the sparsity of A and B, it is possible to prove that U and V are both

block diagonal [67]. For more information on a theoretical proof of this, please refer
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to [67]. One of the way to solve a spare system is to use the Schur complement. It is

possible to pre-multiply Equation 2.31 by the following matrix:




1 −WV −1

0 1


 (2.33)

Using Equation 2.33 on Equation 2.31, one can find:




U −WV −1W T 0

W T V






δx

δp


 =



εa −WV −1εb

εb


 (2.34)

From the equation 2.34 , one can note that δx solution is now decoupled from δp.

Since V is diagonal, it is not difficult to invert. The matrix U −WV −1W T is dense

but is small [67] [65]. Therefore, solving for δx is efficient to compute. After δx has

been found, this can be substituted back to find δp.

2.3.2 Graph SLAM

The goal of this thesis is to provide a back-end system with as little computational

load as possible. One SLAM system that employs small computationally load is the

graph SLAM approach where the camera poses computed by the visual odometry are

stored as nodes on a graph - hence the name graph-SLAM [23]. This approach is

used in a several visual SLAM systems [10] [68] [69]. In order to create the graph,

each new estimation is added as an edge to the graph and the edge constraints define

the following cost function: ∑

eij

|Ci − TeijCj|
2 (2.35)

where Teij is the transformation between the poses i and j and Cj is the camera pose at

the position j. Therefore, the pose-graph optimization searches for the camera poses

that will minimize the above cost function. The rotation part of the transformation

makes the cost function non-linear. Because of this non-linearity, it is common to use

the Levenberg-Marquardt technique for solving [10].
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Approach

3.1 Proposed Approach

This section will describe in the detail all the components of the proposed VSLAM

system.

3.1.1 System Overview

Figure 3.1 provides an overview of the VSLAM system.

Figure 3.1: System overview diagram

As described in the background section, most visual SLAM systems can be divided

into a front end and back end. The front end section estimates the relative motion

between the current frame and previous frames. This relative estimation can be aided

by the use of a wheel odometry and IMU. However, in this thesis, the Microsoft kinect

sensor is the only sensor employed (no IMU or odometry). The back end system

employs the estimated relative transformations and their associated uncertainties

to build a pose-graph of the robot’s traversal. Using the pose-graph, a maximum

25
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likehood optimization can be used to determine the most accurate traversal of the

robot. This optimization will also help to achieve loop-closure in the event that the

robot returns to a previously visited area.

3.1.2 Thesis requirements and implementation overview

The main goal of this thesis is to come up with an end-to-end visual SLAM solution

that can be utilized to compare different algorithms. The main design objectives are:

1. The algorithms used in this thesis must make the overall algorithm was light-

weight as possible since its designed to operate in a computationally constrained

system

2. The algorithm used must allow for modularity so that each section of the algo-

rithm can be evaluated differently.

3. The algorithm must provide an end-to-end solution and estimate robot motion

using the sensor provide.

Due to the requirements listed above, open source algorithms were employed whenever

possible to complete the thesis work in time. The following list explains the algorithms

used at each step”

� Feature detection: The SURF, BRISK and ORB algorithms used were obtained

from the OpenCV library [27].

� Feature description: The SURF, BRISK and ORB feature description algo-

rithms were obtained from the OpenCV library [27].

� Feature matching: The FLANN and Brute force (hamming distance) matching

algorithm were obtained from the OpenCV library [27].

� Outlier Rejection: The author was unable to find an implementation of

RANSAC that was suitable for this work. For this reason, the author fully

implemented a version of 3 point RANSAC. More details will be described in

the outlier rejection section of this section.

� Two-frame bundle adjustment: The LibG2O library was employed to imple-

ment two frame bundle adjustment. A significant amount of time was spent on
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understanding how to employ LibG2O for the purposes of bundle adjustment

and adding requirements between nodes and features.

� Graph-SLAM back-end: The LibG2O library was employed to generate the

graph and updated as needed. The implementation side of this thesis con-

centrated on how to best add nodes to the tree and interfacing with libG2O

library.

An important emphasis of this thesis was on the implementation section of the work.

A large amount of effort was placed on writing the software on a modular and clean

fashion in order to allow other algorithms such as feature detection, matching, outlier

rejection or local optimization algorithms to be tested with the overall system. This

modularity allows to characterize different algorithms for each of the processing steps.

Another important challenge faced in the implementation section of the thesis

was interfacing with sensors and interfacing of the different algorithms. Significant

time of the implementation was spent on understanding on how to best operate the

Microsoft Kinect sensor. As it will be explained in section 3.1.3, the kinect sensor

required synchronization between incoming frames, shadowing error checking and

averaging of depth values to be utilized in this thesis. In addition, the different open-

source libraries each have their own unique Application Programming Interface (API)

and assumptions about data variables. For example, the RANSAC algorithm coded

uses RMSE as the measurement of error and LibG2O uses the information matrix to

estimate error. A considerable amount of effort was involved in understanding their

API and ensuring that the proper data was provided to the algorithms.

The specific details of algorithms used will be described in the next subsections.

3.1.3 Kinect sensor calibration

The calibration of a standard pinhole camera was explained in the background section.

An in-depth review of the calibration and sensor models of the Kinect sensor can be

found in [70]. The Kinect sensor is essentially a infra-red laser emitter, an infra-red

camera and a RGB camera.
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Figure 3.2: Kinect sensor infrared depth sensing. a) Infrared image of the pattern
of speckles projected on a sample scene. b) The resulting depth image

The depth measurements use the triangulation method between the infra-red emit-

ter and the infra-red camera. The emitter projects a single beam with a diffraction

grating which produces a constant pattern of ”speckles” on the scene. The distance

to a certain object can be reconstructed from the shift in the speckle pattern [70].

The Kinect sensor provides a 640x480 disparity image as it can be seen in figure

3.2 [70]. In order to express the 3D coordinates of a certain point in the space, a

coordinate system at the base of the infra-red receiver needs to be defined. The Z

axis of this axis is orthogonal to the image plane facing towards the scene. The X

axis is perpendicular to the X axis in the direction of the baseline. Figure 3.3 [70]

illustrates the axis:

Figure 3.3: Illustration of the Microsoft kinect optical axis and how depth is mea-
sured.
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where b is the baseline, Zo is the distance to the reference place speckle and Zk is

the plane of the object being measured.

The Kinect sensor is modelled as a infrared camera without tangential lens dis-

tortion. From Figure 3.3, one can write:

d

f
=

D

Zk

(3.1)

where f is the focal length of the infra-red camera and D is the displacement of the

point k in object space. From similarity of triangles in Figure 3.3 one can obtain D

D

b
=

Zo − Zk

Zo

(3.2)

Therefore, Zk can be expressed as:

Zk =
Zo

1 + Zo

fb
d

(3.3)

Similarly, it is possible to define the X,Y coordinate of the point.

Xk = −
Zk

f
(xk − cx + δx) (3.4)

Yk = −
Zk

f
(yk − cy + δy) (3.5)

where xk and yk are the image coordinates of the point, cx, cy are the coordinates of

the principal point and δx, δy are corrections for lens distortion. The radial distortion

model described in the background section is used to calibrate δx, δy in this thesis.

Using the equations above, it is possible to compute the object (x, y,Depth) from the

original depth image. [70].

The calibration for the RGB camera on the kinect was carried out using the

equations described in the background section and the OpenCV camera calibration

tools. The widely used OpenCV calibrations tools were also employed to calibrate

the Kinect sensor. [71].

It is also necessary to model the noise on the measurements in order to create a

covariance matrix of the feature position (this is used for the bundle adjustment step

R matrix). The Kinect can have three main error sources: the measurement set-up,

the internal sensor error and the object surface [18]. Modelling the object surface is a
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difficult task since the environment cannot be pre-mapped and hence this error source

is ignored. The measurement set-up error refers to error in lighting and geometry of

the surface being measured. Since the environment is likely to have complex geometry

and changes in illumination, this type of error is also ignored. Therefore, the only

error that is modelled is a random error on the measurement. Once the calibration

parameters are accurately determined, one can define d′ is a random variable with

normal distribution representing the disparity. The variance of d′ is σ2
d′ . By applying

this variance of disparity, one can obtain the variance of the measurement as : [70].

σz = (
m

fb
)Z2σd′ (3.6)

where σd′ and σZ are the standard deviation of the measured disparity and the

standard deviation of the depth. Equation 3.6 clearly shows how the random error of

the depth is proportional to the square distance from the sensor to the object. Since

depth is also involved in calculation the object coordinates, the error in determining

X and Y also has the same second order growth with respect to the distance.

σx = (
mx

f 2b
)Z2σd′ (3.7)

σy = (
my

f 2b
)Z2σd′ (3.8)

Using the variances above, one can build the covariance matrix of estimated position

of a certain feature. Because there is no strong correlation between the X, Y and Z

variables, the covariance matrix for each feature is equal to:

Rfeature =




σ2
x 0 0

0 σ2
y 0

0 0 σ2
z




(3.9)

Shadowing error

Another important issue with the Kinect sensor that requires consideration is the

shadowing error due to the baseline between the infra-red emitter and infra-red cam-

era. An example of this shadow effect can be seen in Figure 3.4 [18].
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Figure 3.4: a) RGB image of a chair b) Depth image of the same chair. A shadow
image on the left of the chair (depth equal to 0). This occurs due to the relative
position of the infra-red emitter and the infra-red camera.

As it can be seen in Figure 3.4, the chair has a shadow to the left side. This

can cause serious estimation problems since the depth of any feature present on that

side will give an erroneous measurement. In addition, it is possible to prove that the

variance on the depth also changes rapidly near edges [18]. For the reasons above,

special care needs to be taken with features that appear near edges.

If the depth information of a certain feature is not present, the descriptor is

discarded. For all other descriptors, the average of the depth in the descriptor’s size

area is employed. This ensures that the depth is representative of the position of the

feature in actual space and makes the depth value used more resistant to potential

noise in the measurement.

3.1.4 Front End System

Once the Kinect camera has been calibrated, it is possible to use the incoming data

for motion estimation. The front end system has been designed around the stan-

dard visual odometry pipeline from stereo systems [22]. The goal of this algorithm

is to incrementally estimate the relative motion between incoming frames. Two cam-

era positions at adjacent time instants k − 1 and k are related by the rigid body

transformation Tk,k−1ε<
4x4 of the following form:

Tk,k−1 =




Rk,k−1 tk,k−1

0 1


 (3.10)

where Rk,k−1εSO(3) is the rotation matrix and tk,k−1ε<
3x1 is the translation vector.

Therefore, the main task of the front end will be to compute the relative transform

Tk,k1 from the images Ik and Ik−1.
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One of the most computationally expensive steps in visual odometry is the fea-

ture detection and feature descriptor extraction [8]. The goal in this thesis was to

employ a computationally inexpensive feature detector and extractor while keeping

the estimation accuracy similar to that of a system employing expensive feature de-

tection/extraction.

Feature Detection/description

Several feature detection and extraction algorithms were tested. Run-time and esti-

mation accuracy were used to evaluate different algorithms. Since SURF is proven

to provide similar results to SIFT [33], this work used SURF as the benchmark for

accuracy. This work also evaluated BRISK [35] and Oriented FAST and Rotated

BRIEF (ORB) [34]. While FAST has been employed in several visual SLAM sys-

tems, [12], [8], the ORB feature detector was preferred as it improves on the features

of FAST to add rotation invariance [34]. The feature descriptor algorithm used were

the same algorithm as the feature detection.

Feature matching

As part of the front end, each new incoming frame is matched to the previous frame. In

order to ensure that enough matches are available for the transformation estimation

step, the matching process for the BRISK and ORB algorithms is adaptive. One

can define each pose of the robot as Xn; the current frame of the robot as Xi and

the previous frame as Xj, the landmarks observed on each frame as Yn and their

respective descriptors as Dn . Each descriptor in Xi frame is compared to all the

descriptors in the Xj frame. For the SURF algorithm, the fast matching of binary

features algorithm [72] implemented in the Fast Library for Approximate Nearest

Neighbours (FLANN) is used. For the BRISK and ORB feature descriptors, a brute

force matching algorithm using the hamming distance is used (since these algorithms

have a binary feature descriptor). Only the K top matches of this process are stored.

After this step is completed, the ratio between the first and second top matches is

obtained as described in [32]. If the ratio is higher than a tunable parameter, the

match is stored and later employed for transformation estimation. For the SURF

detector, this ratio matching process produces enough matches for transformation

estimation (minimum of 10 matches).

However, for the BRISK and ORB algorithms, a extra adaptive step is required to
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produce enough good matches. A minimum-distance-multiplier is introduced. Firstly,

the global minimum distance between the keypoints is found. A potential match

is then considered as ”good” if the ratio between the first and second matches is

larger than the tunable ratio parameter or if the image-space distance is less than

the minimum-distance-multiplier multiplied by the minimum global distance. The

comparison process is then repeated by increasing the minimum-distance-multiplier

in every run until enough matches are obtained. This extra adaptive step greatly

improves the ability for BRISK and ORB to generate enough matches for the trans-

formation estimation step. The following algorithm describes the procedure explained

above.

Algorithm 1 Proposed Matching strategy for BRISK and ORB

1: procedure Matching BRISK and ORB

2: Compute k closest matches to all n features

3: minDistAll = Calculate minimum distance of all matches

4: numGoodMatches = 0

5: while numGoodMatches < TargetGoodMatches do

6: for iter < NumMatches do

7: minDist = Minimum distance to this feature

8: ratio = minDist/secondMinDist

9: if ratio > acceptRat OR minDist < minDistAll∗minDistMult then

10: Store this as a good match()

11: numGoodMatches++

12: if numGoodMatches < TargetGoodMatches then

13: minDistMulti+ = 0.5

14: numGoodMatches = 0

15: Return good matches

The minDistMulti parameter of 2.0 and the increment of 0.5 were determined

heuristically after several tests. These parameters should be adapted according the

scenes.

Outlier Rejection

The matching process produces several matches that are not always correct. In or-

der to reject outliers and estimate the rigid transformation between the consecutive
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frames the widely used 3-point RANSAC algorithm is used [44] [23]. Firstly, 3 random

matches are picked to produce a potential transformation. If the potential transfor-

mation is valid, the root mean square error (RMSE) of the euclidean distance be-

tween the transformation and all the matches is calculated. If the RMSE of a certain

match is above a tunable threshold, the match is considered an ”outlier” and removed

from the list of matches. The average of RMSE values for all inlier matches is then

compared against the average RMSE of the ”best” transform so far. This standard

RANSAC algorithm described above achieved good estimation results in when used

with SURF matches. It was observed however that just using the average RMSE

as a measure of the accuracy of the transform does not yield good results when us-

ing BRISK and ORB matches. Since the BRISK and ORB detectors will inherently

produce less matches with higher outliers, some false transformations created from

outliers will yield better average RMSE since the number of inliers was very low. For

this reason, the evaluation of the best transform in this thesis takes into consider-

ation both the average RMSE and the number of inliers as well. The idea is that

the ”best” transform should be the one with the lowest number of inliers and the

smallest average RMSE. A ∆Inlier variable was introduced in order to keep number

of inliers in consideration when comparing against the ”best” transform so far. The

final equations used are given by:

∆Inlier =
InlierNumbest

InlierNumcurr

(3.11)

RMSEcurr = RMSEcurr ∗∆Inlier (3.12)

The introduction of the ∆Inlier helped to reduce the number of false transforma-

tions with low inlier count and low average RMSE. The above RANSAC procedure

is summarized in a algorithm form:
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Algorithm 2 Proposed RANSAC

1: procedure RANSAC

2: while iter < NumIterations do

3: Select 3 random points

4: Compute transform from 3 points

5: if Transform = valid then

6: Compute Inliers and Error ()

7: ∆Inlier = Inlierbest/Inliercurr

8: RMSEcurr = RMSE ∗∆Inlier

9: if RMSEcurr < RMSEbest then

10: RMSEbest = RMSEcurr

11: Inlierbest = Inliercurr

12: iter+ = 1

Another important consideration of the RANSAC algorithm is the maximum num-

ber of iterations that it must run. The standard equation employed (as outlined in

the background section) is:

N =
log (1− p)

log (1− (1− ε)s)
(3.13)

Using a p = 0.99, s = 3 and ε = 0.5, the total number of iterations is 35. It is

recommended in practice to add a safety factor of 5-10 [23]. In this thesis, a safety

factor of 6 was employed. The total number of iterations is 210. (it is important to

note that this does have a large effect on performance since RANSAC is fast).

Once the initial transformation has been estimated, it is recommended in the liter-

ature to optimize the estimation further [22] in order to minimize the error introduce

by each consecutive estimation.

Transformation refinement

Despite the efforts to reject outliers, it is recommended to minimize the estimation

error in each consecutive estimation. The transformation estimation step provides a

good initial guess and further optimization can be carried out to improve the trans-

formation estimation. In this thesis, we use the approach followed by [62] dubbed

”Two-frame bundle Adjustment”. Once the RANSAC step is completed, a small
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bundle adjustment problem is setup between the current frame, the past frame and

the inlier features. In this thesis, the two-frame bundle adjustment optimization is

carried out using the Gauss-Newton approximation since a good initial estimate is

already present. Since the optimization in question only includes the 2 camera poses

and the inlier features, the Jacobian will exhibit a highly sparse block structure. This

sparsity is exploded to reduce computational load [57]. For more details regarding

sparse bundle adjustment, please read the background section.

The computational complexity of sparse bundle adjustment is O(m3+mn) where

m is the number of camera poses and n is the number of features [73]. In the case

of two-frame sparse bundle adjustment the fact there is only 2 camera poses greatly

reduces the computational complexity. The precise number changes according to the

number of matches between each camera pose. When adding the edges between the

camera poses or between camera poses and features position, it is required to add

the covariance matrix on the transformation. The libg2o library uses the information

matrix which is the inverse of the covariance matrix. The steps followed to achieve

the two-frame bundle adjust are:

1. Set the previous frame as a fixed frame on the two-frame graph

2. Create a new node in the graph and add the transformation as the edge con-

straint and add its covariance matrix

3. For each feature on the previous frame, add the transformation as an edge

between the previous frame and each feature. In addition, add the measurement

covariance matrix for each transform.

4. For each feature on the current frame, add the transformation as an edge be-

tween the current frame and each feature.

5. Run the Gauss Newton optimization to minimize the retro-projection error

The covariance matrix employed between the nodes and the features is the same as

explained in Equation 3.9.

In order to implement this optimization, the widely used g2o library was used [65].

As mentioned earlier, the Gauss-Newton method was employed since a good start

guess is present. The linear solver CHOLMOD was used to solve the system of

equations. There is no need to add the information matrix of the transformation

since it is provided as an estimate and used as an initial step in the optimization.
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3.1.5 Graph SLAM (back end)

Because of the computational requirements of this application, it is important to

keep the computation of the pose graph and its related optimization workload low.

In order to do this, only the pose of the robot along with its associated covariance are

kept on the pose graph. The 3D locations of the features are discarded unlike in the

two-frame sparse bundle adjustment optimization. As described in the background

section, the edges of the pose-graph have the following cost function:

∑

eij

|Ci − TeijCj|
2

where Teij is the transformation between the poses i and j and Cj is the camera

pose at the position j. Therefore, the pose-graph optimization searches the camera

poses that will minimize the above cost function. The rotation part of the transfor-

mation makes the cost function non-linear. In this thesis, the non-linear optimization

algorithm used to solve the pose-graph optimization is Levenberg-Marquardt. The

computational complexity of this graph optimization is O(m3) when m is the num-

ber of camera poses. This is faster than the standard bundle adjustment complexity

which equals to: O((m + n)3) or the sparse bundle adjustment O(m3 + mn) [73].

The implementation employed the library g2o which supports Levenberg-Marquardt

optimization [65]. The optimization was run until it reached a tunable parameter

chi2 of 0.01 was reached. The linear solver CHOLMOD was employed [65].

An important question is which of the incoming frames (coming at around 30Hz

from the sensor) should be added as node on the graph. If too many nodes are added,

the pose graph optimization will take a long time to complete. If too few nodes are

added, the optimization will not have enough information to properly optimize the

traverse and hence it will not correct any present errors. This problem is a very active

area of research in graph SLAM at the moment [74]. In this thesis, a two step process

is present. The first step include skipping the current frame if less than 10 frames

have passed between the current frame and the last frame that was added to the

tree as a node. Since each frame contains its ”Frame ID”, it is simple to check the

difference between the ”Frame ID” to determine whether 10 frames has passed. The

second step includes a simple tunable distance parameter. For each new incoming

frame with a successful transformation out of the front-end system, the euclidean
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distance to the previous node in the graph is computed. If this distance is larger than

a tunable parameter (0.1m in this case), the current frame is added as a node in the

tree.

Another important consideration when building the pose-graph is the choice of

the previous nodes. If a new incoming i node is linked against every single node

in the pose graph, the processing time will be greatly increased. In this thesis, a

configurable number of n edges are created for each new i frame (or node). The

challenge is to locate the n closest nodes that best represent the location of the new i

node. The directly previous nodes (i.e. i−1, i−2 ...) certainly provide a good match

for closest nodes to the new i node but they will not provide loop closure capabilities.

In this thesis, the m closest nodes have been chosen. m is a configurable parameter

set to 2 or 3 depending on the environment. In this case, m must be less than n.

Once the previous nodes have been added, it is necessary to try and locate which

other nodes are closest to the node in question. This step is generally known in the

SLAM literature as loop closure. There are several systems available in the literature

for loop closure detection. Most systems employ image recognition and appearance

based SLAM [75] [76]. However, these appearance-based SLAM systems are used for

very large navigation problems (several hundreds of kilometres).

In this thesis, a simpler graph-based approach is used. The goal is to detect

loop closure while keeping the processing as small as possible. A simple approach

is to look on the main graph for the closest nodes to the current node in question.

This approached was employed by [10]. This approach searches for k nodes in the

geodesic (graph-)neighbourhood of the previous nodes. In order to find these nodes,

the minimal spanning tree of limited depth (tunable parameter, set to 3 in this case)

from the pose graph, with the sequential predecessor as root node is computed. The

m previous nodes already selected are removed to avoid repetition. After this, only

k −m nodes are drawn randomly from the list of nodes in the minimum spamming

tree. This approach is capable of locating small loop closures as well as linking the

new node to further previous nodes. The parametersm and k can be tuned depending

on the experiment. In this thesis, m = 2 previous nodes are used and k = 3 geodesic

nodes are used. This accounts to a total of n = 5 edges for each new incoming node.

In order to estimate the transformation between the 5 nodes chosen to the current

node, the RANSAC algorithm described above is used. It is important to note that

the two-frame bundle adjustment step is not used since the initial transformation
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provided by RANSAC is good enough for the pose-graph.

In order to create edges, it is required that the information matrix of the new

edge (or transformation in this case) is present. In order to compute the informa-

tion matrix, a identity matrix multiplied by the RMSE2 of the transformation was

used. Since the information matrix is essentially the inverse of the covariance of the

measurement, the covariance matrix was inverted to obtain the information matrix.

In order to summarize, the steps followed to add a new edge to the graph are listed

below.

1. Receive the latest frame. If the transformation to the last frame is invalid, skip

the current frame

2. Check the current frame ID. If the current ”Frame ID” is less than 10 frames

after the latest node ”Frame ID”, skip the current frame.

3. Compute the distance of the current frame to the latest added node in the

graph. If the euclidean distance is less than 0.25, skip the current frame.

4. Pick the m previous nodes to the current node.

5. Create the minimum spamming tree from the graph with depth of 3 with the

i− 1 node as head. This will produce p nodes.

6. Remove m nodes from the p nodes

7. Pick k nodes from the p−m nodes at random. Create a list of nodes n where

n = k +m

8. Match the current node with the n nodes. Run RANSAC to reject outliers and

estimate motion.

9. Add only the nodes that RANSAC successfully estimated a transformation.

10. Create the information matrix for the current transformation. In order to com-

pute the information matrix, the covariance matrix is required. To obtain the

covariance matrix, a identity matrix multiplied by the RMSE2 from RANSAC

of the transformation was used:

Rtrans = RMSE2 ∗ I6
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The parametrization of the Se(3) transformation between the edges in libg2o

uses the (x,y,z,roll,pitch,yaw) parametrization and hence the dimension of the

covariance matrix. In order to obtain the information matrix, it is possible to

simply invert the covariance matrix.

11. Run the graph optimization

The optimization system uses the first node as the global reference frame. The min-

imum spamming tree helps locating nodes that might provide loop closure and the

depth on the spamming tree prevents the system from picking nodes that will not be

in the vicinity of the newly added node.

There are several systems employing a relative optimization system in order to

reduce the optimization time [7] [6]. In the work of [7], the global initial node approach

is used. Relative bundle adjustment is a complex algorithm and there is no open-

source implementation of this algorithm publicly available at the time of this thesis.
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Experiments

4.1 Experiments

This section discusses the experimental results. The first area used to test is an

indoor area with an office environment dubbed ”Carleton indoor” dataset. Figure 4.1

illustrates the tested environment.

Figure 4.1: Sample image from the office testing environment. The green arrows
represent the optical flow generated with the final matches once RANSAC has
removed outliers. (the feature detection/descriptor algorithm used was SURF)

In Figure 4.1, the feature flow be observed. Three features on the right side have

arrows displaying the direction of the feature flow. The feature flow refers to the

visualization of how a feature has moved between frames as analysed by the front-

end algorithm. The feature in question existed in a previous frame. The position of

41
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the feature in the previous frame is depicted by the tail of the arrow. The position

of the feature in the current frame is depicted by the end of the arrow. The rest of

features do not have a arrow head in order to preserve space.

A set of 30 images were captured sequentially to test the performance of the

algorithm. The images contain translations in all angles as well as rotations of up

to 30 degrees. Figure 4.2 illustrates the viewpoints of the images captured and their

order.

Figure 4.2: Carleton Indoor Dataset overview. The viewpoints are illustrated by
arrows and the sequence by numbers

It is important to note that this dataset was specifically gathered to test the ability

of the SLAM system for estimating rotation (each 22.5 degrees). A large rotation such

as 22.5 degrees causes almost 1/3 of the original image to be no longer available in the

next frame. The author attempted to create a dataset with 45 deg rotation (where

almost 2/3 of the image was no longer available in the next frame) and was unable to

recover a transform even when using SURF features. In addition, frame 30 provides

a test for the ”kidnapped” case where the previous frames do not have any relation

to the next frame. In this case, Frame 24 is the only frame that will provide a valid

transform to frame 30. To summarize, the Carleton dataset tests for the following

features of the algorithm:

1. Translation of 10cm

2. Rotation of 22.5 degrees (2/3 of the frame available for next image)
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3. Kidnapped robot case

4. Loop closure detection

The second area used for testing is a publicly available dataset described in [77].

The dataset used is the ”Freidburg-SLAM” dataset which was carried out using a

Pioneer P3DX Robot and a Microsoft Kinect. The calibration values for the Kinect

sensor were provided by [77]. This dataset also includes highly accurate ground-truth

data from a high-speed indoor localization system [77].

Figure 4.3: Sample image from the Freidburg dataset. The green arrows represent
the optical flow generated with the final matches once RANSAC has removed
outliers. (the feature detection/descriptor algorithm used was SURF)

As described above, this image also shows the feature flow of the front-end algo-

rithm. The arrow is only displayed on the features on the ground in order to preserve

space.

This dataset is much more challenging than the Carleton indoor dataset as this

dataset was gathered on-board a robot in an industrial/warehouse setting. This

dataset includes motion blur from the RBG sensor, sudden changes in lighting and

fast rotations which are not present in the Carleton indoor dataset. However, this

dataset contains all the data of the Kinect sensor and hence 20Hz of RGB and Depth

data is available. To summarize, the Freidburg dataset tests the following features of

the algorithm:

1. Kinect sensor mounted onboard a real robot
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2. Vibration from robot motion

3. Sudden changes in lighting as robot drives around warehouse

4. Loop closure as the robot comes back near the initial position

The main computer system employed for this work is a Core i7-2720QM @ 2.2Ghz.

The average MIPS of this processor at this speed is 109000 MIPs.

4.1.1 Implementation details

The main middle-ware used in this thesis was the Robot Operating System (ROS).

The version utilized was ROS Hydro release. In order to acquire the data, the drivers

used were the OpenNI drivers. Since the sensor uses two cameras, it is important to

ensure that the intensity images and depth images are synchronized. This is important

for the case of the Freidburg dataset since there are several cases where the images

can be unsynchronized to as much as 20ms. This can cause serious estimation errors

since the depth does not match the motion of the robot. For this reason, the ROS

message filter synchronizer class was employed to ensure that the incoming images

are at most 1 milisecond apart [78].

4.1.2 Kinect Sensor Calibration

As mentioned in the approach section, the Kinect camera and depth sensor values

were calibrated using the OpenCV calibration tools [71]. The following table outlines

the calibrated values from the Kinect camera utilized for the Carleton indoor dataset:



CHAPTER 4. EXPERIMENTS 45

Calibration Parameter IR camera RGB camera

Focal Length 5.423 4.895

Principal point offset in x (cx) 0.059 0.034

Principal point offset in y (cy) 0.037 -0.273

k1 radial coefficent 1.37e-3 -3.57e-3

k2 radial coefficent -1.72e-4 -4.23e-4

k3 radial coefficent -2.61e-5 -1.14e-6

T1 tangential coefficent -2.56e-3 -7.89e-5

T2 tangential coefficent 5.51e-4 -2.19e-4

Table 4.1: Calibration parameters for the infra-red camera RGB camera of the
Kinect sensor used in the indoor dataset

The calibration coefficients used in the Freidburg warehouse dataset are available

at [77].

4.1.3 Feature detection/descriptor timing comparison

As discussed above, the feature detection/descriptor step is the most computationally

expensive step. Figure 4.4 shows the feature detection and descriptor times for the

algorithms in question using the images captured.



CHAPTER 4. EXPERIMENTS 46

0

0.05

0.1

0.15

SURF BRISK ORB

T
im

e
 (

s
e
c
o
n
d
s
)

Feature detection time

0

0.02

0.04

0.06

0.08

0.1

0.12

SURF BRISK ORB

T
im

e
 (

s
e
c
o
n
d

s
)

Feature extraction time

Figure 4.4: Box plot of feature descriptor and detection time for SURF, BRISK
and ORB algorithms (Carleton indoor dataset)

As it can be seen in Figure 4.4, SURF is the most time consuming algorithm

both in terms of feature detection and descriptor was SURF. The BRISK and ORB

algorithms have similar processing times with BRISK being only slightly faster.

The feature description in the SURF step was also much more time consuming than

that of BRISK and ORB. Since the binary descriptor is part of the feature detection

step in BRISK, the time to describe the feature is very small [35] The average times

for both the Carleton indoor and Freidburg warehouse datasets are similar.
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4.1.4 Matching results

As described in the previous subsection, the matching step for BRISK and ORB uses

both the ratio between the closest features and the ”minimum distance multiplier”

test to ensure that enough matches are present for RANSAC. The results with and

without ”minimum distance multiplier” test are summarized in Table 4.2.

Matches MinDistMultiplier Algorithm

6.2 0 BRISK

21.3 3.1 BRISK

5.1 0 ORB

25.1 2.7 ORB

17.5 n/a SURF

Table 4.2: The effect of introducing the Minimum Distance Multiplier (MinDistMul-
tiplier) when finding the top matches for BRISK and ORB feature description
algorithms (Carleton indoor dataset)

In the above table, Matches is the average number of matches, the

MinDistMultiplier is the average of the minimum distance multiplier variable. The

minimum distance multiplier will start at 2.0 and increased by ∆ = 0.5 as more

matches are required. As it can be seen from the table above, the minimum distance

multiplier produces more matches that can later be filtered by RANSAC algorithm.

Table 4.3 summarizes the results of matching in the Freidburg dataset.
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Matches MinDistMultiplier Algorithm

5.3 0 BRISK

17.8 3.4 BRISK

4.8 0 ORB

18.9 2.9 ORB

20.4 n/a SURF

Table 4.3: The effect of introducing the Minimum Distance Multiplier (MinDistMul-
tiplier) when finding the top matches for BRISK and ORB feature description
algorithms (Freidburg dataset)

It is also possible to see from the tablet above that the MinDistMultiplier provided

enough matches for the Freidburg case as well. It is important to note that the

adaptive method did not negatively affected the computation of the matching step

since the process of comparing the binary matches is a very fast process.

4.1.5 Outlier Rejection and transformation refinement per-

formance

This subsection discusses the performance of the transformation estimation algorithm

using the standard RANSAC algorithm, the proposed inlier-based RANSAC algo-

rithm and the 2-frame local bundle adjustment refinement. In order to evaluate the

error, the widely employed relative pose error (RPE) equation is used [63]. Define the

sequence of poses of the estimated trajectory as P1, P2, P3, ..., PnεSE(3) of the motion

and the ground truth poses as G1, G2, G3, ..., GnεSE(3). The relative pose error at

time i can hence be defined as:

Ei = (G−1
i Gi+∆)

−1(P−1
i Pi+∆) (4.1)

transEi = trans(Ei) (4.2)
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where the ’trans’ function will extract only the translational error (discarding the

rotation error). From a sequence of n poses, it is possible to obtainm = n∆ individual

relative pose errors. The mean square error (RMSE) from the translation errors can

be computed as follows:

RMSE(transE) =

√√√√(
1

m

m∑

i=1

|trans(Ei)|2) (4.3)

Using the above equation, it is possible to measure the improvements provided

by the various modifications proposed in the work above. Table 4.4 summarizes the

results of the test with the different proposed modifications.

Algorithm RMSE Descriptor

RANSAC 0.021 SURF

RANSAC+Heur. 0.019 SURF

RANSAC+Heur.+2F-BA 0.017 SURF

RANSAC 0.042 BRISK

RANSAC+Heur. 0.033 BRISK

RANSAC+Heur.+2F-BA 0.025 BRISK

RANSAC 0.045 ORB

RANSAC+Heur. 0.041 ORB

RANSAC+Heur.+2F-BA 0.035 ORB

Table 4.4: Accuracy results for the front end system organized by feature descriptor
and algorithm variations (Carleton Indoor dataset)

In Table 4.4, the ”Heur.” implies the addition of the δ inlier heuristic to RANSAC

and ”2F-BA” is the two-frame bundle adjustment step. It is important to note that

for all descriptors used, the addition of the ”Inlier” heuristics improves upon the

initial RANSAC estimation. This improvement is certainly more noticeable in the

BRISK and ORB descriptors since this cases are more susceptible to large invalid
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transformations. It can also be seen that the two frame bundle adjustment step

improves the transformation but not very significantly. Another interesting result is

that BRISK actually performed better than ORB in the tests while still keeping the

computational load to a similar level. Figure 4.5 displays the average computational

time of the whole front end algorithm arranged by featured detector/extractor used:
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Figure 4.5: Processing time for each frame arranged by feature detection/descriptor
algorithm used.

Figure 4.5 shows how the RANSAC and the bundle adjustment step are the small-

est processing steps in the algorithm. The RANSAC algorithm took around 0.6 mil-

liseconds for all feature description algorithms. The two frame bundle adjustment

step also completed in an average of 2.5 milliseconds. The brute force matching

step for the BRISK and ORB algorithms completed in average 2.2 milliseconds while

the matching time for the SURF FLANN matching algorithm completed in average

11.5 milliseconds. Although FLANN is generally considered as a very fast matching

method [72], this matching still took longer than both ORB and BRISK due to the

large dimension of the SURF descriptor. This time study clearly shows how com-

pleting the extra Bundle adjustment step is worth the extra computation time as it

provides a better estimate for only 2.5 milliseconds of extra processing. Table 4.5
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shows the performance of the front end for the Freidburg dataset:

Algorithm RMSE Descriptor

RANSAC 0.044 SURF

RANSAC+Heur. 0.035 SURF

RANSAC+Heur.+2F-BA 0.032 SURF

RANSAC 0.048 BRISK

RANSAC+Heur. 0.038 BRISK

RANSAC+Heur.+2F-BA 0.035 BRISK

RANSAC 0.052 ORB

RANSAC+Heur. 0.041 ORB

RANSAC+Heur.+2F-BA 0.037 ORB

Table 4.5: Accuracy results for the front end system organized by feature descriptor
and algorithm variations (Freidburg dataset)

As it can be seen in Table 4.5, the performance in the Freidburg dataset is also

improved by adding the heuristics and the two-frame bundle adjustment steps. Sim-

ilarly, SURF performed the best and BRISK and ORB followed in accuracy.

4.1.6 Back end performance

The back end system was implemented in another thread than the front end system.

Figure 4.6 shows the processing time organized by image number.
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Figure 4.6: Processing time for the back end graph optimization arranged by image
number (Carleton indoor Dataset)

As expected, the overall execution time of the back-end grows with the number of

poses on the graph. At the end of the optimization, the number of nodes is 40 while

the number of edges was 190 (since each node has at most 5 edges). However, the

execution time remains close to 100ms. Figure 4.7 shows the optimization time for

the Freidburg dataset
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Figure 4.7: Processing time for the back end graph optimization arranged by image
number (Freidburg Dataset)

In the case of this dataset, 77 nodes were added to the main graph SLAM tree.

The total number of edges was 384 edges and the optimization near the end averaged

around 300ms. In order to evaluate the absolute error, the absolute trajectory error

(ATE) equation is used [63]. Define S as the transformation between the ground truth

to pose estimation initial offset. In addition, let us define the sequence of poses of the

estimated trajectory as P1, P2, P3, ..., PnεSE(3) of the motion and the ground truth

trajectory as G1, G2, G3, ..., GnεSE(3). The absolute trajectory error i can hence be

defined as:

Fi = (G−1
i SPi) (4.4)

As in the case of the relative pose error, the root mean square error is equal to:

RMSE(F1−n) = sqrt(
1

m

m∑

i=1

|trans(Fi)|
2) (4.5)

The final results organized by feature descriptor algorithm are summarized in Table

4.6.
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Descriptor RMSE (ATE) (m)

SURF 0.021

BRISK 0.027

ORB 0.035

Table 4.6: Back end SLAM system results organized by feature description algorithm
used (Carleton indoor dataset)

It is important to note that for all of the feature description algorithms, the pose-

graph back end was able to locate loop closure between frames 24 and frame 30 and

hence make the connection. In addition, the introduction of the back end reduced the

translational error for all feature descriptors as was shown on Table 4.6. Table 4.7

lists the results of applying the full algorithm in the Freidburg dataset. Only the first

65 seconds of the test were employed. It is clear that the position estimation of the

system proposed in this thesis is lower than that of the original dataset paper [10].

The original paper achieved an ATE RMSE of 0.02 in the case of the SURF feature

extractor. There are several optimizations proposed on [10] paper such as Kinect-

based beam measurement model to validate the estimation among others [10]. Since

this work attempts to make an algorithm that should operate with stereo cameras or

FLASH Lidar, the improvements proposed in [10] cannot be used.

Descriptor RMSE (ATE) (m)

SURF 0.025

BRISK 0.029

ORB 0.037

Table 4.7: System results organized by feature description algorithm used (Freidburg
SLAM dataset)

Figure 4.8 and Figure 4.9 show the results of applying the algorithm on the Frei-

dburg dataset.
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Figure 4.8: Results of applying our approach on the Freidburg SLAM dataset. (The
BRISK feature detector was employed)
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Figure 4.9: Results of applying our approach on the Freidburg SLAM dataset. (The
SURF feature detector was employed)

It is important to note that BRISK achieves comparable accuracy on this dataset

to the SURF feature descriptor. As it can be seen in Figure 4.8 and Figure 4.9, the

robot remains fairly close to the ground truth data (highlited as lines). It can be seen

that the robot tends to be bias towards to the left on the last straight line in both

4.8 and Figure 4.9.

The robot path has a more marked left bias on Figure 4.8 near the point (x=3,

y=0.5) and in the last straight line. The main reason behind this bias is the error

in relative estimation of the orientation of the robot. If a certain orientation relative

estimation was not correct and slightly biased towards the left, it is likely that the

following points will not match the ground truth and be biased towards the left. This

error in orientation causes the future estimation points to be biased towards the left.

As it can be seen in Figure 4.8, in the point at (x=4, y=2.5), the robot pose returns

slightly closer to the actual estimated position. This is likely due to another relative

estimation error but this time towards the right both in terms of orientation and

position error. The error remain relatively constrained until the last straight line in
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Figure 4.8 where the robot again is biased towards the left. Finally, once the robot

reaches the loop closure node near point (x=0, y=0), the estimation comes much

closer to the ground truth robot position.

In the case of Figure 4.9, the left bias is much less marked at the beginning of

the traverses. It is interesting to note that both algorithms have a left bias near the

point (x=3, y=0.5). In the case of Figure 4.9, the robot goes to a right bias nead the

point (x=4, 2.5). This is likely due to a sudden rotation at points (x=3, y=0.5) and

(x=4, 2.5); a sudden left rotation near (x=3, y=0.5) and sudden right rotation (x=4,

2.5). These rotations likely caused error in the estimation. Similarly to the case with

Figure 4.8, the estimation follows the ground truth closely once the robot comes back

to the loop closure position (0,0).
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Discussion

5.1 Results discussion

This section summarizes the results and discusses their implications with respect to

visual SLAM systems for exploration robots.

5.1.1 Front-end discussion

As it can be seen from Table 4.4, the heuristics employed in both the matching

strategy and the RANSAC algorithm helped to reduce the estimation error for the

front- end using BRISK and ORB feature detectors as well as SURF. This heuristics

made the BRISK feature detector be capable of producing an RPE RMSE of 3.3cm.

Furthermore, the two-frame bundle adjustment step improved on the intial estimate

for all feature detection algorithms. Notably, for the BRISK feature detector, the

RPE RMSE was 2.5cm after the two frame bundle adjustment. This implies that

BRISK was 7mm more error than SURF while being 5 times faster to compute.

In the case of the Freidburg dataset, the heuristics and the two frame bundle

adjustment also reduced the error and for the BRISK feature detector the final RPE

RMSE was 3.5cm. Unfortunately, the work in [10] did not include RPE results for

the front-end part of the algorithm. The main reported error numbers available on

the paper use the ATE RMSE metric [10].

It is also possible to compare the performance obtained to other algorithms pub-

lished. The visual odometer onboard the MER robots is described in detail in this

work [1]. Figure 5.1 [1] illustrates the performance of the algorithm when compared

to wheel odometry.

58
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Figure 5.1: Visual Odometry Error measured during a 2.45 meter drive using HAZ-
CAMs on the MER Surface System Testbed Lite rover.

The algorithm described above uses Harris Corners, RANSAC to reject outliers

and a motion estimation step uses a statistical estimation problem using robot and

feature landmark uncertainty. Unfortunately, the work in [1] does not include detailed

error analysis such as the RPE RMSE approached followed in this thesis and hence

comparing them directly is not possible. However, the ”Accumulated Error” metric

provided in Image 5.1 shows that the error in estimation of the visual odometer is

around 4cm during the traverse. The results obtained using the approached described

in this thesis are close to the results presented in [1].

The processing time of the algorithm described in [1] is not discussed in depth

in the publication. For this reason, it is also not possible to compare them directly.

However, the Harris corner feature detection algorithm used by [1] takes approxi-

mately 10ms while BRISK takes approximately 20ms in the computer system used

for this thesis. BRISK is a much more stable feature detector and descriptor which

should provide better accuracy for tracking and full visual SLAM. The stability of

BRISK also can allow for the front-end algorithm to be run less frequently which will

therefore decrease the computational load on the system. In addition, the work of [1]

keeps track of several features (in the several hundreds magnitude) which cause take

longer to computer RANSAC and other matching steps. In this work, a minimum of

20 matches can be employed to complete the outlier rejection and motion estimation

steps.

This time comparison shows that it is likely that the algorithm proposed in this
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thesis can be used on a computational constrained system since it takes a similar

time to complete as flight versions of the algorithm. Our proposed solution is also

considerable faster than proposed desktop versions of visual odometry algorithms [10]

[31] [9]

5.1.2 Back-end discussion

The back end system included in this thesis achieved loop closure in a traverse of

14.5 meters in under 300ms on the computer system in question. While this system

attempts to use as little computation as possible, it is necessary to compare the

currently added node to at least 5 other nodes as well as completing several checks

for the incoming frames. In addition, it is necessary to run the optimization of the

whole tree with respect to a reference frame. This computation time truly highlights

the difficulty of keeping processing power to a minimum in back-end SLAM systems.

The time to complete the optimization of 300ms with 80 nodes is not very long

when compared to 200ms of a single visual odometry processing step of most visual

odometry systems.

Most full bundle adjustment algorithms will take much longer to compute the final

solution than the solution proposed in this thesis. Most work in structure from motion

is designed to run off-line. However, there are several back-end SLAM algorithms

designed to run in constant time/limited processing such as [6] [7] (based on relative

bundle adjustment) or [79] (sliding window bundle adjustment). The aforementioned

algorithms are likely to perform better than the algorithm proposed in this thesis for

long traverses.

The results in this thesis are similar in terms of accuracy and timing to those

described in [10]. The approach in this thesis was heavily inspired in the work of [10]

and therefore the similarities are expected.

5.1.3 Future Work

There are several areas where the algorithm proposed can be improved.

1. The RANSAC algorithm employed was 3-point RANSAC. There are novel tech-

niques that reduce the number of RANSAC iterations by using 2-point RANSAC

and 1-point RANSAC. These improvements are possible due to the fact that
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the sensor is mounted on a mobile robot where the degrees of freedom are lim-

ited [45]. The number of iterations grows exponentially with the number of data

points to estimate and hence 1-point RANSAC will require much less processing

power when compared to 3-point RANSAC.

2. The RANSAC algorithm employed euclidean distance to compute the error

between the transformation proposal and the feature location. This technique

was employed for simplicity. In order to incorporate the uncertainty of the

measurements, it is possible to employ the Mahalanobis distance as opposed to

the Euclidean distance. This approach is followed by several publications [10]

[62].

3. It is clear from the experimentation section that running the two-frame bundle

adjustment step greatly helps to reduce the error of the front-end estimation.

However, several authors use windowed-local bundle adjustment as opposed to

just two-frame bundle adjustment [23] [57]. While this step might increase the

computational load, it will be interesting to evaluate whether or not the increase

in accuracy is worth the computational load.

4. The back-end system presented in this thesis runs on real-time and is relatively

inexpensive in terms of computation. However, there is large body of research in

the field of relative bundle adjustment [6] [8] [7]. It will be interesting to evaluate

relative bundle adjustment in this application. Unfortunately, at the time of

this thesis, there is no publicly available implementation of this algorithm and

the algorithm itself is rather complex to implement.

5. The algorithm designed and the implementation is highly modular. The soft-

ware was written so that any subcomponent can be swapped and hence allows

for testing of several feature extraction algorithms, matching strategies, outlier

rejection, etc. This will allow for easy testing of improvements of the system

6. The algorithm must be tested in an outdoor environment. Although Harris

corners and SURF have both been tested in outdoor environments similar to

those of space exploration missions [47] [6], BRISK and ORB should be tested

outdoor. In addition, the robustness of the whole algorithm will benefit greatly

from running some tests outdoors.
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Conclusion

6.1 Conclusion

In this thesis, a visual SLAM system for use on computationally constrained envi-

ronments has been presented. The front-end of the SLAM system evaluated different

feature description algorithms with the goal of reducing computation while keeping

the accuracy to an acceptable level. The feature descriptor BRISK [35] achieved a

RMSE error of 2.3cm on a small testing data. The accuracy of BRISK is comparable

to that of SURF while being one order of magnitude faster. The RANSAC algorithm

was used to estimate the frame-to-frame motion. The test for the best transformation

in RANSAC employed both the transformation fit and the number of inliers. This is

shown to reduce the transformation estimation error for BRISK and ORB feature de-

scriptors. Once RANSAC has estimated the initial motion, two-frame sparse bundle

adjustment is applied to the transformation and the inlier descriptors to further re-

fine the transformation. Finally, the transformation is sent to a back-end pose-graph

optimization system to further reduce the global drift and achieve loop closure. The

back end system is proven to decrease the pose errors and be capable of achieving

loop closure.

6.1.1 Contributions

The contributions of this thesis are listed below:

1. This thesis is the first visual SLAM system using BRISK as the main feature

detection and description algorithm: The author has been unable to see the

new BRISK algorithm being employed in the visual odometry literature. It has

62
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been proven in this thesis that BRISK achieve similar performance to complex

feature descriptors such as SURF. BRISK is an order of magnitude faster to

compute when compared to SURF (23ms for BRISK, 220 ms for SURF). The

RMSE translation error of the front-end with SURF was 0.017m while the

RMSE translation error with BRISK was 0.025m.

2. This thesis includes a dynamic matching strategy that ensures that enough good

matches are passed to the outlier rejection step: For robust feature descriptors

such as SURF and SIFT, the ”ratio-test” generates enough good matches for

transformation estimation in the experiments conducted. In the case of ORB

and BRISK the ”ratio-test” does not always provide enough good matches.

Therefore an adaptive matching strategy introduced a parameter called ”Mini-

mum Distance Multiplier” that allows matches that were closer than ”minimum

Distance Multiplier” multiplied by the Minimum distance of all matches. This

parameter will increment if more matches are required. This adaptive method

was proven to have no significant impact in the performance of the matching

algorithm.

3. This thesis modifies the standard RANSAC algorithm to account for the num-

ber of inliers on an specific model instead of only the RMSE error as most

implementations. For robust feature descriptors such as SURF and SIFT, the

standard RMSE test proved a good test to reject outliers. Since there were

many good matches with SURF and SIFT, the best transform had the lowest

RMSE error. In the case of ORB and BRISK, it was observed that only using

RMSE as test for fit will result in bogus transformations. For this reason, the

test for fitness included the number of inliers and the RMSE. This technique will

penalize transformation with few inliers which are likely to be bogus transfor-

mations. This extra step also increased the accuracy of SURF transformation

estimation.

4. This thesis presents a visual SLAM system using only a vision sensor that is

designed to run on computationally constrained systems. The visual SLAM

system presented runs on real time on a CPU. The front end uses computation-

ally inexpensive feature detection and descriptors while keeping good accuracy.

The back-end system uses also a computationally inexpensive graph SLAM im-

plementation that runs on real time and achieves loop closure.
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Appendix A

Sample images from Indoor Carleton

Dataset

The following images provide an illustration of the Carleton dataset and the feature

flow when testing the algorithm using the SURF feature detection and description

algorithm.
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