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Abstract

Global Optimization (GO) problems occur quite frequently in real-life applications,

but are very hard to solve. As a result there is an ever-growing demand to find effec-

tive, fast methods for solving GO problems. The goal of this research is to develop

algorithms that can quickly find good quality solutions to large-scale nonconvex GO

problems, which are the hardest form of GO problems. This research develops a fast

heuristic multistart algorithm for solving large-scale GO problems. The new heuristic

algorithm, Constraint Consensus Global Optimizer (CCGO), has two phases: global

and local. The global phase is an approximate search that quickly explores the vari-

able space using a variety of heuristics. The local phase launches local solvers from

the most promising points found in the global phase. CCGO has been specifically

designed to utilize the state-of-the-art hardware systems supporting concurrency in

software execution. The components of the new heuristic algorithm have been thor-

oughly examined via a number of experiments. The performance of the new heuristic

is then studied with respect to some state of the art complete and heuristic solver-

s. Empirical results show that the CCGO algorithm has an edge in runtime while

offering competitive solution quality. CCGO’s ability to find high-quality solutions

quickly makes it an attractive choice in both theory and practice: (a) practical ap-

plications that need a solution as quickly as possible can use CCGO to get one and

(b) optimization solvers that want to capitalize on an early incumbent solution can

use CCGO or its approximate search feature within their workflow.
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Chapter 1

Introduction

A Global Optimization (GO) problem involves modeling a system using continu-

ous variables. Such a problem also includes nonlinearity in the objective function

and/or constraints. This class of problems appears quite frequently in models of nat-

ural phenomenon, engineering, network design, and many other diverse areas. To

name a few, examples of GO problems are found in modeling biological processess

for metabolic engineering [5], predicting cellular activity in molecular biology [6],

resource-efficient structural design in aerodynamics [7], optimal design in chemical

processes [8], scheduling production in oil rigs [9], machining operations in manufac-

turing plants [10], portfolio optimization [11], network design for utility supply [12],

optimal synthesis of water systems [13], maximizing residual displacement from hy-

drocarbon reservoirs [14], and early prediction of a disease [15].

A GO problem however, is generally hard to solve since it includes the charac-

teristic of nonlinearity. GO problems can have nonconvex feasible regions (including

multiple disconnected feasible regions), and are known to be NP-Hard [16]. This

means that it is very unlikely that a polynomial-time algorithm exists for this class of

problems. The state-of-the-art complete approach to solve GO problem incorporates

ideas from both Linear Programming (LP) and Nonlinear Programming (NLP) [17].

Some complete GO algorithms linearize the objective and all nonlinear constraints

and then solve an LP approximation of the original problem; while some other algo-

rithms solve a series of nonlinear subproblems. In both cases however, a Branch and

Bound (B&B)-like framework is used to achieve an integer feasible solution. Due to

the intrinsic complexities and slowness of complete GO methods many heuristic algo-

rithms have also been designed that offer relatively quick solution but no guarantee

on the solution quality.

1
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The focus of this research is to find quick, approximate solutions for the hardest

type of GO problems: large-scale and nonconvex. This thesis designs a new heuristic

algorithm for large-scale GO. The proposed algorithm works in two stages. At first it

does an approximate search in the variable space, and then it launches local solvers

from a set of promising points. It has been designed to utilize the latest hardware

technology that supports software concurrency.

The proposed global optimization method uses an Initial Point Generator (IPG)

to generate a point-scatter within a selected area of a variable space. It then uses

Constraint Consensus (CC) [18] to move these points towards the feasible region

or regions. Previous work by Smith [19] thoroughly examined the effectiveness of

CC for finding and improving launch points for local solvers. The current research

simultaneously starts CC from points in the initial scatter. Next, CC end points

are grouped into clusters, typically at least one per feasible region when they are

disconnected, each of which is then improved by a new heuristic method called Simple

Search (SS). The combination of IPG, CC, clustering, SS, and re-clustering identifies

a few promising points from which multiple local solvers are launched. A serial version

of the algorithm is developed first, which is then tuned through several experiments,

and later on converted into a concurrent algorithm. Numerical results show the

effectiveness of the concurrent algorithm.

The remainder of this thesis is organized as follows: Chapter 2 presents back-

ground concepts needed for this work. Chapter 3 reviews the state-of-the-art tech-

niques for solving continuous global optimization problems as well as the software

available to date. Chapter 4 outlines the problem statement. Chapter 5 describes the

design of the new global algorithm by explaining its components and their interac-

tions. Chapter 6 describes the performance tuning experiments. Chapter 7 analyzes

the performance of the concurrent CCGO algorithm by comparison to some state-of-

the-art solvers on benchmark problems. Finally Chapter 8 provides conclusions and

suggestions for future work.



Chapter 2

Background

This chapter presents some basic concepts related to this research work. First, Sec-

tion 2.1 presents ideas and definitions concerning constrained optimization. Next, a

discussion about finding a local solution to a nonlinear program is given in Section 2.2.

Finally, Section 2.3 discusses the use of Constraint Consensus methods for finding a

feasible point.

2.1 Constrained Optimization

A constrained optimization problem deals with finding a point that gives the best

possible value of the objective function subject to constraints. Such a problem can

be mathematically formulated as:

min ormax f(x) (2.1)

s.t. gi(x){≤,=}0 for i = 1..m (2.2)

lj ≤ xj ≤ uj for j = 1..n (2.3)

Here x is a vector of n decision variables, whose elements could be integer- or

real-valued. This problem is said to be spanning an n-dimensional variable space.

The value of a decision variable is restricted within its upper and lower bound at any

feasible solution to the problem (Equation 2.3). These variable bounds define an n-

dimensional hyperbox, which is called the search space of the problem. The function

f(x) : Rn → R is called the objective function which is either to be maximized or

minimized. Functions g1(x) through gm(x) specify constraint functions that must

3



CHAPTER 2. BACKGROUND 4

be satisfied by a solution to this problem. These constraints could be of equality or

inequality types. In order to support subsequent discussion of the related literature

and our work, we also use the following terminologies.

If one or more of the objective functions or constraint functions has a nonlinear

form, the problem is called a nonlinear optimization or a Nonlinear Programming

(NLP) problem. On the other hand, if all functions are linear in the decision variables,

then it is called a linear optimization or Linear Programming (LP) problem. If there

are no constraint functions or variable bounds in the problem, then it is called an

unconstrained problem; otherwise it is a constrained problem. If only variable bounds

are specified, but no constraints, then it is called a bound-constrained problem.

If the optimum objective value is unbounded, i.e., increases towards either +∞
(for maximization) or -∞ (for minimization), the solution is unbounded. A point x is

feasible if it satisfies all constraints and bounds (Equations 2.2- 2.3). A feasible region

or feasible set is a collection of feasible points. A problem is feasible if it has at least

one feasible region. A feasible point x∗ is a local optimum if it has the best objective

function value in its neighborhood. Further, if a local solution has the best objective

value among all feasible points, it is called a global solution or a global optimum. Any

point not included in any feasible region of a problem is an infeasible point. The

violation vi of an inequality constraint gi(x) in Equation 2.2 is defined as

vi = max{0, gi(x)} (2.4)

For an equality constraint, the violation is

vi = |gi(x)| (2.5)

Normally the infeasibility of a point is calculated by considering the violation

value of one or more constraints. A problem that does not have a feasible region is

an infeasible problem. In general, a solver is software that tries to find an optimum

point for a problem. But for feasibility seeking problems (discussed in Section 2.3),

a solver only tries to find a feasible point. In this work, any reference to a ‘solution’

means a feasible point. For the sake of discussion henceforth a minimization problem

is assumed.



CHAPTER 2. BACKGROUND 5

Figure 2.1: Local vs. Global Maxima for a 1-variable Maximization [2]

Figure 2.2: Multiple Disconnected Feasible Regions [2]

2.2 Local vs. Global Optimization

A nonlinear problem may have multiple local minima, usually with different values

of the objective function, and may have multiple disconnected feasible regions. Local

optimization tries to find a local minimum. But there is absolutely no guarantee

that a local solver will find a feasible solution at all, even if one exists! Further, if

it finds a local minimum, it cannot identify whether a different local minimum with

smaller objective value exists elsewhere. Global optimization on the other hand, has

the goal of finding a global minimum point where the objective function value is

smaller than or equal to that of all other feasible points. This generally involves a

more rigorous search than a local optimization. Figure 2.1 shows multiple maxima

for a one-variable maximization problem. A local solver would get trapped in any

of these maxima. Figure 2.2 shows an example of how nonlinear constraints can

form disconnected feasible regions, making global optimization harder. Further, it is

computationally expensive to determine if a local minimum is also a global minimum,

in fact global optimization is known to be NP-Hard [16]. A review of the state of the

art of global optimization is given in Chapter 3.

Many of the classic local optimization methods were developed decades ago and
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have evolved over the years. One popular approach to solve a constrained problem

locally is to introduce a penalty term in the objective function and thereby convert

the original constrained problem into an unconstrained problem. The unconstrained

problem is then solved using a method for unconstrained minimization (see [20]). The

penalty term incurs high cost to the objective value for the violation of constraints of

the original problem. For example, consider the following minimization form of the

general problem shown in Section 2.1 (Equations 2.1- 2.3):

min f(x) (2.6)

s.t. gi(x) ≤ 0 for i = 1..k (2.7)

gi(x) = 0 for i = k + 1..m (2.8)

lj ≤ xj ≤ uj for j = 1..n (2.9)

Using the penalty term, the above constrained problem can be reformulated into

an unconstrained problem like:

min f p(x) = f(x) +
k∑

i=1

ri × ϕ(vi) +
m∑

i=k+1

ri × ω(vi) (2.10)

where ri’s are positive scalar parameters, vi’s are the constraint violations (Equa-

tions 2.4- 2.5), and ϕ and ω are functions involving the violation of inequality and

equality constraints respectively. The function f p(x) is known as the penalty function.

Many varieties of penalty function have been used in the literature (see [21], [22] for a

survey). The advantage of using a penalty function method is that the minimization

can start at points that are infeasible in the original model. On the other hand, the

barrier function method which uses a penalty-like barrier function, requires that the

search start from a feasible point relative to the inequality constraints. The barrier

function tries to prevent the point from moving towards the inequality constraints

while moving closer to satisfying the equality constraints. A barrier parameter µ

gradually reduces the penalty weight towards zero for inequality constraints, while

increasing it for equality constraints. A commonly used barrier term for an inequality

constraint (Equation 2.7) is:

B(x, µ) =
µ

gi(x)
1 ≤ i ≤ k (2.11)
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Because the above barrier term includes the reciprocal of an inequality constraint,

when any gi(x) : 1 ≤ i ≤ k is near zero, the barrier term becomes very large; and it

”blows up” at 0. Similarly a commonly used barrier term for an equality constraint

(Equation 2.9) is:

B(x, µ) =
[gi(x)]2
√
µ

k + 1 ≤ i ≤ m (2.12)

Hence the barrier term for an equality constraint decreases as gi(x) : k+1 ≤ i ≤ m

approaches to 0. Using Equation 2.11 and Equation 2.12, the constrained problem of

Equations. 2.6- 2.9 can be converted into the following unconstrained form:

min f b(x, µ) = f(x) +
k∑

i=1

µ

gi(x)
+

m∑
i=k+1

[gi(x)]2
√
µ

(2.13)

There are quite a few notable local solvers for large-scale NLP [23]. For example

IPOPT [24] is a very popular open source solver. It uses a barrier method and filter-

based line search. The use of a suitable filter controls its search process to move from

a location to a new position if one or both of the following occur: (i) improvement

in the objective value, or (ii) reduction in constraint violation. Knitro [25–27] is

a commercial solver which implements a barrier method and an active set method.

Knitro can be run in a multistart mode which supports searching from multiple

initial points. LOQO [28] is another open source solver that uses a barrier method.

Note that there are many other local solvers available that use different algorithms

like Generalized Reduced Gradient [29], Sequential Quadratic Programming [30], etc.

For a detailed survey on local optimization methods, refer to [31] and [32].

2.3 Feasibility Seeking via Constraint Consensus

Feasibility seeking methods try to find a point which is either feasible or close to a

feasible region in a constrained problem. This is in contrast with the general GO goal

of finding an optimal point. Given an arbitrary initial point, these methods iteratively

try to move it relatively close to a feasible region until a terminating condition such as

convergence to a feasible point is met. A point’s infeasibility, a measure of the degree

to which it violates constraints or bounds of the problem, can be measured by a metric

called feasibility distance, which is normally its Euclidean distance from the nearest

point in any feasible region. But finding the nearest feasible point is a computationally
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nontrivial task. This requires solving an optimization problem by itself. Hence the use

of this natural definition of the feasibility distance is time-consuming. Alternatively

one can define the feasibility distance as the distance between an infeasible point and

its orthogonal projection on the feasible region or on individual violated constraints

or bounds. One or more such projections are then intuitively used to find a new point

that is relatively closer to feasibility. This approach of reducing infeasibility is used

in many projection-based feasibility seeking methods such as those by Motzkin and

Schoenberg [33], Gubin et al. [34] and Censor [35].

Constraint consensus (CC) is a computationally inexpensive projection-based it-

erative method for seeking feasibility in NLPs [18]. Experiments with different CC

variants have proved its effectiveness for identifying feasible regions as well as increas-

ing the solver success rate in multistart methods [36,37]. In CC, each iteration begins

by calculating the orthogonal projection of the infeasible point onto each violated

constraint. For every such constraint CC creates a feasibility vector that extends

from the infeasible point to its closest feasible point on the violated constraint. For

a violated constraint CC uses the following definition for a feasibility vector w:

w =
−g(x)

||∇g(x)||2
×∇g(x) (2.14)

Here ∇g(x) is the gradient of a violated inequality constraint g(x). One thing

to note about the feasibility vector is that it is exact for a linear constraint but only

a linear approximation for a nonlinear constraint. After computing the feasibility

vectors, the original version of CC as shown in Algorithm 1 does component-wise

averaging similar to [35] over all feasibility vectors to create a consensus vector. Next,

the consensus vector is used to update the current point and thus the algorithm

enters into the next iteration. The algorithm terminates successfully if the length of

all feasibility vectors is less than a preset feasibility distance tolerance (α). It can

otherwise terminate unsuccessfully if the length of the consensus vector is less than a

preset movement tolerance (β). During each CC iteration NINF is the total number

of violated constraints, wij is the j-th component of the feasibility vector for the

i-th constraint, mj is the number of violated constraints that have variable xj as a

component, sumj is the sum of all wij’s obtained from all violated constraints, and

tj is the j-th component of the consensus vector.

There have been quite a few CC variants developed thus far. The early variants
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[36] differ mainly on the computation of the consensus vector. Two major categories

exist: feasibility distance based methods (FD-) and direction based methods (DB -).

Among the FD- methods, FDfar performs better [36]. It uses the longest feasibility

vector to generate the consensus vector. For each dimension, if the chosen feasibility

vector has a component, it is directly used in the consensus vector; otherwise the

consensus vector component is computed by the basic CC averaging.

The direction based CC variants work in a bit different way. In order to construct a

consensus vector, they identify whether to move in the positive or negative direction in

each dimension, and then calculate an appropriate step size along the chosen direction.

For example in DBavg, the direction (positive or negative) is chosen by looking at the

total count of feasibility vector components in both directions. The direction with the

maximum component count is the winning direction. The average over all feasibility

vector components in the winning direction gives the consensus vector component for

that dimension. The DBmax technique finds the winning direction in the same way.

But instead of averaging over multiple components, it selects the largest component

in the winning direction as the consensus vector component. Empirical results show

that the FDfar and DBmax methods outperform all early variants of CC [19].

Later CC variants propose changes to the definition of both feasibility and con-

sensus vectors [19]. Experiments by Smith et al. showed that two recent variants -

the SUM and the Augmentation methods - perform the best for NLPs among all CC

variants available to date [37]. In the SUM method, the summation of all feasibility

vectors is used as the consensus vector. The rationale is to retain the usefulness of

the FDfar method, yet to avoid the inherent cycling possibility in it. The Augmenta-

tion method skips computing pertinent gradient projections after every n iterations;

instead, it adjusts the last consensus vector (from the immediate previous iteration)

by an augmentation factor. This causes the point to move in the same direction as

in the immediate previous iteration. Refer to [19] and [36] for a review of other CC

variants.
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Algorithm 1 Basic Constraint Consensus [18]

Input: (i) a set of constraints, (ii) x: an initial point, (iii) α: feasibility distance
tolerance, (iv) β: movement tolerance, (v) itrmax: maximum number of iterations.

Output: x: a point (possibly having reduced infeasibility)
1: itr ← 0
2: while itr < itrmax do
3: NINF ← 0; for all j : mj ← 0, sumj ← 0
4: for every constraint gi do
5: if gi is violated then
6: Calculate wi and ||wi||
7: if ||wi|| > α then
8: NINF ← NINF + 1
9: for every variable xj in gi do

10: mj ← mj + 1; sumj ← sumj + wij

11: end for
12: end if
13: end if
14: end for
15: if NINF = 0 then
16: Exit successfully with x as a feasible solution
17: end if
18: for every variable xj do
19: if mj > 0 then
20: tj ← sumj

mj

21: else
22: tj ← 0
23: end if
24: end for
25: if ||t|| < β then
26: Exit unsuccessfully with x as an approximately feasible solution
27: end if
28: x← x + t
29: Optionally, reset x to respect any violated variable bounds
30: itr ← itr + 1
31: end while
32: Exit unsuccessfully with x as an approximately feasible solution



Chapter 3

State of the Art in Global Optimization of

Nonconvex Continuous Problems

This chapter discusses state-of-the-art global optimization techniques that are related

to the current work. The focus is on analyzing different techniques used in global op-

timization of nonconvex continuous problems. The difficulty in a nonconvex problem

mainly stems from the fact that it can have an unknown number of local optima

and/or global optima (all with the same objective value), and disconnected feasi-

ble regions. Theoretically, a general nonconvex GO problem is NP-hard [16] which

indicates that there is no polynomial time algorithm for a GO problem in an arbi-

trary dimension. In practice, state-of-the-art GO solvers find a solution within some

‘tolerance’, using varying levels of rigor.

Existing GO methods for a nonconvex continuous problem can be broadly cate-

gorized into two types: complete and approximate. The complete methods carry out

a more rigorous search than the approximate methods. This section discusses the

theory and state of the art of both complete and approximate methods that can be

used in general GO problems. For additional information the reader is referred to the

works in [3, 38–41]. For the sake of clarity, a minimization problem is assumed.

3.1 Complete Methods

Complete GO methods guarantee to find a global minimum for practical applications

within some reasonable accuracy given indefinitely long runtime. These methods do

an exhaustive search in a variable space. Hence generally they take more time than

the approximate solvers, but offer more certainty about the quality of the solution.

11
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Figure 3.1: Nonlinear Convex Underestimator

3.1.1 Space-Covering Methods

State-of-the-art complete methods predominantly use some form of space-covering

techniques to do an exhaustive search in a variable space. But the runtime require-

ment of these methods grows exponentially with model size [42]. These methods

generally work by implicitly considering every point in the variable space. This is

done by continually subdividing the variable space to eliminate regions that cannot

contain any feasible points or that cannot contain the optimum point. One key con-

cept for space-covering methods is to relax a nonconvex problem by using a convex

under- and/or concave over-estimator for each non-convex function in the original

formulation. Using these estimators the original problem is converted into its convex-

relaxed version, which then can be solved by a convex optimization technique. An

estimator can be linear or nonlinear. One key attribute of the estimator is that it is

optimistic; for example, every value on an under-estimator is no higher than the cor-

responding value on the actual function, but the closer the better. Figure 3.1 shows

a nonlinear convex underestimator fu(xi) for a univariate function f(xi). For all xi

within li ≤ xi ≤ ui, f(xi) ≥ fu(xi).

In a similar way a concave overestimator f o can be constructed to overestimate

a nonconvex function such that f(xi) ≤ f o ∀(xi), within li ≤ xi ≤ ui. However,
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generating effective estimators that closely approximate a nonconvex function in high

dimensional space is not trivial [43]. A few complete methods (like [3,44]) that use lin-

ear estimators, do some preprocessing before generating the convex relaxation. This

extra work involves reformulation of the original problem. In such a case, normally

the original problem is reformulated with the help of separable functions and/or fac-

torization. If the problem can be reformulated using separable functions, convex or

concave estimators are constructed for constituent univariate functions. In factoriza-

tion the original problem is reformulated using functions of simpler form for which

useful estimators can be found relatively easily. But factorization requires introduc-

ing some additional variables and new constraints. After the reformulation, a set of

linear inequalities can be used to outer-approximate the problem.

In order to explore a variable space, many complete methods use a special kind

of branch and bound called Spatial Branch and Bound (SB&B) [41], which gradually

subdivides the original variable space into smaller regions which are evaluated indi-

vidually. Each of these regions becomes a node in the branch and bound tree. If the

original problem is nonconvex, SB&B starts off by constructing a convex relaxation

of it. The solution to the relaxed problem gives a lower bound for the optimal value

of the original objective function. The original problem is then solved using a local

optimization technique (see Section 2.2) which gives an upper bound to the objective

function value. The difference between these two bounds is known as the relaxation

gap. If the bounds are quite close (i.e., less than a preset convergence tolerance),

the algorithm assumes that it has found a global minimum relative to that region.

Otherwise, some branching rules are applied which split the current problem into

new subproblems for further processing, and the process continues through successive

iterations. Unlike a branch and bound algorithm for a Mixed-Integer Linear Proram-

ming, branching in SB&B is performed on continuous variables. SB&B branching

involves the following major tasks:

i Node selection: The choice of a sub-region to solve determines the efficiency of

the SB&B algorithm. Normally if there are multiple unexplored sub-regions, then

a sub-region with the lowest value of the bounding function is chosen for solution

in the next iteration.

ii Branching variable selection: Normally a variable is chosen to branch on

such that the subdivision of its bounds could yield tight under-estimators in new

subproblems [45]. Many other schemes are possible too, like choosing a variable
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that has the maximum difference between its bounds.

iii Branching point selection: A branching point is chosen between the lower and

upper bound of the branching variable. Some common techniques for choosing

the branching point include: (a) the mid-point of the variable bound for the

branching variable (known as bisection rule); (b) the branching variable value

at the current relaxation optimum solution point (known as omega rule); (c) a

convex combination of the mid-point and the solution value.

One popular complete GO method that uses SB&B structure is Branch & Reduce

[3,42,45,46]. The current version of the Branch & Reduce method uses factorization

and linear relaxation of a nonconvex problem. In addition, it uses concepts from

constraint programming [47] to ‘reduce’ the bounds of problem variables beyond the

reductions that would occur in a regular branching of SB&B. This reduction is done

at two stages: before and after solving a subproblem. Once a subproblem is chosen

for solution, constituent constraints are checked to see if the range of any problem

variable can be reduced without losing any feasible solution. This has the potential to

achieve a tighter linear relaxation and thereby provide faster convergence. Next, after

solving a subproblem, sensitivity information [48] is used to see if the range of any

variable can be reduced without losing any optimal solution. The workflow of Branch

and Reduce is shown in Figure 3.2. Note that after solving a subproblem if the range

of any variable is ‘reduced’, the algorithm solves the current subproblem again with

new, tighter variable bounds. Similar bounds tightening techniques during, before,

and after solving a subproblem are also used by other researchers such as Smith and

Pantelides [49], and Belotti et al. [44].

Androulakis et al. [50] designed a complete SB&B method called αBB for non-

convex problems in which functions need to be either twice differentiable or have

to contain special structure (i.e., bilinear, trilinear, fractional, fractional trilinear).

During convex-relaxation, αBB uses a nonlinear under-estimator for a nonconvex

function. Then a local NLP solver is launched at each subproblem to find the lower

bound. In Branch & Contract [51] Zamora and Grossmann provide a bound tight-

ening/contraction scheme which is applied only to the variables that are part of a

nonconvex term.
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Figure 3.2: Branch & Reduce Method [3]
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3.2 Approximate Methods

Due to the expensive runtime requirement of a complete GO method, approximate

methods can be useful in some real-life applications. These techniques use intuitive

heuristics to explore a subset of points and terminate with the best solution found.

They normally run for a shorter length of time, and do not guarantee to find a global

minimum [52].

3.2.1 Multistart-based Methods

Multistart (MS)-based methods start the search for global optima from different

points in a variable space [53]. In its very basic form, a multistart method gener-

ates a random scatter of initial points, and launches a local solver from each of them.

This basic MS scheme can suffer from two basic problems: redundancy, and a lack

of coverage. If some of the initial points given to the local solver are located in the

same basin of attraction, the same local minimum may be found multiple times (re-

dundancy problem), which is a waste of time. At the same time, it is nontrivial to

identify all basins of attraction, hence always determining a good sample of initial

points that covers all basins is almost impossible (coverage problem).

State-of-the-art multistart methods use an improved version of the basic MS,

where a local solver is launched from some promising points only. These methods

operate in two phases: global and local. During the global phase a number of promising

points are identified, which is followed by the local phase wherein a local solver is

launched from all or a subset of those promising points. If multiple local minima

are found in the local phase, then a local minimum with lowest objective function

value is returned as the estimated global minimum. However, these two phases are

not always completely separated. For example, information obtained from the local

solver launches can influence where to search next in the global phase. In other words,

the phases can be alternated [54].

In order to mitigate the redundancy problem, some multistart methods [55–57]

use clustering techniques in the global phase to group points together into a number

of clusters. This is followed by the launch of the local solver only once within each

cluster in the local phase. Points can be clustered together based on metrics such as

the number of clusters required, distance between points, objective function value,

constraint violation, or a combination of any of them. Clustering can be done in two
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ways: top-down and bottom-up. In a top-down clustering approach, at first all points

are considered to be within a large cluster. A recursive routine then splits this initial

cluster until some terminating conditions are met. For example in the K-Means [58]

method a set of points can be partitioned into K clusters in the following four simple

steps:

i. Choose K random points and consider them as initial centroids of K clusters.

ii. Assign each non-centroid point to the cluster that has the closest centroid.

iii. When all points have been assigned, recalculate the positions of the K centroids.

iv. Repeat Steps ii and iii until the centroids no longer change.

Figure 3.3 shows one iteration of the K-Means clustering. In this method the num-

ber of clusters is defined by the value of ‘K’, not by the number of points. Further, this

method can have different clusters for different sets of starting points. Timmer [59]

showed that the K-Means method is less accurate than other clustering techniques.

Conversely in a bottom-up approach, in the beginning each point is considered an

individual cluster. Multiple clusters are combined through a recursive method until

termination. For example in the single-linkage [60] method with distance metric,

clustering is done based on a preset critical distance. Two clusters are combined if a

point in one cluster is separated from a point in the other cluster by a distance smaller

than the critical distance. This merging process repeats until one of the terminating

conditions is met, such as all points are in the same cluster, or all clusters are separated

by distances larger than the critical distance. Smith [19] have used single-linkage

clustering to suggest local solver launch point in a multistart GO. His method uses

uniform Latin Hypercube Sampling to get an initial scatter of points. These points

are then concentrated near promising areas of the variable space with Constraint

Consensus before the single-linkage clustering algorithm is applied. For a detailed

survey on clustering methods, refer to [61] and [62].

An alternative approach to mitigate the redundancy problem of multistart meth-

ods is to use some filtering heuristic in the global phase that can identify some promis-

ing local solver launch points from the initial point scatter. For example Ugray et

al. [54] have devised two filtering heuristics: merit-based and distance-based. The
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Figure 3.3: One Iteration of the K-Means Method [4]

(top-left) Starting with K=3 random points as centroids, (top-right) Assigning points to
the nearest centroid, (bottom-left) finding new centroids, (bottom-right) Final state ready

for new iteration.
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merit-based filter is used to identify points that have relatively better merit value.

The merit of a point x is defined as the following penalty function:

P (x,w) = f(x) +
m∑
i=1

wi × vi(gi(x)) (3.1)

where w is a vector of nonnegative penalty weights, vi(gi(x)) is the violation of

constraint gi. Points that have a merit value less than a threshold are accepted by

the merit filter. The distance-based filter is used to find points that are further away

from other points. It is assumed that points that are close together are likely to lead

to the same local minima. Points that rank well in both merit and distance filters are

considered promising for local solver launches.

3.2.2 Metaheuristics

Metaheuristic methods apply heuristics at multiple levels. These search techniques

were initially devised for unconstrained problems but through the use of a suitable

penalty function, these methods can also be used for otherwise constrained problems.

Besides being used as independent optimization methods (see [63, 64] for examples),

these can also be used as a useful first step to generate the initial scatter of points

within other methods [54]. Similar to the multistart-based heuristic methods (Sec-

tion 3.2.1), these methods do not guarantee to find a global minima. Terminating

conditions like runtime limit or no improvement of objective for a preset number of

iterations are common.

The Simulated Annealing (SA) method is based on the simulation of the cooling

process of heated metal, called annealing [65]. After starting from an arbitrary initial

point, it possibly moves to a new point in the search space based on a transition

function. If the new point has lower objective value, the current point is replaced.

However if it has a higher objective value, it may also accept that point based on a

time-dependent probability metric. In the beginning of the search process the chance

of accepting a worse point is higher, but this probability decreases over time. This

gives SA the potential to escape from local minima. Tabu search [66] is another

iterative method where a list of ‘tabu’ moves are defined for each iteration. The tabu

list is maintained in order to avoid cycling in the search and to improve the chance

of moving to less explored areas. During the search process the current location is



CHAPTER 3. GO OF NONCONVEX CONTINUOUS PROBLEMS 20

updated to the best non-tabu neighborhood point regardless of whether there is an

improvement of the objective value or not. As the location gets updated, so does the

tabu list.

Population-based metaheuristics mimic the process of biological evolution. For

example, Genetic Algorithms (GA) borrow ideas from genetics and natural reproduc-

tion and the evolution of living creatures [67]. In GA, an optimum solution evolves

through a series of generations. Each generation consists of a number of possible

solutions to the problem. The fitness of each solution within the generation is eval-

uated, and this influences the creation of the next generation. The next generation

can be generated through operations such as reproduction, crossover, and mutation.

Scatter Search [68] is another evolutionary metaheuristic that maintains a diverse set

of candidate solutions known as the Reference Set. During each iteration points in

a Reference Set are linearly combined to find better points which later replace the

worst points in the current set. Both GA and Scatter search try to find global optima

through diversity.

Ant Colony Optimization (ACO) [69] is derived from the behavior of ants that

travel between their colony and one or more food sources. When an ant finds a food

source, it leaves a trail of ‘markers’ or ‘pheromones’ on its way back to the colony.

Pheromones attract other ants, which follow the pheromone-laid tracks leading to

food with certain probability, and gradually fade over time, unless strengthened by

the passage of more ants. Two major things happen over time: (i) better paths

(shorter, faster, etc. depending on the objective function) are traveled more often -

this means a higher presence of pheromone, and an increased likelihood of more ants

following those paths. In a path optimization problem (like the Travelling Salesman

Problem [70]), the most frequently traveled paths can be taken as a solution; (ii) A

trail of pheromone can decay over time. When a food source is depleted, associated

paths are no longer followed by the ants. The decay of pheromone gradually removes

the paths.

3.3 Software State of the Art

This section presents common state-of-the-art solvers that can be used to solve mod-

erate to large-scale general GO problems. For a complete list of solvers, see [71].
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3.3.1 Complete Solvers

Branch and Reduce Optimization Navigator (BARON) provides a global solution to

nonconvex continuous and mixed-integer problems [3, 45, 46, 72]. BARON uses LP-

based relaxation to create an under-estimator of the nonconvex problem. Like any

B&B algorithm, the choice of a branching variable has an impact on the SB&B tree

structure and on the performance of BARON. Generally in BARON, the branching

variable is the one which contributes the most to the relaxation gap, i.e., the one

with the largest violation. Violation of each variable is computed based upon criteria

such as the ranges of the variables and the distance to the nearest variable bound

from its solution value. However, BARON has an option that allows the user to set a

priority on any variable during this variable selection process. The branching point is

chosen based on either: (i) Current relaxation solution (omega rule), or (ii) Midpoint

(bisection rule).

αBB is a general purpose global optimization software [50, 73]. This algorithm

assumes that the objective function and constraints are twice differentiable. αBB

follows a SB&B-based approach. At first it creates convex under-estimators for non-

convex functions. A user can supply the value of the α parameter for each variable,

and thus set how tight the under-estimator is. It uses a convex programming solver

to solve the relaxations. This algorithm does not do any domain reduction for the

decision variables. Before execution, a user also has to specify the set of decision

variables that might be considered for branching. These variables are typically the

ones that appear in at least one nonconvex term of the input functions. αBB takes

considerable time to execute because it solves an NLP on each branch of the B&B

tree.

Convex Over and Under ENvelopes for Nonlinear Estimation (Couenne) is an

open-source solver for finding global optima of continuous and mixed-integer problems

[44]. It has many similarities with BARON. Execution starts with reformulation and

linearization of the original problem. Like BARON, it uses both feasibility- and

optimality-based domain reduction for tighter relaxation. For selecting a branching

variable in SB&B, Couenne uses pseudo-cost for infeasibility of continuous variables.

For choosing a branching point, it has two options: (i) if a local optimum is known

a priori, then the current solution value for the branching variable is chosen as the

branching point; otherwise (ii) the branching point is set as a convex combination of:

value at optimum for branching variable (omega rule), and mid-point of its bounds
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(bisection rule).

Solving Constraint Integer Programs (SCIP) was originally developed to solve MIP

problems, but later on was extended for nonlinear problems [74,75]. It uses LP-based

relaxation, SB&B, and heuristics to find an early incumbent. Furthermore, SCIP uses

cutting plane techniques and variable domain reduction in each subproblem to reduce

the search tree. Linear, Interactive, Discrete Optimizer (LINDO) Global is another

SB&B method that uses LP-based [76] relaxation and cutting plane techniques. If

the solution to a relaxed problem is is not feasible in the original nonlinear problem,

LINDO creates two subproblems and this process continues. LINDO uses a multistart

method similar to [77] to find a heuristic solution when solving to global optimality

is costly.

Lipschitz Global Optimization (LGO) [78] provides a suite of global and local

methods. It includes heuristic presolvers, adaptive partitioning and SB&B, global

random search with single- and multi-start, and constrained local (reduced gradient)

optimization. LGO does not require any structural information about the model.

Even though LGO does not require any sub-solvers, GAMS/LGO can be used with

local solver CONOPT [79] to verify the solution. LGO has a limit of 3000 variables

or 2000 constraints.

3.3.2 Approximate Solvers

Knitro Multistart [80] is a highly regarded heuristic solver for global optimization.

The multistart mode is an improvement over its default single-start mode, which

returns only the first local optimum solution. In the multi-start mode Knitro solves

the original problem multiple times starting from different initial points. The initial

points are generated by randomly selecting components of x that satisfy lower and

upper bounds on the variables. The solution returned by Knitro Multistart can be

the best local optimum, or the best feasible point (if no local optimum found), or the

least infeasible point (if no feasible point found). When adequate hardware resources

are available the recent versions of Knitro Multistart algorithm can be run using

parallel threads. Knitro offers multiple algorithms. When set to defaults, it selects

an algorithm based on the problem characteristics.

Multi-Start NLP (MSNLP) [54] is a multistart method for global optimization. It

is a combination of heuristic and metaheuristic methods that are run in two phases.

In the first phase MSNLP finds a list of points using a variation of Scatter Search.
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These points are then ranked according to a merit and a distance filter. The top-

ranked points in the list are sequentially used in the second phase to launch a local

solver. The merit filter ensures that a point has a certain quality with respect to the

objective function value and constraint violations. The distance filter on the other

hand ensures that a point is not close to any previously chosen solver launch points.

The best found local solution is returned as the final solution. When set to defaults,

MSNLP uses the local solver SNOPT [81] (licensed) or LSGRG [82] (otherwise).

AIMMS Multistart [83] is a relatively new heuristic algorithm for global optimiza-

tion. It generates a scatter of initial points using a uniform distribution. These points

are then clustered together, and a distance filter is used to remove co-cluster points

that are less than cluster-radius apart from the center of the cluster. Next, a local

solver is launched in each cluster and the local solver solution is used to further win-

now the points in its cluster. AIMMS Multistart uses IPOPT as the default nonlinear

local solver.

Note that the metaheuristic methods discussed in Section 3.2.2 are not suitable for

solving large-scale constrained GO problems, though they are known to perform well

in targeted applications [84], especially in higher dimensions where a rigorous search

take a very long time. The only exception is Mixed Integer Distributed Ant Colony

Optimization (MIDACO) [85] that claims to solve small to medium sized continuous

GO problems.

3.4 Conclusion

Global optimization of a nonconvex continuous problem is a highly non-trivial task.

The complete GO methods guarantee to find global minima but are inherently slow.

These methods are useful in applications where finding a global minima is an ab-

solute necessity. But in many practical applications finding the globally best point

is desirable but not essential. For such problems, approximate methods are useful.

The most effective heuristic methods for GO are multistart methods that explore the

variable space in an intelligent manner to choose launch points for a local solver.
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Thesis Statement

The main aim of this research is to develop an algorithm that can solve large-scale non-

convex GO problems very quickly with reasonable accuracy. Large-scale nonconvex

problems are the most difficult category of global optimization problem, and gener-

ally are solved very slowly by complete solvers, or inaccurately by heuristic solvers.

There is no precise definition of a ‘large-scale’ GO, but in this work we assume that

large-scale models have a large number of constraints, in the order of hundreds or

thousands. A key design target is to solve GOs in relatively shorter time than by

state-of-the-art complete solvers. This means that a heuristic approach must be tak-

en. A second goal is then to provide solutions in times at least as good as existing

commercial heuristic solvers and with at least as good solution quality.

A new GO method will be useful since large-scale GO problems belong to the

hardest cohort of optimization problems, yet are the natural model for many physical

as well as scientific phenomena, and many of these systems are nonconvex. Due to the

advances in science and technology, and their wide-spread application in ubiquitous

computing, large-scale GO problems are becoming more and more common. For

example, current peer-to-peer computer networks are often large-scale, with tens of

thousands [86] up to millions [87] of users online - optimizing the dataflow or routing

in such computer networks would require methods, preferably online, that can re-

optimize the ever-changing network dynamics quite frequently. Here we generally

have only a time span between some ten milliseconds to some minutes to find a good

solution and will generally trade in optimality for speed. This thesis aims to develop

a fast method that can solve large-scale nonconvex GO problems quickly and return

a reasonable solution. It will be an added benefit if it is also effective for less difficult

classes of GO problems, such as those that have linear constraints or convex feasible

24
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regions.

State-of-the-art GO solvers do not scale well for large problems. It has been shown

in [88] that to-date there is no overall best GO solver that can handle general GO

problems well. The complete methods (Section 3.3), in general, solve many inter-

nal approximation problems such as generating convex relaxations, cutting planes,

bounds tightening, etc. - at each subproblem. All of these require a great deal of

computation, with each having unique challenges. For example, the equation for a

convex enclosure can be exponential in the number of problem dimensions [42]. Meth-

ods that use linear relaxation can suffer from large relaxation gaps, which means extra

work for the solver [89]. Also it is difficult to determine when to stop generating new

cuts. Multistart heuristic solvers, while generally faster, are sensitive to the selection

of the local solver launch points. An improved method for intelligently searching the

variable space in order to select the local solver launch points could greatly improve

the effectiveness of a multistart method. This is the research direction taken in this

thesis.

Some recent developments indicate that an effective new method for solving non-

convex GO could be created. CC-based methods have been used lately in some

applications, for example, to mutate a population-based metaheuristic [90], to find

strictly feasible points of linear matrix inequalities [91] and to generate starting values

before scaling in nonlinear data reconciliation [92], among others, proving its effec-

tiveness for seeking feasibility. Most importantly, CC-based methods can be used to

identify disjoint feasible regions in nonlinear models [56]. Another development is the

availability of cheap hardware that supports concurrency. The consistency of Moore’s

Law [93, 94] resulted in affordable multi-core and many-core systems over the past

decades, and concurrent processing became a commonplace in general purpose com-

puters. A GO method can benefit from concurrent processing to explore a variable

space.
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New Algorithms for Global Optimization

This chapter provides the design of a new heuristic algorithm for solving nonconvex

continuous global optimization problems. The main design goal is a global solver that

is quick yet finds reasonably good quality solutions compared to the state-of-the-art

solvers. The new heuristic, called Constraint Consensus Global Optimizer (CCGO),

is a multistart based method which operates in two phases: global phase and local

phase. In the global phase, CCGO quickly explores a variable space to identify some

promising local solver launch points that can lead to a global minimum. In the

local phase, multiple local solvers are launched from some promising points that are

identified in the global phase. Note that throughout this chapter a minimization

problem is assumed. Hence CCGO assumes that the minimum objective function

value obtained in the local phase is a global minimum.

This chapter first describes the core components of CCGO in Section 5.1. The

discussion on how these components integrate and interact with each other is given

in subsequent sections. A serial mode operation is described in Section 5.2. Next,

a concurrent version of CCGO is presented in Section 5.3. Section 5.4 describes

theoretical analysis on runtime requirements of CCGO.

5.1 Components of the CCGO Algorithm

The global phase of CCGO has four core components that execute one after another,

each providing input for the immediate next component. These are in order: Initial

Point Generator, Constraint Consensus, Cluster Builder, and Simple Search. The

global phase also includes heuristics to find some promising points to launch a local

solver. The local phase launches a local solver from each of those selected points. A

26
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detailed discussion of CCGO components is given in the following.

5.1.1 Initial Point Generator

The Initial Point Generator (IPG) is a new heuristic to provide a good sampling of

a promising area in the variable space. In broad terms, IPG does two basic actions:

creating a sub-region of the variable space called the Launch Box ; and sampling

within the Launch Box, ensuring a good coverage of it. The pseudocode for IPG is

given in Algorithm 1. The dimension of the problem, n, corresponds to the number

of variables. If a variable is unbounded or single-bounded, ∞ is used to represent the

unknown bound in the positive side, and −∞ is used to represent the unknown bound

in the negative side, as needed. IPG generates nipg clean points (see Section 5.1.1.2)

within a subspace of an n-dimensional space defined by the lower bounds l1, . . . , ln,

and upper bounds u1, . . . , un. One of the inputs to IPG is Xexcl which includes a

list of known points from previous rounds, and is used in Weighted Sampling (see

Section 5.1.1.2). The tasks of IPG are explained in the following sections.

5.1.1.1 Generating an Initial Launch Box

IPG generates an initial Launch Box (line 2) that has a smaller range than the original

variable bounds. IPG uses heuristics similar to the work of [95] for defining the Launch

Box. It is motivated by previous experiments on multistart methods for achieving

both feasibility [96] and optimality [97] which show that an initial Launch Box of

width between 2× 102 and 2× 104 , centered around zero, boosts the performance of

MSNLP. Further, empirical results provided by MacLeod [95] also suggest that the

vast majority of the test problems in the COCONUT benchmark [98] have a feasible

point within a Launch Box of width 2 × 104, centered around zero. IPG uses the

following heuristic rules to define the initial Launch Box:

i. If a variable is unbounded both below and above, box bounds are: (−104,+104)

ii. If a variable xj is bounded in one direction only:

a. For a given upper bound uj, box bounds are(uj − 2× 104, uj) if uj < 104

(−104,+104) otherwise
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b. For a given lower bound lj, box bounds are(lj, lj + 2× 104) if lj > −104

(−104,+104) otherwise

iii. If a variable xj has finite bounds in both directions, i.e., lower bound lj and upper

bound uj, box bounds are:(
uj+lj

2
− 104,

uj+lj
2

+ 104) if |uj − lj| > 2× 104

(lj, uj) otherwise

One should note that the size of the Launch Box can grow in subsequent CCGO

rounds (see Section 5.2 for a discussion on multiple rounds) from its initial size.

5.1.1.2 Generating Clean Points in Launch Box

IPG uses a new heuristic method to generate a collection of nipg clean points within

the Launch Box. Clean points are points that evaluate correctly (i.e. no overflow,

underflow or other numeric errors); further discussion follows later. Generating clean

point involves three major tasks. The first task is pre-processing, where IPG gen-

erates primary scatter by either Latin Hypercube Sampling (LHS) [99] or Weighted

Sampling(WS)- depending on the round of CCGO (Lines 10-14). The second task is

processing for clean points (Lines 15- 32), where IPG finds clean points in a scatter,

saving information about clean points in Xclean, constraints that fail to evaluate in

Gu, and variables that appear in those constraints in V u. It also builds up a scatter-

history in Xexcl for later use in WS. The third and final task is post-processing, where

IPG does Launch Box reduction (Lines 33-44) or a further search for clean points

by a secondary scatter (Lines 45-65) - as applicable. A detailed discussion of these

subtasks is given below.

Pre-processing: Primary Scatter by Latin Hypercube Sampling

One option for IPG to generate a primary scatter is through Latin Hypercube Sam-

pling. Algorithm 2 shows pseudocode for LHS, which is a controlled randomization

within the Launch Box. LHS considers each Launch Box-dimension as a collection

of nlhs disjoint value-ranges (henceforth referred as segments), using boundaries bj,
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∀j : j = 1..nlhs + 1. IPG samples from each of these segments once in the set of

generated points. To do that, IPG runs nlhs iterations, each randomly selecting a

segment that has not been selected before, in each dimension. It then takes a random

value between the selected segment’s lower and upper limit as the coordinate value

in generating a point.

IPG uses two forms of LHS: uniform and nonuniform. In case of uniform LHS,

segment boundaries in a dimension are set at equal distance. For example, if the

Launch Box width corresponding to variable j has a lower bound lj and upper bound

uj, then the size of a segment in dimension j is

segSizej =
uj − lj
nlhs

(5.1)

On the other hand, in nonuniform LHS, segments in a dimension can be unequal. IPG

considers that the area near 0 is important, so in order to be able to sample more in

that area, it creates more segments near 0. IPG defines the following heuristics for

generating segments in a nonuniform LHS:

i. It maintains a bounds array= {0.1, 1, 10, 100}.

ii. If a variable j ranges over both positive and negative side, the number of segments

on each side depends on their size-ratio. If |bmax
j | is the magnitude of the extreme

value on the smaller side, then total number of segments on the smaller side is

bnlhs ×
|bmax

j |
uj − lj

c (5.2)

The remainder of the segments are generated on the larger side.

iii. For generating segment boundaries in dimension j, IPG starts off by drawing

segment sizes from the bounds array, until the drawn size is less than or equal to

segSizej (Eq. 5.1). When the next-to-be-drawn size is larger than segSizej, the

remainder segment boundaries are set at equal interval instead. The following

rules guide nonuniform segment generation in IPG:

a. For lj > 0: Generate segment boundaries by starting from lj. Set the last

segment boundary at uj when the number of segments needed is less than 5.

b. For uj < 0: Generate segment boundaries by starting from uj. Set the last

segment boundary at lj when the number of segments needed is less than 5.
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c. For lj < 0 < uj: Generate segment boundaries at the smaller side first, by

starting from 0; and then on the larger side, again starting from 0. Execute

steps similar to the above to generate segments on individual side. The only

exception is when segSizej ≥ 0.1 but the smaller side is less than 0.1 in

magnitude. In that case generate one segment on the smaller side.

d. On an extreme case, when segSizej ≤ 0.1, segment boundaries are set at

segSizej interval.

Pre-processing: Primary Scatter by Weighted Sampling

After the initial CCGO round, a second option for IPG to a generate primary scatter

is by Weighted Sampling (WS). In contrast to LHS which is stateless, generating a

point-scatter in WS is a stateful operation. The basic principal in WS is to make use

of the information available from the previous rounds. WS samples more from the

areas of a variable space that have been explored relatively less in the past.

Algorithm 3 lists the pseudocode for WS. One of the inputs to WS is Xexcl which

includes previous rounds’ IPG clean and unclean points as well as Simple Search (see

Section 5.1.4) output points. The reason to add unclean points in Xexcl is to avoid

the segments that are more likely to cause constraint evaluation errors during WS

sampling. The Launch Box used in WS can be larger than the initial size so that

it tightly encloses Simple Search output points of Xexcl. WS divides each dimension

of the Launch Box into nws uniform segments; and uses Xexcl to calculate segment

selection probability for each segment. The probability for a segment is inversely

proportional to the frequency at which it has been sampled before. If for dimension

j, f 1
j , . . . , f

nws

j are past sample frequencies for segments 1, . . . , nws respectively, then

the selection probability for segment k ≤ nws,

pkj =

nws∑
c=1

f c
j − fk

j

nws∑
c=1

(
nws∑
c=1

f c
j − fk

j )

(5.3)

Figure 5.1 shows an small example of how the segment selection probabilities are

calculated in dimension j. Note that in this figure a point coordinate is enlarged

for visualization, but in reality the Launch Box tightly encloses the points in Xexcl.

In this example there are just 4 segments per axis and Xexcl includes 8 points that
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Figure 5.1: Example of Segment Probability Calculation in Weighted Sampling

are distributed in dimension j as follows: 2 in first segment (f 1
j = 2), 3 in second

segment (f 2
j = 3), 2 in third segment (f 3

j = 2), 1 in fourth segment (f 4
j = 1). So

4∑
c=1

f c
j = 2 + 3 + 2 + 1 = 8 and the segment selection probabilities are:

p1j =

4∑
c=1

f c
j − f 1

j

4∑
c=1

(
4∑

c=1

f c
j − f 1

j )

=
8− 2

(8− 2) + (8− 3) + (8− 2) + (8− 1)
=

6

24
= 0.25

p2j =

4∑
c=1

f c
j − f 2

j

4∑
c=1

(
4∑

c=1

f c
j − f 2

j )

=
8− 3

(8− 2) + (8− 3) + (8− 2) + (8− 1)
=

5

24
= 0.21
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p3j =

4∑
c=1

f c
j − f 3

j

4∑
c=1

(
4∑

c=1

f c
j − f 3

j )

=
8− 2

(8− 2) + (8− 3) + (8− 2) + (8− 1)
=

6

24
= 0.25

p4j =

4∑
c=1

f c
j − f 4

j

4∑
c=1

(
4∑

c=1

f c
j − f 4

j )

=
8− 1

(8− 2) + (8− 3) + (8− 2) + (8− 1)
=

7

24
= 0.29

When generating a point, after a segment k is selected with probability pkj , a random

value between its lower and upper limits is taken as the coordinate value.

Processing for Clean Points

A point is considered clean if IPG can evaluate all constraints at that point. Lines

15- 32 of Algorithm 1 list steps related to the processing and the collection of clean

points in a primary scatter. IPG identifies a set of constraints, Gu, that could not

be evaluated for at least one scatter point. Given a point xtemp, IPG starts off by

evaluating constraints in Gu at that point, nonlinear constraints first, then other

constraints. This ordering stems from the consideration that constraints that failed

previously are more likely to fail again; and nonlinear constraints are more likely to

fail than linear constraints. If a point is going to fail, then it is more efficient to detect

this early. If all constraints in Gu can be evaluated at xtemp, constraints in G \ Gu

are evaluated next (nonlinear constraints first). If the evaluation of a constraint in

G \ Gu fails, it gets added to Gu, and all variables appearing in that constraint are

included in set V u. Otherwise xtemp is added to the set of clean points. Further,

xtemp is also added to Xexcl for use in WS.

Post-processing: Box Adjustment

In the event that IPG does not find any clean point from a primary scatter, it shrinks



CHAPTER 5. NEW ALGORITHMS FOR GLOBAL OPTIMIZATION 33

the active Launch Box by 25% on dimensions corresponding to the elements in V u

(Lines 33- 44). For a positive-only dimension the reduction happens on the upper

limit whereas for a negative-only dimension the reduction happens on the lower limit.

In all other cases both limits are reduced at 12.5%. If any reduced dimension becomes

smaller than 10% of its initial width, the entire Launch Box is reset back to the initial

size.

Post-processing: Secondary Scatter by Uniform LHS for Speedup

IPG generates a secondary scatter if the current primary scatter found two or more

clean points, but the total number of clean points found for the current CCGO round

is less than nipg (Lines 48- 64). IPG uses this in an effort to speed up its search for

clean points. IPG runs a uniform LHS to generate a secondary scatter within the

tightest Box surrounding the primary scatter’s clean points. Uniform LHS is chosen

as the speedup procedure due to its design simplicity (as opposed to WS) and its

ability to evenly sample within the Box (as opposed to nonuniform LHS).

5.1.2 Point Improvement via Constraint Consensus

The Constraint Consensus method as described in Section 2.3 is very effective in

moving from an initial point to a point which is relatively close to feasibility. If run

from multiple start points throughout the variable space, CC output points help to

identify potential feasible regions. This concept has been used in previous CC-based

multistart methods [56]. In a similar way, CCGO uses CC as a useful first step. The

CC component moves an arbitrary set of initial points to points near to one or more

feasible regions. This has an obvious impact on CCGO since searching for global

optimality from a point near to feasibility has the potential to reduce the overall

search effort compared to what would have been required if the same search were to

start from an arbitrary infeasible point.

One important aspect of CC is that it is inherently parallelizable. Multiple in-

stances of CC can run in parallel without interfering with each other. Running CC in

parallel can naturally speed up the solution process in a multistart method. However

no solver to date has tried to use CC in parallel.
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Algorithm 1 Initial Point Generator

Input: (i) nipg: number of initial points required, (ii) n: dimension of the problem,
(iii) L (l1, . . . , ln): set of lower bound values, (iv) U (u1, . . . , un): set of upper
bound values, (v) G: set of all binding constraints, (v) Xexcl: set of exclusion
points, can be empty.

Output: X ipg: set of nipg points
1: Initialize: ptsToGo← nipg, itr ← 0, X ipg ← ∅, V u ← ∅, Gu ← ∅
2: (Llaunch, U launch)← Launch Box with bounds (llaunchj , ulaunchj ) for ∀j : j = 1..n
3: if itr = 0 then
4: for j = 1..n do
5: gapinitj ← ulaunchj − llaunchj

6: end for
7: end if
8: while ptsToGo > 0 do
9: X temp ← ∅, Xclean ← ∅

10: if this is the first round of CCGO then
11: X temp ← Run Alg. 2 to get ptsToGo points
12: else
13: X temp ← Run Alg. 2 or Alg. 3 to get ptsToGo points
14: end if
15: for each point xtemp ∈ X temp do
16: for each constraint gi ∈ Gu, (try nonlinear first) do
17: if gi(x

temp) cannot be evaluated then
18: goto line 31
19: end if
20: end for
21: for each constraint gi ∈ G \Gu, (try nonlinear first) do
22: if gi(x

temp) cannot be evaluated then
23: Gu ← Gu ∪ {gi}
24: for each variable xj in gi do
25: V u ← V u ∪ {xj}
26: end for
27: goto line 31
28: end if
29: end for
30: Xclean ← Xclean ∪ {xtemp}
31: Xexcl ← Xexcl ∪ {xtemp}
32: end for
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33: if |Xclean| = 0 then
34: for ∀j : xj ∈ V u do
35: gapactivej ← ulaunchj − llaunchj

36: if llaunchj > 0 then ulaunchj ← ulaunchj − gapactivej × 0.25

37: else if ulaunchj < 0 then llaunchj ← llaunchj + gapactivej × 0.25

38: else
39: ulaunchj ← ulaunchj − gapactivej × 0.125

40: llaunchj ← llaunchj + gapactivej × 0.125

41: end if
42: if (ulaunchj − llaunchj ) < 0.1× gapinitj then go to line 2

43: end if
44: end for
45: else
46: X ipg ← X ipg ∪Xclean

47: ptsToGo← ptsToGo− |Xclean|
48: if |Xclean| ≥ 2 then
49: X temp ← ∅
50: (Lclean, U clean)← The tightest Box containing all points in Xclean

51: X temp ← Run Alg. 2 to get min(ptsToGo, |Xclean|) points within
52: the Box (Lclean, U clean)
53: for each point xtemp ∈ X temp \Xclean do
54: Xexcl ← Xexcl ∪ {xtemp}
55: if all constraints in Gu (nonlinear constraints first) can
56: be evaluated at xtemp then
57: if all constraints in G \Gu (nonlinear constraints first) can
58: be evaluated at xtemp then
59: X ipg ← X ipg ∪ {xtemp}
60: ptsToGo← ptsToGo− 1
61: end if
62: end if
63: end for
64: end if
65: end if
66: itr ← itr + 1
67: end while
68: return X ipg
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Algorithm 2 Latin Hypercube Sampling

Input: (i) nlhs: number of initial points required, (ii) n: dimension of the problem,
(iii) L (l1, . . . , ln): set of lower bound values, (iv) U (u1, . . . , un): set of upper
bound values, (v) isUniform: boolean value.

Output: X lhs: set of nlhs points
1: Initialize: c← nlhs, X lhs ← ∅,
2: for j in 1..n do
3: INDICESj ← {k : k = 1..c}
4: if isUniform = true then
5: Find c+ 1 segment-boundaries: b1j , . . . , bc+1

j yielding c segments such that:

6: b1j = lj, b
c+1
j = uj and each segment is segSizej (see Eq. 5.1) wide

7: else
8: Find c+1 non-uniform segment-boundaries: b1j , . . . , bc+1

j yielding c segments

9: using heuristics mentioned in Section 5.1.1.2
10: end if
11: end for
12: for k in 1..c do
13: for j in 1..n do
14: idx← a randomly chosen element from INDICESj

15: xlhsj ← a random value between bidxj and bidx+1
j

16: INDICESj ← INDICESj \ {idx}
17: end for
18: xlhs ← point with coordinates: (xlhs1 , . . . , xlhsn )
19: X lhs ← X lhs ∪ {xlhs}
20: end for
21: return X lhs
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Algorithm 3 Weighted Sampling

Input: (i) nws: number of initial points required, (ii) n: dimension of the problem,
(iii) L (l1, . . . , ln): set of lower bound values, (iv) U (u1, . . . , un): set of upper
bound values, (v) Xexcl: set of exclusion points.

Output: Xws: a set of nws points
1: Initialize: c← nws, Xws ← ∅
2: for j in 1..n do
3: If necessary, increase Launch Box in dimension j so that lj ≤ xexclj ≤ uj,

4: ∀xws : xws ∈ Xexcl

5: Find c+ 1 segment-boundaries: b1j , . . . , bc+1
j yielding c segments such that:

6: b1j = lj, b
c+1
j = uj and each segment is segSizej (see Eq. 5.1) wide

7: Using Xexcl, find segment selection probabilities: p1j , . . . , pcj
8: end for
9: for k in 1..c do

10: for j in 1..n do
11: Use probability distribution from line 7 to select a segment with id idx
12: xws

j ← a random value between bidxj and bidx+1
j

13: end for
14: xws ← point with coordinates: (xws

1 , . . . , xws
n )

15: Xws ← Xws ∪ {xws}
16: end for
17: return Xws
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5.1.3 Finding Clusters via Cluster Builder

The Cluster Builder (CB) component of CCGO uses the single-linkage clustering

method [100] on CC end points to group points together that are relatively close to

each other. The single-linkage clustering has been used in previous CC-based methods

( [19], [56]), and also in other multistart methods ( [101], [54]) due to its efficiency

and low overhead. This method ensures that two points that are no farther than a

pre-specified critical distance apart belong to the same cluster. CCGO calculates the

critical distance by using the definition mentioned in [19]. To do so, at first CCGO

calculates all possible inter-point distances. These distances are then grouped into

different distance intervals, also known as bins. The frequency count (of inter-point

distances) of each bin in the resulting histogram allows identifying prominent peaks,

i.e., inter-point distances that are more common than those in several preceding or

following bins. Finally, the prominent peaks are intuitively used to calculate the

critical distance. For a detailed description of calculating the critical distance refer

to the work by Smith [19]. Once a useful critical distance is identified, the clustering

process continues as mentioned in Section 3.2.1. CB uses two terminating conditions:

either all points are in the same cluster, or no two clusters are separated by a distance

smaller than the critical distance.

5.1.4 Cluster Improvement via Simple Search

Simple Search (SS) is a new heuristic method designed to explore the interior as

well as the exterior of the space surrounding a cluster of input points. SS does this

by iteratively replacing the worst point in a cluster with a better point from its

neighborhood. Search direction in SS is independent of the problem dimension. In

fact in each iteration SS has the potential to search in an infinite number of directions

within a hyperbox, whose size depends on the relative location and ‘quality’ of a

chosen pair of points. The quality of a point is determined by a penalty function that

considers both the objective value and constraint violation(s). The penalty function

used in SS is called the Combined Objective Value (COV), which is defined as:

COV (x) = f(x) + p(x) (5.4)

Here, f(x) is the objective function value at point x and p(x) is the penalty term.

For the penalty term, some popular choices like the largest of all constraint violations,



CHAPTER 5. NEW ALGORITHMS FOR GLOBAL OPTIMIZATION 39

or sum of squared violations, can be used. The particular penalty function used in

CCGO is chosen through analyzing results from multiple experiments presented in

Section 6.1.

Algorithm 4 lists the pseudocode for Simple Search running on a cluster of |Xss|
points. SS requires that the initial cluster must have at least nss min points. So if

nss min > nss, SS generates nss min−nss new points from within a hyperbox B, which

is created using the location of the existing points and the critical distance of the

cluster (lines 2 - 10). In each iteration of line 11, SS first tries to replace a worst

point in the cluster by a random interior point xIP (interior search), and then by a

random exterior point xEP (exterior search). Failure to replace the worst point(s)

in either of them increases the failure count. SS terminates after it observes ftol

successive failures to replace a worst point.

The search for a new point in both the interior search (lines 12- 24) and the

exterior search (lines 25- 40) are similar in that both occur within a hyperbox whose

sizes are guided by a pair of chosen points - called the seed points. For interior search,

the seed points are taken randomly from the current cluster. If the selected seeds are

xa and xb, then the i-th side of the interior search hyperbox spans between xai and xbi .

If the interior search succeeds, then the newly added point and a randomly chosen

cluster point become the seeds for exterior search in the same iteration. Otherwise

both seeds for exterior search are chosen randomly among the existing cluster points.

The location of the exterior search hyperbox depends on the COV of the associated

seed points. This hyperbox has one vertex at the seed point giving relatively better

COV; and it extends beyond the other seed’s location. It is assumed that this exterior

box contains points located in the improving direction of COV. Figure 5.2 shows the

location of an exterior hyperbox in 2D for a pair of seed points xa and xIP such

that COV (xa) < COV (xIP ). Based on the location of the seed points, four possible

hyperboxes are shown. If however, either ∆x1 or ∆x2 is 0, the hyperbox reduces to

a line parallel to the x2- or x1-axis respectively.

Like CC, SS is also inherently parallelizable. Multiple instances of SS can be run

simultaneously to speed up the runtime of an algorithmic framework.
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Figure 5.2: Exterior Search Hyperbox of SS in 2D

In all examples xa has better COV than xIP : (a) xa1 > xIP1 and xa2 < xIP2 , (b) xa1 < xIP1
and xa2 < xIP2 , (c) xa1 > xIP1 and xa2 > xIP2 , (d) xa1 < xIP1 and xa2 > xIP2 ,
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Algorithm 4 Simple Search

Input: (i) Xss: a set of points, (ii) δ: improvement factor, (iii) ftol: failure frequency
tolerance, (iv) nss min: minimum required number of points, (v) d: critical dis-
tance, (vi) n: dimension of the problem, (vii) L (l1, . . . , ln): set of lower bound
values, (vii) U (u1, . . . , un): set of upper bound values.

Output: Xss: a set of points, which is possibly different from the input set
1: Initialize: c← 0
2: if nss min > |Xss| then
3: for j in 1..n do
4: l‘j ← max (min (x1j , ..., x

p
j)− d, lj)

5: u‘j ← min (max (x1j , ..., x
p
j)− d, uj)

6: end for
7: Bss init ← a hyperbox defined by the bounds pair (l‘j, u

‘
j) for ∀j = 1..n

8: Add nss min − |Xss| new points to Xss by randomly choosing them
9: within Bss init

10: end if
11: while c < ftol do
12: (xa,xb)← Two random points in Xss such that a 6= b
13: Binterior ← the tightest hyperbox containing xa and xb

14: xIP ← A random point within Binterior

15: xworst ← A point in Xss which has the worst COV
16: if COV (xworst)− COV (xIP ) > δ then
17: Replace xworst with xIP in Xss

18: Reset c to 0
19: else
20: c← c+ 1
21: if c > ftol then goto line 42
22: end if
23: xIP ← A random point in Xss

24: end if
25: xa ← A random point in Xss such that xa 6= xIP

26: if COV (xa) 6= COV (xIP ) then
27: xbetter ← xa or xIP , whichever has the smaller COV
28: xbase ← xa or xIP , whichever has the larger COV
29: Bexterior ← a hyperbox from these two points: (i) xbetter and (ii) the
30: projection of xbase through xbetter as follows: xbetter + (xbetter−xbase)
31: else goto line 25
32: end if
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33: xEP ← A random point within Bexterior

34: xworst ← A point in Xss which has the worst COV
35: if COV (xworst)− COV (xEP ) > δ then
36: Replace xworst with xEP in Xss

37: Reset c to 0
38: else
39: c← c+ 1
40: end if
41: end while
42: return Xss

5.1.5 Local Solver

As mentioned in Section 2.2, a local solver in a minimization problem tries to find a

local minimum. CCGO explores a variable space to indentify a number of promising

regions, and then launches a local solver from the best point in each of a subset of

these promising regions. CCGO assumes that the best solution obtained from multiple

local solver launches is a potential global minimum. The design of CCGO benefits

from the fact that if multiple promising regions are identified, multiple local solvers

can be launched at the same time. This speeds up the search for global minima. At

the same time, CCGO offers the flexibility that different local solvers can be run in

different promising areas.

5.2 CCGO: Basic Serial Algorithm

This section describes the serial version of the new heuristic algorithm. The serial

algorithm uses the components of Section 5.1. Algorithm 5 lists the pseudocode for

serial CCGO. It is controlled by three global parameters: rmax is the number of rounds

of search in the variable space, nipg is the size of the initial scatter in each round,

and nnlp is the number of local solver instances to run. The global phase of CCGO

includes rmax rounds (line 2), each running four different components in serial: IPG,

CC, CB, and SS. Each of these components except SS provides the required input for

the next. SS output points are used to identify local solver launch points.

For CCGO round r, first IPG generates a point scatter X ipg
r which contains nipg

initial points (line 4). Then CC is run serially from each of these initial points (line 6).

Next, single-linkage clustering is applied on the CC end points, Xcc
r (line 9). This is
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followed by serially running SS once within each cluster (line 12). After SS is run,

the best point (having minimum COV) in each cluster is saved in BESTr for further

comparison. Points in BESTr are also included in Xexcl that can be used afterwards

for WS in subsequent rounds (if any).

After running rmax rounds of exploration of the variable space, CCGO identifies

the overall best point xbest which has the minimum COV among all saved points

(line 18). The global round that generated this overall best point is marked as the

winning round. If the winning round has more than nnlp saved points, only the nnlp

most promising points are selected (lines 20- 21). Otherwise, if the winning round has

less than nnlp saved points, more points are added to it by taking saved points from

the non-winning rounds. Saved points from the non-winning rounds that are at the

farthest distances from xbest are added first (lines 22- 26). In the local solver phase

of CCGO, a local solver is launched serially from each point in BESTq. Algorithm 7

lists pseudocode for the CCGO local solver phase. The first solution returned from

a local solver, xs and its objective value z, becomes the first incumbent (x∗, z∗) and

current best (x∗∗, z∗∗) for CCGO. If a better solution is found by another local solver

launch, it replaces the current best solution. In the end, the current best solution is

returned as the CCGO global solution. On the other hand, CCGO returns an error

message if none of the local solver launches finds a solution.

The serial algorithm gives the basic execution model of CCGO. Even though

it executes the components - CC, SS, and local solver - in serial, all of them are

inherently parallelizable. Multiple instances of any of these components can be run

concurrently. Hence an optimum level of parallelization can have a runtime advantage

over serial CCGO. However, the serial algorithm is important for two main reasons.

First, it helps to analyze time requirements for individual CCGO components which

can lead to designing a faster algorithm. Second, it can be used to examine and fine

tune individual components of CCGO.

5.3 CCGO: Concurrent Enhanced Algorithm

This section describes the new concurrent heuristic algorithm to solve GO problems.

As mentioned in the previous section, CCGO has a great potential to save runtime

using concurrent execution. Modern computing hardware facilitates simultaneous

executions through multiple execution units in the form of multi-core processors,
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Algorithm 5 CCGO - Basic Serial Algorithm

Input: (i) rmax: number of rounds, (ii) nipg: number of initial points in each round,
(iii) nnlp: number of output points to record from each round.

Output: A 2-tuple (x∗, z∗), where z∗ is the objective function value at a point x∗ ;
or an error message

1: Initialize: z∗ ←∞, z∗∗ ←∞, Xexcl ← ∅
2: for r in 1..rmax do
3: X ipg

r ← ∅, Xcc
r ← ∅

4: Run Alg. 1 to get point scatter; let X ipg
r be the set of IPG output points

5: for each point xipg ∈ X ipg
r do

6: Start CC from xipg to get corresponding CC end point xcc

7: Xcc
r ← Xcc

r ∪ {xcc}
8: end for
9: Run clustering using Xcc

r , let Ccc
r be the set of output clusters

10: BESTr ← ∅
11: for each cluster ccc ∈ Ccc

r do
12: Run SS in ccc; let css be the output cluster
13: Identify point x having minimum COV among all points in css

14: BESTr ← BESTr ∪ {x}
15: end for
16: Xexcl ← Xexcl ∪ BESTr

17: end for
18: Identify the point xbest having minimum COV in BESTr for ∀r : r = 1..rmax;
19: let xbest ∈ BESTq, q ≤ rmax

20: if |BESTq| > nnlp then
21: Discard |BESTq| − nnlp points from BESTq that have the highest COV
22: else
23: nnlp ← min(nnlp,

∑
|BESTr 6=q| : 1 ≤ r ≤ rmax)

24: Find nnlp − |BESTq| points from BESTr 6=q : 1 ≤ r ≤ rmax that are at
25: farthest distances from xbest; include these points in BESTq

26: end if
27: for each point xq ∈ BESTq, starting with most promising first do
28: Run Alg. 7 using xq as the initial point
29: end for
30: if z∗ 6=∞ then return (x∗, z∗) and (x∗∗, z∗∗)
31: else return ERROR
32: end if
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multi-processors, cluster computers, and the like [102]. Hence software capable of

simultaneously running multiple logical flows of execution can significantly speedup

in runtime compared to its serial counterpart. The concurrent version of CCGO

is designed to leverage the hardware support for parallel execution in modern day

machines. Concurrent CCGO focuses on the efficient utilization of the underlying

hardware infrastructure to get an edge in runtime. It is assumed that the underlying

hardware contains multiple execution units.

Like any concurrent program, the design of CCGO addresses two basic questions:

what to run concurrently and what degree of concurrency to achieve. These two

questions arise due to the fact that concurrent execution incurs some overheads like

partitioning a task or managing the simultaneous execution flows [58]. So if a task

has a very small serial runtime, its concurrent version may take longer due to the

time required to handle those overheads. Further, the speedup through concurrency

is limited by the number of execution units, for instance, the number of cores in a

multi-core machine. Hence at any particular time, a system with u execution units

can run at most u simultaneous execution flows. If there are more than u concurrent

flows, assuming that all flows have the same priority, the operating system will time-

share the execution units among them. This will cause an increased context switch,

cache contention, and similar overheads [57].

Figure 5.3 gives the basic execution flow for the concurrent algorithm. It is ob-

served through experiments not reported here that the initial scatter by IPG takes

little time relative to other CCGO components; hence IPG was not considered for

concurrent execution. In addition, CB cannot run concurrently since the clustering

process involves simultaneously considering all participating points. This leaves CC-

GO with three components to run using concurrency: CC, SS, and local solver. The

concurrent algorithm runs each of these components through at most u simultaneous

execution flows, where u is the total number of execution units in the system. At the

software level, this can be done by using u simultaneous threads or processes [102].

Algorithm 6 lists the pseudocode for concurrent enhanced CCGO. Similar to the

serial CCGO, two input parameters, rmax and nipg control the number of global

rounds to run, and the size of the IPG scatter, respectively. However the third input,

nmin nlp, is a part of an enhancement that ensures that CCGO runs at least nmin nlp

local solvers in the local phase. Note that the rmax rounds are independent of each

other, and hence can potentially be run concurrently in a system where the number
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of execution units, u, is at least a few times higher than the maximum number of

simultaneous execution flows possible, in any of the components: CC, SS and local

solver.

Algorithm 6 introduces two enhancements over the basic serial algorithm - both

made possible due to the concurrency itself and the time-advantage that it offers

over the serial execution. The first enhancement is the early launch of a local solver

from the most promising CC output point of a global round (Lines 10- 14). This

technique can potentially help to speedup the time to the first incumbent solution.

The early launch of a local solver uses only one execution unit while the other units

concurrently run CCGO components from the current or a future global round. This

is unlike the serial algorithm which waits to finish rmax rounds of IPG-CC-CB-SS

before launching the first local solver. In many practical applications getting an early

incumbent, regardless of its solution quality, is important. Note that this early launch

is initiated only if CCGO has not found a solution yet and no other local solver is

already running. This is due to the fact that it is still more preferable to launch a

local solver after SS has been run for all rounds.

The second enhancement is the use of a secondary clustering to select the local

solver launch points (Lines 23- 35). Enhanced CCGO considers all global rounds’ SS

end points to find the local solver start points, which gives it more diverse coverage

of the space over the serial algorithm (which selects launch points from the winning

round). It saves the SS end points from all rounds into Xbest; and then runs CB over

it (line 23). Points that have minimum COV in each of the resultant clusters are

put into the primary list of launch points, Xp. Points in Xbest \ Xp, on the other

hand, are moved to the tertiary list of launch points, X t (lines 24- 27). If there are

more than nmin nlp points in Xp, |Xp| − nmin nlp points that have the worst COV are

moved into the secondary list of launch points, Xs. Otherwise, if |Xp| < nmin nlp,

nmin nlp − |Xp| or |X t|, whichever is smaller, points from X t, that are at the farthest

distance from the best point in Xp are moved to Xp (lines 28- 35). Note that in

that case Xs remains empty. Maintaining multiple lists of local solver launch points

ensures that the most promising of a diverse set of points are tried first, followed by

a long list of backup launch points.

Algorithm 8 lists the pseudocode for the local solver phase in concurrent CCGO.

It takes local solver start points from Xp first, Xs next, and then from X t, always

selecting the most promising point first. The algorithm always terminates. CCGO
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Figure 5.3: Execution Flow in the Concurrent Algorithm

concurrently launches ncon nlp ≤ navailable local solvers until one of the following two

terminating conditions are met: (a) CCGO found a solution and the total number

of local solver launches equals nmin nlp, or (b) CCGO did not find a solution after

launching a local solver from all points in Xp ∪Xs ∪X t.

5.4 Theoretical Analysis

In practice the amount of time taken by an element of the algorithm (CC, clustering,

SS, local solver) is variable, but relatively well-bounded. For example, some CC runs

take less time than others because the launch point is closer to a feasible region. For

simplicity, we assume that the runtime of each algorithm component is constant in

the following analysis, and the system has 2 ≤ u ≤ min(ncc run, nss run, nlocal solution)

execution units, where ncc run, nss run, and nlocal solver are the number of CC, SS, and

local solver runs, respectively.
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Algorithm 6 CCGO - Concurrent Enhanced Algorithm

Input: (i) rmax: number of rounds, (ii) nipg: number of initial points in each round,
(iii) nmin nlp: minimum number of local solver instances to run

Output: Two 2-tuples: (x∗, z∗) and (x∗∗, z∗∗), where z∗ is the objective value at
first incumbent solution x∗ and z∗∗ is the objective value at final solution x∗∗; or
an error message

1: Initialize: Xbest ← ∅, Xp ← ∅, Xs ← ∅, X t ← ∅, z∗ ←∞, z∗∗ ←∞, Xexcl ← ∅
2: for r in 1..rmax do
3: X ipg

r ← ∅, Xcc
r ← ∅

4: Run Alg. 1 to get point scatter; let X ipg
r be the set of IPG output points

5: for each point xipg ∈ X ipg
r do

6: [Concurrently using available execution units] Launch CC using xipg;
7: let xcc be the end point
8: Xcc

r ← Xcc
r ∪ {xcc}

9: end for
10: if z∗ =∞ AND no local solver is running then
11: xcc best

r ← point that has the smallest maximum violation of a nonlinear
12: constraint in Xcc

r

13: [using one execution unit] Run Alg. 7 using xcc best
r as the initial point

14: end if
15: Run clustering using Xcc

r , let Ccc
r be the set of output clusters

16: for each cluster cccr ∈ Ccc
r do

17: [Concurrently using available execution units] Launch SS in cccr ; let point
18: xss have the minimum COV in the output cluster
19: Xbest ← Xbest ∪ {xss}
20: end for
21: end for
22: Xexcl ← Xexcl ∪Xbest

23: Run clustering using points in Xbest; let Css be the set of output clusters
24: for each cluster css ∈ Css do
25: Identify point xss b having minimum COV among all points in css

26: Xp ← Xp ∪ {xss b}, X t ← X t ∪ {x◦ : x◦ ∈ css \ {xss b}}
27: end for
28: if |Xp| ≥ nmin nlp then
29: Move |Xp| − nmin nlp points from Xp that have the highest COV, to Xs

30: else
31: Identify the point xp having minimum COV in Xp

32: nmin nlp ← min(nmin nlp, |X t|)
33: Find nmin nlp − |Xp| points from X t that are at farthest distances from xp;
34: move these points from X t to Xp

35: end if
36: Run Alg. 8 with parameters Xp, Xs, X t, and nmin nlp

37: if z∗ 6=∞ then return (x∗, z∗) and (x∗∗, z∗∗)
38: else return ERROR
39: end if
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Algorithm 7 NLP Single-Launch Algorithm

Input: (i) x: NLP start point
1: Launch a local solver from x
2: if Local solver exits with a solution point xs and objective value z then
3: try to update first incumbent (z∗) and final solution (z∗∗), i.e.,
4: if z∗ =∞ then
5: z∗ ← z, z∗∗ ← z
6: x∗ ← xs, x∗∗ ← xs

7: else if z < z∗∗ then
8: z∗∗ ← z
9: x∗∗ ← xs

10: end if
11: end if

Algorithm 8 NLP Concurrent-Launch Algorithm

Input: (i) Xp: Set of primary launch points; (ii) Xs: Set of secondary launch points;
(iii) X t: Set of tertiary launch points; (iv) nmin nlp: minimum number of local
solver instances to run

1: Initialize: nnlp ← 0
2: X launch ← an ordered set of Xp ∪Xs ∪X t such that:
3: (i) points from Xp appear first, Xs next, and then from X t, and
4: (ii) points with minimum COV in the same set appear first
5: while |X launch| > 0 do
6: if nnlp ≥ nmin nlp AND z∗ 6=∞ then
7: return
8: end if
9: navailable ← number of available execution units

10: ncon nlp ← min(navailable, |Xp ∪Xs ∪X t|)
11: if ncon nlp > 0 then
12: Remove first ncon nlp points from X launch; run Alg. 7 from each of these
13: points [concurrently using available execution units]
14: nnlp ← nnlp + ncon nlp

15: end if
16: end while



CHAPTER 5. NEW ALGORITHMS FOR GLOBAL OPTIMIZATION 50

In the worst case, CCGO first round will start a local solver from the best CC-

end-point, occupying one execution unit until CCGO terminates. CCGO execution

time in the worst case

Tccgo = Tf + Tr + Tl (5.5)

where execution time for the first round

Tf = Tipg + Tcc × d
ncc runs

u
e+ Tlocal solver + Tclustering + Tss × d

nss runs

u− 1
e (5.6)

execution time for the remaining rmax − 1 rounds

Tr = (rmax − 1)× (Tipg + Tcc × d
ncc runs

u− 1
e+ Tclustering + Tss × d

nss runs

u− 1
e) (5.7)

and execution time for the concurrent local exploration

Tl = Tclustering + Tlocal solver × d
nsolver runs

u− 1
e (5.8)

In the best case, only the first round will run a local solver from the best CC-end-

point (and it will find a local minimum), occupying one execution unit until the start

of the first round’s SS component. So in the best case, execution time for the first

round

Tf = Tipg + Tcc × d
ncc runs

u
e+ Tlocal solver + Tclustering + Tss × d

nss runs

u
e (5.9)

execution time for the remaining rmax − 1 rounds

Tr = (rmax − 1)× (Tipg + Tcc × d
ncc runs

u
e+ Tclustering + Tss × d

nss runs

u
e) (5.10)

and execution time for the concurrent local exploration

Tl = Tclustering + Tlocal solver × d
nsolver runs

u
e (5.11)

Run-time complexity is normally dictated by the most compute-intensive part of

the algorithm. For CCGO that step is the local solver, which is beyond the scope of

this thesis. The main thrust of CCGO is to severely limit the number of local solver

launches by exploring the variable space quickly to identify promising local solver
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launch points.

In general, adding more execution units will speed up concurrent CCGO. But this

speed up is limited by the number of initial points generated by IPG. For example, if

IPG generates nipg points, then concurrent CCGO cannot make use of any more than

nipg execution units in the CC part of the algorithm since there is one CC launch

per core. This limit holds for the other concurrent parts of CCGO as well. Both the

number of Simple Search clusters and the number of local solver launches are not

greater than nipg. CCGO allows a maximum of one local solver launch from the most

promising CC end point, so when multiple global rounds are used, concurrent CCGO

can make use of up to nipg + 1 execution units.

5.5 Conclusions

This chapter describes the theory of CCGO components and their interaction. The

components discussed in Section 5.1 are used in the serial algorithm (Section 5.2) as

well as in the concurrent enhanced algorithm (Section 5.3). The advantage of CCGO

is in its simple design that can scale up or down as needed by the underlying hardware.

Discussion of the performance tuning of CCGO components as well as how CCGO

fares compared with other state-of-the-art solvers is given in the following chapters.



Chapter 6

Parameter Tuning of the CCGO

Algorithm

This chapter presents experiments and empirical results related to the parameter

tuning of the CCGO algorithm. These parameters control CCGO’s ability to find a

solution and its execution time. Section 6.1 experiments with the use of constraints

and penalty function in CCGO components. Section 6.2 experiments with the pa-

rameters for runtime speedup.

6.1 Performance Tuning - Phase One

The performance of the generic serial algorithm proposed in Section 5.2 depends upon

factors like the types of constraints considered, penalty function, and the simple

search stopping condition. This section presents experiments on different discrete

combinations of these elements. Experimental results presented in this section are

used to fine tune the serial algorithm.

6.1.1 Experimental Setup

6.1.1.1 Software and Hardware

The code for CCGO was written in C++ and was compiled by GCC 4.6.1 compiler.

IPOPT 3.6.1 was used as the local solver. IPOPT [24] was used since it is an open

source local solver and performs quite well compared to other contemporary local

solvers [23]. These experiments were run on an Ubuntu 11.10 system running on a

2.0 GHz Intel 32-bit Pentium dual core processor with 4 Gigabyte memory.

52
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6.1.1.2 Parameter Settings

The SUM variant of CC was chosen since it performed well in the previous experiments

on CC [19]. The total runtime was limited to 500 seconds, which was inspired by the

experiments on some state-of-the-art global solvers [103]. Table 6.1 lists parameter

settings for different components of CCGO. The global phase of CCGO used 4 rounds.

IPG generated 140 points in each round using uniform LHS for the first round, and

nonuniform LHS for the subsequent rounds. Each round saved 3 best points for

potential local solver launches. These global parameters are arbitrarily set at this

point and are studied in Section 6.2.

Table 6.1: Settings for CCGO Components in Phase One Tuning Experiments

Component Parameter Settings

IPG Total point count = 140

CC

Variant = SUM

Feasibility tolerance = 10−6

Movement tolerance = 10−6

Maximum iteration count = 100/ CC run

Time limit = 1 second / CC run

Clustering Maximum no. of clusters = 25

SS Minimum points per cluster = 10

IPOPT 3.6.1

honor original bounds = yes

max iter = 6000

max cpu time = 60 seconds

All other options were set to defaults

6.1.1.3 Tuning Set and Performance Metric

The tuning set includes all (201) CUTEr [1] models having 300 or less constraints,

with at least one constraint being nonlinear. Test models in CUTEr include real-

life problems from both academia and industry. It is frequently the case in practice

that little or no information is available about the convexity of the model, or indeed

any other shape related information. In this research we assume that no convexity



CHAPTER 6. PARAMETER TUNING OF THE CCGO ALGORITHM 54

information is available to the solver prior to solution. Models are treated as black

boxes. Note that henceforth any model with 300 or less constraints is referred as a

small problem. The statistics of the selected models are shown Table 6.2. Further,

Appendix A contains the list of all models for this experiment with their known best

objective value. The AMPL- [104] coded source files for these models were converted

into .nl format [105] using AMPL version 20120214. AMPL presolve phase was turned

off when generating the .nl files, so that it does not do preprocessing. The .nl files

were used as input to the serial solver. This enabled the solver to work independently

of the AMPL framework. However, the AMPL time required to convert AMPL source

into .nl format was excluded while reporting the runtime of an experiment. Note that

prior to launching a local solver, CCGO updates the source .nl file by providing

coordinates for a new initial point using AMPL Solver Library [106].

Each model was run just once, even though the method is probabilistic, in order

to evaluate many variations. Two metrics are used to compare different algorithmic

variants: solution quality and runtime. For each metric, the overall best value across

all variants was recorded. The performance profile on solution quality compares the

absolute difference from the best found objective value with respect to the fraction of

problems solved. Since the solution reported by a method can be a local solution, the

absolute differences from the best found objective can sometimes be very large. In or-

der to show such large objective value differences, the performance profile on solution

quality uses a logarithmic axis for the difference values. However, any objective dif-

ference greater than 108 is not shown. Each comparison also includes a performance

profile on runtime that shows the absolute difference (in seconds) from the best found

runtime with respect to the fraction of problems solved. Both performance profiles

show the robustness of the competing methods, i.e., the largest fraction of the models

they are able to solve, indicated by the highest level reached by each method. Note

that one could also draw performance profiles based on a relative metric [107], but a

particular algorithm would show similar robustness in either case. In addition to the

performance profiles, results on a comparable subset of problems for which all meth-

ods find a solution, are also presented - this helps to compare the relative strengths

of each method.
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Table 6.2: Statistics of Models used in Phase One Tuning Experiments

Item Avg Min Max

Variables 21.20 2 288

Total Constraints 19.72 1 256

Nonlinear Constraints 16.40 1 200

6.1.2 Experiment A

6.1.2.1 Description

This experiment evaluates the performance of different algorithmic variants of CCGO

designed by using the choice matrix shown in Table 6.3. It contains three discrete pos-

sibilities for the SS stopping condition: failure to improve COV by > δ(δ = 10−6, 10

and 40%), in three successive iterations. For the SS penalty term shown in E-

quation 5.4, two definitions were used: (a) the maximum of all squared violations

(sq MaxVio), which tends to satisfy the largest violation first; and (b) the sum over

all squared violations (
∑

sq AllVio), which is a commonly used penalty term. Ta-

ble 6.3 lists these SS-related combinations using labels A1 through A6. Regarding the

choice of constraints, two scenarios were considered: both CC and SS consider (a) all

constraints; and (b) nonlinear constraints only. The suffix ‘ NLC’ in an experiment

label indicates that it was run with nonlinear constraints only. Similarly the suffix

‘ ALL’ means that all constraints were used.

Table 6.3: Matrix for Experiment A

SS Stopping Condition
SS Penalty

sq MaxVio
∑

sq AllVio

Three in a row failure of

> 10−6 improvement A1 A2

> 10 improvement A4 A3

> 40% improvement A5 A6
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6.1.2.2 Analysis of Results

The performances of the six serial solver variants that use nonlinear constraints only

are shown in Figure 6.1 and in Figure 6.2. These profiles show the absolute differences

from the best objective value and the best runtime respectively. In terms of solution

quality A4 NLC clearly stands out. It surpasses all other variants within an objective

difference of 5 from the best. For runtime, no variant has an obvious edge. Four

variants, A1 NLC, A2 NLC, A3 NLC and A4 NLC, have very similar runtimes and

are placed in the top cohort. So if both solution quality and runtime are considered,

A4 NLC is a good choice among the nonlinear-only variants. On a different note, two

variants that consider the 40% improvement criterion, A5 NLC and A6 NLC, give

both worst solution quality and worst runtime. Due to this reason, A5 and A6 settings

were not included in the subsequent experimentation on ‘ ALL’ variants. Table 6.4

shows data on the performance of all ‘ NLC’ variants for a comparable subset of 132

models for which all variants returned a solution. The top two values in each column

are shown in boldface. A4 NLC tops this list by providing the best solution for 78.03%

of the models. Even though it is not the quickest method for this comparable subset,

A4 NLC solves about 50% of the models in less than one second from the best runtime.
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Figure 6.1: Performance Profile of Solution Quality - using Nonlinear Constraints

Figure 6.2: Performance Profile of Runtime - using Nonlinear Constraints
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Figure 6.3: Performance Profile of Solution Quality - using All Constraints

Figure 6.4: Performance Profile of Runtime - using All Constraints
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The performance profiles in Figure 6.3 and Figure 6.4 compare four algorithmic vari-

ants of the serial solver that use all constraints. Looking at Figure 6.3, the solution

quality of the competing variants does not differ much; nevertheless, A1 All performs

a little better as it settles slightly over the remaining three variants. It also solves

the largest fraction of models within any particular objective difference from the best

known value. The runtime performances of all variants are quite close to each other.

A2 All and A3 All top this profile, both solving around 85% of the models within 10

seconds deviation from the best. A1 All solves about 82% of the models within 10

seconds deviation from the best, which is very close to the best performing methods

- A2 ALL and A3 ALL. The relative performances on a comparable subset of 186

models for which all variants returned a solution are given in Table 6.5 also show

that A1 ALL solves the most models (76.34%) to the best objective value, and solves

about 53% of the models within less than a second deviation from the best. So consid-

ering its best solution quality, relative performance, and a reasonably good runtime,

A1 All can be considered a good variant to use when the serial solver considers all

constraints during CC and SS.

Table 6.4: Data on Relative Strength of ‘ NLC’ Variants in Experiment A

Algorithmic
Variant

Overall
Success
Rate (%)

Performance on a Comparable Subset of 132 Models

Gives Best Solution for (%)
Runtime

Within 1 Sec.
Deviation from
the Best for (%)

Median Devi-
ation from the
Best (sec.)

A1 NLC 93.53 72.73 50.76 0.98

A2 NLC 94.53 68.18 64.39 0.30

A3 NLC 94.03 71.21 56.82 0.65

A4 NLC 94.03 78.03 50.76 0.98

A5 NLC 71.14 73.48 68.18 0.19

A6 NLC 78.11 72.73 63.64 0.27

Next, in order to find the best serial algorithm, the top variant from both the

nonlinear-only and the all-constraints categories were compared. The performance

profiles in both Figure 6.5 and Figure 6.6 compare A4 NLC with A1 All. It is evident

from Figure 6.5 that both variants are equally good in terms of solution quality until

solving around 83% of the models, after which until the shown objective difference
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Table 6.5: Data on Relative Strength of ‘ ALL’ Variants in Experiment A

Algorithmic
Variant

Overall
Success
Rate (%)

Performance on a Comparable Subset of 186 Models

Gives Best Solution for (%)
Runtime

Within 1 Sec.
Deviation from
the Best for (%)

Median Devi-
ation from the
Best (sec.)

A1 ALL 92.54 76.34 52.69 0.88

A2 ALL 92.54 74.19 68.82 0.44

A3 ALL 92.54 72.58 79.03 0.00

A4 ALL 92.54 75.27 61.83 0.35

(108), A1 All performs better. Looking at the runtime performance in Figure 6.6,

A4 NLC outperforms its counterpart by a narrow margin. These performance profiles

show that when the serial solver considers all constraints, it runs for relatively longer

time but offers better quality solutions.

The above mentioned performance profiles and the data in Table 6.6 however

suggest that both A4 NLC and A1 All are good fit for the serial CCGO. But one

should note that these two variants are at two extremes. In one extreme the A1 All

variant considers both linear and nonlinear constraints, and a small value for δ(10−6).

In the other extreme, A4 NLC considers the nonlinear subset of the constraints, and

a relatively large value for δ (10). Thinking component-wise, CC runs longest on the

larger number of constraints in A1 All but stops soonest and is run on the fewest

constraints in A4 NLC. Similarly, SS runs longest in A1 All due to accepting a very

small improvement of the COV but stops earliest in A4 NLC due to requiring a

relatively large improvement of the same. As a result, it is worthwhile to investigate

if varying δ within some intermediate values between 10−6 and 10 can provide a better

serial version of the algorithm.

6.1.3 Experiment B

6.1.3.1 Description

Experiment B evaluates how the two promising algorithmic variants of Experiment A,

A1 All and A4 NLC, henceforth referred as B1 All and B4 NLC respectively, perform
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Figure 6.5: Performance Profile of Solution Quality - A4 NLC vs. A1 All

Figure 6.6: Performance Profile of Runtime - A4 NLC vs. A1 All
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Table 6.6: Data on Relative Strength of Variants A4 NLC and A1 ALL

Algorithmic
Variant

Overall
Success
Rate (%)

Performance on a Comparable Subset of 186 Models

Gives Best Solution for (%)
Runtime

Within 1 Sec.
Deviation from
the Best for (%)

Median Devi-
ation from the
Best (sec.)

A4 NLC 92.54 84.41 87.63 0

A1 ALL 94.03 85.48 62.37 0.48

when δ is set to some intermediate values between 10−6 and 10 inclusive. Two new

δ values, 1 and 5 were considered in this experiment. The naming convention used

in the previous experiment was extended as shown in Table 6.7. Accordingly, the

top two performing variants A1 All and A4 NLC obtained from Experiment A are

referred as B1 All De-6 and B4 NLC D10 respectively in subsequent discussion.

Table 6.7: Matrix for Experiment B

SS Stopping Condition B1 All /
B4 NLC Suffix

Three in a
row failure of

> 10−6 improvement De-6

> 1 improvement D1

> 5 improvement D5

> 10 improvement D10

6.1.3.2 Analysis of Results

The performance profiles of four B1 All variants are shown in Figure 6.7 and Fig-

ure 6.8. In terms of solution quality, initially B1 ALL D5 has an edge over the rest of

the variants. For runtime, B1 ALL D5 does slightly better compared to the others,

even though all variants tend to be near the 90% mark as the difference from best

increases. B1 ALL D5 also does well within the comparable subset of models for

which all variants returned a solution (Table 6.8). It gives the best objective value

for 75.95% models (the top variant gives 77.60%), and tops the list in runtime. So

considering both solution quality and runtime, B1 ALL D5 is a good choice among

the B1 ALL variants. One thing to note, B1 ALL De-6 which is the best B1 ALL
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Figure 6.7: Performance Profile of Solution Quality - B1 ALL with Varying δ

variant found in Experiment A, shows the worst runtime and is placed in the bottom

cohort of the solution quality profile. This indicates that using a very small value

for δ is not a good choice. For this reason, δ = 10−6 was excluded from subsequent

experimentation on B4 NLC variants.

Figures 6.9 and 6.10 show the performance profiles of three B4 NLC variants.

The runtime profile suggests that varying δ from 1 to 10 does not have any noticeable

impact on the runtime of B4 NLC. In solution quality profile, B4 NLC D10 initially

does slightly better than other variants. Looking at the results within the compa-

rable subset of 187 models for which all variants returned a solution, in Table 6.9,

B4 NLC D10 performs better in both solution quality and runtime. So it can be

considered as the best setting among B4 NLC variants. Next, the performance of

top two variants obtained thus far, B1 ALL D5 and B4 NLC D10 are compared in

Figures 6.11 and 6.12. The runtimes are quite comparable. But B1 ALL D5 offers

a bit better solution quality until an objective difference of around 106. The relative

performance on a comparable subset of 186 models for which all solvers returned a
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Figure 6.8: Performance Profile of Runtime - B1 ALL with Varying δ

Figure 6.9: Performance Profile of Solution Quality - B4 NLC with Varying δ



CHAPTER 6. PARAMETER TUNING OF THE CCGO ALGORITHM 65

Figure 6.10: Performance Profile of Runtime - B4 NLC with Varying δ

solution (Table 6.10) shows that both B1 ALL D5 and B4 NLC D10 are good candi-

dates for the best algorithmic setting of serial CCGO. But B1 ALL D5 is relatively a

bit better in solution quality and runtime. So B1 ALL D5 is considered a better fit

for the serial algorithm. Hence, any future reference to serial CCGO would implicitly

mean the B1 ALL D5 variant.

Table 6.8: Data on Relative Strength of B1 ALL Variants in Experiment B

Algorithmic
Variant

Overall
Success
Rate (%)

Performance on a Comparable Subset of 183 Models

Gives Best Solution for (%)
Runtime

Within 1 Sec.
Deviation from
the Best for (%)

Median Devi-
ation from the
Best (sec.)

B1 ALL D10 92.04 77.60 67.21 0.45

B1 ALL D5 92.54 75.96 75.96 0.13

B1 ALL D1 92.04 72.13 74.86 0.15

B1 ALL De-6 92.54 76.50 59.02 0.64
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Figure 6.11: Performance Profile of Solution Quality - B4 NLC D10 vs. B1 ALL D5

Figure 6.12: Performance Profile of Runtime - B4 NLC D10 vs. B1 ALL D5
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Table 6.9: Data on Relative Strength of B4 NLC Variants in Experiment B

Algorithmic
Variant

Overall
Success
Rate (%)

Performance on a Comparable Subset of 187 Models

Gives Best Solution for (%)
Runtime

Within 1 Sec.
Deviation from
the Best for (%)

Median Devi-
ation from the
Best (sec.)

B4 NLC D10 94.03 82.89 78.61 0

B4 NLC D5 94.03 77.54 68.45 0.28

B4 NLC D1 93.03 80.21 77.54 0.20

Table 6.10: Data on Relative Strength of B4 NLC D10 and B1 ALL D5

Algorithmic
Variant

Overall
Success
Rate (%)

Performance on a Comparable Subset of 186 Models

Gives Best Solution for (%)
Runtime

Within 1 Sec.
Deviation from
the Best for (%)

Median Devi-
ation from the
Best (sec.)

B4 NLC D10 94.03 86.56 84.41 0

B1 ALL D5 92.54 87.48 86.34 0.08

6.2 Performance Tuning - Phase Two

In the second phase of the tuning experiments, the key focus is on runtime speedup

of the CCGO serial algorithm, so CCGO global parameters that directly influence its

runtime are considered for evaluation.

6.2.1 Experimental Setup

The software and hardware setup are the same as in Section 6.1. The parameter

settings of the Section 6.1 winner, B1 ALL D5 variant, are used as the default settings.

The tuning set includes 100 CUTEr problem models having 300 or less constraints,

with each having at least one nonlinear constraint. This tuning set is a subset of

the one used in Section 6.1 and is composed of 50 mainly-linear (where 50% or more

constraints are linear) and 50 mainly-nonlinear (where 50% or more constraints are

nonlinear) problems. This cuts down on the experiment time while maintaining a

representative coverage of the CUTEr set. Appendix A lists the tuning models for

this experiment with their known best objective value. Further, the statistics of the

selected models are shown Table 6.11. Other setup specifications and the method of
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performance analysis are the same as in Section 6.1. One should note that since the

key focus of this experiment is on runtime, we also analyze the performance on the

first incumbent solution and its runtime.

Table 6.11: Statistics of Models used in Phase Two Tuning Experiments

Item
All Mainly Linear Mainly Nonlinear

Avg Min Max Avg Min Max Avg Min Max

Variables 150.50 2.00 1000.00 187.13 5.00 1000.00 106.02 2.00 517.00

Total Constraints 81.99 7.00 288.00 78.71 7.00 288.00 86.09 15.00 264.00

NL Constraints 41.27 1.00 256.00 6.76 1.00 128.00 83.91 10.00 256.00

6.2.2 Experiment C

6.2.2.1 Description

Experiment C includes 4 sub-experiments outlined below:

i. C1: Finding the number of initial points and the number of rounds to use in

CCGO. This experiment studies the impact of having bigger scatter(s) and less

rounds versus having smaller scatter and more rounds. Five settings are exam-

ined: (a) 120 points, 1 round; (b) 60 points, 2 rounds; (c) 40 points, 3 rounds; (d)

30 points, 4 rounds; and (e) 24 points, 5 rounds. For this experiment, IPG uses

uniform LHS in the first round, and nonuniform LHS in the subsequent rounds.

ii. C2: Finding the minimum size for any cluster in SS. The number of points in an

SS cluster determines the number of directions that the interior and the exterior

exploration can search. Three settings were examined: 5, 10, and 15. The default

value is set at 10. This experiment ensured that all variants were given the same

input. That means, for example, in a single-round CCGO, CC was run only once,

and the same set of clusters (generated from CB) was given as input to SS of all

three variants.

iii. C3: Finding the tolerance for SS stopping condition. C3 examines how quickly to

terminate the SS in the event of failure to improve the COV value. Three settings

are examined: 2-, 3-, and 4-failures in a row to improve the COV. The default

value is set at 3. Similar to C2, the same input is used in all three variants.
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iv. C4: Finding the number of local solver launches. For a given nonlinear problem,

it is not possible to know in advance how many times the local solver should be

launched. Experiment C4 was run to find a general heuristic on the number of

local solver launches. Four settings are examined: 1, 2, 3, and 4. The default

value is set at 3. For this experiment, the same input was given to all variants.

That means CCGO up to SS was run only once and the 4 best points from the

winning round were saved. The winning round’s best points were then used in

different variants according to their promise: in the first variant only the best

point was used, in the second variant the top two best points were used, and so

on.

These experiments are sequentially run in the order they appear in the above list.

When running an experiment, the default values are used for items yet to experiment

on: so for example, in experiment C1, the default settings of C2-C4 are used. The best

value found in each experiment is carried forward to the next experiment replacing

the default value. For example, the best combination found in C1 is used throughout

C2-C4, and so on. Table 6.12 lists all algorithmic variants examined in Experiment

C.

6.2.2.2 Analysis of Results

The performance profiles for the algorithmic variants in Experiment C1 are given in

Figures 6.13- 6.16. From both the first incumbent and overall solution quality as

well as runtime profiles, it is evident that running multiple rounds is better than a

single-round CCGO. All multi-round methods perform similarly in terms of the first

incumbent solution quality and its runtime. But in the case of overall solution quality

C1 R3 clearly stands out. From the overall runtime perspective, C1 R2 has a slight

advantage over the others but C1 R3 does worst among the multi-round variants.

Table 6.13 gives the overall success rate and the relative strength of C1 variants on a

comparable subset of 86 models for which all variants returned a solution. It shows

that C1 R2 solves the largest number of models making a case for its versatility. Due

to the highest success rate and runtime advantage, C1 R2 is considered as C1 winner.
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Figure 6.13: Performance Profile of Overall Solution Quality - C1

Figure 6.14: Performance Profile of Overall Runtime - C1
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Figure 6.15: Performance Profile of First Incumbent Solution Quality - C1

Figure 6.16: Performance Profile of First Incumbent Runtime - C1
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Table 6.12: List of Algorithmic Variants in Experiment C

Sub-experiment Variant Identifier

C1

120 points, 1 round C1 R1

60 points, 2 round C1 R2

40 points, 3 round C1 R3

30 points, 4 round C1 R4

24 points, 5 round C1 R5

C2

SS cluster size = 5 C2 P5

SS cluster size = 10 C2 P10

SS cluster size = 15 C2 P15

C3

SS failure in a row = 2 C3 2F

SS failure in a row = 3 C3 3F

SS failure in a row = 4 C3 4F

C4

Local solver launches = 1 C4 1NLP

Local solver launches = 2 C4 2NLP

Local solver launches = 3 C4 3NLP

Local solver launches = 4 C4 4NLP

The single-round method, C1 R1, has its own advantage as well. Table 6.13 shows

that even though C1 R1 is the least successful variant, within the comparable subset

it ranks first in the solution quality and second in runtime.

Figures 6.17-6.20 show performance profiles for the three variants in C2. In terms

of overall solution quality and runtime, C2 P10 leads over its competitors by having

slimmer difference from the best for more than 95% of the problems. C2 P10 has

a similar edge in the first incumbent solution quality. The first incumbent runtime

profile shows almost a tie between C2 P10 and C2 P15. Results from the comparable

subset for which all variants returned a solution (given in Table 6.14) also suggest

that C2 P10 and C2 P15 are quite comparable. But C2 P10 places more often in

the top cohort than C2 P15. So C2 P10 is considered as the best combination in C2

experiment. One can note from C2 P10’s better solution quality over C2 P15’s that

even though having more points in an SS cluster allows more directions to explore
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Table 6.13: Data on Relative Strength of C1 Variants

Algorithmic
Variant

Overall
Success
Rate (%)

Performance on a Comparable Subset of 86 Models

Gives Best Solution for (%)
Runtime

Within 1 Sec.
Deviation from
the Best for (%)

Median Devi-
ation from the
Best (sec.)

C1 R1 91.00 83.72 83.72 0.13

C1 R2 99.00 75.58 81.40 0.09

C1 R3 97.00 79.07 83.72 0.10

C1 R4 97.00 80.23 84.88 0.14

C1 R5 98.00 80.23 75.58 0.21

(like C2 P15 does, over the other two variants), it does not guarantee a better quality

solution.

Table 6.14: Data on Relative Strength of C2 Variants

Algorithmic
Variant

Overall
Success
Rate (%)

Performance on a Comparable Subset of 98 Models

Gives Best Solution for (%)
Runtime

Within 1 Sec.
Deviation from
the Best for (%)

Median Devi-
ation from the
Best (sec.)

C2 P5 98.00 79.59 85.71 0.026

C2 P10 99.00 80.61 85.71 0.028

C2 P15 100.00 77.55 87.76 0.035

The performance profiles for Experiment C3 are given in Figures 6.21- 6.24. The

solution quality profiles show that C3 3F solves the most number of models within

the least difference from the best objective value, for both the first incumbent and

the final solution. C3 2F offers second best quality solution. In case of runtime,

C3 3F and C3 2F are quite comparable in both the first incumbent and the overall

scope. The other variant, C3 4F, is placed in the bottom in all four profiles, except

for the first incumbent solution profile where it surpasses C3 2F after around the

92% mark. Table 6.15 shows the success rate and the relative strength of C3 variants
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Figure 6.17: Performance Profile of Overall Solution Quality - C2

Figure 6.18: Performance Profile of Overall Runtime - C2
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Figure 6.19: Performance Profile of First Incumbent Solution Quality - C2

Figure 6.20: Performance Profile of First Incumbent Runtime - C2
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Figure 6.21: Performance Profile of Overall Solution Quality - C3

on a comparable subset of 96 problems for which all variants returned a solution.

It shows that C3 2F and C3 3F solve equal number of problems, but C3 2F has a

slight advantage in runtime within the comparable subset. However, Figure 6.22

shows that the largest runtime deviation for C3 3F is around 200 seconds, whereas

it is around 350 seconds for C3 2F. For a couple of models C3 2F takes significantly

higher runtime (with respect to a 500-second time limit) than the fastest variant.

So considering both the solution quality and runtime C3 3F is considered the best

variant in Experiment C.

Table 6.15: Data on Relative Strength of C3 Variants

Algorithmic
Variant

Overall
Success
Rate (%)

Performance on a Comparable Subset of 96 Models

Gives Best Solution for (%)
Runtime

Within 1 Sec.
Deviation from
the Best for (%)

Median Devi-
ation from the
Best (sec.)

C3 2F 99.00 81.25 89.58 0.001

C3 3F 99.00 83.33 86.46 0.040

C3 4F 97.00 77.08 88.54 0.029
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Figure 6.22: Performance Profile of Overall Runtime - C3

Figure 6.23: Performance Profile of First Incumbent Solution Quality - C3
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Figure 6.24: Performance Profile of First Incumbent Runtime - C3

Figures 6.25-6.28 show the performance profiles for C4 variants. Further, Ta-

ble 6.16 contains the overall success rate and the relative strength of C4 variants on

a comparable subset of 94 problems for which all variants returned a solution. These

figures and the table show that apart from C4 1NLP, all variants can find a solution

for the entire tuning set. C4 4NLP has the overall best quality solution but it also

has worst overall runtime. This worst runtime is due to launching the largest num-

ber of local solvers. From the overall runtime point of view C4 2NLP does better

than other competitors. The first incumbent solution profiles are less useful for this

experiment due to the high success rate of all variants. Since the local solver launch

point in C4 1NLP is also the first local solver launch point in other variants, the

first incumbent solution is same in all variants for 94% of the problems. The success

rate of C4 1NLP and all other variants also suggest that the initial point obtained

from CCGO approximate search is very useful for the local solver to successfully get

a solution. Note that C4 2NLP finds the remaining 6% of the incumbent solutions

by launching the local solver from the second best point; and these additional 6% in-

cumbent solutions are also observed in C4 3NLP and in C4 4NLP. Due to the success
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Figure 6.25: Performance Profile of Overall Solution Quality - C4

Figure 6.26: Performance Profile of Overall Runtime - C4
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Figure 6.27: Performance Profile of First Incumbent Solution Quality - C4

Figure 6.28: Performance Profile of First Incumbent Runtime - C4
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Table 6.16: Data on Relative Strength of C4 Variants

Algorithmic
Variant

Overall
Success
Rate (%)

Performance on a Comparable Subset of 94 Models

Gives Best Solution for (%)
Runtime

Within 1 Sec.
Deviation from
the Best for (%)

Median Devi-
ation from the
Best (sec.)

C4 1NLP 94.00 71.28 100.00 0

C4 2NLP 100.00 81.91 91.49 0.003

C4 3NLP 100.00 91.49 84.04 0.044

C4 4NLP 100.00 100.00 78.72 0.154

rate and better timing, C4 2NLP is considered as the best combination in C4.

6.3 Conclusions

This chapter presented experiments for CCGO parameter tuning with the goal of

providing good solutions quickly. Finding an optimal set of parameters for any com-

plex algorithm like CCGO is a highly non-trivial task, so on top of this chapter’s

tuning tasks, there is always scope to tune CCGO further. However the experiment

results show that the CCGO algorithm as tuned in this chapter provides good quality

solutions with short runtimes for the problems in the tuning set.



Chapter 7

Performance Analysis of the CCGO

Algorithm

This chapter analyzes the performance of CCGO with respect to some state-of-the-

art solvers. CCGO is designed to handle large-scale GO problems, especially those

with nonconvex or multiple feasible regions, hence an appropriate subset of CUTEr

models are used as benchmark problems for the experiment. Note that henceforth the

experiment in this chapter is referred to as Experiment D. CCGO is compared with

some complete and heuristic solvers. Numerical data is given to show the effectiveness

and robustness of CCGO.

7.1 Experimental Setup

7.1.1 Platform - Software and Hardware

The code for CCGO was written in C/C++ with the parallel execution via pthreads

of POSIX Standard [108]. This code was compiled by GCC 4.7.2 compiler. IPOPT

3.11.1 was used as the local solver. Instead of the default linear solver MUMPS,

IPOPT was compiled with linear solver MA86 due to its effectiveness on handling

large-scale linear systems [109]. These experiments were run on a 64-bit Fedora 17

system on a 3.4 GHz Intel i7-2600 processor with 16 Gigabyte memory.

In order to compare and analyze the performance of CCGO, six state-of-the-art

solvers were also run on the same system. Three of these competitor solvers were

complete and three were heuristic. These solvers were run out-of-the-box, without

any customization unless otherwise specified. Table 7.1 contains a list of all solvers

82
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and modeling systems used in this experiment. Multiple modeling systems were used

because at the time of running this experiment there was not a single modeling system

that could interface with all the competitor solvers considered.

Table 7.1: Solvers for Experiment D

Modeling System Solver Type

AMPL

CCGO Heuristic

SCIP 3.1.0 Complete

Couenne 4.7 Complete

Knitro 9.0.1 Parallel Multistart Heuristic

GAMS
BARON 14.4 Complete

MSNLP 24.4.1 r50296 Heuristic

AIMMS AimmsCmd 4.3.2.3 Multistart Heuristic

7.1.2 Parameter Settings

The parameter settings were similar to the settings used in Experiment C with some

exceptions. The total runtime was limited to 30 minutes. This limit is larger than

the one used in the experiments of the previous chapter, and is chosen due to the

practical reasons of running multiple solvers, some of them multiple times. Since

the system processor had 4 physical cores, at most 4 simultaneous threads were used

in solvers that do concurrent processing. Clock-time (in nanosecond resolution) was

used since 4 threads running in parallel can consume CPU time 4 times faster than

the real clock-time. CCGO used two sampling methods each consisting of two rounds:

the first method, Sample A had uniform LHS in the first round and nonuniform LHS

in the second round; the second method, Sample B had nonuniform LHS in the first

round and WS in the second round. These two sampling methods were run separately

using at most two simultaneous threads mimicking concurrency on a 4-core system.

CCGO first incumbent and final result was taken from the first method to complete.

IPOPT runtime (max cpu time) was left to defaults. IPOPT maximum iteration

count was set to 106, making it virtually infinite. Similar to CCGO, the other solvers

were given a maximum of 30 minutes runtime. However, it was up to a solver to
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terminate if it reaches the 30-minute time limit; and this involuntary termination is

highly solver-specific.

7.1.3 Test Models and Performance Metric

The testing set includes 94 CUTEr problem models that have more than 300 con-

straints, with each having at least one nonlinear function - constraint or objective.

These problems were categorized into two classes: linearly constrained (LC) set which

contains 48 models, and nonlinearly constrained (NLC) set which contains 46 models.

The summary statistics of these models are shown in Table 7.2. Similar to the previ-

ous experiments AMPL source files for these models were converted into .nl format,

and were supplied to CCGO to solve. For AMPL-based models, the presolve phase

was turned off when generating the .nl files. This ensured that AMPL does not do

any preprocessing, and hence the model definitions remain in parity with their def-

initions written in GAMS and in AIMMS. Appendix A lists the testing models for

this experiment with their known best objective value. Note that prior to launching

a local solver, CCGO updates the source .nl file by providing coordinates for a new

initial point using AMPL Solver Library [106].

Table 7.2: Statistics of Test Models used in Experiment D

Item
All Linearly Constrained Nonlinearly Constrained

Avg Min Max Avg Min Max Avg Min Max

Variables 5959.6 3.0 20200.0 6774.5 20.0 20200.0 5109.2 3.0 20000.0

Total Constraints 4228.2 313.0 14000.0 4541.3 356.0 12000.0 3901.5 313.0 14000.0

NL Constraints 1588.8 0.0 10000.0 0.0 0.0 0.0 3246.7 249.0 10000.0

All heuristic solvers including CCGO were run five times for each model. The

median value of five runs is reported in the performance comparisons. If at least

one of these five runs on a model fails to find a solution, then the median of the

successful runs is reported (see [110] for reporting incomplete data). The solvers are

compared against each other based on solution quality, runtime, and robustness for

both first incumbent and final solution. Minor numerical differences are expected in

the solutions provided by the solvers, so we collect differences in objective function

values (solution qualities) into ranges and provide the results in tabular form. This
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allows one to pick a solver or its alternatives when the requisite is to find solutions of

a preset quality.

7.2 Performance Analysis for Nonlinearly Con-

strained Models

Nonlinearly constrained models are the key focus of this thesis, especially those with

difficult feasible regions (nonconvex, or discontiguous). Generally they are the hardest

GO problems. This section analyzes the performance of CCGO with respect to the

competitor solvers on a set of nonlinearly constrained models. First, Figure 7.1 shows

the first incumbent solution speed for CCGO and complete solvers. It is clear that

CCGO has a definite runtime advantage over others in terms of finding the largest

number of first incumbent solutions in a very short time. It finds the first incumbent

for more than 85% of the models in less than a minute. BARON gives the second best

runtime. The overall runtime profile is shown in Figure 7.2, which considers a solver’s

solution only if it finishes computation in 30 minutes or less (exactly 30 minutes

is an allowed time). So this profile excludes a solution if the solver is terminated

involuntarily due to the 30-minute time limit. Like the previous case, CCGO again

tops in the overall runtime comparison by a fair margin. The longest runtime for

CCGO is around 17 minutes. Figure 7.3, on the other hand, shows runtimes for all

solutions that a solver is able to find either as the final solution or as an incumbent at

or after the 30-minute timeout. That means if the curve for a solver does not reach

100%, it is because it could not find an incumbent for every one of the models within

30 minutes. If we contrast the runtime profiles in Figure 7.2 and in Figure 7.3, all

solvers except CCGO are forced to stop their computation at the time limit for a

sizeable number of models. This causes a spike of solutions for all complete solvers

at or after 30 minutes (since the solver itself decides when to quit after hitting a time

limit) in Figure 7.3. The fact that the spike accounts for more than 50% of their

respective success rate shows that one should allow more than 30 minutes of runtime

as a general rule, when using these complete solvers.

Table 7.3 shows the solution quality for nonlinearly constrained models given

by CCGO and the complete solvers. Even though CCGO is a heuristic, it offers
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Figure 7.1: NLC - First Incumbent Solution Speed (vs. Complete Solvers)

Figure 7.2: NLC - Total Runtime if within Time Limit (vs. Complete Solvers)
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Figure 7.3: NLC - Total Runtime (vs. Complete Solvers)

high quality solutions relative to the complete solvers for the largest number of the

problems. This holds true for the solution quality of both the first incumbent and

the final solution with a 30 minute time limit.

Table 7.3: NLC Solution Quality - Difference from Best in Group
(CCGO vs. Complete Solvers)

Metric
First Incumbent Final Soln (Completed or at Timeout)

CCGO BARON SCIP Couenne CCGO BARON SCIP Couenne

≤ 0.1 40 34 2 30 37 36 3 31

≤ 1 0 1 5 0 0 0 3 0

≤ 10 1 0 0 1 2 1 0 0

≤ 100 0 1 0 0 1 1 1 0

> 100 4 3 8 3 5 1 8 3

Failed 1 7 31 12 1 7 31 12

Figure 7.4 shows the solution speed for first incumbent of nonlinearly constrained

models given by CCGO and heuristic solvers. All heuristic solvers do reasonably

well in finding first incumbents, with Knitro having a slim edge over CCGO. But
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Figure 7.4: NLC - First Incumbent Solution Speed (vs. Heuristic Solvers)

CCGO solves the largest number of problems, and finds its incumbents in less than 9

minutes. For the overall solution speed (given in Figures 7.5 and 7.6) within the same

subset, CCGO does far better than the rest, for about half of the models. Knitro

and AIMMS involuntarily return a spike of solutions at the 30-minute timeout. So

like the complete solvers discussed previously, these two heuristic competitors also

need more than 30 minutes to conclusively find a solution for a significant portion of

models within this subset. MSNLP, the other heuristic competitor, also discontinues

computation due to the timeout for 3 models, one of them taking up to 40 minutes

before returning its incumbent. The MSNLP execution log in Appendix B shows that

after hitting the time limit, MSNLP finishes running the iteration before termination.

Note that the small spike in MSNLP graphs between 14-15 minutes has nothing to

do with the time limit. The solution quality of CCGO, as shown in Table 7.4 is

quite similar to that of its heuristic counterparts. This table however, will drastically
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Figure 7.5: NLC - Total Runtime if within Time Limit (vs. Heuristic Solvers)

Figure 7.6: NLC - Total Runtime (vs. Heuristic Solvers)
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Table 7.4: NLC Solution Quality - Difference from Best in Group
(CCGO vs. Heuristic Solvers)

Metric
First Incumbent Final Soln (Completed or at Timeout)

CCGO Knitro MSNLP AIMMS CCGO Knitro MSNLP AIMMS

≤ 0.1 38 38 38 38 38 40 37 37

≤ 1 0 1 0 0 1 0 0 0

≤ 10 1 0 0 0 0 0 0 0

≤ 100 1 0 0 0 1 0 0 0

> 100 5 4 1 1 5 3 2 2

Failed 1 3 7 7 1 3 7 7

Table 7.5: NLC - Solver Robustness

CCGO BARON SCIP Couenne Knitro MSNLP AIMMS

Total Solved of 46 45 39 15 34 43 39 39

Finished by Timeout 45 19 3 19 16 36 27

Incumbent but Unfinished at Timeout 0 20 12 15 27 3 12

Failed 1 7 31 12 3 7 7

Table 7.6: NLC - Multistart Robustness of CCGO

Number of Models (of 46 Total) having this many successes out of 5

0 1 2 3 4 5

Sample A 3 0 1 3 3 36

Sample B 7 0 2 3 2 32

Combined 1 0 1 1 4 39

change if one only considers the ‘completed’ solutions within the time limit.

Table 7.5 shows summary statistics on the robustness of each solver for nonlinearly

constrained models. CCGO clearly stands out in this comparison for two main rea-

sons. First, it has the highest success rate among all solvers considered here. Second,

if CCGO finds a solution, it does that well before the 30-minute time limit. As shown
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Figure 7.7: NLC - Total Runtime if within Time Limit (CCGO First Incumbent vs.
Complete Solvers’ Final)

Figure 7.8: NLC - Total Runtime (CCGO First Incumbent vs. Complete Solvers’
Final)
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Figure 7.9: NLC - Total Runtime if within Time Limit (CCGO First Incumbent vs.
Heuristic Solvers’ Final)

Figure 7.10: NLC - Total Runtime (CCGO First Incumbent vs. Heuristic Solvers’
Final)
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Table 7.7: NLC - CCGO Coefficient of Variation

Final Sol Total Runtime 1st Inc Sol 1st Inc Runtime

≤ 0.1 35 24 33 25

≤ 1 7 20 7 20

≤ 10 1 2 1 1

≤ 100 2 0 2 0

> 100 1 0 3 0

in Table 7.6, CCGO’s robustness is fortified by its two sampling methods. Data shows

that these two methods are complementary to each other - where one fails, the other

succeeds - except for one model where both methods fail. For example, Sample A

method failed to find a solution for three models and Sample B method failed for

seven models, but there is only one model for which the combination of the methods

failed. Table 7.7 shows data on the coefficient of variation of CCGO results on NLC

set. The coefficient of variation is the ratio between standard deviation and median

value. This table shows that the solution quality variations are relatively smaller than

the runtime variations.

Table 7.8 shows data on the relationship between the first incumbent solution and

the final solution for the nonlinearly constrained models for all competitor solvers,

both complete and heuristic. It gives statistics on the frequency that the first incum-

bent is the same (an absolute difference of 0.1 or a relative difference of 0.1%) as the

final solution for each solver. One can note that CCGO which has a tendency to find

the first incumbent relatively quickly (discussed before), is also highly likely to find its

best solution as the first incumbent. This opens up a new possibility altogether: one

can choose to quit CCGO after getting the first incumbent (and thus save even more

on runtime), yet will still be highly likely to get a good quality solution. The overall

impact of stoping CCGO after finding the first incumbent solution for the nonlinearly

constrained models are shown in Figures 7.7- 7.10 and in Tables 7.9- 7.10. From these

comparisons it is evident that CCGO does reasonably well if it is terminated after

finding the first incumbent solution.

Considering the runtime advantage, competitive solution quality, and robustness,

CCGO is a good choice for finding a good quality solution of a nonlinearly constrained

problem. Unlike almost all competitors considered here, CCGO always returns a
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solution well before the 30-minute time limit. This makes it versatile for practical

applications that generally require an early solution.

Table 7.8: NLC Solution Quality - First Incumbent vs. Final Solution

CCGO BARON SCIP Couenne Knitro MSNLP AIMMS

Solved of 46 45 39 15 34 43 39 39

Same 44 35 9 31 41 39 39

Same/solved(%) 97.8 89.7 60.0 91.2 95.3 100.0 100.0

Table 7.9: NLC Solution Quality - Difference from Best in Group
(CCGO First Incumbent vs. Complete Solvers’ Final)

Metric
First Incumbent Final Solution (Completed or at Timeout)

CCGO BARON SCIP Couenne

≤ 0.1 37 36 3 31

≤ 1 0 0 3 0

≤ 10 2 1 0 0

≤ 100 1 1 1 0

> 100 5 1 8 3

Failed 1 7 31 12

7.3 Performance Analysis for Linearly Con-

strained Models

Like the previous section, the performance of CCGO on 48 linearly constrained models

(with nonlinear objective functions) is analyzed in this section by comparing first with

the complete solvers and then with the heuristic solvers. Figure 7.11 shows the first

incumbent solution speed for CCGO and complete solvers. One can readily see that



CHAPTER 7. PERFORMANCE ANALYSIS OF THE CCGO ALGORITHM 95

Table 7.10: NLC Solution Quality - Difference from Best in Group
(CCGO First Incumbent vs. Heuristic Solvers’ Final)

Metric
First Incumbent Final Solution (Completed or at Timeout)

CCGO Knitro MSNLP AIMMS

≤ 0.1 38 40 37 37

≤ 1 0 0 0 0

≤ 10 1 0 0 0

≤ 100 1 3 0 0

> 100 5 7 2 2

Failed 1 3 7 7

all solvers find an incumbent for more than 75% of the models in about 30 seconds.

After that only CCGO retains the same speedy trend, and finds an incumbent for the

entire set within less than a minute. The runtime and success rate of all solvers in this

figure have a clear contrast with the same shown in Figure 7.1. Even though the linear

subset of models has similar statistics for problem dimension and total constraints

(see Table 7.2) as the nonlinear subset does, the absence of nonlinear constraints in

the linear subset makes these models easier to solve.

Figures 7.12 and 7.13 show the runtime for the final solution given by CCGO and

the complete solvers. CCGO conclusively finds a final solution very quickly, and is

one of the two solvers to solve all models, with the other being BARON. However,

similar to the nonlinear subset, BARON and the other two competitors give a ‘solution

spike’ at the 30-minute time limit, indicating that they are returning their incumbent

solution at that time, rather than a final solution. Table 7.11 shows statistics on

solution quality for first incumbent and final solution. CCGO and BARON solve the

entire set. But the quality of solutions given by CCGO for both the first incumbent

and final solution is better than that of BARON. When inferring from BARON’s

final-solution quality, keep in mind the 30-minute runtime limit. Ideally a complete

solver like BARON is expected to find an optimum solution when it is run without a

time limit. The remaining two complete solvers - SCIP and Couenne - fail for about

more than 20% models, with SCIP finding worst-quality first incumbent and final
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Figure 7.11: LC - First Incumbent Solution Speed (vs. Complete Solvers)

solutions for the largest number of the models in this group.

Table 7.11: LC Solution Quality - Difference from Best in Group
(CCGO vs. Complete Solvers)

Metric
First Incumbent Final Soln (Completed or at Timeout)

CCGO BARON SCIP Couenne CCGO BARON SCIP Couenne

≤ 0.1 39 19 2 31 37 34 6 31

≤ 1 1 2 0 1 1 1 0 1

≤ 10 1 0 3 0 0 2 3 0

≤ 100 2 2 1 1 3 4 1 1

> 100 5 25 32 5 7 7 28 5

Failed 0 0 10 10 0 0 10 10

The heuristic solvers are quite competitive with each other in terms of the solution

time for both first incumbent and final solution of the linearly constrained models.

The runtime plot for first incumbent in Figure 7.14 shows that CCGO and other
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Figure 7.12: LC - Total Runtime if within Time Limit (vs. Complete Solvers)

Figure 7.13: LC - Total Runtime (vs. Complete Solvers)
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Figure 7.14: LC - First Incumbent Solution Speed (vs. Heuristic Solvers)

heuristic solvers are highly successful in finding the first incumbent within just one

minute. The only exception is MSNLP which finds all but two incumbents within

3 minutes. A similar pattern is seen in the runtime plot for the final solution (Fig-

ures 7.15 and 7.16) where all solvers take about two minutes to solve 80% or more

of the models. MSNLP and Knitro take more than ten minutes to solve a number

of models, with a few hitting the time limit. CCGO is the only solver to find a

solution for all models within about three minutes. However the solution quality

statistics presented in Table 7.12 suggest that the AIMMS solver finds the best qual-

ity solutions the most frequently among the heuristic solvers, and CCGO the least

frequently for both the first incumbent and the final solution. The other three solvers

offer comparable quality within the same solution type.

Table 7.14 shows the solution robustness for CCGO and the competitor solvers.

All solvers except SCIP and Couenne have a very high success rate. But CCGO is

the only solver that is able to solve all models within the time limit. Comparing

Table 7.5 with Table 7.14, one can note that all solvers are more robust for models in

the linear subset than the nonlinear one. Similarly empirical data given in Table 7.15

on the multistart robustness of CCGO also suggests that it has increased success rate

in solving the linear subset. Table 7.16 shows data on the coefficient of variation of
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Figure 7.15: LC - Total Runtime if within Time Limit (vs. Heuristic Solvers)

CCGO solutions on LC set. The coefficient of variation values are very small for the

LC set.

Table 7.13 compares all seven solvers on the merit of the first incumbent quality

versus the final solution quality for the linearly constrained models. Among the most

successful solvers, MSNLP is best in this comparison with CCGO in the second spot.

It is clear that the quality of the heuristic solvers’ first incumbent is closer to their final

solution compared to their complete counterparts. CCGO’s final solution is identical

to its first incumbent for all but two models. This leads to a similar conclusion to

that for the nonlinear subset, that quitting CCGO after finding the first incumbent

will by and large give similar robustness for CCGO as are given in Tables 7.11, 7.12,

and in 7.14. The overall impact of stoping CCGO after finding the first incumbent

solution for the nonlinearly constrained models are shown in Figures 7.17- 7.20 and in

Tables 7.17- 7.18. From these comparisons it is evident that CCGO does reasonably
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Figure 7.16: LC - Total Runtime (vs. Heuristic Solvers)

Figure 7.17: LC - Total Runtime if within Time Limit (CCGO First Incumbent vs.
Complete Solvers’ Final)
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Table 7.12: LC Solution Quality - Difference from Best in Group
(CCGO vs. Heuristic Solvers)

Metric
First Incumbent Final Soln (Completed or at Timeout)

CCGO Knitro MSNLP AIMMS CCGO Knitro MSNLP AIMMS

≤ 0.1 25 26 28 38 23 31 28 38

≤ 1 2 2 1 0 2 1 1 0

≤ 10 1 2 1 0 0 1 1 0

≤ 100 3 3 1 2 4 3 2 2

> 100 17 15 17 7 19 12 16 7

> 100 0 0 0 1 0 0 0 1

Table 7.13: LC Solution Quality - First Incumbent vs. Final Solution

CCGO BARON SCIP Couenne Knitro MSNLP AIMMS

Solved of 48 48 48 38 38 48 48 47

Same 46 26 20 38 41 48 42

Same/solved(%) 95.8 54.2 52.6 100.0 85.4 100.0 89.4

Table 7.14: LC - Solver Robustness

CCGO BARON SCIP Couenne Knitro MSNLP AIMMS

Total Solved of 48 48 48 38 38 48 48 47

Finished by Timeout 48 40 7 26 46 45 47

Incumbent but Unfinished at Timeout 0 8 31 12 2 3 0

Failed 0 0 10 10 0 0 1

Table 7.15: LC - Multistart Robustness of CCGO

Number of Models (of 48 Total) having this many successes out of 5

0 1 2 3 4 5

Sample A 0 0 0 0 0 48

Sample B 0 0 0 0 0 48

Combined 0 0 0 0 0 48
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Figure 7.18: LC - Total Runtime (CCGO First Incumbent vs. Complete Solvers’
Final)

Figure 7.19: LC - Total Runtime if within Time Limit (CCGO First Incumbent vs.
Heuristic Solvers’ Final)
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Table 7.16: LC - CCGO Coefficient of Variation

Final Sol Total Runtime 1st Inc Sol 1st Inc Runtime

≤ 0.1 45 44 45 46

≤ 1 0 4 2 2

≤ 10 0 0 0 0

≤ 100 0 0 1 0

> 100 3 0 0 0

well if it is terminated after finding the first incumbent solution.

Table 7.17: LC Solution Quality - Difference from Best in Group
(CCGO First Incumbent vs. Complete Solvers’ Final)

Metric
First Incumbent Final Solution (Completed or at Timeout)

CCGO BARON SCIP Couenne

≤ 0.1 36 34 6 31

≤ 1 1 1 0 1

≤ 10 1 2 3 0

≤ 100 2 4 1 1

> 100 8 7 28 5

Failed 0 0 10 10

CCGO does surprisingly well on the linearly constrained models considering that

it is designed for nonconvex, discontiguous feasible regions. In the LC set there is

always a single convex feasible region. So the CC clustering only finds that single

feasible region, and it is harder to find the subregions of that space that have better

objective function values (only SS works towards this before the local solver launches).
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Figure 7.20: LC - Total Runtime (CCGO First Incumbent vs. Heuristic Solvers’
Final)

Table 7.18: LC Solution Quality - Difference from Best in Group
(CCGO First Incumbent vs. Heuristic Solvers’ Final)

Metric
First Incumbent Final Solution (Completed or at Timeout)

CCGO Knitro MSNLP AIMMS

≤ 0.1 22 31 28 38

≤ 1 2 1 1 0

≤ 10 1 1 1 0

≤ 100 3 3 2 2

> 100 20 12 16 7

Failed 0 0 0 1
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7.4 Performance Analysis for Highly Nonconvex

Models

This section presents the performance analysis of CCGO and the selected solvers on

a subset of the testing set of Experiment D that are identified as highly nonconvex

by the mathematical program probing tool MProbe [111]. There are 15 models in

this highly nonconvex category. Table 7.19 shows data from the MProbe analysis on

each of these models. Each has a large number of nonlinear constraints that have

a nonconvex region effect, and that are not quadratics (to make it harder and more

likely that there are disconnected feasible regions). If a constraint has a nonconvex

region effect, it means that the feasible region for that constraint is likely to be

disconnected (e.g. a concave constraint of ≤ type) [112]. So these 15 models with

many non-quadratic nonlinear constraints having nonconvex region effects are in the

class of models that is the main target of the CCGO algorithms: they are large-scale,

highly nonlinear, and likely to have disconnected feasible regions.

Table 7.19: MProbe Statistics for Highly Nonconvex Models

Model Total Variable
Constraints Nonconvex Region Effect

Linear Quadratic Other Nonlinear Total In General Nonlinear Constraint

ARTIF 5000 50 0 4950 4950 4950

BDVALUE 5000 0 0 5000 5000 5000

BRITGAS 450 0 24 336 360 360

CBRATU2D 882 0 0 882 882 882

CHEMRCTA 5000 4 0 4996 4996 4996

CHEMRCTB 1000 2 0 998 998 998

CORKSCRW 8997 6000 0 1000 1000 1000

CRESC132 6 0 0 2654 2654 2654

DTOC4 14996 5000 0 4997 4997 4997

OET2 3 2 0 1000 1000 1000

ORTHREGD 10003 0 0 5000 5000 5000

POROUS1 4900 0 0 4900 4900 4900

SAWPATH 589 586 1 195 195 195

SEMICON1 1000 0 0 1000 575 575

TRAINH 20000 5001 0 5001 5001 5001

Figure 7.21 shows the first incumbent solution speed for CCGO and the complete
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Figure 7.21: Highly Nonconvex - First Incumbent Solution Speed (vs. Complete
Solvers)

solvers. CCGO is the only solver to solve all problems, and it finds all of its first in-

cumbents in about one minute, except for one that takes about six minutes. BARON

solves the second highest number of problems, and SCIP solves the least. The overall

runtime profile is shown in Figure 7.22, which considers a solver’s solution only if it

finishes computation in 30 minutes or less. It shows that CCGO has a clear advan-

tage in the overall runtime comparison by a fair margin. The longest runtime for

CCGO is around 10 minutes. Figure 7.23, on the other hand, shows runtimes for all

solutions that a solver is able to find either as the final solution or as an incumbent

at or after the 30-minute timeout. If we contrast the runtime profile in Figure 7.22

and in Figure 7.23, all solvers except CCGO are forced to stop their computation at

time limit for at least one model. CCGO on the other hand solves all models within

the time limit. Table 7.20 compares CCGO and the complete solvers in terms of their

solution quality. CCGO has the highest success rate, and has the highest number of

solutions in the best category (≤ 0.1) for both first incumbent and final solution.
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Figure 7.22: Highly Nonconvex - Overall Solution Speed if within Time Limit (vs.
Complete Solvers)

Figure 7.23: Highly Nonconvex - Overall Solution Speed (vs. Complete Solvers)
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Figure 7.24: Highly Nonconvex - First Incumbent Solution Speed (vs. Heuristic
Solvers)

Figure 7.25: Highly Nonconvex - Overall Solution Speed if within Time Limit (vs.
Heuristic Solvers)
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Table 7.20: Highly Nonconvex Solution Quality - Difference from Best in Group
(CCGO vs. Complete Solvers)

Metric
First Incumbent Final Soln (Completed or at Timeout)

CCGO BARON SCIP Couenne CCGO BARON SCIP Couenne

≤ 0.1 14 10 1 7 14 10 2 8

≤ 1 0 0 0 0 0 0 0 0

≤ 10 0 0 0 0 0 0 0 0

≤ 100 0 0 0 1 0 0 0 0

> 100 1 0 1 1 1 0 1 1

Failed 0 5 12 6 0 5 12 6

The first incumbent solution speed for CCGO and the heuristic solvers on the

highly nonconvex models is given in Figure 7.24. Knitro and CCGO solve all problems

with Knitro finding all of its first incumbents in less than a minute. CCGO comes

in second spot with all but one taking about a minute of runtime. On the other

extreme, a couple of first incumbents for MSNLP take a relatively long time, with

one going past the 30-minute time limit. For overall runtime (Figures 7.25 and 7.26)

all heuristic competitors of CCGO hit the time limit for a number of problems. In

the first incumbent runtime profile we have seen that Knitro performs best, but when

considering overall runtime, Knitro has a very big solution-spike at the time limit,

indicating that it is returning the incumbent solution at that time, rather than a final

solution. AIMMS also has a solution spike at the time limit which is relatively smaller

than the Knitro spike. CCGO has a clear advantage for the overall runtime in this

highly nonconvex set. The solution quality of both the first incumbent and the final

solution given by CCGO and the heuristic solvers is shown in Table 7.21. It shows

that the solution quality of all solvers is very similar. Considering CCGO solution

quality in both Table 7.20 and in Table 7.21, one can infer that all heuristic solvers

considered in this comparison offer good quality solutions for the large-scale highly

nonconvex subset of CUTEr, but that CCGO is generally faster than the others.

Table 7.22 shows the robustness of CCGO and all competitor solvers for the

highly nonconvex subset. CCGO and Knitro are the only solvers that solve all highly

nonconvex problems. But Knitro hits the time limit for two-thirds of the models
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Figure 7.26: Highly Nonconvex - Overall Solution Speed (vs. Heuristic Solvers)

Table 7.21: Highly Nonconvex Solution Quality - Difference from Best in Group
(CCGO vs. Heuristic Solvers)

Metric
First Incumbent Final Soln (Completed or at Timeout)

CCGO Knitro MSNLP AIMMS CCGO Knitro MSNLP AIMMS

≤ 0.1 14 14 13 13 14 14 13 13

≤ 1 0 0 0 0 0 0 0 0

≤ 10 0 0 0 0 0 0 0 0

≤ 100 0 0 0 0 0 0 0 0

> 100 1 1 0 0 1 1 0 0

Failed 0 0 2 4 0 0 2 2

whereas CCGO finds solutions for all of the models well within the time limit. In the

complete solver category BARON has the highest success rate solving two-thirds of

the problems. Data on CCGO’s multistart robustness for the highly nonconvex subset

is given in Table 7.23 which shows that the two sampling methods play an important

role in CCGO’s success. Table 7.24 shows data on the coefficient of variation of CCGO

solutions for the highly nonconvex problems. The variations are generally small across

this entire set. The overall impact of stoping CCGO after finding the first incumbent
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solution for the nonlinearly constrained models are shown in Figures 7.27- 7.30 and in

Tables 7.25- 7.26. From these comparisons it is evident that CCGO does reasonably

well if it is terminated after finding the first incumbent solution.

Table 7.22: Highly Nonconvex - Solver Robustness

CCGO BARON SCIP Couenne Knitro MSNLP AIMMS

Total Solved of 15 15 10 3 9 15 13 13

Finished by Timeout 15 9 2 6 5 11 9

Incumbent but Unfinished at Timeout 0 1 1 3 10 2 4

Failed 0 5 12 6 0 2 2

Table 7.23: Highly Nonconvex - Multistart Robustness of CCGO

Number of Models (of 15 Total) having this many successes out of 5

0 1 2 3 4 5

Sample A 1 0 0 2 1 11

Sample B 3 0 1 1 0 10

Combined 0 0 1 1 1 12

Table 7.24: Highly Nonconvex - CCGO Coefficient of Variation

Final Sol Total Runtime 1st Inc Sol 1st Inc Runtime

≤ 0.1 14 9 14 9

≤ 1 0 5 0 5

≤ 10 0 1 0 1

≤ 100 1 0 1 0

> 100 0 0 0 0
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Figure 7.27: Highly Nonconvex - Total Runtime if within Time Limit (CCGO First
Incumbent vs. Heuristic Solvers’ Final)

Figure 7.28: Highly Nonconvex - Total Runtime (CCGO First Incumbent vs.
Heuristic Solvers’ Final)
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Figure 7.29: Highly Nonconvex - Total Runtime if within Time Limit (CCGO First
Incumbent vs. Complete Solvers’ Final)

Figure 7.30: Highly Nonconvex - Total Runtime (CCGO First Incumbent vs. Com-
plete Solvers’ Final)
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Table 7.25: Highly Nonconvex Solution Quality - Difference from Best in Group
(CCGO First Incumbent vs. Complete Solvers’ Final)

Metric
First Incumbent Final Solution (Completed or at Timeout)

CCGO BARON SCIP Couenne

≤ 0.1 14 10 2 8

≤ 1 0 0 0 0

≤ 10 0 0 0 0

≤ 100 0 0 0 0

> 100 8 0 1 1

Failed 0 5 12 6

Table 7.26: Highly Nonconvex Solution Quality - Difference from Best in Group
(CCGO First Incumbent vs. Heuristic Solvers’ Final)

Metric
First Incumbent Final Solution (Completed or at Timeout)

CCGO Knitro MSNLP AIMMS

≤ 0.1 13 13 12 12

≤ 1 0 0 0 0

≤ 10 0 0 0 0

≤ 100 1 0 0 0

> 100 1 2 1 1

Failed 0 0 2 2

7.5 Conclusions

This chapter presented the performance analysis of CCGO with respect to some state-

of-the-art solvers on large-scale CUTEr models. Empirical data show that CCGO

does notably well for the nonlinear subset of the models. CCGO performance on the

highly nonconvex subset of models proves its effectiveness to solve difficult large-scale

problems, which is the main design intent for CCGO. CCGO also performs on par

with the competitor solvers on the linearly constrained models, which is an added
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bonus. CCGO is highly successful in finding high quality solutions quickly. CCGO

would likely be even faster if AMPL presolving were turned on. The first incumbent

solution returned by CCGO is also generally its final solution, indicating that the

solution can safely be stopped at that point, for further reduction in solution time.

As a heuristic method, CCGO cannot provide a guarantee that it will converge to

a global minimum, though it does very well in practice, as shown by the experimental

results. It will certainly converge to a global minimum for any model in which the

local solver by itself would converge to a local minimum, such as a convex objective

function subject to a convex set of constraints.
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Conclusions

This research designs a fast heuristic GO algorithm that can solve difficult large-scale

nonconvex problems. The new CCGO algorithm is mainly based on a combination

of fast heuristics like initial scatter generation, Constraint Consensus, clustering (and

secondary clustering), Simple Search leading to better local solver launch point s-

election. It starts the search process simultaneously from multiple locations in the

variable space making it highly scalable to any concurrent hardware platform. CCGO

does a better job of exploring the variable space cheaply before launching the expen-

sive local solver. This is why it is especially good for nonconvex, and non-contiguous

feasible regions.

CCGO has been in active development since 2012, and currently constitutes

around 5000 lines of code in C/C++. The experiments presented in the thesis to-

tal about 6 months of continuous computer testing. Preliminary results have been

presented at a number of conferences (INFORMS 2013, CPAIOR 2013, Optimization

Days 2013, CORS 2014, MINLP 2014, INFORMS 2014, CORS/INFORMS 2015,

INFORMS 2015, ISMP 2015, INFORMS 2016).

Empirical data show that CCGO does very well for the nonlinear subset of the

benchmark models. Most importantly, CCGO performance on the highly nonconvex

subset of models proves its effectiveness in solving difficult large-scale problems, which

was the main design intent. It also performs on par with the competitor solvers on

linearly constrained models. CCGO will likely be even faster if AMPL presolving

is turned on. CCGO does well compared to state-of-the-art commercial GO solvers

that have been under development for many years. Further, some of the ideas from

CCGO are transferrable to existing state-of-the-art solvers.

116
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8.1 Contributions to Knowledge

This research work makes the following contributions to knowledge:

1. A novel fast and reasonably accurate global optimization algorithm is develope-

d and tested. The new CCGO algorithm is especially designed for large-scale,

nonconvex continuous global optimization problems, but also performs well on

models that have convex feasible regions (including those defined by linear con-

straints). It is valuable where a good solution is needed relatively quickly. The

algorithm is inherently concurrent, yielding speed improvements. The new al-

gorithm automatically scales up or down to adjust to any number of CPU cores

available.

2. A new framework to quickly explore a variable space is given. It includes multi-

ple rounds of scattering (IPG), moving towards feasibility (CC), clustering (and

secondary clustering), and neighbourhood search (SS). On a system that allows

concurrency, this framework supports exploring a variable space in one round

and searching for a local solution in another - both at the same time.

3. New methods for generating the initial point scatter are developed.

i. A new stateless method to generate an initial scatter is given. The nonuni-

form LHS does uneven sampling within areas of interest, concentrating the

search on variable ranges that are more likely to provide good solutions.

ii. A new stateful method to generate an initial scatter of points is developed.

Scattering during any exploration round other than the first one considers

all previous round’s initial scatter, Simple Search end points, and failed

points, and is less likely to sample in the vicinity of those points.

iii. A new method to generate a scatter of ‘clean’ points is developed, where

clean points are those at which all of the model functions evaluate success-

fully (with no overflow or underflow, etc.). Running this procedure prior to

CC is useful since CC can evaluate all constraints when it starts.

4. Simple Search is a new heuristic that is good for point improvement prior to

local solver launch. It is specifically designed to work with clusters of points,

such as those available after the clustering step, and explores the interior as well
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as the exterior of the space enclosing the cluster. Thus the cluster as a whole

may contract, expand, or migrate.

5. An improved method for launch point selection is developed. The secondary

clustering method uses multiple lists (one list per round) of diverse points. Re-

clustering the cluster-best points from all rounds provides diversity and a better

coverage of the space.

6. A modular approach to solving global optimization problems is developed. Com-

ponents within the proposed framework are loosely coupled, and hence a com-

ponent can be upgraded or redesigned without impacting others.

The latest multistart algorithm from AIMMS incorporates some of the CCGO ideas,

showing their value in practice [113].

8.2 Future Research

This research work can be extended in future in the following ways:

1. The proposed algorithm can be further optimized by examining heuristic choic-

es that have not been explored yet. For example, the amount of launch box

reduction, inclusion of points from CC into IPG’s exclusion list (for biasing

weighted sampling), etc.

2. CC start and end points can potentially isolate basins of attraction [19]. IPG

can leverage this information by sampling more in areas that are outside of the

already identified basins of attraction.

3. The proposed global solver can be used within a Branch and Bound enumeration

to solve a MINLP problem. One can choose to use the whole CCGO algorithm

or its approximate search phase for solving a MINLP node.

4. The proposed GO algorithm can be extended to solve an unconstrained problem

by introducing some form of aspiration constraint in the problem description.

The aspiration constraint will then be used by CC and SS components to isolate

areas of interest.

5. It will be interesting to evaluate CCGO runtime using different number of CPU

cores. In general CCGO should perform faster when more cores are available.
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Appendix A

Best Known Objective Function Value for

Test Problems in CUTEr

Table A.1: Best Known Objective Function Value for Test Problems in CUTEr [1]

Model Best Known Objective Value Used in Experiment

3pk 1.720119E+00 A, B, B

aircrfta 0.000000E+00 A, B, C

aircrftb 0.000000E+00 A, B, C

airport 4.795270E+04 A, B, C

aljazzaf 7.500500E+01 A, B, C

allinit 0.000000E+00 A, B, C

allinitc 0.000000E+00 A, B, C

allinitu 0.000000E+00 A, B, C

alsotame 0.000000E+00 A, B, C

argauss 0.000000E+00 A, B, C

arglina 1.000000E+02 A, B, C

arglinb 4.634146E+00 A, B, C

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

arglinc 6.135135E+00 A, B, C

argtrig 0.000000E+00 A, B, C

artif 0.000000E+00 D

arwhead 0.000000E+00 A, B, C

aug2d 1.687412E+06 D

aug2dc 1.818393E+06 D

aug2dcqp 6.498081E+00 D

aug2dqp 6.236914E+00 D

aug3d 5.540677E+02 D

aug3dc 7.712624E+02 D

aug3dcqp 9.598246E+02 A, B

aug3dqp 6.750366E+02 A, B

avgasa -4.412170E+00 A, B

avgasb -4.132820E+00 A, B

avion2 9.468013E+07 A, B

bard 0.000000E+00 A, B

batch 2.591804E+05 A, B, C

bdexp -1.000000E+51 A, B

bdqrtic 3.983818E+03 A, B

bdvalue 0.000000E+00 D

beale 0.000000E+00 A, B

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

bigbank -4.205696E+06 D

biggs3 0.000000E+00 A, B

biggs5 0.000000E+00 A, B

biggs6 0.000000E+00 A, B

biggsb1 1.500000E-02 A, B

biggsc4 -2.450000E+01 A, B

blockqp1 -9.965000E+02 D

blockqp2 -9.961010E+02 D

blockqp3 -4.975000E+02 D

blockqp4 -4.980980E+02 D

blockqp5 -4.975000E+02 D

bloweya -1.170530E+00 A, B

bloweyb 0.000000E+00 A, B

bloweyc -3.400000E-05 A, B

box2 0.000000E+00 A, B

box3 0.000000E+00 A, B

bqp1var 0.000000E+00 A, B

bqpgabim -1.000000E+13 A, B

bqpgasim -1.000000E+13 A, B

brainpc0 1.010000E-02 A, B

brainpc1 8.200000E-06 A, B

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

brainpc2 0.000000E+00 A, B

brainpc3 1.030000E-05 A, B

brainpc4 1.160000E-05 D

brainpc5 1.150000E-05 D

brainpc6 1.000000E-05 D

brainpc7 1.000000E-05 D

brainpc8 9.800000E-06 D

brainpc9 1.450000E-05 D

bratu1d -8.500000E-05 A, B

bratu2d 0.000000E+00 A, B

bratu2dt 0.000000E+00 A, B

bratu3d 0.000000E+00 A, B

britgas 0.000000E+00 A, B

brkmcc -4.600000E+16 A, B

brownal 0.000000E+00 A, B

brownbs 0.000000E+00 A, B

brownden 8.582220E+04 A, B

broydn3d 0.000000E+00 A, B

broydn7d 1.170354E+01 A, B

broydnbd 0.000000E+00 A, B

brybnd 0.000000E+00 A, B

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

bt1 -1.000080E+00 A, B, C

bt10 -1.000010E+00 A, B, C

bt11 8.248910E-01 A, B, C

bt12 6.188119E+00 A, B, C

bt13 0.000000E+00 A, B, C

bt2 3.256800E-02 A, B, C

bt3 4.093023E+00 A, B

bt4 -4.551080E+01 A, B, C

bt5 9.521425E+02 A, B, C

bt6 0.000000E+00 A, B, C

bt7 3.064997E+02 A, B, C

bt8 9.999980E-01 A, B, C

bt9 -1.000010E+00 A, B, C

byrdsphr -4.683310E+00 A, B, C

camel6 -1.031630E+00 A, B

cantilvr 1.339956E+00 A, B, C

catena -2.307780E+04 A, B, C

catenary -3.484030E+05 A, B

cb2 1.952224E+00 A, B, C

cb3 2.000000E+00 A, B, C

cbratu2d 0.000000E+00 D

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

cbratu3d 0.000000E+00 A, B

chaconn1 1.952224E+00 A, B, C

chaconn2 2.000000E+00 A, B, C

chainwoo 1.000000E+00 A, B

chandheq 0.000000E+00 A, B

chebyqad 0.000000E+00 A, B

chemrcta 0.000000E+00 D

chemrctb 0.000000E+00 D

chenhark -2.000000E+00 A, B

chnrosnb 0.000000E+00 A, B

cliff 1.997870E-01 A, B

clnlbeam 0.000000E+00 D

clplatea -1.259000E-02 A, B

clplateb -6.707710E+00 A, B

clplatec -5.020000E-03 A, B

cluster 0.000000E+00 A, B, C

concon -6.230800E+03 A, B, C

congigmz 2.800000E+01 A, B

coolhans 0.000000E+00 A, B, C

core1 9.105624E+01 A, B, C

core2 7.290000E+01 A, B

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

corkscrw 0.000000E+00 D

coshfun -4.400000E+12 A, B, C

cosine 0.000000E+00 A, B

cragglvy 0.000000E+00 A, B

cresc100 0.000000E+00 A, B, C

cresc132 0.000000E+00 D

cresc4 0.000000E+00 A, B, C

cresc50 0.000000E+00 A, B

csfi1 -4.907530E+01 A, B, C

csfi2 5.501754E+01 A, B, C

cube 0.000000E+00 A, B

curly10 -1.003163E+06 A, B

curly20 -1.003163E+06 A, B

curly30 -1.003163E+06 A, B

cvxbqp1 2.250225E+00 A, B

cvxqp1 1.087512E+00 D

cvxqp2 8.201550E-01 A, B

cvxqp3 1.157111E+05 A, B

dallasl 1.157111E+05 D

dallasm 0.000000E+00 A, B

dallass 0.000000E+00 A, B

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

deconvb 0.000000E+00 A, B

deconvc 0.000000E+00 A, B, C

deconvu 0.000000E+00 A, B

demymalo -3.000000E+00 A, B, C

denschna -8.000000E-07 A, B

denschnb 0.000000E+00 A, B

denschnc 0.000000E+00 A, B

denschnd 0.000000E+00 A, B

denschne 0.000000E+00 A, B

denschnf 7.812420E-01 A, B

dipigri 6.806301E+02 A, B, C

disc2 1.562500E+00 A, B

discs 1.200000E+01 A, B, C

dittert -1.997600E+00 A, B

dixchlng 0.000000E+00 A, B, C

dixchlnv 0.000000E+00 A, B, C

dixmaana 1.000000E+00 A, B

dixmaanb 1.000000E+00 A, B

dixmaanc 1.000000E+00 A, B

dixmaand 1.000000E+00 A, B

dixmaane 1.000000E+00 A, B

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

dixmaanf 1.000000E+00 A, B

dixmaang 1.000000E+00 A, B

dixmaanh 1.000000E+00 A, B

dixmaani 1.000000E+00 A, B

dixmaanj 1.000000E+00 A, B

dixmaank 1.000000E+00 A, B

dixmaanl 1.000000E+00 A, B

dixon3dq 0.000000E+00 A, B

djtl 0.000000E+00 A, B

dnieper 1.713445E+04 A, B, C

dqdrtic 0.000000E+00 A, B

dqrtic 2.568000E-03 A, B

drcav1lq 0.000000E+00 A, B

drcav2lq 0.000000E+00 A, B

drcav3lq 0.000000E+00 D

drcavty1 3.310000E-05 A, B

drcavty2 6.200000E-06 A, B

drcavty3 2.030000E-04 A, B

dtoc1l 1.253381E+02 D

dtoc1na 1.270203E+01 D

dtoc1nb 1.593778E+01 A, B

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

dtoc1nc 2.496981E+01 A, B

dtoc1nd 1.204912E+01 A, B

dtoc2 0.000000E+00 A, B

dtoc3 2.352625E+02 A, B

dtoc4 2.868541E+00 D

dtoc5 1.535112E+00 D

dtoc6 1.348506E+02 D

dual1 3.501300E-02 A, B

dual2 3.373400E-02 A, B

dual3 1.357560E-01 A, B

dual4 7.460910E-01 A, B

dualc1 6.155252E+03 A, B

dualc2 3.551306E+03 A, B

dualc5 4.272326E+02 A, B

dualc8 1.830936E+04 A, B

edensch 1.200328E+04 A, B

eg1 0.000000E+00 A, B

eg2 0.000000E+00 A, B

eg3 0.000000E+00 A, B, C

eigena 0.000000E+00 A, B

eigena2 0.000000E+00 A, B, C

Continued on next page
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eigenaco 0.000000E+00 A, B, C

eigenals 0.000000E+00 A, B

eigenb 0.000000E+00 A, B

eigenb2 0.000000E+00 A, B, C

eigenbco 0.000000E+00 A, B, C

eigenbls 0.000000E+00 A, B

eigenc2 0.000000E+00 A, B

eigencco 0.000000E+00 A, B, C

eigmaxa -1.000000E+02 A, B, C

eigmaxb -9.643000E-01 A, B, C

eigmaxc -1.074620E+01 A, B, C

eigmina 1.000000E+00 A, B, C

eigminb 9.650000E-04 A, B, C

eigminc -1.000000E+00 A, B, C

engval1 5.548668E+03 A, B

engval2 0.000000E+00 A, B

errinros 3.990415E+01 A, B

expfit 2.405110E-01 A, B

expfita 1.137000E-03 A, B

expfitb 5.019000E-03 A, B

expfitc 2.330300E-02 A, B
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explin -7.237560E+05 A, B

explin2 -7.244590E+05 A, B

expquad -3.624600E+06 A, B

extrosnb 0.000000E+00 A, B

fccu 1.114911E+01 A, B

fletcbv2 0.000000E+00 A, B

fletcbv3 0.000000E+00 A, B

fletchbv 0.000000E+00 A, B

fletchcr 0.000000E+00 A, B, C

fletcher 1.165683E+01 A, B

flosp2hh 4.165506E+01 A, B

flosp2hl 3.887054E+01 A, B

flosp2hm 3.890000E-05 A, B

flosp2th 1.000000E-02 A, B

flosp2tl 1.000000E+01 A, B

flosp2tm 1.000000E+01 A, B

fminsrf2 1.000000E+00 A, B

fminsurf 1.000000E+00 A, B

freuroth 4.125316E+05 A, B

gausselm -1.000000E+51 A, B

genhs28 9.271740E-01 A, B
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genhumps 0.000000E+00 A, B

genrose 1.000000E+00 A, B

gigomez1 -3.000000E+00 A, B, C

gilbert 4.820273E+02 A, B

gottfr 0.000000E+00 A, B, C

gouldqp2 1.880000E-04 A, B

gouldqp3 2.065155E+00 A, B

gpp 1.440093E+04 D

gridneta 6.935700E-01 A, B

gridnetb 1.433232E+02 A, B

gridnetc 1.618702E+02 D

gridnetd 5.664444E+02 D

gridnete 2.065547E+02 D

gridnetf 2.421090E+02 A, B

gridnetg 7.331703E+01 A, B

gridneth 3.962627E+01 A, B

gridneti 4.024746E+01 A, B

grouping 3.030000E-01 A, B, C

growth 1.004041E+00 A, B

growthls 1.004041E+00 A, B

gulf 0.000000E+00 A, B
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hadamals 2.531642E+01 A, B

hadamard 1.000000E+00 A, B, C

hager1 8.807970E-01 A, B

hager2 4.320820E-01 D

hager3 1.409610E-01 D

hager4 2.794031E+00 D

haifam -4.500040E+01 A, B, C

haifas -4.500000E-01 A, B, C

hairy 0.000000E+00 A, B

haldmads 1.200000E-04 A, B

hanging -6.201760E+02 A, B, C

harkerp2 -5.000000E-01 A, B

hart6 -3.322890E+00 A, B

hatflda 0.000000E+00 A, B

hatfldb 5.573000E-03 A, B

hatfldc 0.000000E+00 A, B

hatfldd 1.000000E-07 A, B

hatflde 4.000000E-07 A, B

hatfldf 0.000000E+00 A, B, C

hatfldg 0.000000E+00 A, B, C

hatfldh -2.450000E+01 A, B
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heart6 0.000000E+00 A, B, C

heart6ls 0.000000E+00 A, B

heart8 0.000000E+00 A, B, C

heart8ls 0.000000E+00 A, B

helix 0.000000E+00 A, B

hilberta 0.000000E+00 A, B

hilbertb 0.000000E+00 A, B

himmelbb 0.000000E+00 A, B

himmelbc 0.000000E+00 A, B, C

himmelbd 0.000000E+00 A, B, C

himmelbf 3.185717E+02 A, B

himmelbg -1.000000E-07 A, B

himmelbh -1.000000E-01 A, B

himmelbi -1.755000E+03 A, B

himmelbj -1.970130E+03 A, B

himmelbk 5.181400E-02 A, B

himmelp1 -6.205390E+01 A, B

himmelp2 -6.205390E+01 A, B, C

himmelp3 -5.901310E+01 A, B, C

himmelp4 -5.901310E+01 A, B, C

himmelp5 -5.901310E+01 A, B, C
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himmelp6 -5.901310E+01 A, B, C

hong 1.347307E+00 A, B

hs001 0.000000E+00 A, B

hs002 5.042600E-02 A, B

hs003 -9.000000E-07 A, B

hs004 2.666667E+00 A, B

hs005 0.000000E+00 A, B

hs006 0.000000E+00 A, B, C

hs007 -1.732050E+00 A, B, C

hs008 -1.000000E+00 A, B, C

hs009 0.000000E+00 A, B

hs010 -1.000000E+00 A, B, C

hs011 -8.498470E+00 A, B, C

hs012 -3.000000E+01 A, B, C

hs013 9.850830E-01 A, B

hs014 1.393465E+00 A, B, C

hs015 3.064996E+02 A, B

hs016 2.500000E-01 A, B

hs017 1.000000E+00 A, B, C

hs018 4.999989E+00 A, B, C

hs019 -6.961820E+03 A, B, C
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hs020 3.819872E+01 A, B

hs021 -9.996000E+01 A, B

hs022 1.000000E+00 A, B, C

hs023 1.999981E+00 A, B, C

hs024 -9.400000E+14 A, B

hs025 1.527850E-01 A, B

hs026 0.000000E+00 A, B, C

hs027 4.000000E-02 A, B, C

hs028 0.000000E+00 A, B

hs029 -2.262770E+01 A, B, C

hs030 1.000000E+00 A, B, C

hs031 5.999988E+00 A, B, C

hs032 1.000000E+00 A, B

hs033 -4.585790E+00 A, B

hs034 -8.340300E-01 A, B, C

hs035 1.111110E-01 A, B

hs036 -3.300000E+03 A, B

hs037 -3.456000E+03 A, B

hs038 0.000000E+00 A, B

hs039 -1.000010E+00 A, B

hs040 -2.500000E-01 A, B
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hs041 1.925926E+00 A, B

hs042 1.385785E+01 A, B, C

hs043 -4.400000E+01 A, B, C

hs044 -1.500000E+01 A, B

hs045 1.000000E+00 A, B

hs046 0.000000E+00 A, B, C

hs047 -2.672000E-02 A, B, C

hs048 -1.300000E+15 A, B

hs049 0.000000E+00 A, B

hs050 0.000000E+00 A, B

hs051 0.000000E+00 A, B

hs052 5.326648E+00 A, B

hs053 4.093023E+00 A, B

hs054 1.928570E-01 A, B

hs055 6.333333E+00 A, B

hs056 0.000000E+00 A, B, C

hs057 2.845900E-02 A, B, C

hs059 -7.802790E+00 A, B, C

hs060 3.256800E-02 A, B, C

hs061 -1.436460E+02 A, B, C

hs062 0.000000E+00 A, B
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hs063 9.617152E+02 A, B

hs064 6.299825E+03 A, B, C

hs065 9.535290E-01 A, B, C

hs066 5.181630E-01 A, B, C

hs067 -1.162030E+03 A, B, C

hs070 8.923000E-03 A, B, C

hs071 1.701401E+01 A, B, C

hs072 7.276439E+02 A, B, C

hs073 2.989438E+01 A, B

hs074 0.000000E+00 A, B, C

hs075 0.000000E+00 A, B, C

hs076 -4.681820E+00 A, B

hs077 0.000000E+00 A, B, C

hs078 -2.919730E+00 A, B, C

hs079 7.877600E-02 A, B, C

hs080 5.395000E-02 A, B, C

hs081 5.395000E-02 A, B, C

hs083 -3.066550E+04 A, B, C

hs084 -5.280335E+06 A, B, C

hs085 -1.858280E+00 A, B, C

hs086 -3.234870E+01 A, B
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hs087 0.000000E+00 A, B, C

hs088 1.361810E+00 A, B, C

hs089 1.362604E+00 A, B, C

hs090 1.358660E+00 A, B, C

hs091 1.358248E+00 A, B, C

hs092 1.362462E+00 A, B, C

hs093 1.350760E+02 A, B, C

hs095 1.562000E-02 A, B, C

hs096 1.562000E-02 A, B, C

hs097 3.135809E+00 A, B, C

hs098 3.135809E+00 A, B, C

hs099 0.000000E+00 A, B

hs100 6.806301E+02 A, B, C

hs100lnp 6.806301E+02 A, B, C

hs100mod 6.787547E+02 A, B, C

hs101 1.809764E+03 A, B, C

hs102 9.103263E+02 A, B, C

hs103 5.436676E+02 A, B, C

hs104 3.951141E+00 A, B, C

hs105 0.000000E+00 A, B

hs106 7.049248E+03 A, B, C
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hs107 0.000000E+00 A, B, C

hs108 -8.660300E-01 A, B, C

hs109 0.000000E+00 A, B, C

hs110 -4.577850E+01 A, B

hs111 -4.776140E+01 A, B, C

hs111lnp -4.776110E+01 A, B

hs112 -5.513980E+01 A, B

hs113 2.430621E+01 A, B, C

hs114 -1.768810E+03 A, B, C

hs116 9.758751E+01 A, B, C

hs117 3.234844E+01 A, B, C

hs118 6.648204E+02 A, B

hs119 2.448997E+02 A, B

hs21mod -9.596000E+01 A, B

hs268 0.000000E+00 A, B

hs35mod 2.500000E-01 A, B

hs3mod 0.000000E+00 A, B

hs44new -1.500000E+01 A, B

hs99exp 0.000000E+00 A, B, C

hubfit 0.000000E+00 A, B

hues-mod 6.545169E+00 A, B
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huestis 6.545165E+00 A, B

humps 0.000000E+00 A, B

hvycrash 0.000000E+00 A, B

hypcir 0.000000E+00 A, B, C

indef 0.000000E+00 A, B

integreq 0.000000E+00 A, B

jensmp 1.243622E+02 A, B

kissing 8.433320E-01 D

kiwcresc -4.000000E-07 A, B, C

kowosb 3.080000E-04 A, B

ksip 5.757980E-01 D

lakes 3.505248E+02 A, B, C

launch 4.000000E-06 A, B, C

lch -4.318290E+00 A, B

lewispol 1.126623E+00 A, B, C

liarwhd 0.000000E+00 A, B

liswet1 2.524806E+01 A, B

liswet10 2.579312E+01 D

liswet11 3.742737E+01 D

liswet12 -3.614830E+03 D

liswet2 2.499973E+01 A, B
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liswet3 2.499971E+01 D

liswet4 2.499967E+01 D

liswet5 2.499972E+01 D

liswet6 2.499972E+01 D

liswet7 9.959346E+01 D

liswet8 4.411990E+02 D

liswet9 1.663427E+03 D

lminsurf 1.000000E+00 A, B

loadbal 4.528510E-01 A, B

loghairy 0.000000E+00 A, B

logros 0.000000E+00 A, B

lootsma 1.414214E+00 A, B

lotschd 2.398416E+03 A, B

lsnnodoc 1.231124E+02 A, B

lsqfit 3.378700E-02 A, B

madsen 0.000000E+00 A, B, C

madsschj -7.972840E+02 A, B, C

makela1 -1.414210E+00 A, B, C

makela2 7.199999E+00 A, B, C

makela3 0.000000E+00 A, B, C

mancino 0.000000E+00 A, B
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manne -9.745700E-01 D

maratos -1.000000E+00 A, B, C

maratosb -1.000000E+00 A, B

matrix2 0.000000E+00 A, B, C

maxlika 1.135342E+03 A, B

mconcon -6.230800E+03 A, B, C

mdhole 0.000000E+00 A, B

methanb8 0.000000E+00 A, B

methanl8 0.000000E+00 A, B

mexhat -4.010000E-02 A, B

meyer3 8.794586E+01 A, B

mifflin1 -1.000000E+00 A, B

mifflin2 -1.000000E+00 A, B, C

minc44 2.573000E-03 A, B

minmaxbd 1.157064E+02 A, B, C

minmaxrb 0.000000E+00 A, B, C

minperm 3.630000E-04 D

minsurf 7.619846E+00 A, B

mistake -1.000010E+00 A, B, C

morebv 0.000000E+00 A, B

mosarqp1 -9.528750E+02 D
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mosarqp2 -1.597480E+03 D

msqrta 0.000000E+00 D

msqrtals 0.000000E+00 A, B

msqrtb 0.000000E+00 D

msqrtbls 0.000000E+00 A, B

mwright 1.288382E+00 A, B

nasty 0.000000E+00 A, B

ncvxbqp1 -1.985540E+04 A, B

ncvxbqp2 -1.334020E+04 A, B

ncvxbqp3 -6.559550E+03 A, B

ncvxqp1 -7.164478E+06 D

ncvxqp2 -5.781385E+06 D

ncvxqp3 -3.144418E+06 D

ncvxqp4 -9.401480E+01 A, B

ncvxqp5 -6.638160E+01 A, B

ncvxqp6 -3.548990E+01 A, B

ncvxqp7 -4.352460E+01 D

ncvxqp8 -3.050850E+01 D

ncvxqp9 -2.158400E+01 D

ngone -6.431200E-01 D

noncvxu2 0.000000E+00 A, B
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noncvxun 0.000000E+00 A, B

nondia 0.000000E+00 A, B

nondquar 0.000000E+00 A, B

nonmsqrt 7.518000E-01 A, B

nonscomp 0.000000E+00 A, B

obstclal 1.397898E+00 A, B

obstclbl 2.875038E+00 A, B

obstclbu 2.875038E+00 A, B

odfits -2.716870E+03 A, B

oet2 8.651000E-02 D

oet7 4.350000E-05 D

optcdeg2 2.295734E+02 D

optcdeg3 4.614567E+01 D

optcntrl 5.499994E+02 A, B, C

optctrl3 2.048009E+03 A, B, C

optctrl6 2.048017E+03 A, B, C

optmass -1.895400E-01 A, B, C

optprloc -1.641980E+01 A, B, C

orthrdm2 1.555328E+02 D

orthrds2 3.054009E+01 A, B, C

orthrega 1.414056E+03 A, B
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orthregb 0.000000E+00 A, B, C

orthregc 0.000000E+00 D

orthregd 0.000000E+00 D

orthrege 0.000000E+00 A, B, C

orthrgdm 1.513802E+03 D

orthrgds 1.523900E+03 D

osbornea 5.460000E-05 A, B

osborneb 4.013800E-02 A, B

oslbqp 6.250000E+00 A, B

palmer1 1.175460E+04 A, B

palmer1a 8.988400E-02 A, B

palmer1b 3.447355E+00 A, B

palmer1c 9.759800E-02 A, B

palmer1d 6.526830E-01 A, B

palmer1e 8.350000E-04 A, B

palmer2 3.651090E+03 A, B

palmer2a 1.716100E-02 A, B

palmer2b 6.233950E-01 A, B

palmer2c 1.442100E-02 A, B

palmer2e 2.150000E-04 A, B

palmer3 2.265958E+03 A, B
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palmer3a 2.043100E-02 A, B

palmer3b 4.227647E+00 A, B

palmer3c 1.953800E-02 A, B

palmer3e 5.070000E-05 A, B

palmer4 2.285383E+03 A, B

palmer4a 4.060600E-02 A, B

palmer4b 6.835139E+00 A, B

palmer4c 5.031100E-02 A, B

palmer4e 1.480000E-04 A, B

palmer5a 2.055700E-02 A, B

palmer5b 9.753000E-03 A, B

palmer5c 2.128087E+00 A, B

palmer5d 8.733940E+01 A, B

palmer5e 2.071300E-02 A, B

palmer6a 5.594900E-02 A, B

palmer6c 1.638700E-02 A, B

palmer6e 2.240000E-04 A, B

palmer7a 1.033486E+01 A, B

palmer7c 6.019860E-01 A, B

palmer7e 6.379605E+00 A, B

palmer8a 7.401000E-02 A, B
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palmer8c 1.597680E-01 A, B

palmer8e 6.339000E-03 A, B

penalty1 9.686000E-03 A, B

penalty2 9.709608E+04 A, B

pentagon 1.370000E-04 A, B

pentdi -7.500000E-01 A, B

pfit1 0.000000E+00 A, B

pfit1ls 0.000000E+00 A, B

pfit2 0.000000E+00 A, B

pfit2ls 0.000000E+00 A, B

pfit3 0.000000E+00 A, B

pfit3ls 0.000000E+00 A, B

pfit4 0.000000E+00 A, B

pfit4ls 0.000000E+00 A, B

polak1 2.718281E+00 A, B, C

polak2 5.459815E+01 A, B, C

polak3 5.933003E+00 A, B, C

polak4 0.000000E+00 A, B, C

polak5 5.000000E+01 A, B, C

polak6 -4.400000E+01 A, B, C

porous1 0.000000E+00 D
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porous2 0.000000E+00 D

portfl1 2.048600E-02 A, B

portfl2 2.968900E-02 A, B

portfl3 3.275000E-02 A, B

portfl4 2.630700E-02 A, B

portfl6 2.579200E-02 A, B

powell20 5.214578E+04 D

powellbs 0.000000E+00 A, B

powellsq 0.000000E+00 A, B, C

power 0.000000E+00 A, B

probpenl 2.000000E-07 A, B

prodpl0 6.091921E+01 A, B, C

prodpl1 5.303701E+01 A, B, C

pspdoc 2.414214E+00 A, B

qpcboei1 1.443387E+07 A, B

qpcboei2 8.293666E+06 A, B

qpcstair 6.204392E+06 D

qpnboei1 8.441459E+06 A, B

qpnboei2 1.271826E+06 A, B

qpnstair -1.485620E+04 D

qr3d 0.000000E+00 A, B
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qr3dbd 0.000000E+00 A, B

qr3dls 0.000000E+00 A, B

qrtquad -3.648088E+06 A, B

quartc 4.000000E-07 A, B

qudlin -7.200000E+03 A, B

reading1 -1.604800E-01 D

reading3 0.000000E+00 A, B, C

rk23 8.333000E-02 A, B, C

robot 0.000000E+00 A, B, C

rosenbr 0.000000E+00 A, B

rosenmmx -4.400000E+01 A, B, C

s201 0.000000E+00 A, B

s202 0.000000E+00 A, B

s203 0.000000E+00 A, B

s204 1.835970E-01 A, B

s205 0.000000E+00 A, B

s206 0.000000E+00 A, B

s207 0.000000E+00 A, B

s208 0.000000E+00 A, B

s209 0.000000E+00 A, B

s210 0.000000E+00 A, B

Continued on next page
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Model Best Known Objective Value Used in Experiment

s211 0.000000E+00 A, B

s212 0.000000E+00 A, B

s213 0.000000E+00 A, B

s214 0.000000E+00 A, B

s215 0.000000E+00 A, B

s216 9.993750E-01 A, B

s217 -8.000000E-01 A, B

s218 0.000000E+00 A, B

s219 -1.000010E+00 A, B

s220 1.000000E+00 A, B

s221 -1.010000E+00 A, B

s222 -1.500000E+00 A, B

s223 -8.340300E-01 A, B

s224 -3.040000E+02 A, B

s225 1.999979E+00 A, B

s226 -5.000000E-01 A, B

s227 1.000000E+00 A, B

s228 -3.000000E+00 A, B

s229 0.000000E+00 A, B

s230 3.749940E-01 A, B

s231 0.000000E+00 A, B

Continued on next page
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Model Best Known Objective Value Used in Experiment

s232 -1.000000E+00 A, B

s233 0.000000E+00 A, B

s234 -8.000000E-01 A, B

s235 4.000000E-02 A, B

s236 -5.890340E+01 A, B

s237 -5.890340E+01 A, B

s238 -5.890340E+01 A, B

s239 -5.890340E+01 A, B

s240 0.000000E+00 A, B

s241 0.000000E+00 A, B

s242 0.000000E+00 A, B

s243 6.057520E-01 A, B

s244 0.000000E+00 A, B

s245 0.000000E+00 A, B

s246 0.000000E+00 A, B

s247 0.000000E+00 A, B

s248 -9.850930E+03 A, B

s249 1.000000E+00 A, B

s250 -3.300000E+03 A, B

s251 -3.456000E+03 A, B

s252 4.000000E-02 A, B

Continued on next page
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Model Best Known Objective Value Used in Experiment

s253 6.928203E+01 A, B

s254 -1.732050E+00 A, B

s255 -1.480000E-01 A, B

s256 0.000000E+00 A, B

s257 0.000000E+00 A, B

s258 0.000000E+00 A, B

s259 -8.544620E+00 A, B

s260 0.000000E+00 A, B

s261 0.000000E+00 A, B

s263 -1.000000E+00 A, B

s264 -4.411490E+01 A, B

s265 9.747470E-01 A, B

s266 1.000000E+00 A, B

s267 2.650000E-03 A, B

s268 0.000000E+00 A, B

s269 4.093023E+00 A, B

s270 -1.000000E+00 A, B

s271 -1.000000E-07 A, B

s272 0.000000E+00 A, B

s273 0.000000E+00 A, B

s274 0.000000E+00 A, B

Continued on next page
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Model Best Known Objective Value Used in Experiment

s275 0.000000E+00 A, B

s276 0.000000E+00 A, B

s281 1.450000E-05 A, B

s282 0.000000E+00 A, B

s283 0.000000E+00 A, B

s284 -1.840000E+03 A, B

s285 -8.252000E+03 A, B

s286 0.000000E+00 A, B

s287 0.000000E+00 A, B

s288 0.000000E+00 A, B

s289 0.000000E+00 A, B

s290 0.000000E+00 A, B

s291 0.000000E+00 A, B

s292 -5.100000E-06 A, B

s293 0.000000E+00 A, B

s294 3.973941E+00 A, B

s295 3.986579E+00 A, B

s296 0.000000E+00 A, B

s297 0.000000E+00 A, B

s298 0.000000E+00 A, B

s299 0.000000E+00 A, B

Continued on next page
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Model Best Known Objective Value Used in Experiment

s300 -2.000000E+01 A, B

s301 -5.000000E+01 A, B

s302 -1.000000E+02 A, B

s303 0.000000E+00 A, B

s304 0.000000E+00 A, B

s305 0.000000E+00 A, B

s307 1.243622E+02 A, B

s308 0.000000E+00 A, B

s309 -3.987170E+00 A, B

s311 0.000000E+00 A, B

s312 0.000000E+00 A, B

s314 1.690410E-01 A, B

s315 -8.000000E-01 A, B

s316 3.343141E+02 A, B

s317 3.724665E+02 A, B

s318 4.127499E+02 A, B

s319 4.524041E+02 A, B

s320 4.855309E+02 A, B

s321 4.961123E+02 A, B

s322 4.999595E+02 A, B

s323 3.798944E+00 A, B

Continued on next page
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Model Best Known Objective Value Used in Experiment

s324 4.999990E+00 A, B

s325 3.791341E+00 A, B

s326 -7.980780E+01 A, B

s327 2.846000E-02 A, B

s328 1.744152E+00 A, B

s329 -6.961820E+03 A, B

s330 1.620583E+00 A, B

s331 -9.990000E+02 A, B

s332 2.719065E+01 A, B, C

s333 4.327000E-02 A, B

s334 8.215000E-03 A, B

s335 -4.470000E-03 A, B

s336 -3.379000E-01 A, B

s337 5.999988E+00 A, B

s338 -1.099280E+01 A, B

s339 3.361670E+00 A, B

s340 -1.000000E+16 A, B

s341 -2.262740E+01 A, B

s342 -2.262740E+01 A, B

s343 -5.684950E+00 A, B

s344 3.256800E-02 A, B

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

s345 3.256800E-02 A, B

s346 -5.684930E+00 A, B

s347 1.737462E+04 A, B

s348 3.697422E+01 A, B

s350 3.080000E-04 A, B

s351 3.185717E+02 A, B

s352 9.032343E+02 A, B

s353 -3.993370E+01 A, B

s354 1.137840E-01 A, B

s355 6.967541E+01 A, B

s356 1.884454E+00 A, B

s357 0.000000E+00 A, B

s358 5.460000E-05 A, B

s360 -5.280335E+06 A, B

s361 -1.526020E+04 A, B

s365 0.000000E+00 A, B

s366 1.226932E+03 A, B

s367 -3.741300E+01 A, B

s368 -1.000000E+00 A, B

s369 7.049023E+03 A, B

s370 2.288000E-03 A, B

Continued on next page
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Model Best Known Objective Value Used in Experiment

s371 1.400000E-06 A, B

s372 1.338987E+04 A, B

s373 1.338986E+04 A, B

s374 2.332770E-01 A, B

s375 -1.562380E+01 A, B

s376 -4.430090E+03 A, B

s377 -7.950010E+02 A, B

s378 -4.776140E+01 A, B

s379 4.013800E-02 A, B

s380 3.168210E+00 A, B

s382 1.035193E+00 A, B

s383 7.285936E+05 A, B

s384 -8.309880E+03 A, B

s385 -8.314950E+03 A, B

s386 0.000000E+00 A, B

s387 -8.249840E+03 A, B

s388 -5.821080E+03 A, B

s389 -5.809730E+03 A, B

s391 0.000000E+00 A, B

s392 -1.101200E+06 A, B

s393 8.669610E-01 A, B

Continued on next page
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Model Best Known Objective Value Used in Experiment

s394 1.916652E+00 A, B

s395 1.916641E+00 A, B

scon1dls 0.000000E+00 A, B

scosine 0.000000E+00 A, B

scurly10 0.000000E+00 A, B

scurly20 0.000000E+00 A, B

scurly30 0.000000E+00 A, B

semicon1 0.000000E+00 D

semicon2 0.000000E+00 D

sensors 0.000000E+00 A, B

sim2bqp 0.000000E+00 A, B

simbqp 0.000000E+00 A, B

sineali 0.000000E+00 A, B

sineval 0.000000E+00 A, B

sinquad 0.000000E+00 A, B

sinrosnb 0.000000E+00 D

sisser 0.000000E+00 A, B

smbank -7.129292E+06 A, B

smmpsf 1.046985E+06 A, B

snake 0.000000E+00 A, B, C

sosqp2 -4.998700E+03 D

Continued on next page
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Model Best Known Objective Value Used in Experiment

spanhyd 2.397380E+02 A, B

spiral 0.000000E+00 A, B, C

sreadin3 0.000000E+00 A, B

srosenbr 0.000000E+00 A, B

ssebnln 1.617060E+07 A, B

ssnlbeam 0.000000E+00 A, B, C

stancmin 4.249994E+00 A, B

static3 -6.400000E+94 A, B

steenbra 1.695767E+04 A, B

steenbrb 8.465040E+00 A, B

steenbrc 1.827500E-02 A, B

steenbrd 9.030000E-03 A, B

steenbre 1.640000E+00 A, B

steenbrf 2.826796E+02 A, B

steenbrg 2.742090E-01 A, B

svanberg 6.666670E-01 A, B

swopf 6.785900E-02 A, B, C

synthes1 7.592840E-01 A, B, C

tame 0.000000E+00 A, B

tointqor 1.175472E+03 A, B

trainf 3.103384E+00 A, B

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

trainh 0.000000E+00 D

tridia 0.000000E+00 A, B

trimloss 9.060000E+00 A, B

try-b 0.000000E+00 A, B

twirism1 -1.008350E+00 D

twobars 1.508651E+00 A, B, C

ubh1 1.116001E+00 D

ubh5 1.116001E+00 A, B

vanderm1 0.000000E+00 A, B

vanderm2 0.000000E+00 A, B

vanderm3 0.000000E+00 A, B

vanderm4 0.000000E+00 A, B, C

vardim 0.000000E+00 A, B

watson 0.000000E+00 A, B

weeds 2.587112E+00 A, B

womflet 0.000000E+00 A, B, C

woods 0.000000E+00 A, B

yao 1.901691E+02 D

yfit 0.000000E+00 A, B

yfitu 0.000000E+00 A, B

zangwil2 -1.820000E+01 A, B

Continued on next page
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Table A.1 – continued from previous page

Model Best Known Objective Value Used in Experiment

zecevic2 -4.125000E+00 A, B

zecevic3 9.730941E+01 A, B, C

zecevic4 7.557508E+00 A, B, C

zigzag 0.000000E+00 A, B

zy2 1.999998E+00 A, B
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Figure B.1: MSNLP Completing Running Iteration before Involuntary Termination
for Model ORTHREGD
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