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Abstract 

Sensor integration as a means of remote health monitoring is a growing area of research, 

especially among the older adult population as a means of supporting living independently. 

Chronic respiratory conditions require careful monitoring and evaluation in order to ensure 

health. In this work, the application of audio-based methods to monitor respiratory sounds 

(e.g., cough) is presented as a means to identify abrupt changes in health status.  

Three main classification tasks (C  wet cough vs. dry cough vs. whooping cough vs. 

restricted breathing, C  wet cough vs. dry cough, and C  cough vs. restricted breathing) are 

evaluated using three main approaches: classical machine learning, transfer learning based 

on standard image classifiers, and audio classifiers. For the image-based transfer learning 

approach, several audio visualization methods were considered including an aggregate-

image method that combined the top three performing visualization methods. Overall, the 

aggregate-based image classifier had the best performance for C , C , and C  with weighted 

F -scores of . , . , and .  respectively.  

In light of the COVID-  pandemic, a novel COVID-  spontaneous (reflex) cough 

database (NoCoCoDa) was also collected from public media interviews. Finally, 

performance factors associated with external sources that may affect sound recordings are 

also investigated. The respiratory monitoring methods described in this thesis are designed 

to be expanded on in future work eventually leading to a  respiratory sound measurement 

system imbedded in a smart home environment aimed to support older adults age 

independently.  
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Chapter  – Introduction 

This chapter presents the thesis motivation, problem statement and objectives. The thesis 

contributions are also listed along with a description of the thesis structure.  

.  Motivation 

The world’s population is aging. In Canada the median age has increased from .  years 

old in  to .  in  [ ]. With age comes higher likelihood of chronic conditions 

and co-morbidities, which is exemplified by the fact that older adults ( +) account for 

about half of health spending in Canada [ ]. Supporting aging in place can reduce the cost 

on the health care system and improve quality of life for individuals. The integration of 

technology in the home environment by using a variety and combination of inexpensive 

and unobtrusive sensors may be able to support this endeavor. The automation and 

integration of these sensors, collectively referred to as smart home environments, can 

provide continuous health related monitoring (remote monitoring) information of 

biological processes and/or assessments that can then be used by health care professionals 

when making care decisions.  

.  Problem Statement 

Historically, healthcare has been monitored, evaluated and addressed based on an in-

person model with direct contact between a patient and a health care provider [ ]. More 

recently, remote health care solutions have become more common, especially in light of the 

coronavirus pandemic [ ]. For example, electronic health records (EHRs) are being used by 

patients and health care professionals to make appointments and exchange information 

including things like medication use and changes in health [ ]. The need for secure and 



 

 

effective remote healthcare has been exemplified during the  Coronavirus (COVID- ) 

pandemic [ ], [ ]. Specifically, the physical distancing measures that have been 

recommended worldwide have drastically increased the adoption of remote healthcare-

based methods [ ], [ ].   

Virtual doctor visits can allow for conversations with patients; however, they lose 

out on the many of the standard vital sign evaluations that are performed during in-person 

appointments (e.g. lung sounds, heart rate, etc.) [ ], [ ]. The adoption of remote monitoring 

methods can bridge this gap by providing medical data to the provider without the need for 

an in-person visit. Furthermore, continuous sensor monitoring can provide long term 

information about health status that would not be available during a single appointment.  

Current methods of remote monitoring can provide information about biological 

processes including heart health, respiratory conditions, mobility and others. A variety of 

sensing technologies have been used for remote monitoring including, pressure sensors to 

monitor nighttime and apnea events, proximity sensors to monitor wandering patterns that 

can be present for those with dementia, thermal cameras to monitor vital signs like 

temperature, and wifi/radar sensors that can be used to monitor activities of daily living 

(ADLs)[ ]–[ ]. The use of audio modalities has been used as a feedback method for remote 

monitoring systems, think amazon Alexa™, Google Home™ and Siri™. However, the 

integration of audio-based sensing of health events as an additional monitoring method in 

combination with some of these other methods has not been as well researched. For 

example, the long-term evaluation of a person’s cough may provide insight and early 

detection of disease deterioration. Respiratory monitoring using audio methods has 

applications in long-term care, especially with the demographic shift being experienced in 



 

 

Canada and worldwide, and in the implementation of virtual care, highlighted by the 

COVID-  pandemic [ ], [ ]. This is especially true when considering the integration of 

audio based monitoring and other sensing methods.  

.  Objectives 

The main objective of this work is to evaluate respiratory events using non-contact remote 

monitoring methods, mainly audio-based signal processing of respiratory human sounds. 

In addition to the main modality (audio-based sensing), the integration of pressure sensitive 

mats (PSM) to create a multi-modal system will be explored as a solution to high levels of 

noise (e.g., loud TV, sleep noise machine, etc.) that would overpower the respiratory signal 

of interest.  

The main respiratory event of interest is cough, as it is the most common symptom 

of many respiratory diseases. Cough characteristics of interest include frequency, severity, 

and cough type (wet cough, dry cough, whooping cough). Other sounds of interest include 

breathing (e.g., restricted breathing) and snoring events. A system of algorithms, using both 

classical machine learning methods as well as visualization-based and direct audio-based 

transfer learning methods, have been developed and compared to evaluate audio-based 

respiratory information from recordings. An investigation into the impact of noise and 

environmental factors (e.g., the presence or absence of a face covering) has also been 

performed in order to ensure performance in a variety of conditions.  

This thesis aims to not only extract the characteristics of respiratory events, but also 

investigate possible performance limitations associated with monitoring respiratory sounds 

as a marker of disease state over time. This has the potential to provide early indications of 



 

 

health deterioration especially in the older adult population in order to support living 

independently.  

.  Summary of Contributions  

This thesis was built on several stages of research. The contributions presented in this 

section follow these stages and include: 

The first contribution was the curation of a novel COVID-  cough database 

(NoCoCoDa) from public media interviews, which is the only database of spontaneous 

COVID-  cough events available as of the documentation of this work [ ] (Section . . ). 

In addition to the curation of the database, an investigation into the characteristics and 

progression of the COVID-  cough sounds  (i.e., wet cough vs. dry cough) was also 

performed (Section . . ) and was presented in the Ingenious Talks series presented Faculty 

of Engineering and Design (Ingenious Talks: Detecting COVID-  Through Cough Sounds, 

https://www.youtube.com/watch?v=sinn urCWoY). This work resulted in the following 

publication [ ]: 

• M. Cohen-McFarlane, R. Goubran, and F. Knoefel, “Novel Coronavirus 

( ) Cough Database: NoCoCoDa,” IEEE Access, vol. , pp. –

, Aug. , doi: . /access. . . 

The second contribution was the curation of the first respiratory specific audio 

dataset containing wet cough, dry cough, whooping cough and restricted breathing sounds 

(ReSo, Section . . ). Using this data, the evaluation of respiratory sounds was performed 

beginning with preprocessing (Section . ), where a detailed investigation into the most 

effective silence removal method for cough specific respiratory sounds was performed 

(Section . . )[ ]. This resulted in the following publication [ ]: 



 

 

• M. Cohen-McFarlane, R. Goubran, and F. Knoefel, “Comparison of Silence 

Removal Methods for the Identification of Audio Cough Events,” in Proc 

IEEE Eng. Med. Biol. Conf. (EMBC), Jul. , pp. – , doi: 

. /EMBC. . . 

ReSo has been used in the following publications [ ]–[ ]: 

• J. J. Valdés, P. Xi, M. Cohen-Mcfarlane, B. Wallace, R. Goubran, and F. 

Knoefel, “Analysis of cough sound measurements including COVID-  

positive cases: A machine learning characterization,” in Proc IEEE Int. Symp. 

on Med. Meas. and Appl. (MeMeA), Jun. , pp. - . Doi: 

. /MeMeA . . . 

o In this work Cohen-McFarlane provided the ReSo dataset to the 

team, defined the pre-processing procedures, supported the 

machine-learning characterization process, and provided editing 

to the manuscript. 

• M. Cohen-McFarlane, P. Xi, R. B. Wallace, R. A. Goubran, and F. Knoefel, 

“Evaluation of Respiratory Sounds using Image-based Approaches for Health 

Measurement Applications,” Submitted. to IEEE Open J. Eng. Medicne Biol. 

(May, ). 

• M. Cohen-Mcfarlane, F. Hassan, P. Xi, B. Wallace, R. A. Goubran, and F. 

Knoefel, “Impact of face covering models on respiratory sound classification 

applications,” Submitted. to 2022 IEEE Sensors Appl. Symp. (Mar., 2022). 

The third contribution was the classification of respiratory sounds using the ReSo 

dataset. In addition to the first classification task (C : wet cough vs. dry cough vs. whooping 



 

 

cough vs. restricted breathing), two other classification tasks were considered based on this 

dataset (C : wet vs. dry cough and C : cough vs. restricted breathing). As image-based 

transfer learning approaches were considered, Section . .  presents a preliminary 

investigation into the feasibility of using image-based methods on audio data was 

performed using simplistic sounds (i.e., piano tones) to gain a better understanding of how 

image-based classifiers would interpret audio visualizations (i.e., spectrograms). The three 

classification tasks have been evaluated using three main methods (classical machine 

learning methods using standard features (Section .  and . . . ), transfer learning using 

pre-existing image-based classifiers evaluated over several visualization methods (Section 

.  and . . . ), and transfer learning using pre-existing audio-based classifiers fine-tuned 

the classification task of interest (Section . . . )). This work resulted in the following 

publications [ ], [ ]:  

• M. Cohen-McFarlane, P. Xi, R. B. Wallace, R. A. Goubran, and F. Knoefel, 

“Evaluation of Respiratory Sounds using Image-based Approaches for Health 

Measurement Applications,” Submitted. to IEEE Open J. Eng. Medicne Biol. 

(May, ). 

• M. Cohen-McFarlane, R. Goubran, and B. Wallace, “Challenges with Audio 

Classification using Image Based Approaches for Health Measurement 

Applications,” in Proc. IEEE Int. Symp. on Med. Meas. and Appl. (MeMeA), 

Jun. , pp. – , doi: . /MeMeA . . . 

The fourth contribution was the evaluation of respiratory sounds (specifically 

cough) amongst other ambient sounds. In the context of this thesis the majority of 

respiratory sound recordings (including ReSo) only contained the labeled sound of interest 



 

 

with low levels of noise. Given this assumption, cough or respiratory sound detection was 

not needed, however the feasibility of fine-tuning a pre-existing ambient sound classifier to 

identify respiratory sounds was evaluated introduced for possible implementation in future 

work (Section . ).  First, several ambient sound datasets were obtained for evaluation 

(Section . . ). For this task the novel application of chaos game representation (CGR) to 

non-linear quantized audio data has been performed, [ ] (Section . . . ) which has been 

used to classify respiratory sounds (e.g., cough) amongst other sounds using an image-based 

transfer learning approach (Section . . ). The same classification task was evaluated using 

an audio-based transfer learning approach for comparative purposes (Section . . ). This 

work resulted in the following publication [ ]: 

• M. Cohen-McFarlane, K. Dick, J.R. Green, R. Goubran, “Chaos Game 

Representation of Audio Signals”, in Proc IEEE Int. Inst. Meas. Tech. (I MTC), 

May , pp. - , doi: . /I MTC . . . 

The fifth contribution was the investigation into the impact of noise and 

environmental factors on the cough sound recordings. With the onset of the COVID-  

pandemic, the adoption of face coverings when in the presence of others has become 

common practice. An investigation of the impact of face coverings (e.g., fabric mask) was 

conducted in order to create a face covering model. The model was then applied to the ReSo 

dataset and was used evaluate the fine-tuned environmental sounds classifier created in 

Section . . . . Two other classifiers were created using the modeled covered data and a 

combination of the covered and uncovered data, which showed that performance improved 

when using the modeled covered and uncovered data in combination when creating 

classifiers (Section . ). These results also suggest that the face covering models may be an 



 

 

effective data augmentation method for the evaluation of human vocal sounds. This work 

resulted in the following publications [ ], [ ]: 

• M. Cohen-McFarlane, P. Xi, B. Wallace, J.J. Valdés, R. Goubran, F. Knoefel, 

“Impact of face coverings on cough measurement characterization”, in Proc. 

IEEE Int. Symp. Med. Meas. Appl., Jun. , pp. - , doi: 

. /MeMeA . . . 

• M. Cohen-Mcfarlane, F. Hassan, P. Xi, B. Wallace, R. A. Goubran, and F. Knoefel, 

“Impact of face covering models on respiratory sound classification 

applications,” Submitted. to 2022 IEEE Sensors Appl. Symp. (Mar., 2022). 

The final contribution was the investigation of remote monitoring methods to 

support older adults living independently. Specifically, pressure sensitive mats (PSM) were 

introduced as a means to support overnight audio monitoring of respiratory sounds when 

high levels of noise (e.g., a partners respiratory sounds, TV audio, or sleep sound machines) 

may be present. First, the state of remote monitoring methods to support older adults was 

summarized. This was followed by a detailed description of current PSM technology 

currently available (Section . ). Finally, a proof-of-concept investigation was performed 

which was able to show that when audio-based sensing methods of respiration would be 

overpowered by noise, a PSM may be able to maintain respiratory evaluations (Section . ). 

Furthermore, a discussion of the privacy concerns associated with continuous audio 

monitoring and how a multi-modal system would be able circumvent some of this issues 

was introduced. This work resulted in the following publications [ ], [ ], [ ]: 

• S. Bennett, M. Cohen-McFarlane, B. Wallace, R. Goubran, and F. Knoefel, “The 

Assessment of Cognitive and Physical Well-Being through Ambient Sensor 



 

 

Measures of Movement towards Longitudinal Monitoring of Activities of Daily 

Living,” IEEE Instrum. Meas. Mag., vol. , no. , pp. – , . 

o Cohen-McFarlane worked on the literature review and supported the 

writing and editing of the manuscript. 

• M. Cohen-Mcfarlane, S. Bennett, B. Wallace, R. Goubran, and F. Knoefel, “Bed-

Based Health Monitoring Using Pressure Sensitive Technology: A Review,” IEEE 

Instrum. Meas. Mag., vol. , no. , pp. – , , doi: 

. /MIM. . . 

• M. Cohen-McFarlane, R. B. Wallace, P. Xi, R. A. Goubran, and F. Knoefel, 

“Feasibility analysis of the fusion of pressure sensors and audio measurements 

for respiratory evaluations,” in Proc., 2022 IEEE Int. Symp. Med. Meas. Appl, 2022. 

.  Thesis Structure 

The structure of this thesis is presented in Figure  and is organized in seven total chapters. 

A detailed description of the status of remote monitoring using the two modalities; pressure 

sensitive mats (PSM) and audio-based sensing is presented in Chapter . The cough sound 

recording procedure and dataset curation in addition to the acquisition of other audio 

datasets that were obtained from online sources is described in Chapter . Chapter  details 

the audio signal processing procedure (including preprocessing procedures and feature 

extraction) implemented in this work. Chapter  presents the classification approaches used 

to classify respiratory specific sounds as well as the identification of respiratory sounds 

amongst other ambient sounds. Chapter  describes the performance factors that may limit 

respiratory event characterization and explores mitigation approaches. Specifically, a 

modeling procedure aimed to represent the frequency attenuation experienced when 



 

 

respiratory sounds are recorded in the presence of face coverings and the introduction of a 

multi-modal system using audio and PSM to create a tool that would be robust 

overpowering noise.  Finally, Chapter  discusses and concludes the research described in 

this thesis.  

 

Figure . Thesis structure.  



 

 

Chapter  – Background 

This chapter details background information that aims to support the motives behind this 

thesis and previous work for which this thesis is based. Furthermore, work originally 

presented contribution Bennett et al.,  [ ] and Cohen-McFarlane et al.,  [ ] are 

summarized and presented in this chapter.  

.   Introduction 

Virtual care, any form of remote health care solution, includes both virtual visits between a 

health care provider and patient (e.g., phone or video call) and technological solutions that 

can be implemented at home (e.g., a diabetic taking their own blood sugar levels) [ ]. The 

adoption of virtual care visits has increased dramatically with the onset of the COVID- , 

which the World Health Organization (WHO) declared a pandemic on March ,  [ ],  

with % of visits being virtual as of September  [ ]. Given the current availability of 

vaccines and a potential end of the pandemic on the horizon, it is expected that the 

adoption of virtual visits will be maintained (albeit to a lesser extent) [ ]. When conducting 

remote visits, either by phone or video-chat, there is a loss of information with respect to 

standard health checks that are done in person (e.g., heart rate). The integration of remote 

monitoring or self-monitoring by a user may be able to support the use of virtual visits long 

term.  

Additionally, remote monitoring can be beneficial even when not in a state of social 

distancing or lockdown. The ability to monitor and track health related information that 

occurs during day-today life (e.g., snoring events while at home) can provide health care 

professionals with information, specifically data, that would otherwise be unavailable. 

Furthermore, information obtained during normal day-to-day activities can be more 



 

 

accurate than information gathered during a single in-patient visit, especially compared to 

self-report measures from patients (e.g., how many times do you experience XYZ?).  

According to Statistics Canada, the proportion of older adults ( +) could increase 

from . % in  to as much as . % in  [ ]. The highest level of increase in older 

adults is projected to be between  and  during which the cohort of the baby-boom 

will reach  years and older [ ]. Remote monitoring may also support independent living 

amongst the older adult population and provide piece of mind to their loved ones, who 

could access some of the health information. Furthermore, as of  the cost of population 

aging over the course of  years would add $  billion to health care costs in Canada [ ]. 

Creating tools to support independent living may help reduce this cost on the healthcare 

system by reducing long-term hospitalizations.  

.  Remote Monitoring 

Technology is embedded in our everyday lives and can provide large scale data representing 

many aspects of day-to-day life. This rapid adoption is supported by the reduction of 

hardware size and cost, increase in hardware sensitivity and sophistication, reduction in 

computing power needed to make assessments and the availability of cloud computing 

(eliminating the need for large processing units at the site of data collection) [ ]. 

Applications include integrated environmental sensors and/or wearable sensors, both of 

which can be implemented when providing remote monitoring or ambient sensing.  

Recently there is a growing area of research, that harnesses such technologies in 

order to provide health-related information that can support health care professionals or 

provide health related information to an individual directly. Remote health monitoring 

aims to track a variety signals from users via many different sensor types. From vital sign 



 

 

monitoring to activity detection, this new source of information has the potential to provide 

insight into not only a person’s physical health but also their mental state.  

Sensing technologies are also being combined to extract multiple streams of 

information. An example of this is the smart home, where sensing systems are embed in the 

home environment and can provide continuous monitoring of security and activities of 

daily living (ADLs) as well as providing assistance to the user [ ], [ ]. Smart home 

monitoring has recently been applied as a way to support older adults in their own homes, 

reducing long term hospitalizations and improving Quality of Life (QoL) [ ]. Applications 

of sensors harnessed for remote monitoring applications include; respiratory measurements 

[ ]–[ ], environmental monitoring [ ], [ ], activity monitoring [ ], mobility 

monitoring [ ], [ ], [ ], pre-existing condition monitoring [ ]–[ ], and sleep 

monitoring [ ], [ ].  

When considering a remote monitoring system that uses ambient sensing methods, 

one can categorize the measurands based on the main layers of human monitoring in a 

smart home setting, first introduced in Bennett et al. [ ]. Here, an additional preliminary 

layer is introduced to encompass internal automatic processes (IAPs) (e.g., breathing, 

heart rate, etc.) as shown in Figure . The second layer is conscious action (i.e., movement). 

From movement, the third layer is categorized as action or activities of daily living (ADL) 

(multiple movements combined to form an action) [ ]. For context, ADLs are considered 

to be representations of higher cognitive functioning and individually would be considered 

an action [ ], [ ]. The final layer is behaviour, which combines a series of actions over 

time and can capture an individual’s routines and habits, changes in which can be indicative 

a person’s health.  



 

 

This thesis focuses on the first step of human monitoring, the monitoring and 

evaluation on internal automatic processes (IAPs) using two main sensing methods 

(audio-based sensing and pressure-based sensing). The following sections describe the 

current uses of these sensing methods and provides the necessary context for this work.  

.  Audio-based Sensing 

Smart home systems typically include a centralized hub, which acts as the user interface. 

Many commercially available hub systems rely on a speaker and microphone pair, referred 

to as an Audio Virtual Assistant (AVA) (e.g., Alexa™, Apple HomePod™, Google Home™, 

etc.), and use natural language processing to control a variety of sensors. As these systems 

are already integrated in the home, harnessing their capabilities for monitoring purposes 

may increase the likelihood of user adoption, especially for the older adult population.  

 

Figure . Measurands of human behaviour for remote monitoring and ambient sensing. 
Internal Automatic Processes is the focus of this thesis and is highlighted in red. 



 

 

Specifically, audio-based analysis has the potential to obtain health related 

information, especially as it pertains to respiratory conditions. In Canada, over % of older 

adults ( +) report having some kind of respiratory condition (asthma, chronic bronchitis, 

emphysema, chronic obstructive pulmonary disease, or sleep apnea) [ ]. The 

implementation and integration of audio-based monitoring methods in an at home setting 

may also be able to support the older adult population maintain independence, prevent 

long-term hospitalizations and improve quality of life [ ]. Furthermore, the classification 

and tracking of environmental sounds in the home can support remote monitoring efforts; 

including but not limited to the identification of a fall, a person calling for help, or the 

classification of abnormal behavioural events.  

There is a large repository of research available for the classification, identification, 

and interpretation of human speech (e.g., [ ], [ ]), which is consequently outside the 

scope of this thesis. In contrast, audio-based analysis of non-speech related human sounds, 

specifically respiratory sounds, is an area for research growth and is the main focus of this 

thesis. Two main categories of sounds have been identified. The first group of sounds are 

defined as internally generated sounds (IGS), in other words created within the human 

body which are typically involuntary in nature (making them IAPs); an example would be 

a cough sound. The second group are sounds that are defined as externally generated 

sounds (EGS), meaning that they are related to the human body interacting with the 

external environment (making them actions, movements, or behaviours); a few 

examples of which include a person falling (action), a person walking with an unsteady gait 

(movement), or a person opening the front door of the house at an odd hour (behaviour). 



 

 

The following sections detail these two categories and describes the events of interest to 

this thesis. 

. .  Internally Generated Sounds 

As mentioned, internally generated sounds are defined as sounds that come from the 

underlying physiological processes of the human body. These sounds have a clear 

relationship to underlying medical conditions (especially respiratory conditions) and the 

measurement and monitoring of which have applications in both the personal-health and 

medical fields. The following sections detail the internally generated sounds that are of 

interest in this thesis.  

. . .  Cough Sounds 

Cough is a biological protective mechanism that can be related to many respiratory diseases 

(e.g., asthma, allergies, cold, etc.) or other environmental and lifestyle choices (e.g., 

smokers, sedentary people, or athletes, etc.) [ ]. It is the most common symptom of 

respiratory disorders and aims to protect the body against noxious substances while forcibly 

expulsing excess secretions from the airway [ ]. A cough is defined as a sudden, typically 

involuntary though it can be voluntary, expulsion of air with or without secretions from the 

respiratory tract [ ]. 

From a mechanical perspective a cough is caused by ( ) a deep inhalation, ( ) the 

tight closure of the glottis (a structure at the top of the trachea which can close the airway, 

(Figure ), ( ) fast contraction of the expiratory muscles (e.g., the abdominal muscles), and 

( ) sudden opening of the glottis while muscles are still contracting (which forces air and 

fluid from the respiratory tract) [ ]. From an audio perspective, the sound associated with 



 

 

a cough is caused by the vibration of the upper respiratory tract (i.e., vocal folds, mucosal 

folds and any secretions present), which can also help dislodge secretions that have 

accumulated on the airway walls [ ]. Cough sounds can be separated into three phases, ( ) 

the initial cough sound, ( ) the intermediate phase, and ( ) the second cough sound [ ], 

[ ]. Variations in the cough sound or characteristics can be related to the type and amount 

of secretions, anatomical differences of the airways (e.g., swelling), and the force of the 

expulsion of air [ ].  

Changes in cough characteristics can provide an important measure of respiratory 

changes that may be associated with its underlying cause, which may be able to provide 

insight into to a  clinical diagnosis (e.g., virus, bacteria, or acute/chronic condition) [ ], [ ]. 

Identification of such changes may lead to early interventions and reductions in long term 

hospitalizations. Subjective measurements of the frequency of cough events has been used 

as a measure of respiratory changes in the past [ ], however self-report measures can be 

unreliable [ ]. Cough characteristics are typically evaluated by a physician during an 

 

Figure . Anatomy of the upper respiratory tract.  



 

 

appointment by asking the patient to describe the characteristics of the cough (i.e., 

frequency and severity), listening to involuntary coughs, if present,  during the 

appointment, listening to lung sounds with a stethoscope when the patient is asked to 

breathe deeply, and possibly asking the patient to produce a voluntary cough. Voluntary 

cough sounds may have different characteristics when compared to an involuntary 

(spontaneous or reflex) cough sounds [ ], which may have an impact on interpretation.  

More recently a variety of sensor technologies (e.g., microphones, 

electromyography, air flow sensors, etc.) have been used to measure both the frequency of 

cough events and their acoustic characteristics [ ], [ ]. Many of these audio systems rely 

on idealized environments or contact microphones [ ], [ ]. There has been some research 

into the feasibility of cough detection using portable recording systems that harness 

smartphone microphones and the on-board CPU [ ]. The largest challenge using this 

system is the restrictions to computational capacity associated with the smart phone and 

the high tax machine learning techniques have on battery power. Most of the 

aforementioned systems focus on cough detection and counting. There are a few systems 

that aim to differentiate specific cough sound characteristics. The first is a system reporting 

the ability to diagnose pertussis, a respiratory disease common among children commonly 

known as whooping cough, from  cough recordings [ ]. Another system aimed to 

differentiation dry cough events from wet cough events [ ]. 

The automatic characterization of cough outside of the clinic based on some of the 

current medical ontology (e.g., wet cough, dry cough, whooping cough) may prove 

beneficial as an additional source of information for physicians when making medical 

decisions. Furthermore, characterization of specific underlying conditions associated with 



 

 

a particular cough (e.g., COVID- ) may have implication in disease identification, 

monitoring and contact tracing in public areas. Evaluation methods include those based on 

features extracted using signal processing and time domain knowledge [ ], [ ], [ ], [ ], 

image-based machine learning [ ], [ ], and deep learning based approaches [ ], [ ].  

Wet Cough Sounds  

Wet coughs, sometimes referred to as productive coughs, respond to the accumulation of 

fluid, phlegm, or sputum in the lungs. Sputum may contain a variety of other material 

including white or red blood cells, microorganisms, necrotic (dead) tissue or cells, or any 

other aspirated material (e.g., vomit) [ ]. This type of cough attempts to force the 

accumulated material out of the body via the mouth [ ]. The underlying cause is typically 

the presence of foreign bodies (e.g., viruses and bacteria) in the lower airways, which causes 

an inflammatory response and fluid accumulation. A wet cough can also be caused by upper 

airway inflammation such as nasal infection. An example audio recording of a wet cough is 

included in Appendix A. 

Dry Cough Sounds 

Dry cough sounds are not productive in nature, meaning that they do not aim to force fluid 

out of the body. They are typically a result of irritation in the upper respiratory tract and 

may or may not be associated with an underlying medical condition. An example audio 

recording of a dry cough is included in Appendix A. 

Whooping Cough Sounds  

The whooping cough is a unique cough sound that is only associated with one underlying 

cause, pertussis, and is caused by bacteria in the lungs and airways [ ][ ]. Typically only 



 

 

occurring in children, the cough occurs suddenly (may be repeated) but always finishes with 

a loud crowing, inspiratory sound (whoop) as the individual gasps for air [ ][ ]. Pramono 

et al. were able to detect whooping cough sounds when compared to non-whooping cough 

sounds automatically with an accuracy of % on a small dataset (n = )[ ]. An example 

audio recording of a dry cough is included in Appendix A. 

COVID-  Cough Sounds 

In light of the COVID-  pandemic researchers have begun investigating the feasibility of 

cough sound analysis as it relates to the cough experienced by COVID-  positive 

individuals [ ], [ ]–[ ]. Monitoring and measurement of COVID-  cough aims to 

identify COVID-  positive individuals and possibly assist in disease tracking. Given the 

social distancing measures implemented during the pandemic period (March  – 

present), reducing in person hospital visits/stays is essential, especially for vulnerable 

populations (e.g., older adults). Creating tools to support remote appointments by 

providing as much and/or more physiological information to medical professionals is 

essential to maintain the health, safety and security of everyone. These methods may be 

applicable to not only COVID-  but to other respiratory diseases that may be encountered 

in the future.  

The cough associated with COVID-  has been reported to be dry (non-productive) 

in the early phases of the disease [ ], [ ]. There have been reports indicating that the 

cough can become more productive (wet) as the disease begins to affect the lungs [ ]. From 

pathophysiological perspective, the presentation of both cough events can be explained.  

Once an individual is exposed to the COVID-  virus it enters their system either 

through the mucus membrane or blood [ ]. The virus then uses the angiotensin-



 

 

converting enzyme  (ACE- ) receptor to enter the body cells [ ]. The inhibition of the 

ACE-  receptor due to the COVID-  virus using it has a similar reaction in the body as 

individuals who take ACE-inhibitors to treat heart conditions1 [ ]. It has been reported 

that in a minority of patients who use these medications have a non-immune type-B 

hypersensitivity reaction that causes a chronic dry cough [ ].  

Once the virus enters a cell, it creates more viral proteins and viral RNA, which are 

packaged and released in order to attach to other cells with ACE-  receptors within the 

body [ ]. Once the virus has affected lungs, the body will send neutrophils (white blood 

cells) to that area and release reactive oxygen species and cytokines [ ]. This buildup of 

white blood cells is an inflammatory response, and depending on its severity can lead to the 

production of sputum, leading to need to expel it via a productive cough [ ]. Depending 

of the contents of the sputum, there could also be destruction of lung tissue (blood) and 

secondary infection of bacteria [ ].  

This possible transition from a dry to wet cough is notable among diseases with 

cough as a symptom. Therefore, cough progression among COVID-  positive individuals 

may provide insight to diagnosis and disease progression as not everyone with COVID-  

will present with the more severe reaction that may be associated with productive cough 

events. Two examples cough events from COVID-  positive individuals, a more dry cough 

and a more wet cough, are included in Appendix A. 

                                                      

1 The collection of cough sounds from individuals taking ACE-inhibitors was considered as a possible model of the COVID-  cough. 

However, given the small number of patients that experience this symptom and the lack of medically labeled data available, the COVID-

 cough sound was investigated directly.  



 

 

Cough Detection 

Cough detection can be considered from two different perspectives. The first is the 

detection of cough amongst other sounds (sometimes referred to as cough identification) 

can lead to a measure of cough frequency. Hoyos-Barceló et al. implemented a cough event 

detection tool in real time using smartphone recordings. Their approach used a k-NN 

classifier with accuracies of % [ ]. In [ ], coughs were classified based on -dimentional 

number octonions. Classification of cough sounds vs. non-cough sounds using this method 

resulted in a sensitivity of % and a specificity of . % [ ]. Monge-Álvarez et al. applied 

moment theory to detect cough events in noisy audio signals, which resulted in a sensitivity 

and specificity of about % [ ].  

The monitoring of human sounds (e.g., snoring (Section . . . )) throughout the 

night is a related area of research. Vhaduri et al. have investigated cough and snore 

detection in the presence of ambient room noise using smartphones. The k-NN classifier 

resulted in the highest accuracy ( %) when performing the binary classification between 

cough and snore events [ ]. Voluntary cough detection against speech in a population of 

volunteers has also been investigated [ ]. The authors used a classification tree to 

differentiate between cough and non-cough events resulting in a sensitivity of  % and a 

specificity of % [ ]. Therefore, the optimization of cough detection amongst other 

sounds is outside the scope of this thesis. 

The second cough detection perspective focuses on disease and or cough type 

differentiation, which falls within the main focus of this thesis. Here, it is assumed that 

cough events have previously been identified and further investigation into audio 

respiratory characteristics is needed for diagnosis and/or monitoring purposes. This area 



 

 

has received considerably less research and a fully automatic cough-based diagnosis tool 

has not been adopted in the medical field. However, Pramono et al. has created a cough-

based algorithm for the automatic diagnosis of pertussis, more commonly known as 

whooping cough [ ]. The focus of this algorithm is the differentiation between the classical 

whooping sound and all other events in a cough recording using a logistic regression model 

[ ]. Among  patients, pertussis was diagnosed with % accuracy with zero false 

diagnosis. They also report that individual cough sounds were detected with a % accuracy 

[ ].  

Most of the aforementioned research focuses on a binary classification task between 

cough and non-cough related sounds (i.e., speech, ambient room noise and snore). A more 

complex problem is the differentiation between different cough types, which was evaluated 

in [ ] to evaluate whooping sounds. Two very similar cough types that have clinical 

relevance is productive (wet) and non-productive (dry) cough types. Thus far, the majority 

of research into productive vs. non-productive cough sounds has focused on feature 

evaluation [ ], [ ].  

. . .  Breathing Sounds  

Breathing sounds, or lung sounds, can be categorized into normal or abnormal sounds [ ]. 

Normal lung sounds are typically heard by a physician from specific areas of the chest during 

healthy breathing [ ]. They are also not audible without mechanical amplification, 

typically in the form of a stethoscope, which is outside the scope of this thesis.  

Abnormal lung sounds can sometimes be heard without amplification and can be 

categorized as either continuous adventious sounds (CAS) or discontinuous adventious 

sounds (DAS), meaning that they are either caused by external factors (e.g., irritant in the 



 

 

airway) or from an unusual place (e.g., resulting from part of the respiratory system having 

an abnormal anatomical shape), which occur in addition to normal breathing sounds [ ]. 

The following sections describes the most common abnormal lung sounds.  

Continuous Adventious Sounds 

From a time domain perspective, CAS present as a periodic waveform (either sinusoidal or 

more complex in nature) [ ]. This is consistent with the fact that they are continuous 

sounds that contain some kind of repetition. The following describes specific CAS sounds 

and their corresponding signal characteristics.  

Wheeze sounds are caused by airway obstruction typically associated with chronic 

bronchitis and bronchiectasis [ ]. Audibly they have been described as musical in nature 

and mainly occur during the expiration phase of breathing [ ]. The power spectrum of 

wheeze sounds contain either a single or multiple dissonant-like peaks, monophonic or 

polyphonic wheeze sounds respectively [ ]. The peaks typically appear in the frequency 

band of -  Hz indicating bronchial obstruction [ ]. Stridors, occurring during 

inhalation, are also described as being musical as they can contain harmonics [ ]. They are 

typically caused by a partial obstruction of the central airway around the larynx (Figure ) 

[ ]. 

Discontinuous Adventious Sounds 

Crackles are short non-musical explosive sounds that can be either fine or coarse in nature 

[ ]. Fine crackles (FC) are typically high-pitched and occur during inspiration generally 

repeating over multiple breaths [ ]. FC sound similar to Velcro slowly being pulled apart 

and are caused by the abrupt opening of small airways (that were closed during the previous 



 

 

exhalation) [ ]. In contrast, coarse crackles (CC) are typically low-pitched that occur in 

early inspiration (and sometimes expiration), which are caused fluid accumulation in small 

airways [ ]. CC have been described as “popping” sounds and they can vary more from 

breath to breath when compared to FC.  As crackles are DAS, they have an explosive time 

domain characteristics with abrupt onset and short duration [ ].  

Squawks are very short wheeze sounds that occur during inspiration [ ]. They 

usually start with a crackle and are caused by the abrupt opening and fluttering of the airway 

[ ]. Depending on their nature, squawks could be considered DAS or CAS [ ]. 

Friction rub are caused by rough pleura surfaces (thin membrane that lines the 

lungs), caused by an underlying disease, rubbing together [ ]. In a healthy case, these 

surfaces glide smoothly against one and other without sound [ ]. 

For the purposes of this thesis, it is important to note that not all of the 

aforementioned breathing sounds can be clearly recorded using a standalone microphone. 

Of those mentioned, it has been identified that wheeze sounds and stridor, both CASs, are 

the most feasible when measuring their audio characteristics with a microphone. 

Additionally, it is quite difficult to differentiate between wheeze sounds and stridor from a 

recording alone. Therefore, the remainder of this thesis combines the two into a single 

category and refers to them as restricted breathing events. An example audio recording 

of a restricted breathing event is included in Appendix A. 

Snoring Sounds  

Snoring sounds occur during sleep and are typically related to restricted inspiration [ ].  

Physiologically, snoring is caused by the vibration of the walls of the oropharynx (Figure ) 

when the upper airway is restricted [ ]. This restriction can be caused by any number of 



 

 

underlying factors [ ]. Snoring can be categorized based on the severity, which can provide 

information into underlying conditions.  

Simple snoring is defined as sound without apnoeic (periods of no breathing) or 

hypopnoeic (periods of restricted amounts of air entering the lungs) periods [ ]. The most 

common sleep disordered breathing (SDB) condition is sleep apnea-hypopnea syndrome 

(SAHS), which can be further categorized into obstructive sleep apnea (OSA) and central 

sleep apnea (CSA). OSA causes a snoring sound in addition to periods of decreased 

(hypopnea) or no (apnea) airflow despite breathing efforts [ ], [ ]. In OSA snoring sounds 

may be associated with both the inhalation and/or exhalation phases and the number and 

duration of hypopnea/apnea periods relates to the severity  [ ], [ ].  

The second type of SA is CSA, which does not present with snoring sounds as there 

is no airway obstruction [ ]. It is caused by a lack of respiration effort, sometimes referred 

to as Cheyne-Stokes respiration, and is more common in older adults who also have 

congestive heart failure [ ]. From a signal processing perspective this lack of breathing 

sound may be useful in the identification of CSA.  

Liao and Lin performed binary comparison between simple snore sounds and OSA 

showing that spectral centroid, fundamental frequency, spectral spread, and spectral 

flatness have promising performance results for this problem and show robustness to other 

sounds that occurred during the recording [ ].  

Qian et al. recorded snoring sounds using a headset microphone from  subjects 

[ ]. They used wavelet features with a support vector machine (SVM) to discriminate the 

physiological location causing the snore sound (VOTE; velum, oropharyngeal, lateral wall, 

tongue base, and epiglottis) with a weighted average recall of % [ ]. Amiriparian et al. 



 

 

performed snore sound classification on the VOTE classes using spectrogram based CNN 

and feature extracting using AlexNet (a pre-existing image classifier) achieving a % 

underweighted average recall (UAR) [ ] 

Levartovsky et al. investigated the effect of sex, sleep stages and apnea-hypopnea 

index (AHI) on snoring sound characteristics of  subjects referred for the diagnosis of 

OSA using non-contact microphones during polysomnography (the gold standard for OSA 

diagnosis) [ ]. They concluded that snoring intensity (in dB) was similar in both sexes and 

was independent of AHI [ ]. They used the automatic snoring detection algorithm that 

was originally presented by Dafna et  al. using an AdaBoost classifier trained on snoring and 

non-snoring sounds [ ]. The original results of the AdaBoost binary classifier led to a % 

accuracy, specificity and sensitivity [ ]. 

Azarbarzin et  al. presented a OSA snore verses non-OSA snore binary classifier 

based on characteristics of snore sounds over time [ ]. They were able to identify OSA 

snore sounds with a % accuracy ( % sensitivity and % specificity) [ ]. 

Other Sounds 

The aforementioned sounds are the main focus, however there are a few other audio-based 

evaluations of human physiology that are not included but provide insight into the current 

research area. The evaluation and classification of sounds recorded using a digital 

stethoscope has been able to characterize heart sounds. CNN based on spectrograms and 

Mel-frequency cepstrum coefficients (MFCCs) features have been used to classify 

normal/abnormal heart sounds with an accuracy of % (sensitivity % and specificity 

%) on testing data [ ]. Another application was the use a novel low power integrated 



 

 

bowel sound detection system presented by Mamun et al, which was able to measure bowel 

sounds as they relate to digestion, aimed as potential integration into insulin pumps [ ]. 

. .  Externally Generated Sounds 

Externally generated sounds are those that are derived from a human interacting with their 

environment (i.e., action, movement, or behaviour). As mentioned, speech sounds are 

outside the scope of this thesis, however current classification tools could be harnessed in 

order to identify if someone is calling for help.  

Ambient sounds at home may lead to information about both a person’s movement 

and long-term behavior changes, which can be integral in the evaluation of a ADLs 

performed by an older adult.  

Wandering Detection 

Evaluation of walking sounds, and door open/closing patterns may provide a carer with an 

early notification that someone has wandered outside of the house, a common symptom in 

mild cognitive impairment (MCI) and other cognitive disorders.  

Fall Identification and Prevention 

The evaluation of gait sounds over long periods of time may provide insight into the 

probability of an older adult experiencing a fall. Additionally, if living independently, the 

detection of fall sounds may also provide the carer with early notification, which can prevent 

the amount of time a person is waiting for help.  



 

 

Ambient Sounds Indicative of Activities of Daily Living 

The long-term tracking of the ADLs can provide insights into cognitive deterioration. 

Monitoring and tracking of things like the sound of a microwave, a faucet running, an 

animal barking/meowing, working at a computer, and telephone ringing can paint a picture 

of a person’s overall day-to-day life [ ]. A few example audio recordings of ambient sound 

events are included in Appendix A. 

Other sounds 

The focus of this thesis is on respiratory sound classification, which can be considered a 

subcategory within the larger area of sound classification. Sound classification was first 

approached from the perspective of audio signal processing where common audio features 

used in speech and music processing (e.g., MFCC) were used to implement standard 

machine learning methods (e.g., Support Vector Machine (SVM), Convolutional Neural 

Networks (CNN), Artificial Neural Networks (ANN), etc.) [ ]. SVM is a supervised machine 

learning algorithm that aims to find a hyperplane between classes and relies heavily on the 

input feature choice [ ]. SVMs have been used to classify sound intensity levels of military 

blasts [ ], the detection of unhealthy heart sounds [ ], [ ], the classification of fish 

species based on their acoustic signals [ ], [ ], and the classification of bird songs [ ]. 

Neural Networks were designed to mimic how neurons interact with each other in the 

human brain, having both self-organizing and adaptive learning properties [ ]. The biggest 

issue with the implementation of NNs is that they require large well labeled datasets [ ]. 

NNs, including CNNs and ANNs, have been implemented to classify heart sounds [ ], 

classify primate calls [ ], classify domestic dog sounds [ ], and classify human lung 

sounds [ ].  



 

 

More recently, advanced learning techniques (e.g., transfer learning, ensemble 

learners, and transformer models) have been applied to sound classification to overcome 

the paucity of data. Transfer learning using pretrained CNN models (e.g., AlexNet [ ], 

YAMNet [ ], etc.) have been implemented from two main perspectives. The first is 

transfer learning using classifiers originally trained in the image domain (where there are 

vast amounts of available well labeled data) by presenting the input sounds as audio 

visualizations (e.g., spectrogram). Image-based transfer learning has been implemented to 

identify health sounds [ ], detect music [ ], classify animal sounds [ ], [ ], and 

classify environmental sounds [ ]. The second application of transfer learning is 

implementing classifiers originally designed to classify audio for new applications by 

harnessing their embeddings as the input new single layer CNNs [ ]. Audio-based transfer 

learning has been implemented to classify domestic cat sounds [ ], classify environmental 

sounds [ ], and classify emotions from human vocalizations [ ]. Other novel methods 

include,  a combined audio-visual transfer learning approach [ ] and the implementation 

of transformer models [ ], [ ].  

 

.  Pressure-based Sensing 

The following section presents work originally presented in Cohen-McFarlane et  al. [ ]. 

Pressure-based sensing has been used to monitor a variety of human processes, from 

vital sign measurement to episodic behaviors or habits. Pressure sensors have been applied 

to monitor many aspects of daily life, some of which include monitoring the use of grab bars 

in the washroom (movement) [ ], occupancy detection to monitor things like activities 

of daily living (ADL/action) and mobility deterioration (behaviour) [ ]–[ ], standing 



 

 

platforms to monitor body sway (movement) [ ], plantar pressure monitoring for gait 

evaluation (movement) [ ], [ ], and sitting posture and ulcer prevention in wheelchair 

bound individuals (behaviour) [ ]–[ ], to name a few.  

A sub-category of pressure-based sensing focuses on bed-based PS monitoring and 

can be done in two main ways. The first is to use individual sensors that are strategically 

placed. The use of air flow sensors in air pocket measurement systems either integrated into 

a mattress [ ] or placed below the mattress and bedframe [ ] to monitor respiration and 

heart rate (IAPs) can be considered single PS use. The application of sensors below bed legs 

to monitor bed occupancy (movement) [ ], [ ] is also single sensor application, 

although multiple sensors are being used and combined during post-processing.  

The other main application is the use of multiple PS in an array where the PS are 

aligned so that they are fixed in a set spatial pattern. The use of multiple sensors can provide 

spatial information that can be very important when measuring long-term applications of 

pressure (behaviour). For example, PS arrays have been used to evaluate symmetry 

patterns of bed exits by identifying the position of the left and right hand [ ] and the 

center of pressure (COP) trajectory (movement) [ ]. They have also been used to monitor 

internal fluid accumulation and distribution present in the ankles of individuals with 

congestive heart failure (CHF) (IAP) [ ]. The underlying pressure sensing technology can 

vary in these arrays but are commonly referred to as pressure sensitive mats (PSM). The 

following sections describes some of the uses of pressure-based sensing as it applies to 

remote monitoring applications ending with a section describing factors that need to be 

considered when selecting PS hardware.  



 

 

. .  Bed Occupancy  

Bed occupancy can be a measure of movement, providing information about whether a 

user is in or out of bed. Information about bed occupancy can provide additional 

information to healthcare professionals about a person’s sleep patterns (ADL/action) [ ]. 

For example, if a person gets up multiple times throughout the night (behaviour) it may 

be an indication of nocturia, bladder infection, and/or prostate swelling as they may visit 

the bathroom many times throughout the night [ ]. For individuals with underlying 

conditions such as dementia or Alzheimer’s disease, multiple bed exits (behaviour) may 

indicate wandering patterns, nocturia, or disturbed circadian rhythms associated with 

disorientation for time and place [ ]. Longer periods in bed (behaviour) may suggest that 

an individual is more tired than usual, which may be associated with a person’s glucose 

levels, worsening heart failure, or infection. These behaviours can be presented to a health 

care provider in order to present a more complete picture of the health of an individual 

during diagnosis.  

. .  Internal Fluid Monitoring 

More recently, internal changes in fluid (IAP) have been investigated using PSM [ ]. The 

ability to track fluid within the body has implications in nocturia (indicated by frequent 

bathroom visits) and congestive heart failure, where fluid pools in the ankle region with 

gravity while an individual is standing and then redistributes throughout the body after 

laying down, facilitating elimination by the kidneys. 



 

 

. .  Sleep Quality  

The quality of someone’s sleep (ADL/behaviour) can have implications on many other 

areas of their life. Problems with sleep, referred to as sleep disruptions, can have impacts in 

both the short-term and long-term [ ]. Short-term effects include increased stress, pain, 

and cognitive, memory and performance deterioration [ ]. Long-term effects include the 

development of medical conditions like hypertension, heart disease, weight gain, diabetes, 

some types of cancer, and even death [ ].  

Monitoring sleep patterns and breathing (described in the following section) can 

provide an indication of sleep quality. In-bed pressure monitoring systems have been used 

to evaluate bed exits (described above) [ ]–[ ] and movement to evaluate restless sleep 

[ ]–[ ]. In-bed pressure monitoring systems have also been used to identify lying 

position and movement patterns in both adults [ ], [ ] and neonates [ ]. 

. .  Breathing  

As mentioned, breathing patterns can also be an indicator of sleep quality 

(ADL/behaviour). PSM have been used to monitor breathing rate (IAPs) over the course 

of the night in [ ], [ ]–[ ]. Breathing monitoring also has applications in palliative 

care, where Cheyne-Stokes respiration has been associated with end of life. PSM have been 

used to evaluate this unique breathing pattern [ ], [ ]. 

Sleep disordered breathing (SDB) has also been investigated. One of the most 

common SDB conditions is sleep apnea-hypopnea syndrome (SAHS) and presents as 

periods of little (hypopnea) to no (apnea) breathing overnight [ ]. These periods of 

reduced or absent air flow can be categorized as either central sleep apnea (CSA), where 

breathing and chest movement completely stops because the brain does not send 



 

 

appropriate signals, or obstructive sleep apnea (OSA), where breathing stops due to a 

physical blockage in the airway, but the chest keeps moving. OSA is commonly 

accompanied by the common snoring sound. Sleep apnea detection, mainly focusing on 

CSA, using pressure sensitive mats (PSM) placed between the mattress and bedframe has 

been previously investigated [ ], [ ], [ ], [ ]–[ ]. 

. .  Pressure Sensor Selection for Remote Monitoring 

When selecting PS for remote health monitoring applications, one must consider some key 

factors in order to achieve optimized performance.  

Sensor Configuration 

Sensor configuration is an important factor to consider when measuring signals with 

pressure sensors. A single, very sensitive sensor would perform well when monitoring very 

small pressure variations (e.g., heart rate an IAP). However, when measuring a signal that 

has relevant spatial characteristics (e.g., long-term internal fluid distribution, also an IAP) 

a sensor array would be more appropriate. Furthermore, when using an array of sensors, the 

spatial distribution between each individual sensor is very important in terms of geometry 

when extracting spatial information.  

Sampling Rate 

As with many other sensors, the sampling rate needs to be selected strategically. Higher 

sampling rates lead to more data, meaning that more storage is required for the overall 

system. To measure a signal with a low frequency (e.g., long-term internal fluid monitoring 

that varies over period of hours), one could use a reduced sampling rate. However, to 



 

 

monitor a signal with a higher frequency (e.g., heart rate, which is about  beats per 

minute), a higher sampling rate is required to fully capture the signal. 

The Surrounding Set-Up  

When measuring bed-based pressures, the surrounding set up must be considered. The first 

consideration is the location of the sensor itself. Some studies have investigated placing the 

PSM on top of the mattress, as in [ ], at the cost of user comfort. Typically lying on sensors 

is not as comfortable as lying on the mattress itself. Other sensors have been placed directly 

below the bed legs [ ], [ ], meaning that the recorded signal is being filtered by both the 

bedframe and mattress. The other common sensor placement is between the bedframe and 

mattress, as in [ ]. Figure  presents these common PS placement locations with respect 

to the bed.  

(a) (b) 

 
(c) 

Figure . Pressure sensor placement description. Below the bed legs (a), on top of the 
mattress below the bed sheet (b) and between the mattress and bedframe (c).  

 



 

 

When placing the PSM under the mattress, the mattress filtering effects must be 

considered. Holtzman et al. investigated the effect of nine mattress types on a PSM’s ability 

to measure breathing rate [ ]. Overall, the mattress acts as a filter and distributes applied 

pressure to the surrounding area [ ]. Simple sensor calibration procedures included with 

most sensors can account for the majority of mattress effects by effectively taring the sensor 

to zero pressure during set up prior to use. 

The surface beneath the sensor must also be considered. Sensor measurements are 

typically more accurate when the supporting surface is rigid and consistent. If the surface 

is not rigid or if there are areas of no contact between the sensor and the surface, the applied 

pressure will distribute to the surrounding area and localization and/or pressure 

information may be lost. 

The use of PSM in a hospital setting is a good example of these issues. Typical 

hospital bed frames consist of multiple plates that allow for bed adjustment (e.g., from lying 

to sitting up) (Figure ). When placing a PSM on the bed frame, it is important to ensure 

that the mat does not bridge two plates. This may lead to inconsistent measurements and/or 

(a) (b) 

Figure . Hospital bed frame that must be considered when selecting PSM (a) and the 
fiber-optic PSM (S  Sensors Inc., previously Tactex Controls Inc.) placed strategically to 
deal with bedframe adjustments (b). 



 

 

sensor damage if the sensor being used is not flexible. If the sensor is flexible, bending may 

cause a false pressure peaks that are not at all related to the external pressure being applied. 

Technical Considerations 

Once the purpose of measurement and measurement set up have been established, one can 

select the appropriate sensor type. Properties that need to be considered include drift; 

creep; rise-time; data collection method and storage; physical sensing area temperature 

effects; sensor flexibility; clinical suitability (i.e., is the system waterproof and easily 

disinfected); and long-term mechanical deterioration. Table  compares some of these 

characteristics of the different kinds of PS discussed here. 

TABLE  – PRESSURE SENSOR COMPARISON 

Sensor Type Advantages Disadvantages 

Conductive Ink • Very sensitive  
• Flexible 

• Expensive  
• Low durability of the ink 

Piezoresistive and 

Piezoelectric 

• Moderately sensitive  
• Good linearity  
• Unobtrusive, thin, and flexible 

• More rigid  
• Higher levels of pressure hysteresis  
• High temperature sensitivity 

Air-pressure  • Commercially available  
• Good for breathing detection 

• No position information  
• Limited spatial information based on air cell size 

Capacitive  • Very sensitive  
• Low levels of pressure 
hysteresis  
• Low temperature sensitivity 

• Generally non-linear  
• Sensitive to temperature  
• Measurement drift 

Inductive  • Linear  
• Low pressure hysteresis  
• Low temperature sensitivity 

• Moderate sensitivity 

Load cells • Linear  
• Simple 

• Measures applied force rather than pressure, not much 
force distribution information 
• Rigid  
• Not good for providing spatial information 

Electromechanical 

film sensors 

• Good for transient signal 
monitoring  
• Robust to noise 

• Does not do well for long term static monitoring 

Fiber-optic • Low Cost  
• Unobtrusive 

• Degrade with long term use 
• Non-linear  
• Sensors are large in size 

Proximity sensors  • Customizable • Require a compressible layer/material 

Air sensors • Good for transient signal 

monitoring 

• Poor static measurements 
• No localization information 
• Expensive and sometimes integrated into bed mattress 



 

 

.  Conclusion and Thesis Motivation 

This chapter presented a literature review of the current state of methods used for remote 

monitoring applications targeted towards the aging population. Thus far, remote 

respiratory monitoring with microphones has focused on the classification of cough sounds 

amongst other sounds. Due to the lack of data availability, respiratory specific classification 

tasks as a means to characterize medically relevant sounds has had far less research. This 

thesis aims to address this issue by implementing a specific audio respiratory 

characterization paradigm to classify between four respiratory sounds (wet cough, dry 

cough, whooping cough, and restricted breathing sounds).  This thesis also aims to 

characterize the COVID-  cough sound, which has only begun to be investigated.  

Furthermore, several limiting factors have also been identified. The first is the 

performance deterioration or failure of audio-based methods when measurements are made 

in the presence of high levels of noise. To address this and some of the privacy concerns 

about a microphone continuously recording, a multimodal approach to respiratory 

monitoring overnight is proposed to harness both capabilities of the PSM and audio 

measurands. The second limiting factor is associated with the adoption of face coverings in 

response to the COVID-  pandemic. In response to this adoption, a modeling approach is 

proposed to evaluate the impact of face coverings on audio recordings. The resulting models 

could then be used to evaluate the robustness of pre-existing audio-based classifiers when 

evaluating sounds recorded in the presence of a face covering.  

  



 

 

Chapter  – Data Collection 

This chapter describes the data collection and dataset acquisition, which was originally 

presented in Cohen-McFarlane et  al.,  [ ], Cohen-McFarlane et  al.,  [ ], and 

Cohen-McFarlane et  al.,  [ ].  

.  Data Collection and Dataset Creation 

Three datasets have been collected directly for this thesis. The first, a novel dataset of 

COVID-  cough sounds from public media interviews (NoCoCoDa) has been published 

and has been shared with the broader research community upon request (described in . . ) 

[ ]. The second recorded data set is was collected from individuals remotely, in the hopes 

of characterizing cough sounds in the presence or absence of face coverings (e.g., masks), 

which is further described Section . .  [ ]. The final collected dataset investigated the 

feasibility of a multimodal approach (audio and PSM) to the characterization of respiratory 

sounds overnight (NightResp) (described in Section . . ) [ ].  

A fourth dataset was curated in order to address the lack of detailed respiratory 

specific datasets currently available and was used to evaluate the main classification task 

(wet cough vs. dry cough vs. whooping cough vs. restricted breathing), which is referred to 

as ReSo (Respiratory Sounds Dataset) further described in Chapter . Specifically it 

contained data from two previously created datasets (as described in Section . . .  and 

. . . ) and was partially or fully used in [ ], [ ], [ ].  

. .  NoCoCoDa - Novel Coronavirus Cough Dataset  

This section presents work originally presented in Cohen-McFarlane et al.,  [ ]. 



 

 

On March th, , the World Health association (WHO) declared the rapid 

transmission of the novel coronavirus (COVID- ) a pandemic [ ]. Since then, 

researchers around the world have been working to aid in the diagnosis, tracking and 

treatment of all those affected [ ], [ ]–[ ].  

The symptoms of COVID-  vary considerably depending on the individual and 

their expression can take up to  days to present after an individual is affected [ ]. 

Furthermore, the early symptoms are easily confused with those of the common cold and/or 

flu (cough, fatigue and fever) [ ]. If the virus enters the lungs, it can lead to difficulty 

breathing, pneumonia and possibly death [ ]. As cough is one of the early symptoms of 

COVID-  [ ], using audio recordings of cough events may lead to the development and 

implementation of a system that can ideally monitor, detect and classify cough events. 

When considering COVID-  type cough events, the largest hurdle is the collection 

of coughs from those testing positive with COVID- . At the beginning of the pandemic the 

feasibility of a clinical study aimed to record involuntary (spontaneous) cough events from 

COVID-  positive individuals was unrealistic. This is especially true when considering the 

time it would take to accumulate this kind of data, not to mention adding more pressure to 

the healthcare system by adding more work for frontline workers. Additionally, taking a 

blood sample or an X-ray is much easier than asking frontline workers to get a patient in 

distress to cough on demand and record it. A clinical study may be possible in the future, 

but outside the scope of this thesis.  

There are vast repositories of information available online. Creating tools to harness 

this pre-existing information to investigate new ideas can be considered an implementation 

of big data research, which is a growing area of interest [ ]. Some areas of big data research 



 

 

include sourcing data from social media [ ] and YouTube videos [ ]. More recently, 

researchers have focused on using big data information to evaluate trends in the current 

COVID-  pandemic [ ], [ ], [ ]. 

The Novel Coronavirus Cough Dataset (NoCoCoDa) was created to bridge the gap 

between inaccessible clinical data and development of audio-based cough evaluation tools 

[ ]. The dataset was collected through online interviews with COVID-  positive individuals 

as an unobtrusive and non-compulsory source of COVID-  cough events. 

. . .  Interview Acquisition 

The dataset of novel coronavirus coughs (NoCoCoDa) contains cough events obtained from 

online interviews with COVID-  positive individuals. All interviews were found online and 

were published by news sources. Searches were conducted from April to June , in order 

to identify any new interviews. Search terms used are listed in Table  and were repeated at 

least twice on two different days. A total of  interviews were found involving  individuals. 

Interview information is summarized in Table . 

. . .  Cough Segmentation 

For each interview, cough events were manually segmented and assigned a label 

(C _subjectNumber_coughNumber). Each file was then saved as a WAV file with a  

TABLE  – SEARCH TERMS USED TO FIND COVID-POSITIVE INTERVIEWS 

.  Coronavirus interview 

. Coronavirus infected person interview 

.  Coronavirus interview from hospital 

.  Coronavirus interview from ICU 

.  COVID interview 

.  COVID-  interview 

.  Interview with COVID-  patient 



 

 

TABLE  – COVID-19 POSITIVE INTERVIEW INFORMATION 

Title 
Sourc

e 
Date Link 

Number 

of Cough 

Events 

Description 

of 

Interviewee 

Subject 

Number 

Coronavirus 
Patient Speaks Out 
in Exclusive 
Interview 

CBS 
New 
York 

March th, 
 

https://www.youtube.com/
watch?v=vjJbLJqcVSY 

 Male, no 
underlying 
health 
conditions, 
COVID-  
positive 

S  

COVID-  patient 
‘would beg’ 
Canadians to obey 
top doctors, 
government 

CBC 
News 

March 
th,  

https://www.youtube.com/
watch?v=yr GnZo KiA 

 Female,  
during the th 
symptomatic 
day  

S  

DocMom 
Describes 
Watching Her 
Child Battle 
COVID-  

Now 
This 
News 

April nd, 
 

https://www.youtube.com/
watch?v=qDkI lfhjgw  

 Male child 
(four years 
old) 

S  

Georgia 
coronavirus 
patient talks about 
what it’s like living 
with COVID-  
AJC 

Atlant
a 
Journa
l-
Consti
tution 

March th, 
 

https://www.youtube.com/
watch?v=XXjthKeJqOc 
 

 Male self-
reporting as 
also having 
pneumonia 
and diabetes 

S  

He’s Infected. See 
his message from 
hospital room 

CNN March th, 
 

https://www.youtube.com/
watch?v=vcb Pbmmpw 
 

 Male self-
reported as 
having viral 
pneumonia 

S  

InterviewWithCO
VID Patient 

SSPTV 
News 

March 
th,  

https://www.youtube.com/
watch?v=dMbzMdqsWME  

 Female adult S  

Like glass in your 
lungs Woman 
survives 
coronavirus after 
ICU experience  
Minutes Australia 

 
Minut
es 
Austra
lia 

April nd, 
 

https://www.youtube.com/
watch?v=-BINHWPmaKw 
 

 Female  
something 

S  = S  

Ohio man shares 
coronavirus 
experience | ABC 
News 

ABC 
News 

March th, 
 

https://www.youtube.com/
watch?v=hoTpRQtfnII  

 Male  S  = S  

Warren 
coronavirus 
patient update 

FOX  
News 
Clevel
and 

March th, 
 

https://www.youtube.com/
watch?v=VqCGPeGjKCQ 
 

 Male  S  = S  

What it’s like 
having Covid-  A 
Kiwi explains 

RNZ March st, 
 

https://www.youtube.com/
watch?v=BzUwEYX gaE 
 

 Female  
something 

S  

Woman in ICU 
warns of Covid-  
dangers ‘Don’t take 
any chances’  

Guardi
an 
News 

March 
th,  

https://www.youtube.com/
watch?v=iFLSG- K Tc 
 

 Female S  = S  

Judy Gabriel 
Interview – April 

rd  

CITL 
CKSA 

April rd, 
 

https://www.youtube.com/
watch?v=iPQWTmAVTV   

 Female adult – 
self reported 
having 
bronchitis  

S  = S  

COVID-  survivor 
still struggles with 
symptoms 

Global 
New 

April th, 
 

https://www.msn.com/en-
ca/video/watch/covid- -
survivor-still-struggles-
with-symptoms/vp-
BB axWe  

 Female adult, 
coughs after 
treatment 
hydroxychloro
quine 

S  = S  



 

 

sampling rate of . kHz. This resulted in  individual cough events. As these were cough 

events extracted from interviews, some contained background noise (i.e., speech or music). 

Additionally, some of the events were a mix between a throat clear and a cough event, which 

are labeled in the supplementary file. The supplementary file ‘coughDescriptions.txt’ is 

included with nine columns (Name; Duration (s); Number of Phases; Phase Notes; 

Competing Sources; Sex; Age; Live vs. Home (as described in . . . ); Notes (including any 

self-reported underlying conditions)). 

. . .  Cough Phase Annotation 

There are three phases in a typical cough event [ ], [ ]. These phases are typically called 

the ( ) initial cough sound, ( ) intermediate phase, and ( ) second cough sound [ ]. Figure 

 presents an example COVID cough event with each phase identified. The underlying 

physiology behind these phases are outside the scope of this thesis, however a detailed 

description can be found in [ ]. Identification and labeling of these three phases in a cough 

event may highlight differences between types of cough events. For example, Chatrzarrin et 

 

Figure . COVID-  cough event from S  with all phases present (filename = C _ - .wav). 



 

 

al. used the power variations between the first and second phase as a feature for 

differentiating between wet and dry cough events [ ]. Furthermore, some cough events do 

not contain the third phase (Figure ) [ ]. The reduction or complete absence of this phase 

may also be a potential tool for differentiation. 

For each cough event in NoCoCoDa, the two or three phases were annotated with 

time stamps. Annotations were all performed manually for each phase. The first sound was 

identified as the start of the initial cough sounds until the first approximate % drop in 

amplitude based on visual inspection. The second phase was started at the end of the first 

phase and finished either at the end of the event (if there were only two phases present) or 

when there was an approximate % increase in amplitude based on visual inspection. The 

final phase, if present, started from the end of the second phase and finished at the end of 

the cough event. The annotations are included in a supplementary file 

‘phaseAnnotations.txt’, a selection of which are presented in Table . There are five 

columns, cough event name, the start of each phase and the end of phase three if present. 

 

Figure . COVID-  cough event from S  with only two phases (filename = C _ - .wav). 

 



 

 

There is an assumption that consecutive phases occur immediately after one another. If 

there is no third phase present, the beginning of phase three was set at the end of phase two 

and the end of phase three was set to zero. In the case where the cough event included some 

component of a throat clear, only a single phase was identified by the bounds of ‘start of 

phase ’ and end of phase ’, the remaining columns were set to zero. 

. . .  Current Issues with the Dataset  

The NoCoCoDa contains COVID-  cough events that were obtained from online sources. 

Though using this dataset may be very beneficial for early research, possible long-term goals 

would include the collection of a more controlled dataset of COVID-  cough events and 

apply the early methods designed using NoCoCoDa to the new data. Current issues with 

this iteration of this dataset are described in the following sections. 

Inconsistent Recording Methods 

Recording methods are unknown in all cases. Interviewees are presented via online video 

chat, which may introduce additional recording errors. At home videos of patients during 

severe stages of the disease are also presented and recording methods are also unknown. 

TABLE  – SUBSET OF PHASE ANNOTATIONS OF THE NOCOCODA 

Cough  Start of Phase  (s) Start of Phase  (s)  Start of Phase  (s) End of Phase  (s) 

C _ - .wav .  .  .  .  

C _ - .wav .  .  .  .  ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮ 
C _ - .wav .  .  .  .  

C _ - .wav .  .  .  .  



 

 

Competing Sources 

As the cough events were taken from interviews, there are periods where multiple 

individuals are speaking. Sometimes cough events are present with speech from the 

interviewer. There are also a few cases, where music was overlaid over speech or an at home 

video of cough events. 

Labeling Methods 

Given that the data was from publicly available sources and was not collected in  a 

controlled environment, there are a few possible sources of error in terms of the validity of 

the COVID-  labels. The true diagnostic status of the COVID-  positive individuals was 

not medically confirmed, meaning that there is a small possibility that the cough sounds in 

this dataset may not be from COVID-  positive individuals. That being said, as all the 

cough sounds were from news sources and one can assume that they did their own due 

diligence prior to the interviews. Additionally, the exact disease state (i.e., early in the 

disease, severely impacted, or on the road to recovery) was extrapolated based on the 

content of the interviews. Though most of the live interviews indicated that they were done 

after the interviewee has recovered to some extent, it is unknown how severe their lung 

involvement was for either the live or home cough events. Furthermore, the disease stage 

for the home videos, often recorded while interviewees were in hospital, is also unknown.  

As the audio was extracted from videos, it was possible to ensure that all cough 

sounds collected were caused by the interviewee both visually from the video and based on 

the context of the interview. Finally, there were a few recordings where the interviewee 

disclosed that they had underlying conditions. Those labels have also been included, but 

again are based on the assumption that information provided by interviewees was correct.  



 

 

Small and Inconsistent Sample Size 

NoCoCoDa is restricted by the available resources, meaning that there have only been  

recordings identified. Furthermore, the number of cough events per subject varies 

considerably as every cough event was a reflex cough. 

. .  CovCo - Covered Cough Dataset  

This dataset was used to evaluate cough sound variation in the presence or absence of a face 

coverings, which is described Section . . One of the largest issues associated with this 

research is the lack of audio recordings of cough sounds available. To address this, a remote 

data collection procedure was performed and approved by the Carleton University Research 

Ethics Board B (CUREB-B Clearance # ).  

The research aims to investigate the cough sound characteristics in the presence 

and absence of face coverings, which relates to the monitoring and evaluation of a variety 

of human health conditions. Given the recommendation to wear a mask and/or cover a 

cough with the crook of the elbow emphasized during the COVID-  pandemic by the world 

health organization (WHO) [ ], this work aimed to expand on the initial face covering 

model presented in [ ] and provide additional data that may be used for additional 

experiments. The main recruitment method was email, an example of which is shown in 

Appendix B. 

A consent form was signed by each participant, once received by the research team 

an email was sent to the participant from the Carleton Research secure sharefile site (Citrix) 

indicating that a folder has been shared (Appendix B). After completing the registration, 

the participant was able to access their personalized folder (only accessible to that person 



 

 

and the research team). Participants were then asked to download, complete and upload 

the questionnaire to the same location along with the signed consent form.  

Data recording was completed by participants using their own personal devices 

(e.g., cellphone, computer, tablet, etc.) at home. A total of  participants were asked to 

perform the following in a single recording (which was manually segmented by the research 

team during analysis): 

1. Cough in air (UN) 

2. Cough in elbow (ELB) 

3. Cough in mask (MASK) 

4. Cough in elbow and mask (ELB+MASK) 

If the participant had more than one type of face mask on hand (e.g., fabric mask, 

disposable mask, N  mask, etc.). They were asked to perform the above procedure again 

with a new recording wearing the additional mask(s). If more than one mask was used, they 

were asked to note the mask order on the questionnaire (Appendix B). A summary of the  

total number of recordings for each covering state is presented in Table .  

In addition to the type(s) of face coverings used, the questionnaire also reported 

recording method (e.g., computer, phone etc.), sex, age, health status (smoker, asthma, 

TABLE  – COVCO FACE COVERING RECORDING SUMMARY  

Face covering state No. Recordings 

Disposable Mask (DISP)  

Disposable Mask + Elbow (DISPELB)  

Fabric Mask (FAB)  

Fabric Mask + Elbow (FABELB)  

N  Mask (N )  

N  Mask + Elbow (N ELB)  

Elbow (ELB)  



 

 

cold, flu, chronic respiratory condition, and COVID-  status), and device used for 

recordings. All sections of the questionnaire were optional, and users were able to choose 

which information they felt comfortable disclosing. A summary of the questionnaire 

responses across all participants is presented in Table .  

. .  NightResp - Respiratory Sounds Overnight Dataset 

The following contains information originally submitted in Cohen-McFarlane et  al.,  

[ ]. 

TABLE  – COVCO FACE COVERING DATA DESCRIPTION 

Metric Description 

Number of participants 
 

Age 
 ±  

Sex 
 Female,  Male 

Respiratory conditions 

 Smoker  

 Asthma  

 Cold  

 Flu   

 Chronic Respiratory Condition  

 COVID-  Positive Diagnosis  

 Bronchial Allergies  

 Prone to Respiratory Infections  

Recording Device 

 Phone  

 Computer   

 Other  

 Not Listed  

Mask Type 

 Disposable Mask  

 Fabric Mask  

 N  Mask  



 

 

A Tekscan Medical Sensor N ( .  x .  m) [ ] was chosen as the pressure 

sensitive mat in this experiment, which consists of a sensel array of x . Recordings were 

collected using the accompanying Tekscan BPMS™ Research Installation, which restricted 

the sampling rate based on the desired duration of the recording. In this experiment the 

PSM data was collected at a sampling rate of  Hz. For all scenarios, a cellphone (iPhone 

 mini) was used to collect the corresponding audio data at a sampling rate of  kHz, 

which was placed beside the recording set up at the level of the head (Figure ).  

Data from a single participant was collected for this investigation. It has been shown 

that lying position has an impact on PSM measurements [ ], especially as it relates to 

breathing rate. Given this, the participant took three different positions (supine, prone, and 

left lateral position) with the top of the mat aligned to the participant’s shoulders (Figure 

). Furthermore, it has been shown that PSM placement, with respect to the mattress, has 

an impact on measured signal [ ]. Therefore, three different PSM set up scenarios were 

 

Figure . Recording set up of PSM and cellphone for audio recordings. 



 

 

implemented (PSM directly on floor, PSM directly on floor with a thin mat placed on top, 

and PSM placed on top of a mattress below the bed sheet).  

For all combinations of recording set ups and lying positions, the signals were 

aligned by performing two jump/claps at the beginning of each recording. The participant 

then lay down on the PSM and preformed each respiratory event described in Table . A 

clap was performed between each event for easier segmentation during data processing. In 

total, the participant performed the respiratory events described in Table  in each 

recording scenario in the three lying positions, which resulted in  respiratory events 

recorded using the PSM and cellphone microphone.  

.  Data from External Sources 

The following section summarize audio recordings that have been obtained from external 

sources. There are very few datasets of audio-based cough events currently available.  There 

TABLE  – NIGHTRESP RESPIRATORY EVENTS RECORDED 

Respiratory Event Description 

Normal Breathing -  breaths per minute (BPM), equivalent to . - .  Hz. 

Fast Breathing  
Hyperventilation of approximately -  BPM, equivalent to . - .  Hz (as high 

as .  Hz) 

Slow Breathing Meditative breathing at approximately  BPM, equivalent to .  Hz. 

Gasping Abrupt inhalation through the mouth in response to pain or surprise 

Modeling a period of Central Sleep 

Apnea (CSA) 

Mimicking central sleep apnea; holding the breath for as long as comfortable 

followed by an abrupt inhalation  

Wheeze 
Caused by airway obstruction, can be associated with long term respiratory 

diseases 

Snoring  Caused by restricted inspiration, can be related to OSA  

Cough 
Protective mechanism to expel irritants from the respiratory system, can be a 

single cough sound or a series of coughs (‘coughing fit’) 

Modeling a period of Obstructive 

Sleep Apnea (OSA) 

Air not able to reach lungs due to physical blockage despite chest movement. 

Participant asked to breath normally then hold their breath and continue chest 

movement  



 

 

are however online datasets that include cough events as a class of audio events. Meaning 

that the cough events do not necessarily contain additional information (e.g., demographics 

or disease information). 

. .  Respiratory Specific Datasets 

Historically when looking for respiratory specific sound datasets (recorded with an ambient 

microphone rather than a mechanical amplifier (i.e., stethoscope) not many are available 

and even less are free to use. Therefore, much of the preliminary research used cough and 

respiratory sounds that were found as a subclass in larger audio datasets (as listed Section 

. . ). However, post COVID-  pandemic there have been many more cough and breathing 

sound datasets created for the purpose of COVID-  cough sound evaluation and/or 

classification, which are described in the following subsections.  

. . .  Automatic Detection of Pertussis 

One of the few respiratory sound datasets that was obtained was based on data compiled 

from online sources and was used to classify pertussis (whooping cough as described in 

Section . . . ) [ ]. In this case, the coughs were not released as a stand-alone dataset, 

however the original links were included as a table in the publication [ ]. All links have 

been tested and only  of the listed  recordings were still available online. The recordings 

also contained some metadata about disease type and age group that was pulled from the 

recording descriptions [ ].  



 

 

. . .  Wet versus Dry Cough 

 The cough sounds originally used to investigate differences between wet and dry cough 

subtypes was obtained as it was previously investigated by our research group [ ]. This 

dataset was compiled from a few online sources including; Sound-Effect [ ], Freesound 

project website [ ], published samples from Smith et  al.[ ], and recorded cough sounds 

in a laboratory environment [ ]. There are a total of  cough events (  female) and the 

original source breakdown is listed in Table  [ ].  The entire dataset was manually 

annotated and then verified by medical professionals as either a dry (n = ) or wet (n = ) 

cough sound. 

. . .  External COVID-  Datasets 

In response to the COVID-  pandemic, several cough sound datasets were made available 

from researchers around the world (e.g., Corswara [ ], CoughVid [ ], the Cambridge  

COVID Sounds App [ ], and Virufy [ ]). In contrast to the NoCoCoDa (Section . . ) the 

majority of datasets contained crowdsourced voluntarily cough sounds, where a participant 

was asked to cough and included labels based on self-report measures. In other words, each 

cough sound was identified as COVID-  positive either based on a person reporting they 

had COVID-  (with or without a positive PCR test) or based on expert labeling after 

TABLE  – COUGH SOUND SOURCE BREAKDOWN FROM CHATRAZARRIN ET  AL. [30] 

Source Number of cough sounds  

Sound-Effect website  

Freesound project website  

Online  

Recorded in lab  



 

 

recordings were completed (with very low levels of inter-expert agreement). A detailed 

description of the external COVID-  datasets considered is provided in Appendix A. . 

Given the uncertainty of the labeling and long-term applicability of cough characterization, 

this thesis focused on the evaluation and characterization of respiratory sounds that could 

be used for a variety of cough sounds (not just COVID- ).  

. .  Ambient Sound Datasets 

. . .  Audio Set 

AudioSet is a dataset of audio events that were manually-annotated into an ontology of   

audio classes collected from  second segments of YouTube videos [ ]. The dataset labels 

are categorized in different layers with the top to layers described in Table  [ ]. Thus far, 

the cough and breathing class has been the focus of this thesis, however other non-speech 

human sounds may be considered in future work. In total there are  cough events and 

 breathing events (both categorized under respiratory sounds, Table  in red), which do 

not contain any other metadata (e.g., age, sex, health status, … etc.).  

 

 

 

 

 

 

 



 

 

TABLE  – TOP TWO LAYERS OF THE AUDIOSET ONTOLOGY 

HUMAN SOUNDS SOUNDS OF THINGS MUSIC SOURCE-AMBIGUOUS 

SOUNDS 

Human voice Vehicle Musical instrument Generic impact sounds 

Whistling Engine Music genre Surface contact 

Respiratory sounds Domestic sounds, home 

sounds 

Musical concepts Deformable shell 

Human locomotion Bell Music role Onomatopoeia 

Digestive Alarm Music mood Silence 

Hands Mechanisms NATURAL SOUNDS Other sources 

Heart sounds, heartbeat Tools Wind CHANNEL, 

ENVIRONMENTAL 

AND BACKGROUND 

Otoacoustic emission Explosion Thunderstorm Acoustic environment 

Human group activities Wood Water Noise 

ANIMAL SOUNDS Glass Fire Sound Reproduction 

Domestic animals, pets Liquid    

Livestock, farm animals, 

working animals 

Miscellaneous sources   

Wild animals  Specific impact sounds   



 

 

. . .  DCASE  - Detection and Classification of Acoustic Scenes and Events 

DCASE  was a challenge presented to the broader research community and consisted 

of four tasks: acoustic scene classification, sound event detection in synthetic audio, sound 

event detection in real-life audio, and domestic audio tagging [ ]. The second tasks, sound 

event detection in synthetic audio from IRCCYN, École Centrale de Nantes, France, 

contained two classes of interest; clearing throat (n = ) and coughing (n = ) [ ] 

neither of which had any other metadata. Other classes that were included are listed in 

Table , which may be of relevant when investigating potential sound that would occur in 

an at home remote monitoring setting.  

. . .  DCASE  - Detection and Classification of Acoustic Scenes and Events 

The DCASE  challenge (FSDKaggle ), general-purpose tagging of Freesound 

content with AudioSet labels, was hosted on Kaggle with the goal of creating an audio 

tagging tool that would be able to identify an audio clip based on  distinct categories 

originally presented in the AudioSet (above) and listed in Table  [ ]. The dataset was 

created by Freesound.org and Google Research’s Machine Perception Team to manually 

annotate Creative Commons Licensed sounds [ ]. In total there are ,  files across all 

TABLE  – SOUND EVENT CATEGORIES FROM DCASE 2016 TASK 2: SOUND EVENT DETECTION IN SYNTHETIC AUDIO 

Clearing throat (n= ) Keyboard (n= ) 

Coughing (n= ) Keys (put on table) (n= ) 

Door knock (n= ) Page turning (n= ) 

Door slam (n= ) Phone ringing (n= ) 

Drawer (n= ) Speech (n = ) 

Human laughter (n= )  



 

 

categories. For the purposes of this thesis, classes that may occur in a remote home setting 

have been highlighted in bold though all recordings have not been manually verified [ ]. 

. . .  Freesound  

Freesound.org is a free access collaborative collection of sounds [ ]. As sounds are 

collected from many users, recording methods and descriptions vary significantly. When 

TABLE  – SOUND EVENT CLASSES FROM DCASE 2018 FSDKAGGLE2018 

Acoustic guitar Applause (n = ) 

Bark (n = ) Bass drum 

Burping or eructation (n= ) Bus (n = ) 

Cello Chime 

Clarinet Computer keyboard (n = ) 

Cough (n = ) Cowbell 

Double bass Drawer open or close (n = ) 

Electric piano Fart (n = ) 

Finger snapping (n = ) Fireworks (n = ) 

Flute Glockenspiel 

Gong Gunshot or gunfire (n = ) 

 Harmonica Hi-hat 

Keys jangling (n = ) Knock (n = ) 

Laughter (n = ) Meow (n = ) 

Microwave oven (n = ) Oboe 

Saxophone Scissors (n = ) 

Shatter (n = ) Snare drum 

Squeak (n = ) Tambourine 

Tearing (n = ) Telephone (n = ) 

Trumpet Violin or fiddle 

Writing (n = )  



 

 

searching for the term ‘cough’,  sounds were identified [ ], none of which included any 

other descriptions or other metadata. 

.  Conclusion 

This chapter presented the data collection and collation of respiratory events used for 

further analysis in this work. The NoCoCoDa (Section . . ) contains spontaneous cough 

sounds collected from public media interviews with COVID-  positive individuals. In 

addition to the manual segmentation of each cough sound and collation of labels, phase 

segmentation was also performed [ ]. The NoCoCoDa is used in the characterization and 

progression of the COVID-  cough presented in Section . . . The ReSo dataset (Section 

. ) was presented as a collection of respiratory sounds from Section . . .  and . . . . ReSo 

is further described and is used as the main dataset for the classification of respiratory 

sounds in Section . . The CovCo dataset (Section . . ) was collected remotely to evaluate 

the impact of face coverings on audio recordings and was used in the generation of face 

covering models described in Section . . Finally, the NightResp dataset (Section . . ) was 

used to evaluate the feasibility of using a multimodal sensing approach in the detection, 

monitoring and evaluation of respiratory sounds described in Section . . 

  



 

 

Chapter  – Audio Signal Processing  

This chapter presents a summary of the audio signal processing path used in this thesis. In 

order to prepare the recordings for classification (Chapter ), the pre-processing methods 

and feature extraction techniques that were investigated are detailed in the following 

sections.  

.  Introduction 

Audio signal processing typically follows a general processing path irrespective of the audio 

source of interest [ ]. Figure  presents a block diagram of the audio processing steps used 

in this work. The first step, preprocessing, aims to ensure that all audio recordings are in 

the same form. The second step is the identification and extraction of individual sound 

 

Figure . General processing steps performed during audio analysis for remote 
monitoring applications. 



 

 

classes (e.g., cough) contained in each recording, referred to as sound segmentation. The 

third step is feature extraction, where features of interest for each sound segment are 

extracted. The final step is sound classification, which is presented in Chapter .  

As this thesis focused on the signal processing of at home audio environment, there 

are a few assumptions that hold for all cases, unless otherwise specified.  

. Data recording methods are unknown and therefore all methods do not assume 

specific hardware for data collection. 

. All recordings contain the sound of interest and only included the sound of interest. 

Sound identification and segmentation was not the focus of this thesis, however a 

preliminary investigation of potential methods to both identify if a sound of interest 

is present in a recording as well as possible segmentation methods are presented in 

Section . .  

. Real-time implementation of the proposed methods is outside the scope of this 

thesis. 

.  Preprocessing 

The first step of audio signal processing, preprocessing (Figure ), is highly dependent on 

the classification task and methods to be used. Some methods include signal sampling, DC 

component removal, filtering, normalization, and signal alignment. The following sections 

describe the methods applied to the recordings in the context of remote monitoring of 

sounds 

. .  Signal Sampling  

As the audio recordings investigated were obtained from a variety of different sources, 

which may or may not have included the recordings information, sampling was needed to 



 

 

maintain consistency. Sampling discretizes the time of continuous signals, effectively only 

keeping a certain number of samples per second (described by the sampling rate) [ ].  

Data were recorded at sampling rate varying from - .  kHz with varying bit rates either 

as Waveform Audio File Format (WAV) files or MPEG-  Audio Layer III (MP ) files. WAV 

file format is an uncompressed audio format that uses linear pulse-code modulation (LPCM) 

which stores the data in chunks. The bitrate will vary depending on the recording settings. 

MP  file format uses lossy data-compression, which allows for a large reduction in files size 

when compared to WAV files. The sampling rate and bitrate will also vary depending on 

selections made during recording. Given the recordings used in this work (e.g., audio 

content extracted from an online video), it is assumed that some form of compression was 

already performed for some of the recordings. Furthermore, there is no way to know what 

kind of sampling and/or preprocessing procedures have already been applied to the 

recordings prior to upload. That being said, if the comparison of recordings obtained from 

different sources is desired (e.g., the ReSo dataset), resampling all data to the same rate was 

performed for consistency.  

 For each experiment, the smallest sampling rate was identified, and all other 

recordings were down sampled to match. In the case where all recordings were sampled at 

the same high rate (e.g., .  kHz), all recordings were also downsampled to reduce 

processing time while maintain frequency content related to the sound of interest. For 

example, when investigating the impact of face coverings on respiratory sounds (Section 

. ) it was observed that higher frequencies (up to  kHz) were being supressed. As the 

goal was to characterize this suppression, all recordings were downsampled to  kHz to 

ensure frequencies up to kHz were being captured. 



 

 

. .  Signal Filtering 

Filtering is performed to remove common sources of noise above or below the frequency 

range of interest [ ]. Depending on the signal of interest, the high frequencies of a 

recording may be removed using a low pass filter (LPF) during this step. For example, cough 

sounds peak around .  kHz, therefore a LPF was applied with a cut off frequency of kHz 

to eliminate high frequencies that are outside the typical range of cough sounds [ ]. Low 

pass filtering of cough sounds was performed when implementing standard feature-based 

evaluations ( . .  and . . . ).  

. .  Normalization 

The act of audio normalization aims to take audio recordings from multiple sources and 

convert their amplitude content so that they can be directly compared. The two main forms 

of audio normalization are peak and loudness normalizations, both of which may be 

performed during signal acquisitions or during signal reading. Peak normalization is the 

method typically chosen for this work and is performed by finding the absolute maximum 

and dividing each sample by that value (Equation ).  

When working in MATLAB, normalization is done automatically during signal 

import when using the ‘audioread’ function. The output data is a double matrix ranging 

between [- : ].  Furthermore, when importing an MP , the datatype inherently ranges from 

[- : ], which is assigned during signal generation or recording. When working with WAV 

files, amplitude ranges can vary depending on the bits per sample of the original recordings. 

Details of amplitude ranges that can be selected using this function are listed in Table  

 datanorm( ) = data )
abs data) 

Equation  



 

 

and were adapted from the MATLAB help sheet [ ]. In this work, all signals were either 

normalized automatically using built in functions or manually normalized during 

preprocessing to be between [- : ].  

. .  DC Component Removal 

The DC bias or component of the signal can be defined as the component of the signal at 

zero frequency, meaning that represents the portion of the signal without any oscillating 

content. When looking at a signal the DC bias can be observed visually, if present, as the 

signal will be shifted up or down on the amplitude axis. To remove this bias, the mean of 

the signal is simply subtracted from the raw signal, following Equation . 

. .  Signal Alignment 

In many cases the signals that were being directly compared did not have the same duration. 

When direct comparison between two signals is desired (e.g., comparing uncovered and 

covered coughs, as in Section . ) the recording delay was addressed using dynamic time 

warping (DTW) in order to align each signal pair to a new set of instances. The DTW takes 

TABLE  – DATA RANGE OF INPUT WAVE AUDIO DEPENDENT ON BITS-PER-SAMPLE AND DATA TYPE OF INPUT WHEN 

USING THE AUDIOREAD MATLAB FUNCTION 

File Format Bits Per Sample Data Type  Data Rage 

Wave (.wav)  unit  0 ≤ < 255 

  int  −32768 ≤ < +32767 

  int  −2 ≤ < +2  

  int  −2 ≤ < +2  

  single  −1 ≤ < +1 

  double −1 ≤ < +1 

Wave (.wav) ( -law)  int  −32124 ≤ < +32124 

Wave (.wav) (a-law)  int  −32256 ≤ < +32256 

 data = data − data) 
Equation  



 

 

the input and output measurements and maps them to a common set of instances, that do 

not correspond with either original signal, by minimizing the sum of absolute Euclidean 

distance between consecutive points [ ]. An example of DTW on two cough signals is 

shown in Figure . The original two recordings did not start at the same time stamp, 

however after the application of DTW they are aligned not only at the beginning of each 

event by also at each peak in amplitude. This method shifts both signals in time, meaning 

that timing information is not maintained. If timing information is required for future 

processing, a simple thresholding procedure can be used to extract the start and stop times 

of recordings prior to the implementation of the DTW. DTW was applied prior to the 

generation of the face covering models ( . ).  

 

Figure . Dynamic time warping results of a single cough (bottom; uncovered cough in 
black – and covered cough with crook of elbow in red --). The original input (uncovered) 
(top in black -), original output (covered) (middle in red --) audio measurements are 
provided for reference. 



 

 

. .  Signal Windowing 

Considering the target audio event, signal windowing allows for the reduction in processing 

time and power needed to evaluate a recording. For example, it is known that cough events 

are between .  and .  seconds in duration [ ], [ ]. More frames at a smaller size provide 

a more accurate identification of the transition from silence to cough event (or visa versa). 

Therefore, for each cough event there are at least  overlapping segments, which translates 

to a window size of . ms with a . ms overlap. When working with multiple audio class 

targets, it may be appropriate to adjust the frame size in order to improve the robustness of 

the system. 

. .  Quantization 

Quantization occurs during the recording process when converting a continuous signal to 

a series of samples by discretizing the amplitude [ ]. Quantization is also applied in the 

telephone industry when digitizing speech signals prior to transmission [ ]. The act of 

quantization results in information loss quantified by the quantization, which is typically 

chosen based on the human ability to identify signal distortion. Uniform quantization is the 

simplest method where the input signal (assumed to be within a finite range) is divided into 

 equal intervals of length , Figure  (blue). Generally speaking, this method is only 

appropriate when working with uniformly distributed signals. When working with audio 

signals there is a more information concentrated proximal to zero and therefore signals are 

non-uniformly distributed. Additionally, the human ear is more sensitive to quantization 

errors when they are present at smaller values; further information loss may be excessive 

and detrimental to downstream audio applications.  



 

 

Non-uniform quantization uses smaller intervals near zero, effectively ensuring that 

information loss mirrors how humans interpret quantization errors (Figure  (red)). The 

most common method of non-linear mapping (used in data compression) is the application 

of -law (Equation ), which was first introduced in the telephone industry to compress 

speech signal while minimizing the perceived distortion experienced by the listener [ ].  

After compression,  can then be uniformly quantized. It is assumed that  has been 

normalized to [− , ] as described in Section . . . The -law quantization methods have 

been used for the novel application of chaos game theory to audio signals, which is 

described in Section . . . .  

 ) =  sign ) ln 1 + | |)
ln 1 + ) , −1 ≤  ≤  ∞ ∀  || || 

Equation  

 sign ) =      1,              if ≥  0  −1              if <  0  
 



 

 

 

.  Sound Segmentation 

Sound segmentation can be performed manually or automatically. Both of these methods 

can be approached from two main perspectives. The first perspective is the identification of 

the start and end of any sound contained in a recording, sometimes referred to as silence 

 

 

Figure . Linear quantization (blue) steps (top left) and applied to sine wave (bottom, 
blue). Non-linear quantization (red) steps (top right) and applied to sine wave (bottom, 
red) 



 

 

removal. The second method, sometime referred to as sound detection, is more 

computationally intense as it aims to segment different types of sounds, assuming that they 

are not overlapping, and label each section accordingly.  

Manual segmentation is typically performed by an expert and has very high accuracy 

when identifying the start and stop points of a sound segment as well as sound type labeling. 

This method is typically used as the gold standard when applying automatic segmentation 

methods.  

For this thesis, segmentation for all experiments described in the work have either 

been performed manually or the data used has already been segmented by the creators of 

the dataset. Despite this, two sound segmentation evaluations have been performed. The 

first aims to evaluate the most appropriate silence removal approach when aiming to 

segment cough sounds from longer recordings and is summarized in the Section . . . The 

second approach aims to determining if transfer learning could be used as a means of 

respiratory sound (specifically cough sounds) detection. A detailed description of the 

implementation of cough detection methods amongst other ambient sounds is presented 

and discussed in Section . . 

. .  Silence Removal 

The following section summarizes work originally published in Cohen-McFarlane et al., 

 [ ]. 

In this context, silence removal assumes that all recorded data was recorded in an 

at-home setting with low to moderate background noise aimed to identify respiratory 

sounds. In the processing path described in Figure , the result of each step relies heavily 

on the preceding steps. In order to maximize the classification performance, each 



 

 

processing step also needs to be optimized. Prior to the implementation of silence removal, 

the preprocessing steps (described in Section . ) need to be carefully selected for the audio 

signal being investigated.  

Silence removal relies on identifying periods of the audio signal that do not contain 

audio events when compared to periods that do, meaning that fast simplistic methods can 

be applied. Three commonly used methods, Standard Deviation (SD) used in [ ], Short-

term Energy (SE), and Zero-crossing Rate (ZCR), were compared to manual segmentations 

in terms of their ability to identify the onset and offset of each period of low amplitude 

(silence). Prior to silence removal, each recording (  tagged cough events from the 

DCASE  challenge [ ]) was first segmented based on the average duration of a cough 

event (between . - . s). The windowing process is described in Section . . . 

. . .  Standard Deviation  

The SD is a representation of variance of a signal. Higher SD corresponds to audio bursts 

and lower standard deviations would be associated with silence. For each frame, the SD was 

calculated using Equation . 

Where, μ  is the mean of the current frame,  is the window size,  is the current 

frame, and  is the current sample. As this experiment focused on silence removal for cough 

sounds specifically, the window size N was chosen based on the known duration of cough 

sounds ( . - .  seconds) [ ], [ ]. As described in Section . . , it was decided that the 

 ) = 1− 1 | ) − |  Equation  



 

 

window size would be .  milliseconds to ensure that each cough recording contained at 

least  induvial segments [ ]. 

For each frame, the onset and offset of the cough events were identified using a 

threshold ( ). To calculate the threshold, it was assumed that the frame that had the lowest 

SD ( ) represented part of a period of silence. To ensure that the lowest SD frame 

corresponded to a silence period before or after a cough sound and not a shorter silence 

period between cough phases, a six-millisecond window was identified centered around the 

frame of interest. A six-millisecond window was selected as it has been reported as to 

average duration of a cough sound [ ]. Therefore, if the silence segment was at least the 

length of the average cough sound, it can be assumed that the identified silence period did 

not occur between the first and second cough sounds. The threshold was calculated using 

this updated window using Equation .  

If a six-millisecond segment of silence did not exist, Equation  would lead to a very 

high threshold and the silence periods would be missed. To compensate, if the computed 

threshold was larger than one percent of the maximum SD of the audio file, the threshold 

was set based on a percentage of the maximum SD, Equation . Additionally, it was noted 

that some of the audio files obtained were prefiltered, resulting in exactly zero magnitude 

silence periods. Therefore, if the threshold calculated with Equation  was equal to zero, 

the secondary threshold calculated in Equation  was also used. 

 =  mean ) + ) 
Equation  

 = 0.01)max ) 
Equation  



 

 

Figure  presents the raw audio, SD and calculated threshold for a given audio file. 

If the SD of a frame met the threshold and the preceding frame did not, it was labeled as 

the onset of an audio burst (green circles). If the SD of a frame met the threshold and the 

following frame did not, it was labeled as the offset of an audio burst (red squares). The 

onset and offset of each audio burst were then saved for the segmentation step.  

. . .  Short-term Energy  

The SE of an audio signal is a representation of signal power. Each frame is small enough to 

only contain audio of either high or low power. The SE will be lower for periods of silence 

than when it is calculated over period of sound related audio bursts (i.e., cough events) 

[ ]. The SE was computed for each frame using Equation . 

 

Figure . Audio signal (blue), SD of each frame (orange ’:’), threshold (yellow ’–’), onset 
of cough associated audio bursts (green circles), and offset of cough associated audio 
bursts (red squares) for a given audio file. 



 

 

Where,  is the length of the frame,  is the current frame, and  is the current 

sample. For each frame, the onset and offset of the cough events were identified using a 

threshold based on Equation  and Equation , where the mean and standard deviation was 

applied to a six-millisecond window (as described in Section . . . ) surrounding the frame 

with the lowest SE. 

Figure  presents the raw audio, SE and calculated threshold for the same audio file 

presented in Figure . If the SE of a frame met the threshold and the preceding frame did 

not, the frame was labeled as the onset of an audio burst (green circles). If the SE of a frame 

met the threshold and the following frame did not, the frame was labeled as the offset of 

the audio burst (red squares). The resulting data ranges for each audio burst were then 

saved for the segmentation step.  

 ) = 1 | )|  
Equation  

 

Figure . Audio signal (blue), SE of each frame (orange ’:’), threshold (yellow ’–’), onset 
of cough associated audio bursts (green circles), and offset of cough associated audio 
bursts (red squares) for a given audio file. 



 

 

. . .  Zero-crossing Rate 

For each sound file, the times at which the amplitude passes through the zero point was 

identified. The ZCR is a crude estimate of the frequency of a sound file [ ]. Higher 

numbers of zero-crossings relate to higher frequencies and lower numbers of zero-crossings 

relate to lower frequencies. As sound burst differentiation associated with cough events and 

silence is desired, the cough events would have higher ZCR and thus higher frequencies 

when compared to the ZCR for adjacent periods of silence. The ZCR was calculated 

according to Equation  for each frame. 

Where,  is the frame size,  is the sample number, and  is frame number. For each 

frame, the onset and offset of the cough events were identified using a threshold calculated 

using Equation  and Equation , where the mean and standard deviation was applied to a 

six-millisecond window (as described in Section . . . ) surrounding the frame with the 

lowest ZCR. 

Figure  presents the raw audio, ZCR and calculated threshold for the same audio 

file as Figure  and Figure . If the ZCR of a frame met the threshold and the preceding 

frame did not, the frame was labeled as the onset of an audio burst (green circles). If the 

ZCR of a given frame met the threshold and the following frame did not, the frame was 

labeled as the offset of an audio burst (red squares). The onset and offset of each audio burst 

were then saved for the segmentation step. 

 ) = 12 |sign ) −  sign − 1) | 
Equation  



 

 

. . .  Audio Segmentation 

To reduce false cough related audio burst identification (Figure  and Figure ) that may 

cut off cough events or over segment them, the onset and offset for each method were 

adjusted prior to final segmentation. Cough events generally contain two consecutive audio 

bursts connected by a lower amplitude period lasting on average at least  milliseconds 

[ ]. Therefore, a single cough audio burst will last at least five milliseconds. Using this, if 

an identified segment was less than this threshold, it was combined with the previous 

segment. An example of a too short segment can be seen in the second segment of Figure 

. 

There are instances when the frame identified as either an onset or offset of a cough 

event did not match the corresponding onset or offset of the manual segment. For instance, 

the onset of the first segment of Figure  is slightly after the onset of manually labeled 

 

Figure . Audio signal (blue), ZCR of each frame (orange ’:’), threshold (yellow ’–’), onset 
of cough associated audio bursts (green circles), and offset of cough associated audio 
bursts (red squares) for a given audio file. 



 

 

cough event. To ensure that the entire cough event was included in the final segmentation 

one millisecond was added to the beginning and end of all segments. 

Finally, some cough events were over segmented, which was common in the SE 

method and can be seen in the segmentation of both cough events in Figure . Therefore, 

if two consecutive segments were within five milliseconds of each other, they were 

combined. The resulting final segmentation onset and offset for each method are 

summarized in Figure  for the current audio file.  

Figure  shows that the ZCR segmentation method performed the closest to the 

manual segmentation method for this audio file. The small ZCR segment identified 

originally in Figure  was combined with the first segment based on the segmentation 

adjustments previously described. The SD method was able to identify the two segments, 

however the first segment identified starts at an earlier onset than the manual 

segmentation. The SE method was able to identify the two segments, however the second 

cough event was over segmented. 

 

Figure . Onset and offset for the entire audio file (yellow), manual segmentation 
(orange), ZCR segmentation (blue ’-.’), SD segmentation (purple ’:’) and SE segmentation 
(green ’-’) for the current audio file. 



 

 

The audio signal discussed thus far was a very clean signal with almost zero 

amplitude present during periods of silence (Figure -Figure ). Figure  (right) shows 

the segmentation results when these methods were applied to a signal with more 

background noise (Figure  (left)). As can be seen, the ZCR method does not work at all 

under these circumstances due to the high number of zero-crossings associated with noise. 

The SD and SE methods are able to identify both segments, however the SE method also 

identified a segment at the beginning of the file where no true cough event occurred (Figure 

 (right)).  

The three methods were then applied to all  audio signals, each containing at 

least one coughing event and low levels of background noise, from the DCASE-  

described in Section . . .  [ ]. Six metrics were calculated for each audio signal and each 

silence removal method. The segmentation results from each method (SD, SE, and ZCR) 

were compared to the manual segmentation results, which were considered the gold 

standard for this experiment. The average segment identification accuracy ( %)) are 

  

Figure . (left) Audio signal with noisy silence periods and (right) the corresponding to 
the segmentation results containing start and end times for the entire audio file (yellow), 
manual segmentation (orange), ZCR segmentation (blue ’-.’), SD segmentation (purple ’:’) 
and SE segmentation (green ’-’). 



 

 

reported in Table  for each method. A segment was considered identified if a given method 

produced a segment that was within ± ms of the manual segmentation range. 

If the segment was identified, then it was evaluated in order to determine if it was 

under segmented (i.e., the given method produced a segment that encompassed at least two 

manual segments) or over segmented (i.e., the given method produced at least two 

segments where there was only one manual segment). The average percent of over 

segmented ( %)) and under segmented ( %)) manual segments for each 

method are also reported in Table . Finally, for each segment, the average segment onset 

shift ( )), offset shift ( )) and duration difference ( )) from the 

manual segmentations were calculated for each method (Table ). 

All silence removal segmentation methods performed reasonably well with the ZCR 

method presenting the highest segmentation accuracy ( %). When considering the 

prevalence of over segmentation and under segmentation the results indicate that the SD 

method had the lowest percent of segments that were both under segmented ( %) or over 

segmented ( %) when compared to both the ZCR and SE methods. The average shift 

factors for each method were all very similar ranging from . - .  seconds. Finally, segment 

duration difference when comparing each method to the manual segmentation results 

TABLE  – SILENCE REMOVAL SEGMENTATION RESULTS FOR SD, SE, AND ZCR 

Metric ZCR SE SD %)    %)    %)    ) .  .  .  ) .  .  .  ) .  .  .  



 

 

showed that the average difference was .  seconds for both ZCR and SD and .  second for 

the SE method. 

. . .  Chosen Silence Removal Method  

The ZCR method performed the best, however this method fails when considering signals 

with moderate levels of background noise. As mentioned, some of the original audio files 

had been preprocessed resulting in silence periods with near zero levels of background 

noise, which is related to the high performance of the ZCR method. Furthermore, the ZCR 

method had the second highest prevalence of over segmentation and under segmentation. 

In contrast, the SD method had the second-best silence segmentation accuracy ( %) but 

had the lowest prevalence of both over and under segmentation. The onset and offset 

adjustments made prior to segmentation, used to specifically target cough events, had a 

normalizing effect on the onset shift, offset shift and segment duration differences (Table 

). 

The chosen silence removal method depends on the dataset considered and the 

effect of under or over segmentation may have on the desired signal. In this case, 

identification of cough events, over segmentation is a concern as the audio segments are 

very short to begin with. If the noise level of the dataset is unknown or varied, the SD 

method is recommended for silence removal among cough segments, which concurs with 

the methods used in [ ]. If, however, it is known that the dataset contains low levels of 

noise during silence periods, the ZCR method is recommended as it had the highest 

segment identification accuracy of all three methods. These results correspond to the 

silence removal method chosen in [ ] (i.e., Standard Deviation). Though outside the scope 

of this thesis, when considering the implementation of this system in a noisy environment 



 

 

(e.g., In a train station or in a busy intersection) these methods of silence removal would 

not be appropriate.  

.  Standard Feature Extraction 

Most of the standard features investigated in this work are adopted from speech and music 

analysis methods. Standard feature extraction methods were separated into two parts, 

short-term and mid-term windowing. During short-term windowing, the audio signal was 

windowed (typically in the range of . s with . s overlap, which varied depending on 

the signal of interest) and feature computation was performed for  individual features. 

Among the  features, three were derived from time domain information (zero crossing 

rate (ZCR), signal energy, and signal energy entropy) and are described in Table . The 

other  features were derived from the frequency information of a signal (spectral centroid, 

spectral spread, spectral entropy, spectral flux, spectral roll-off, Mel-Frequency Cepstral 

Coefficients (MCFFs), harmonic ratio, fundamental frequency, and chroma vector), which 

are also described in Table  including the individual feature number for each method.  

The second part of feature extraction is mid-term feature extraction, where each 

individual short-term feature is summarized over the course of a larger window (e.g., the 

entire recording or the first half of the recording). This step reduces the number of feature 

values, which will be sent to the classification step. Table  summarizes the types of 

midterm windowing explored. Where MTmethod is the midterm representation of the desired  

method and  is the number of samples in the short-term window (ST). The median of the 

short-term windows over the course of the entire audio signal was chosen as the midterm 

windowing method when evaluating human respiratory sounds unless otherwise specified. 

This step leads to a total of  features for each recording, which are then used in traditional 



 

 

supervised classification methods. All standard feature extraction steps were implemented 

in both MATLAB and python. 

TABLE  – STANDARD AUDIO FEATURES CONSIDERED 

Feature 

Feature 

Number(s) 

(/ ) 

Notes 

Zero crossing 

rate 

 The zero-crossing rate is defined as the number of times an audio signal crosses zero 

in the current window. It can be defined as: 

=  sgn ) − sgn − 1 )| 
where, sgn ) =          1,   for ≥ 0 −1,  otherwise 

 

Energy  

 The energy of the audio signal summarizes the amplitude variations of an audio 

signal, (i.e., representation of total power spectrum of the current window). It can be 

define as: = 1 ∑ | |) 

Where,  is the length of the signal of interest . 

Energy 

entropy 

 The energy entropy of the given audio signal is an alternative representation of the 

amplitude variations within that signal. In this case the input signal is divided into 

sub-windows ( ). The entire energy of the window is calculated based on the energy 

equation. The energy of each sub-window is calculated and normalized based on the 

overall energy, defined as: = ∑∑ )  

Using the normalized energy, the entropy of the audio input can be calculated using:  =  −∑ ∗ ln )) 

Spectral 

centroid 

 The spectral centroid provides a representation of sound ’brightness’. In other words, 

it represents the location containing most of the energy in the signal. It is commonly 

used to describe the spectral shape of a given window: 

=  ∑ ∗ )∑ )  

Where,  is the number of FFT (Fast Fourier Transform) points,  is the frequency 

of the window  of sample  and  is the central frequency of that sample.  

Spectral 

spread 

 The spectral spread provides a measure of the frequency range of the spectral window 

(i.e., FFT window) around it’s centroid (previous feature). The spectral spread can be 

calculated as follows:  

=  ∑ − ) ∗ )
∑ )  



 

 

Spectral 

entropy 

 Describes complexity of the system, can detect if a signal contains noise or a 

structured content like sinusoid. Pure white noise has higher spectral entropy, if the 

signal only has a pure sinusoid the value will be low.  

In other words, it is a measure of how irregular the frequencies are in the given 

spectral window. It can be calculated similarly to short-term energy entropy, but 

using the FFT window rather than the time-domain window. The normalized power 

spectral density is first computed for the current window: 

= 1 | |∑ 1 | |  

The power spectral entropy can then be computed using the standard entropy 

calculation: 

=  − ∗ ln ) 

Where  is the length of the current spectral window ) and  is the current sample.  

Spectral flux 

 The spectral flux provides a measure of the rate of change within the spectral shape of 

the audio signal. Another way to look at it is the spectral difference between the 

current window and the previous window, meaning that if the spectral flux is high it 

indicates that there was an abrupt change in magnitude between successive windows. 

It can be defined as 

=  | | − |/
 

Where  is the current spectral window and  is the previous spectral 

window of sample .  

Spectral roll-

off 

 The spectral roll-off is a measure of the shape of the audio signal. It can be defined as 

the frequency under which a user selected percent ) of the total energy is 

contained. It has been previously used to separate voiced (e.g. speech) vs. unvoiced 

(e.g. phone ringing) audio signals and is defined as:  =  Where, | | ≤ ∗ | |/
 

Harmonic 

Ratio 

 Measures the amount of energy in tonal part of the signal compared to the amount of 

energy in the overall signal. In other words, it is a measure of the relationship between 

the fundamental frequency’s power and the total power in a given window.  

Fundamental 

Frequency  

 Measures of the underlying lowest frequency experienced in the overall signal. In 

other words, it is a representation of the lowest resonant frequency of the time-

domain audio signal.  

Chroma 

vector 

-  The Chroma Vector is a twelve element feature vector that describes how much 

energy is contained in each pitch class (from music [C, C♯, D, E♭, E, F, F♯, G, A♭, A, B♭, 

B]) within the current signal. The function used to calculate the twelve chroma 

features uses the librosa.feature.chroma stft function using the previously defined 

. s window with . s overlap.  



 

 

 

Mel-

frequency 

cepstrum 

coefficients 

(MFCCs) 

-  The MFCC provides a frequency-based representation of the spectrum of a given 

signal using weights that correspond to the non-linear perception of  

sound by the human ear. The Mel-frequencies are defined as:  = 1125 ∗ log 1 + 700  

This defines the perceived frequency by the ear given the true frequency .  

The general steps for derivation are as follows: 

. Emphasize the higher frequencies using  and window the signal (based 

on the aforementioned window length and overlap) 

. Take the Fourier Transform of each window 

. Calculate the spectral line energy of each window 

. Calculate the logarithmic energy at each  window 

. Take the discrete cosine transform of each window 

. The resulting coefficients are the MFCCS 

Take the first  coefficients as the  MFCCs features in this method 



 

 

. .  Cough Specific Features 

. . .  Cough Severity  

Cough severity, how forceful the cough is, is typically assessed by physicians during an 

appointment. Their evaluation is based on a very small sample size (typically only a single 

voluntary cough) and self-report responses from the patient directly. This lack of data is 

exacerbated by the current physical distancing measures, meaning medical professionals 

are performing remote visits. Cough severity can be observed in the power of the frequency 

content of cough sounds. Typically, the higher the power the more force was used to 

TABLE  – MID-TERM FEATURE METHODS 

Method Description 

Mean 
MTmean = STi 

Median MTmedian =  STordered ,                                               if n is even

STordered
− + STordered

+ ,    if n is odd

 

Standard Deviation 
MTsd = ∑ − MTmean)

 

Standard deviation by 

Mean 

MTsdm = MTsd

MTmean
 

Maximum 

MTmax = ST) 

minimum 

MT = ST) 

Mean (non-zero) 

x = ST >  

MTmeanNZ = i 

Median (non-zero) 

x = ST >  

MTmedianNZ =  ordered ,                                               if n is even

ordered
− + ordered

+ ,    if n is odd

 



 

 

produce it. Cough severity increases with disease deterioration, so a simple measure of 

cough severity can provide potential indications of disease progression. 

. . .  Cough Frequency  

Cough frequency, the number of times someone coughs, is also typically assessed by 

physicians during an appointment. The evaluation of cough frequency is arguably more 

difficult to assess during an appointment, as the patient is only being observed for a brief 

period of time. Cough counting is a well-established research area and harnessing pre-

existing methods can provide essential information into disease deterioration [ ]. Along 

with severity, increases in the frequency of cough is an indication of worsening conditions 

and can also indicate changes in disease state. For example, cough type (wet/productive vs. 

dry cough) can change depending on disease state in COVID- .  

. . .  Cough Characteristics: Wet vs. Dry Cough 

Our research group has previously investigated the differentiation of these two cough types 

[ ]. The two features used were number of peaks present in the energy spectrum and the 

power ratio between the first two phases of each cough event [ ]. Detailed description of 

generation of these two features is found in [ ]. A general overview of the processing path 

is shown in Figure . 

As mentioned, the cough associated with COVID-  can be dry during early stages 

and progress to become more productive as the disease progresses in a subset of severely 

affected individuals [ ]. It is important to note that a single cough is rarely completely dry 

or completely wet. The lack of a clear separation leads to inconsistencies when coughs are 

being labeled by physicians. Therefore, it may be more accurate to say that a particular 



 

 

cough is more wet or dry in nature. These two features were also applied to the COVID-  

dataset in order to investigate if these coughs were identified as dry or wet cough events, 

described in Section . . . .  

.  Visual Feature Extraction 

The following section includes work originally published in Cohen-McFarlane et al.,  

[ ]. 

Audio visualizations can contain both time and frequency domain information of a 

given recording. The application of methods originally introduced for the evaluation of 

images to audio is a rapidly growing area of research. Recent methods have investigated the 

utility of image classifiers for audio classification tasks [ ], [ ], [ ] (e.g., transfer 

learning using a pre-trained image network by adapting the final model layers to a new task 

using audio visualizations). Notable challenges related to the visualization of audio signals 

were recently outlined in [ ]. A variety of visualization methods for measured audio signals 

have been investigated, the most common including spectrograms, Mel-spectrograms, and 

wavelet scalograms. These methods window the input measurement with respect to 

 

Figure . Feature extraction methods originally presented by Chatrzarrin et al.  



 

 

frequency ranges in order to map frequency information with respect to time and are 

described in the following sections [ ]. 

. . .  Spectrogram 

Spectrograms are able to capture both time and frequency information in a single image, 

which can be used as an input to an image-based classification paradigm. This is hugely 

beneficial when transfer learning approaches are desired. There are few issues to consider 

when using spectrograms as a direct input to an image classifier.  

The first issue is axes invariance. When dealing with classical images, it can be 

assumed that they are spatially invariant. In other words, an object in an image remains the 

same irrespective of where it is located within the overall image. A ball is still a ball if it is 

located in top or bottom of an image. When working with spectrogram representations of 

audio, it can be argued that sounds are spatially invariant on the horizontal axis (time). 

Assuming a complete sound is shifted, it will still the same sound if it occurs at time zero 

or if it occurs later at time one. However, spatial invariance is violated on the vertical axes 

(frequency). If a sound is shifted either up (frequency increase) or down (frequency 

decrease) on a spectrogram, the sound content changes completely. For example, if one 

were to shift a child’s voice down in frequency, the overall pitch would decrease. If you were 

to playback the resulting sound, it may be recognized as a man’s voice. This type of 

frequency shifting or equalization is a method used by sound engineers when working on 

music [ ], however it is not desired in this context.  

The second factor to consider is pixel representation. In classical images it can be 

assumed that a single pixel only contains information about a single object within that 

image. However, spectrograms are transparent in nature. A single pixel in a spectrogram 



 

 

does not necessarily contain information for a single audio object. There may be multiple 

overlapping audio objects contained at that single frequency. This is exponentially 

increased when multiple sources or environmental noise is introduced. Furthermore, in a 

classical image, adjacent pixels to a pixel of interest can also be assumed to represent the 

same object. However, when audio content is represented in a spectrogram, a single audio 

object can be spread across multiple frequencies that may or may not be adjacent to each 

other. 

Using image classification techniques to classify audio image representations has 

been applied to a variety of tasks. A subset of these have used spectrograms as the direct 

image input either alone or in addition to other image representations. Some of which 

include, classification of bird species based on bird song [ ], orca call classification [ ], 

environmental sound classifiers [ ], and speech/music differentiation [ ].  

As mentioned, some cough sounds can be as short as .  seconds, a window size of 

.  second was chosen to ensure that a single window would not be able to capture the 

entire sound of interest. When generating images with lower overlap values, the 

spectrogram representations appear more coarse, the higher the overlap the higher the 

‘resolution’ appears. This phenomenon is shown in Figure  where three spectrograms of 

the same cough sound were generated using .  second windows and %, % and % 

overlap. As the spectrograms are to be used as the input to a classifier expecting standard 

images, the higher resolutions will lead to spectrograms that are more similar to the 

expected image resolution of AlexNet. Therefore, % overlap was chosen to maximize 

perceived output image resolution. Linear spectrograms were generated in MATLAB using 



 

 

the spectrogram function with .  second Hann windows with % overlap, which is based 

on the short-time Fourier transform (STFT). This provides a visual representation of how 

the frequencies present in each cough event vary with time.  

Linear spectrograms may not capture all possible information due to the equal 

distribution of frequency content, which is not how humans interpret sound. Logarithmic 

spectrograms were therefore also considered. Logarithmic spectrograms present the 

frequency information logarithmically on the y-axis from low to high, which is a closer 

  

 

Figure . Spectrogram representations of a cough sound using .  second windows with 
% (top left), % (top right) and % (bottom) overlap to highlight the need for larger 

overlapping segments when using the spectrogram as an input to classifiers expecting 
standard images.  



 

 

representation to the human ear. The logarithmic spectrograms were also computed in 

MATLAB using the spectrogram function with a .  second Hann filter with % overlap 

and the y-scale set to be logarithmic.  

. . .  Mel-spectrogram 

 The Mel-scale was originally proposed by Stevens, Volkman and Newman in  [ ]. 

They proposed a unit of pitch that when observed by the listener appears to be equally 

distant [ ]. Individual frequencies can be converted to Mel-scale using Equation . 

Where,  is the mel-scale frequency representation and  is the original frequency. 

 The Mel-spectrogram, is a spectrogram that distributes the frequency bins 

according to the Mel-scale, emphasizing the lower frequencies. This creates a visualization 

of an audio signal that is very similar to how humans interpret sound [ ]. For example, 

when listening to audio, the difference between a tone at Hz and one at kHz is easily 

to differentiate. In contrast, if one were to listen to a tone at . Hz and then a tone at kHz 

it would be very difficult to differentiate between the two despite the fact that both pairs 

are Hz apart. The Mel-spectrograms were generated in MATLAB with . s Hamming 

windows and % overlap using the ‘melSpectrogram’ function. 

. . .  Wavelet Scalograms 

Wavelet scalograms were created to overcome some of the previously mention frequency 

resolution issues associated with spectrograms and the STFT as an alternative to Mel-

spectrograms. The continuous wavelet transform (CWT) is used to generate the wavelet 

scalogram and tiles frequencies with respect to their expected duration. It groups lower 

 = log 1 + 700 ) 
Equation  



 

 

frequencies in longer tiles to capture slower oscillating content, providing good frequency 

localization. It then groups higher frequencies in shorter tiles to capture the high frequency 

content which is usually more transient in nature. This handling of high and low frequencies 

is how the human auditory system interprets sound. The wavelet scalograms were 

computed in MATLAB using the cwt function and a Morse wavelet. 

The CWT may be affected by boundary effects along the edges of the wavelet 

scalogram. Generally, wavelet scalograms are presented with a highlighted area that is 

potentially affected by boundary effects. When applied to image-based analysis methods, 

this boundary was not included in the final visualizations as adding this to the images does 

not represent the original cough measurement and may introduce classification confusion.  

. . .  Chaos Game Representation of Audio 

This section includes some work originally published in Cohen-McFarlane et al.,  [ ].  

The field of non-linear dynamics (chaotic dynamical systems) was originally 

introduced in the s as a means to encode sequence-based information into a machine-

readable format.  The Chaos Game Representation (CGR) is an iterative function that can 

create a visual representation of the fractal structure of a sequence of possibly infinite 

length. This space is commonly referred to as the CGR-space, within which each point 

encodes both local and global sequency information. The majority of CGR applications have 

used sequential data that only have a small number of possible “states”. For example, DNA 

sequences are created from an alphabet of only four possible chemical bases (adenine, 

guanine, cytosine, and thymine; Ω = A,C, G,T) [167].  

The foundation of the CGR is built upon the Chaos Game Theory (CGT). To apply 

CGT to a time-series, one would be playing the chaos game. For example, assuming that 



 

 

there is a time-series that only has four possible states ( , , , ) and there is an arbitrary 

series of ten values , Equation . The axis can then be defined based on the state labels 

(Figure (a)). The final visualization highly depends on the state assignment chosen, 

therefore when comparing multiple signals, the initial state locations must remain 

consistent. 

 For each point in the time series, the corresponding state coordinates (nodes) are 

used to add it to the CGR. To start, the state of the first value in the series is defined as the 

start ( 1) = 4). The corresponding point is then added at node four at the coordinates 

( , ) as shown in Figure  (b). For the second value in the series ( 2) = 2), a vector is 

projected from the current point ( , ) to the corresponding node (node  is located at ( , )) 

as shown in Figure  (c). The step size between points can vary but is typically set to half-

way between the previous point and the node associated with the current value. Given the 

step size of half, another vector is drawn back towards the current point but stopping at the 

half-way point, denoted by the dotted gray arrow in Figure  (d). Finally, at this point (half-

way between the previous and current values node), a new point is added at the 

corresponding  

coordinates ( . , . ), denoted as an orange point in Figure  (e). Mathematically, all points 

(except for the first one, which is assigned to the corresponding node coordinate) can be 

calculated using Equation . Where  is the coordinate of the new point, is the 

coordinate of the previous point,  is the coordinate of the node associated with the new 

point, and  is the step-back size defined by the user (in this case = 1/2). 

 = 4,2,3,1,3,2,3,3,2  
Equation  



 

 

 

 
(a) 

 
(b) 

 
(c) 

 
(d) 

 
(e) 

 
(f) 

Figure . Four-node example to generate a CGR of a time series. Chosen four nodal-
arrangement assigned to the four possible state labels (a), starting point defined by the first 
value in the time series (b), path direction towards the second value (c), location of the new 
point defined by the step value (half in this case)(d), plotting of the next point (e), and final 
CGR for the time series  (f).  



 

 

This process is repeated until sequence exhaustion. The final figure will then contain 

 number of points, where  is the number of values in series . The final CGR for time-

series  is shown in Figure (f). Each point in the CGR is colour coordinated with the 

corresponding value in the time-series listed below it for clarity.  

In addition to the standard CGR, a frequency representation or fCGR can also be 

used to represent the time-series information. For clarity, in this section frequency is not 

equivalent to the term frequency used in previous sections, which referred frequency as a 

term describing sinusoidal information related to the Fourier transform and frequency 

domain information. In the context of CGR, frequency refers to the statistical definition of 

frequency as a measure of a ‘count’ operation. In other words, frequency refers to the total 

number (count) of points in a particular area of the CGR space.  

The fCGR is dependent on the desired frequency resolution . The higher the 

resolution, the higher number of individual regions considered. If = 1, the entire CGR 

region will be considered and the total number of points in that entire area will define the 

frequency value. In the case of the CGR of  (Figure (f)), the frequency would then be =10 as there are  point plotted in the CGR-space, as shown in Figure  (a) and (b).  

If the desired frequency resolution was , a -square grid is imposed on top of the 

CGR, Figure  (c). The number of points in each area are then counted to create a pixel 

representation of frequency, Figure  (d). In Figure  (c), the purple square has a 

frequency value of two as there are two points in that region. There is some time-series 

information that can be interpreted from this count. The fact that the purple square is in 

the top right corner when the area is split into four equal parts indicated that there is a two 

 , ) =  , ) + , )  
Equation  



 

 

in the time-series associated with the points plotted in that region. When the area is split 

into  equal points the top right square is split into four and the purple square is in the 

bottom right corner. This location indicates that there is a three in the sequence that led to 

the points in the purple square. Starting from the highest resolution, the order of the time-

series points can be defined. In this case, the series [… , …] occurs in the original time series 

 two separate times as the frequency value in this square was two.  

 
(a) 

 
(b) 

 
(c)  

(d) 

Figure . Frequency representation of the CGR of the time series s with (a/b) frequency 
resolution of  and (c/d) frequency resolution of . 



 

 

CGR of Audio 

The application of time-series based CGR visualizations has not been fully investigated, with 

most representations being restricted to a four-node representation (as described above). 

CGR imagery is increasingly popular for bioinformatic applications for its use identifying 

the frequency of repetitive segments of DNA [ ], [ ], protein solubility [ ], and 

protein interaction prediction [ ].  

This work was one of the first, if not the first, novel application of CGR in the audio 

space. The encoding method described in the following section is a novel approach to this 

problem. The ability to encode audio into CGR-space may be used to supplement current 

audio visualization methods and for possible use in the training and evaluation of learning 

algorithms. Intuitively, non-randomness of a sequence implies an underlying structure and 

visualization of sequences may reveal observable patterns of that underlying structure. 

Within a time-series signal, information about a given sample typically correlated with 

those around it making potentially observable patterns more likely. 

When working with quasi-continuous data containing commensurately greater 

numbers of possible “states” (e.g., audio measurements), data quantization methods can be 

leveraged to map a time-series signal into a discrete alphabet of states. A -nodal 

arrangement of the quantized states from an audio measurement for playing the Chaos 

Game to generate visualizations that capture both local and global sequential time-series 

information has been proposed, which was first published in [ ]. 

Data Collection and Generation 

In order to visualize how variably parameterized signals, distribute in CGR-space, two 

synthetically generated measurement classes were considered. The first set of 



 

 

measurements were a series of sinusoids sampled at . kHz for a duration of five seconds 

defined by Equation . 

Where,  is an array of time steps defined by the sampling frequency,  is the 

frequency of sinusoidal periods ( = 0.2: 12: 1020: 10: 100  Hz), and  is the phase shift 

in radians ( = 1: 16  /π rads). This led toa total of  individual sinusoidal 

measurements.  

The effect of noise on the measurement signals was also investigated by adding Gaussian 

white noise to each sinusoid at six different signal-to-noise ratios (SNRs with values , , 

, , , ), resulting in a total of ,  individual sinusoidal measurements.  

The second set of synthetically generated measurements were a series of chirp 

signals samples at . kHz for a duration of five seconds. Introducing the chirp signals 

allowed for the visualization of the variability in CGR-space from a more complex audio-

like signal. Linear chirp signals were generated using the ‘chirp’ function in MATLAB 

defined Equation . 

Where  is an array of time steps defined by the sampling frequency,  is the instantaneous 

or starting frequency of the chirp signal ( = 10: 10: 500 Hz),  is the time at which the 

secondary frequency ( = 100: 50: 1000 Hz) is achieved = 1: 16 /5 s), leading to ,  

linear chirp signals. Quadratic chirps were then generated using Equation  (with 

sweepMethod set to ‘quadratic’) and the same input parameters leading to a total of ,  

( ,  linear and ,  quadratic) chirp measurements. 

 = sin 2 + ) 
Equation  

 = ℎ , , , , sweepMethod='linear') 
Equation  



 

 

As a control to appreciate the visual distribution of a purely random signal in the 

newly proposed -nodal CGR space, a random signal of  million samples was generated 

to approximate a sufficiently long time-series signal tending towards infinity. To better 

understand how an unstructured signal distributed in this space according to the 

parameters of this implementation, the proportion was varied (i.e., step size; the distance 

travelled between the previous point and the target node before plotting the current point) 

with the values [ . , . , . , . ].  

Finally, ambient audio measurements were obtained from General-Purpose Audio 

Tagging of Freesound Content with AudioSet Labels (DCASE- ), which contains sounds 

that have been labeled with Google’s AudioSet Ontology (as described in Section . . . ) 

[ ]. A subset (  classes: Applause, Bark, Belching, Bus, Keyboard, Cough, Drawer 

Open/Close, Finger Snapping, Fireworks, Flatulence, Gunshot, Keys Jangling, Knock, 

Laughter, Meow, Microwave, Scissors, Shatter, Squeak, Tearing, Telephone, and Writing) 

of which were selected for the interpretation and evaluation of the CGR audio visualization 

method. All audio measurements were confirmed to have normalized amplitudes (- , . . ., 

+ ), all of which were uncompressed -bit pulse-code modulation sampled at . kHz. All 

measurements were then quantized into  bins non-linearly using µ-law (described in the 

following section) and finally segmented into five second ( ,  samples) non-

overlapping windows with zero padding resulting in ,  unique audio measurements. 

Measured Audio Quantization for CGR Applications 

In order to apply CGR methods in the audio space, the issue of continuous data first needs 

to be addressed. As mentioned, CGR relies on the transition between n states to visualize 

patterns in data. If an audio signal was mapped to a four-nodal arrangement, there would 



 

 

be a considerable information loss. The proposed solution is to implement a novel -

Nodal CGR Arrangement that uses an n =  vertex regular polygon for the Chaos Game 

based on the accepted standard for quantization of speech signals in the United-States and 

Japan [ ].  

The act of quantization aims to map a signal (typically continuous in nature) to a 

predefined number of possible values. Inherently, this results in information loss quantified 

by the quantization error. Quantization procedures were further described in Section . . . 

As described in Cohen-McFarlane et al.,  [ ], the maximum  was set to  and the 

bins have defined reference labels (i.e., states) of [− , − , . . . , − , , , . . . , , ] when 

mapping audio to CGR space. For example, a single five second sinusoid sampled at . kHz 

and the corresponding output of -law quantization (i.e., )) are shown in Figure  (A). 

When considering a true audio measurement, -law quantization does not affect the time 

domain data to the same extent (Figure  (B) & (C)) when compared to the pure sinusoid 

(Figure  (A)). This is consistent with the underlying quantization design criteria for -law 

where the ) is still interpretable by the human ear due to the shorter binned periods 

around zero. 

 

Figure . Example µ-law quantization applied to a pure sinusoid and an audio 
measurement of an ‘evil laughter’ sound. This figure was originally published in [19]. 



 

 

Proposed -Nodal CGR Arrangement 

A novel dihectapentacontakaihexagonal arrangement of the  quantized states from a 

timeseries (audio) signal for playing the Chaos Game is proposed. As depicted in Figure  

(E) & (F), a -vertex regular polygon is inscribed into a square parameterized by radius 2 . The -state node is set to the apex and each incremental positive and negative states are 

arranged clockwise and counter-clockwise from the apex, respectively (Figure  (E)).  

For all generated and collected signals, the -binned ) −128: 127) were then 

mapped into CGR-space inscribed within a px × px binary image. As shown in Figure 

, an initial starting point is set within the center of the image and for each state in the 

sequence, a line is drawn from the current point to the target node and a new point is added 

some proportionate distance along that line; typically, the midpoint ( = 0.5). This is 

repeated until sequence exhaustion producing ,  individual CGR representations (∼ 

,  datapoints each). 

Figure . Conceptual overview for representing a quantized audio signal. This figure 
was originally published in [ ]. 
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Typology of Visual Patterns 

A typology of visual patterns observed throughout the experiments was introduced to relate 

emergent patterns in CGR-space to the input time-domain signal. The purely random CGRs, 

the pure sinusoid & quadratic chirps CGRs, a sinusoid with variable white noise, and a 

comparison of the five-class audio measurements selected from the original  classes for 

visualization purposes are considered. The introduced terms are summarized as follows: 

• Initial Tail: Initial samples towards the periphery.  

• Point(s): A CGR pixel along a signal’s harmonic.  

• Pathway(s): A collection of points along a frequency.  

• Stria: A set of points along an offset pathway.  

• Arc(s): A collection of stria.  

• Band(s): A noisy pathway.  

• Spiralized Arc(s): A spiral-like arc.  

• Vertical Band(s): A dominating vertical band 

Purely Random CGR Experiment 

To understand how a purely random signal would visually distribute within the proposed 

-nodal CGR-space, a random signal of  million samples was created to approximate a 

sufficiently long timeseries signal tending towards infinity (Figure ). As expected, a 

uniform point-cloud results for a proportion of .  (Figure (D)). For proportion value ≤ 

.  a doughnut-shaped point-cloud emerges which makes sense given that the likelihood 

of the same consecutive states is unlikely. Traveling only a small proportion along the line 

towards the target state intuitively results in a small doughnut band of potential CGR pixel 

locations being represented (Figure  (A),(B), & (C)). Following the norm of related CGR 

applications, = 0.5 was chosen to generate the audio CGR imagery. The uniformity and 

non-textured nature of these resulting point-clouds suggests that similar uniformity among 



 

 

CGR images of measured audio signals would represent an element of noise within the 

original signal. 

Sinusoid and Chirp CGR Experiment 

When applying CGR to pure sinusoids, the initial tail (the series of initial points travelling 

towards the periphery) can be controlled using the phase shift parameter, which rotates the 

initial tail around the CGR polygon. For example, a pure sinusoid that starts at zero, would 

have an initial tail leading towards the apex node, a sinusoid shift by /2 would rotate the 

initial tail shift to point directly downwards toward given the initial state - . This 

phenomenon is hard to depict visually in pure sinusoids due to the dark nature of these 

CGR as seen in Figure (A)-(G). Notably, all visualized CGRs contain exactly the same 

number of plotted samples and sparse imagery indicates that the same exact pixels are 

repeatedly represented. These repeatedly occurring points in CGR-space represent a 

 

Figure . CGR of purely random signal at varying proportions during CGR generation. 
This figure was originally published in [ ]. 



 

 

sample of a harmonic of the original signal. A set of points trace out the signal’s harmonic 

and are denoted categorized in the typology as a pathway. 

Furthermore, the more sinusoidal periods within the fixed five second window the 

larger the jump between quantized states will be, which causes the CGR points to trace out 

pathways inwards and away from the periphery. This is shown in Figure  (A)-(D) and 

can be seen experimentally in Figure  (A)-(G), where the number of sinusoidal periods 

are increasing from left-to-right by varying . With increasing  the initial tail begins to 

curve in the direction of the original signal as the sequence of states jump towards non-

consecutive and increasingly distant states. When  is equal to + (Figure  (F) & (G)) a 

pathway tending towards the centre is observed.  

As pure sinusoids are not a realistic model of an audio measurement, chirp signals 

were generated, in order to evaluate how the CGR would represent a frequency sweeps of 

varying range (Figure  (H)-(N)). In Figure  (H)-(N) the secondary frequency ( = 500 

Hz) and the time at which the secondary frequency occurs ( = 2.5 s) were fixed in addition 

to the sampling rate of . kHz. The initial frequency was varied =

 

Figure . Visual depiction of the CGRs of pure sinusoids (top) and quadratic chirps with 
varying frequency ranges (bottom). This figure was originally published in [ ]. 



 

 

490, 400, 350, 250, 200, 100, 10 ) which means that the frequency sweep ranges increase 

from left to right ( , , , , , ,  Hz). 

Across all frequency sweeping ranges, a patterning of stria that distribute about a 

repeating pathway was observed. Most notably, when the frequency sweep range is varied 

collections of adjacent stria begin to trace out an arc in CGR-space where the width of the 

arc relates to the range of represented frequencies, Figure  (H)-(N)). Smaller ranges 

depict a heavy over-representation of points along pathways with a patterning of shorter 

stria. As the frequency sweeps increase, this arc expands symmetrically as stria lengthen, 

about the repeating pathway (Figure  (H)-(N)). Additionally, as the arcs increase in 

width, a pattern of pathway curvature valleys appear brighter and sharper eventually 

forming a characteristic teardrop shape as seen in Figure  (N). Finally, in the maximal 

frequency sweep range representation (Figure  (N), the two larger, distinct, and 

symmetrical arcs are no longer visible as they have fully travelled to the periphery of the 

polygon forming an interference pattern. 

Sinusoid White Noise CGR Experiment 

As previously described, a random signal’s distribution in CGR-space results in a doughnut-

shaped point-cloud. To better understand how a non-ideal input measurement (i.e., a noisy 

signal) distributes in this space, Gaussian white noise was artificially added to a pure 

sinusoid at six different SNR noise levels (using the agwn MATLAB function; SNR = , 

, , , , ; Figure  (A)-(G)). As expected, with increasing noise level the points begin 

uniformly in-fill the polygon (tending toward the doughnut-like point-cloud of Figure  

(C)). A band is defined as a non-patterned arc (i.e., band in-filling does not contain stria).  



 

 

At lower levels of noise, the points tend to distribute close to the original values 

about the periphery (Figure (B)). As the noise level is increased, (Figure  (D)-(F)) the 

points begin to drift inwards tending toward the locations of the valleys seen in the 

quadratic chirp signals (Figure  (H)-(N)). At the highest noise level (Figure (G)) a 

random-like point-cloud appears, however, the internal repeller (the opposite of a chaos 

dynamical system attractor) is tear-drop shaped. Another repeller is present at the bottom 

of the polygon, as expected, due to the fact that it is extremely unlikely to directly travel 

from extreme positive states to extreme negative states (and vice versa) without first 

traveling through intermediary states (even if they are noisy). 

Five-class Audio CGR Experiment 

Visual inspection of the CGR-based representations of  categories of measured audio 

signals reveals a number of intriguing patterns representative of characteristics of the input 

signal. To better describe the visual structures and patterns emergent, Figure  (A)-(E) 

presents the CGR of cough, laughter, fireworks, telephone and keys jingling. An interesting 

phenomenon can be seen when comparing the audio measurements that were derived from 

the human vocal tract (Figure  (A-cough) & (B-laughter)) have very similar 

representations with laughter having wider point distribution towards the center.  

 

Figure . Visual depiction of the CGR of the same pure sinusoid under varying gaussian 
white noise levels. SNR levels of , , , , , and  were considered. This figure was 
originally published in [ ]. 



 

 

The fireworks, Figure  (C), have a very similar representation to the pure 

sinusoidal response with lower number of periods. Qualitatively, this may be related to the 

fact that several firework ‘explosion’ occur within duration of the five second segment. In 

the telephone ringing representation, Figure  (D), a very interesting pattern of repeated 

spiralized arcs can be seen. This may correspond to the repeating chirp like tones associated 

with this specific ringtone. Finally, the keys jingling (Figure (E)) visualization has vertical 

bands (Figure  (N)), which may be related to the tin-like quality of the audio 

measurement. 

.  Conclusion  

This chapter summarized the first two processing steps necessary for ambient and 

respiratory sound classification. Preprocessing methods (Section . ) described both 

general audio preprocessing methods (e.g., signal sampling) and respiratory specific 

preprocessing methods (e.g., silence removal). Depending on the evaluation of interest, 

varying combinations of the preprocessing methods have been implemented prior to 

feature extraction, characterization and classification.  

Feature extraction was the second processing step described in this chapter. 

Common audio features were described in Section .  and are implemented in the classical 

machine learning approach to the classification of respiratory sounds (Section . . . ). As 

 

Figure . Example CGRs of five classes of audio signals. This figure was originally 
published in [ ]. 



 

 

this thesis focuses on the implementation of adapted classifiers originally designed on 

standard images, the second category of feature extraction was called visual feature 

extraction (Section . ). Visual features that were considered included common audio 

visualization methods (Section . , e.g., spectrogram) implemented in the classification of 

the ReSo dataset (Section . . . ), cough specific features (Section . . , e.g., power ratio) 

that are used to evaluate the COVID-  cough in Section . . . , and the novel -node 

chaos game theory representation of audio recordings (Section . . . ) implemented in the 

detection of cough sounds amongst other ambient sounds (Section . . ).   



 

 

Chapter  – Audio Classification 

This chapter presents a summary of the audio experimentation and classification tasks 

evaluated in this thesis. This chapter is separated into three main sections. In the 

introduction (Section . ), the classification and evaluation methods considered are 

introduced and their feasibility as it relates to audio data is explored. In Section . , 

respiratory specific classification tasks are explored using a variety of classification methods. 

The final section (Section . ) introduces classification tasks using a wider range of sources, 

specifically ambient monitoring, and describes how they could be implemented as 

preliminary detection methods for respiratory monitoring. 

.  Introduction 

When considering classification methods there are two main techniques, machine learning 

and deep learning. When considering environmental sound recognition and ambient 

monitoring, deep learning typically outperforms classical machine learning solutions [ ]. 

That being said, deep learning methods can be computationally expensive and tend to rely 

on very large datasets [ ], [ ].  

In the context of this thesis, evaluations have been separated into two categories 

(respiratory classifications in Section .  and ambient audio classifications in Section . ). 

One of the biggest difficulties in the characterization of human respiration is the lack of 

medically labeled data. This typically results in very small unequal datasets (Section . . ). 

The application of deep learning to create new tools to evaluate these small datasets would 

not be appropriate. However, harnessing pre-existing deep learning methods by 

implementing a transfer learning approach may lead to improvements over classical 

machine learning approaches. Therefore, when considering the four-class respiratory task 



 

 

(C ) in this thesis, both classical machine learning approaches (using features described in 

Section . ) and transfer learning approaches were considered.  

Transfer learning has been considered from two perspectives in this work. The first 

transfer learning approach aims to harness pre-existing image-based classifiers for the 

classification of audio (Section . . . ) by evaluating different audio visualization methods. 

Prior to the implementation of this method, an investigation into the feasibility of using 

audio visualizations (i.e., spectrograms) in the same context as standard images was 

performed. As discussed in Section , the second approach used the YAMNet sound 

classifier to generate embeddings, which were then used to create a new classifier for the 

desired respiratory task (Section . . . ). 

. .  Evaluation of Spectrograms for Audio Visualization 

The work presented in this section was originally presented in Cohen-McFarlane et al.,  

[ ]. 

Large scale image classifiers based on deep neural nets have had great success [ ]. 

Utilizing these pre-existing classifiers to classify audio content can reduce training 

processing time and complexity when compared to classifiers built from scratch. In this 

section some of the issues associated with using spectrogram visualizations of audio as a 

replacement for classical images are described. For simplicity, classical piano tones were 

considered as the audio source for this investigation. Two different classifiers (octave 

classification and note classification) were trained and tested in a variety of noise 

conditions, which were originally published in [ ].  

It is known that spectrograms have certain properties (detailed in Section . . . ) 

that differ from typical images. These differences impact the feasibility of utilizing them for 



 

 

applications originally designed to classify conventional images. As the AlexNet classifier 

was originally trained on standard images (ImageNet [ ]), it is expected that that the 

transfer learning procedure will do better when classifying spectrograms within a specific 

frequency range (i.e., frequency blocking) when compared to classifying spectrograms with 

respect to their amplitude content that appear at different frequency levels. In order to 

highlight this, classical tones on a piano were chosen for exploratory purposes. The first 

classifier (one predicted to do better in clean and noisy conditions) aims to group notes 

based on the octave that they occur in, similar to frequency blocking (octaves - ). The 

second classifier aims to group notes of a standard piano across octaves. Each note had the 

same amplitude content but was shifted up/down in frequency. It is suspected that image-

based classifiers will have more trouble with classifying spectrograms based on the note 

across octaves due to their lack of translation-invariance along the frequency axis. 

Furthermore, the effect of noise is investigated. Training on low to moderate noisy 

data is suspected to lead to higher overall performance, for both classifiers, when testing on 

data with different levels of noise. Generally, image-based classification using transfer 

learning with spectrograms are expected to perform well for some audio classification tasks 

but not others. Understanding how standard image assumptions are violated by the 

spectrogram representations may aid in the selection of the most appropriate classification 

techniques. 

. . .  Data Generation 

A total of  tones were generated corresponding to the standard piano keys at .  kHz 

sampling rate for a duration of one second. In order to increase the number of samples, 

temporal shifting was applied to each tone by re-arranging the tone and three silence 



 

 

segments (R  =  s, R = .  s, R  = .  s) into unique orders. This resulted in  audio clips 

for each of the  tones (total = ), each being two seconds in duration. Gaussian white 

noise was also added to each audio clip at three increasing levels, using the built-in awgn 

MATLAB function that requires an input signal-to-noise ratio (SNR) in dB and assumes that 

the input signal power is  dB. The three noise cases were labeled as low noise (SNR = ), 

medium noise (SNR = ), and high noise (SNR = ). This resulted in four different data sets 

of  audio clips (Clean, Low Noise, Medium Noise, and High Noise).  

The spectrogram of each audio clip was generated across all noise levels.  

Spectrogram generation was computed in MATLAB using pspectrum to compute the power 

spectrum ( .  second Hann windows with % overlap). The chosen spectrogram 

parameters are discussed in Section . . . . 

The AlexNet [ ] classifier was chosen for this experiment, and expects image 

inputs to be RGB (i.e., three channels) and  x  pixels in size. In order to input 

spectrograms, they were first resized to be  x  pixels in size and repeated three times 

to mimic the three channels present in the RGB image format (Figure ).  

. . .  Transfer Learning  

The training procedure was the same for both classification tasks. Each group of 

spectrograms (Clean, Low Noise, Medium Noise, and High Noise) were grouped based on 

the octave that they were a part of (Task A with eight classes) or the note that they were 

labeled as (Task B with  classes). The data was split into % training and % testing. 

The training group was then further divided into % training and % validation. All 

training and testing were performed in MATLAB using the AlexNet framework with the 

final three layers adjusted. The classifier uses a stochastic gradient descent with 



 

 

momentum, a mini batch size of  with the maximum number of epochs equal to . The 

initial learning rate was set to .  and data was shuffled for every new epoch.  

The third last layer was set as a fully connected layer with the adjusted number of 

classes ( / ) with an input multiplication and bias vector of . The second last layer was 

set to a soft max layer and the final layer was set as the classification layer based on cross 

entropy loss. This resulted in eight classifiers in total (four for each classification task).  

After training the eight classifiers, each was tested on data from all other groups. For 

example, the clean classifier was testing on the low, medium and high noise images. As the 

Octave Class Note Class 

A th octave 

 

A st octave 

 ⋮ ⋮ 
A flat th octave

 

A th octave 

 

Figure . Spectrograms representation of a select number of sound sources highlighting the 
two classification tasks under investigation. 



 

 

noisy images were computed from the clean images, the testing image labels (selected 

before training, which were different for all classifiers) were used to select the testing data 

from the three other groups. This was done in order to ensure that testing results were not 

boosted by testing and training on the similar information. 

. . .  Results 

Table  outlines the validation and testing accuracies for each dataset for each classification 

task. As expected, the octave-based classification outperformed the note classification for 

all cases.  

Each classifier was then tested on all other datasets. The octave and note 

classification results are summarized in Table  and Table  respectively. As expected, the 

noisier the data being evaluated, the poorer the classifier’s performance irrespective of what 

data was used to train classifier. 

TABLE  – VALIDATION AND TESTING ACCURACY FOR OCTAVE AND NOTE CLASSIFICATION ACROSS ALL NOISE LEVELS 

Task A – Octave Classification 

Noise Level Validation Accuracy Testing Accuracy 

Clean .  .  

Low Noise .  .  

Medium Noise .  .  

High Noise .  .  

Task B – Note Classification 

Noise Level Validation Accuracy Testing Accuracy 

Clean .  .  

Low Noise .  .  

Medium Noise .  .  

High Noise .  .  



 

 

. . .  Discussion 

In this experiment, when testing on the same type of data for which each classifier was 

trained (Table ), the performance of the octave classifier is very high for all noise 

conditions (within ± 2%). The performance of the note classifier is not as high, as expected, 

with the best performance on the clean and lowest noise case. The performance of the  

classifier based on the noisiest data is the worst at % accuracy. This classifier was better 

able to differentiate octave classes (frequency bands) compared to piano note 

differentiation, highlighting the frequency variance previously discussed.  

It has been generally accepted that adding some noise to training data of neural 

networks can be beneficial. Doing so can, reduce overfitting when dealing with small sample 

sizes, improve performance, and act to regularize the output [ ]. This phenomenon can 

be seen for both classification tasks. For the octave classifier, the overall performance of the 

Low Noise classifier performs best overall when tested on the three other cases (Table ).  

TABLE  – TASK A – OCTAVE CLASSIFICATION ACCURACY: TESTING ON ALL OTHER DATASETS 

Testing Set 

Classifier  

Clean Low Noise Medium Noise High Noise 

Clean .  .  .  .  

Low Noise .  .  .  .  

Medium Noise .  .  .  .  

High Noise .  .  .  .  

TABLE  – TASK B – NOTE CLASSIFICATION ACCURACY: TESTING ON ALL OTHER DATASETS 

Testing Set 

Classifier  

Clean Low Noise Medium Noise High Noise 

Clean .  .  .  .  

Low Noise .  .  .  .  

Medium Noise .  .  .  .  

High Noise .  .  .  .  



 

 

The overall performance for the note classification task, is not as clear (Table ). 

The Low Noise classifier performs better when testing on the Medium Noise data, but the 

Medium Noise classifier performs better on the Clean and Low Noise data. Note 

classification when testing on the High Noise data completely fails, near random 

performance, for all classifiers except for the one trained on the High Noise data. The High 

Noise classifier also fails, less than random performance, when tested using the three other 

noise cases. 

Therefore, the spectrogram-based transfer learning approaches are more suited to 

classification tasks that are focused on differentiation across frequency bands. This image 

method has more difficulty grouping signals when they are not adjacent, which is the case 

with many audio signals. As this was a simplified idealized experiment, it is expected that 

the classification results will decrease when working with more complex signals. 

Specifically, it is expected that the results will not be as high when applying this 

classification paradigm to other tasks (e.g., respiratory classification and ambient sound 

monitoring) as discussed in the following sections. 

.  Respiratory Specific Evaluations 

This section describes the audio-based respiratory evaluations that have been investigated 

in this thesis. In Section . .  an evaluation of the COVID-  cough and its progression from 

more dry to more wet in nature using the NoCoCoDa is presented [ ]. The second 

evaluation, Section . . , focuses on the differentiation between respiratory sounds from 

the ReSo dataset using three different classification methods.  



 

 

. .  COVID-  Cough Investigation  

The COVID-  cough has been investigated in terms of its characteristics (e.g. wet cough) 

and the variation in cough over the course of the disease in the following two sections. 

Though this thesis does not focus on COVID-  identification and the feasibility of COVID-

 detection using cough sounds alone is unlikely, using cough sounds as tool to evaluate a 

variety of respiratory illnesses, including COVID- , may provide insight into disease status, 

monitoring and tracking.  

. . .  COVID-  Cough Characteristics 

The COVID-  cough sounds that were collected in the NoCoCoDa were classified into two 

categories, wet cough and dry cough [ ]. It is important to note that a single cough is rarely 

completely dry or completely wet. The lack of a clear separation leads to inconsistencies 

when coughs are being labeled by physicians. Therefore, it may be more accurate to say that 

a particular cough is more wet or dry in nature.  

The classification paradigm was based on the two main features originally present 

by Chatrzarrin et al., which are described in Section . . . . The two features used were 

number of peaks present in the energy spectrum and the power ratio between the first two 

phases of each cough event [ ]. This feature-based investigation was extended by 

implementing a Linear Discriminant Analysis (LDA) classifier to differentiate between wet 

and dry cough events using the wet and dry classes of the ReSo dataset. The COVID-  

cough events were then classified to detect if they were more wet or dry in nature.  



 

 

As some of the recordings were recorded during hospitalizations, some of the cough 

events are more likely to be wet given the more severe impact on the lungs. The results in 

Figure  indicate that the majority of cough events from the NoCoCoDa dataset have been 

identified as more wet like based on the low power ratio and higher number of peaks present 

in the energy spectrum2. More specifically, after classification with the LDA, % of the 

COVID-  cough events were identified as wet This further supports our hypothesis that 

most of the cough events were from individuals who experienced more severe cases of the 

disease. 

                                                      

2 It is noted that the power ratio of the COVID-  coughs (green circles) in Figure  are very small and may be interpreted as zero 

based solely on the figure. The power ratio of the COVID-  sounds are in fact very small numbers (around . …) and not true zero 

values.  

 

Figure . Power ratio vs. Number of peaks feature comparison of COVID-  coughs from 
NoCoCoDa (green circles) when compared to the wet (red squares) and dry (blue 
diamonds) coughs events from ReSo. 

 



 

 

. . .  COVID-  Cough Sound Progression  

As mentioned, the COVID-  cough may progress from a more dry cough to a more wet 

cough in severe stages of the disease. Additionally, in severe disease states individuals 

become more susceptible to co-morbidities (e.g., pneumonia). Tracking the progression of 

diseases using cough sounds not only has implication in the current COVID-  pandemic 

but also in many other respiratory diseases. Evaluation tools could be used to help with 

contact tracing in public settings, disease monitoring in continuing care homes and in the 

waiting rooms of medical practices. This being said, a small sample withing the NoCoCoDa 

(  individuals) had two recordings, each contain a single cough burst, at two different time 

points [ ] (Table ).  

Based on this, a cough progression investigation was performed in order to evaluate 

possible features that may be more relevant when investigating changes in cough 

characteristics with time. As of now, there are very few cough recordings available from the 

same individual at different stages of the disease.  A subset of data from the NoCoCoDa 

(described in Section . . ) from three individuals that had two recordings at two different 

time points (Table ), which were used to investigate this variation [ ]. 

There were no cough sounds recorded at the beginning of the disease progression, 

prior to the expression of more severe symptoms and/or hospitalizations. As the subset of 

data includes periods of severe disease and recovery, some of the cough events will be more 

TABLE  – DESCRIPTION OF THE SUBSET OF INDIVIDUALS IN THE NOCOCODA WITH MULTIPLE RECORDINGS AND THE 

NUMBER OF DAYS BETWEEN THE TWO RECORDINGS 

Subject Number of Coughs Total Number of Days between Recordings 

   days 

   days 

   days 



 

 

productive (wet). Contingent on data availability, future data collection focusing on the 

progression from dry (early stages) to wet (later stages in severe cases) may lead to some 

findings that are unique for COVID- .   

In order to evaluate if there were changes in individuals cough with respect to 

disease progression  audio processing features were computed as described in Section . . 

For each recording the average feature response was computed for comparison purposes. It 

was observed that the spectral entropy, harmonic ratio, fundamental frequency, chroma 

vector, and the first Mel-frequency cepstrum coefficient had potential variation between 

time stamps (Table ). Table  describes the feasibility of each feature investigated and 

highlights those of particular interest.  The features highlighted in green are the most 

promising for the evaluation of cough progression with this small sample and those 

highlighted in yellow have potential, but more data is needed in order to make a definitive 

conclusion.  



 

 

 

TABLE  – FEATURES COMPUTED OVER COVID-19 COUGH PROGRESSION 

Feature Comments 

Zero crossing 

rate 

No change between successive samples  

Energy No change between successive samples  

Energy 

entropy 

No change between successive samples  

Spectral 

centroid 

No change between successive samples  

Spectral 

spread 

No change between successive samples  

Spectral 

entropy 

Describes complexity of the system, can detect if a signal contains noise or a structured content like 

sinusoid. Pure white noise has higher spectral entropy, if the signal only has a pure sinusoid the value 

will be low. In other words, it is a measure of how irregular the frequencies are in the given spectral 
window. It can be calculated similarly to short-term energy entropy but using the FFT window rather 

than the time-domain window.  
 

Large difference between successive samples. Second cough sounds had a higher level of 

spectral entropy in all cases, meaning that they contain more random information than the 

first cough sounds.  

Spectral flux No change between successive samples 

Spectral roll-

off 

No change between successive samples 

Mel-

frequency 

cepstrum 

coefficients 

(MFCCs) 

The MFCC provides a frequency-based representation of the spectrum of a given signal using weights 

that correspond to the non-linear perception of sound by the human ear. 
 

Small change between successive samples in the first MFCCs as described in the text. This 

may be a potential feature, but it is not as promising as the harmonic ratio and Spectral 

entropy.  

Harmonic 

Ratio 

Measures the amount of energy in tonal part of the signal compared to the amount of energy in the 

overall signal. In other words, it is a measure of the relationship between the fundamental frequency’s 
power and the total power in a given window.  
 

Large change in successive samples. Second cough has a higher harmonic ratio meaning that 

there is less energy in the tonal part of the signal when comparted to the energy of the entire 

signal for all participants  

Fundamental 

Frequency 

Measures of the underlying lowest frequency experienced in the overall signal. In other words, it is a 
representation of the lowest resonant frequency of the time-domain audio signal. 
 

Small change between successive samples but inconsistent.  The second cough has a higher 

fundamental frequency compared to the first recording (currently that means the more 

severe cough most of the time in hospital) has a lower fundamental frequency for subject  

and . This was flipped for subject , meaning that it may not be the best feature for our 

purposes.  

Chroma 

vector 

The Chroma Vector is a twelve-element feature vector that describes how much energy is contained in 

each pitch class (from music [C, C♯, D, E♭, E, F, F♯, G, A♭, A, B♭, B]) within the current signal.  
 

Small change between successive samples, though varied and not presenting a consistent 

pattern across all subjects.  



 

 

Figure  shows the mean of each feature for subject seven. The red circles indicate 

variations in the cough sound at different time stamps. Specifically, it is quite clear that the 

spectral entropy and harmonic ratio is higher for the second cough sound. Focusing on this 

feature may provide measures that can help identify disease state in future recordings. 

Figure  presents the average feature response for subject eight. In this case the 

difference in spectral entropy is quite large (with the second cough sound having a larger 

value). The harmonic ratio also follows the pattern (with the secondary recording being 

 

 

 

Figure . Subject  (also labeled as ) mean feature response (top) and zoomed in mean 
feature response (bottom) from NoCoCoDa. 



 

 

higher than the first). In this comparison, variation is present in the first MFCC, with the 

second recording having a smaller value.  

Finally, Figure  shows the mean feature response for subject . Again, the 

variation of in spectral entropy and harmonic ratio shows that the secondary recording is 

higher than the first cough recording. In all three samples, there also appears to be some 

variation in the chroma vector, however the change between successive samples is much 

smaller.  

The aforementioned features may be of use when creating methods for COVID-  

detection, monitoring and tracking. Furthermore, as these features are directly related to 

 

 

Figure . Subject  (also labeled as ) mean feature response (top) and zoomed in mean 
feature response (middle) and final zoomed in version (bottom) from NoCoCoDa. 



 

 

disease state and medical observations, this type of evaluation may provide medical 

professionals with more physiological information, not only a probability of disease state.  

It is important to recognize that this was an exploratory study, and the results are 

preliminary in nature based on a very small sample of data. To determine more definitive 

conclusions, clinical deployment would be necessary. Furthermore, data would need to be 

collected from participants (with medical labels from an expert) not only during a severe 

state of the disease and during/after recovery but also before the severe disease state occurs, 

 

 

 

Figure . Subject  (also labeled as ) mean feature response (top) and zoomed in mean 
feature response (bottom) from NoCoCoDa. 



 

 

which is outside the scope of this work. Once this type of data is available, the transition 

between cough states in COVID-  or other respiratory disease may be more fully captured.  

. .  Classification of Respiratory Sounds  

In this section the classification of respiratory sounds is investigated using three different 

approaches. Four respiratory sound classes were considered (wet cough vs. dry cough vs. 

whooping cough vs. restricted breathing) and a dataset was curated (ReSo) in order to 

address the lack of detailed respiratory specific datasets currently available. Specifically, it 

contained data from two previously created datasets (as described in Section . . .  and 

Section . . . ) and was partially or fully used in [ ], [ ], [ ]. Given the lack of medically 

labeled data, the respiratory sounds dataset is small and unequal in nature (Table ), which 

is further discussed in the following sections. For each classification method, three tasks 

were considered (C : wet cough vs. dry cough vs. whooping cough vs. restricted breathing; 

C : wet cough vs. dry cough; and C : cough vs. restricted breathing).  

Prior to the application of the different classification methods, preprocessing was 

applied to all recordings in the ReSo dataset. For consistency, all recordings were first 

downsampled to  kHz (in order to maintain all spectral content of respiratory sounds 

which are below kHz), a low pass filter was applied to remove any high frequency noise 

( = 4 kHz [ ]), the DC component was removed if it was present, and normalization was 

applied to those files that were not already in the range of [-  ] (Section . ). Furthermore, 

TABLE  – RESPIRATORY SOUNDS DATASET (RESO) DISTRIBUTION 

Class Number of Samples 

Wet Cough  

Dry Cough  

Whopping Cough   

Restricted Breathing  



 

 

all recordings in the respiratory sounds dataset were previously manually segmented and 

confirmed to only contain a single respiratory event in each recording with very little 

background noise, meaning that sound detection and silence removal were not needed. 

. . .  Standard Feature and Classical Machine Learning Approach 

As the focus of this thesis was on the application of transfer learning to smaller datasets, 

only the most difficult classification task (C  wet cough vs. dry cough vs. whooping cough 

vs. restricted breathing) was investigated using classical machine learning approaches. The 

preprocessed data was applied to the standard feature extraction methods described in 

Section . . In summary, short-term features were applied to windows of .  seconds with 

a .  second overlap. In this context the mid-term window was considered to be the length 

of each recording. The top two performing mid-term windowing methods described in 

Table  (median, mean) were computed and compared for the classification of C . For 

example, when using a mean-based mid-term windowing approach the mean of all short-

term windows of a single recording was taken as the input to the machine learning methods. 

This led to a total of  features (Section . ) for each respiratory sound. The 

resulting features for each mid-term windowing method were then used in an exploratory 

machine learning analysis using the Classifier Learner App in MATLAB with -fold cross-

validation. For each case, the best performing classification method was identified (Table 

). Following this, for each case the redundant features were removed and the remaining 

features were used to recompute the best performing classifier, which led to some  



 

 

performance improvements (Table ). 

For both the median and mean based mid-term windowing approaches for this 

classification task, the linear Support Vector Machine (SVM) (default MATLAB optimizer  

‘gridsearch’, random order with uniform sampling without replacement)outperformed all 

other methods available in the Classifier Learner App in MATLAB. Fundamentally linear 

SVMs are supervised learning models. For a simple binary classification tasks, they create a 

linear hyperplane between data classes [ ]. Practically, for a binary classification problem, 

the algorithm finds the closest points between classes (i.e., support vectors) then computes 

the distance between them to maximize the margin (i.e., distance between classes), which 

leads to the optimized hyperplane used for classification [ ]. For more complex tasks, the 

hyperplane or hyperplanes (if more than two classes are considered) in an n-dimensional 

Euclidean space is a flat n-  dimensional plane(s) of that space that splits the space into 

parts for classification or regression tasks [ ].  

TABLE  – FEATURE-BASED CLASSICAL MACHINE LEARNING APPROACH TO C1 USING ALL 36 SHORT-TERM FEATURES 

Mid-term feature Best Performing 

Classifier  

Accuracy Useful features 

Median Linear Support Vector 

Machine 

.  Spectral centroid, short-

term spectral entropy, short 

term spectral flux, short 

term spectral rolloff, 

MFCCs, Harmonic Ratio, 

Fundamental Freuquency, 

and Chroma Vector 

Mean Linear Support Vector 

Machine 

.  Shortoterm entropy, 

spectral centroid, spectral 

spread, short term spectral 

entorpy, short term spectral 

flux, MFCCs, Harmoni 

Ratio, fundamental 

frequency 



 

 

From Table  it is clear that the median based linear SVM had the highest 

performance before and after short-term feature optimization with an accuracy of . . As 

mentioned, the dataset is unequal, therefore weighted F -scores for each classifier were 

computed. The median-based linear SVM also had a weighted F -score of . , higher than 

the mean-based linear SVM with . . Again, classical machine learning approaches were 

investigated in this work to create a baseline for transfer learning approaches (described in 

the following section) not as a core contribution to this work. 

. . .  Image-based Transfer Learning Approach 

This section presents work that has been submitted to the Open Journal of Engineering in 

Medicine and Biology (OJEMB) for publication.  

Compared to the classification of images (computer vision), the classification of 

audio (computer hearing) is less studied as audio data are more scarce, though more 

datasets are currently being developed (e.g., Audio Set [ ]). Additionally, when creating 

health-related classifiers, there are very few audio datasets that include detailed labels and 

those that do are very small including the respiratory dataset used here (ReSo). Creating 

classifiers from scratch using these small datasets is possible, though it is more difficult to 

assess if results will hold without extended datasets without more data. The use of transfer 

learning may bridge the gap between these two scenarios, allowing classifiers to be created 

TABLE  – FINE-TUNED FEATURE-BASED CLASSICAL MACHINE LEARNING APPROACH TO C1 

Mid-term feature 

(Classifier) 

Number of Short-

term Features 

used  

Accuracy Weighted F -Score 

Median (Linear 

SVM) 

 .  .  

Mean (Linear 

SVM) 

 .  .  



 

 

based on large datasets that can then be fine-tuned for health-related applications where 

data is more scarce.  

Deep learning in computer vision has achieved great success in recent years. A series 

of deep Convolutional Neural Networks (CNN), including AlexNet [ ] and VGG-  [ ], 

have achieved human-level performance in image classification benchmark tasks. In audio 

signal analysis, transfer learning has been applied to adapting these models for audio 

classification using audio visualizations. In order to use these methods, the one-

dimensional audio signal must first be converted to a two-dimensional image-like 

representation (as discussed in Section . . ). The most common audio visualization is the 

spectrogram, which has been used as the input to a variety of audio classification tasks [18], 

[ ]–[ ], [ ], [ ]. 

Visualization Generation 

Expanding on the work presented in Section . . , three new audio visualization methods 

are introduced. For all preprocessed data, four visualizations were computed in MATLAB, 

as defined in Table . 

A sample linear spectrogram of each class is presented in Figure (a)-(d). It can be 

seen that the majority of respiratory sounds occur at lower frequencies. To highlight the 

TABLE  – AUDIO VISUALIZATION METHODS CONSIDERED FOR RESPIRATORY SOUND CLASSIFICATION 

Class Processing Parameters 

Linear Spectrogram ‘spectrogram’ function with 90% overlap 

Logarithmic 

Spectrogram 
‘spectrogram’ function with .  second Hann filter with % overlap and the y-scale set to 

logarithmic 

Mel-Spectrogram ‘melSpectrogram’ function with a .  second Hamming window with % overlap 

Wavelet Scalogram ‘cwt’ function with a Morse wavelet 



 

 

lower frequency ranges, logarithmic spectrograms were generated for all sounds, a sample 

of which is presented in Figure  (e)-(h).  

Mel-spectrograms were also generated as they contain wider bands of lower 

frequency and narrower bands of high frequency information based on how the human ear 

interprets sound (Figure (i)-(l)). When comparing these to the spectrogram 

visualizations, it is clear that more information is being captured, especially in the dry cough 

and whooping cough classes where harmonics are visible. 

Finally, wavelet scalograms were generated using the continuous wavelet transform 

(CWT), which bins frequencies with respect to their expected duration (Figure (m)-(p)). 

As mentioned, the CWT may be affected by boundary effects along the edges of the wavelet 

scalogram. Generally, wavelet scalograms are presented with a highlighted area that is 

potentially affected by boundary effects, as seen in Figure  of the same wet cough 

measurement found in Figure (m)-(p). This boundary was not included in the final 

visualizations, as adding this to the images does not represent the original cough 

measurement at all. When comparing the wavelet scalograms to the Mel-spectrograms, 

there appears to be some variation, which may lead to deviations in classifier performance. 

After each visualization was generated, they were adjusted to match the expected input size 

for the AlexNet classifier (  x  x  pixels) [ ]. As the classifier expects an RGB image, 

meaning that each image has three channels, each visualization was triplicated and stacked. 

The training procedure was the same for all classification tasks and was based on the 

procedure originally presented in [ ] and described in Section . . . All visualizations were 

grouped based on their respiratory class. Given the unequal nature of the respiratory  
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Figure . Respiratory sounds of a sample of each class using each visualization method. 
Linear spectrogram of (a) wet cough, (b) dry cough, (c) whooping cough, and (d) restricted 
breathing; Logarithmic spectrogram of (e) wet cough (f) dry cough, (g) whooping cough, and 
(h) restricted breathing; Mel-spectrogram of (i) wet cough, (j) dry cough, (k) whooping cough, 
and (l) restricted breathing; Wavelet scalogram of (m) wet cough, (n) dry cough, (o) whooping 
cough, and (p) restricted breathing; Aggregate image visualization (linear spectrogram, Mel-
spectrogram, and wavelet scalogram) of (q) wet cough, (r) dry cough, (s) whooping cough, and 
(t) restricted breathing. 



 

 

dataset, a detailed description of a data sampling evaluation based on linear spectrograms 

is presented in the following section.  

Data sampling Evaluation 

As mentioned, the respiratory dataset contained unequal class sizes (Table ). To address 

this issues, two other datasets were introduced. The first addition (undersampled) semi-

randomly chooses n samples of each class, where n is the number of samples in the smallest 

class (n =  in the dry cough dataset). Semi-random selection was chosen so that respiration 

sounds from different individuals were given priority over sounds from the same individual. 

For example, when selecting two wet coughs given a group of three sounds (P  with two 

coughs and P  with one cough), a cough from P  and one from P  would be selected rather 

than selecting both coughs from P .  

The second dataset (oversampled) focused on simplistic data augmentation 

methods, specifically image duplication with a noise overlay. To ensure that the testing only 

 

Figure . Wavelet scalogram of the wet cough measurement in Figure (m)-(p) showing 
the areas of that may be affected by boundary effects. 



 

 

used held out independent data, eight samples (approximately % of the largest class size) 

from each class were set aside prior to the application of data augmentation. The remaining 

samples from each class (wet cough, n = ; dry cough, n = ; whooping cough, n = ; 

restricted breathing, n = ) were then randomly duplicated to match the largest data class 

(whooping cough, n = ) and a noise overlay was applied on each duplicated image, using	

the ‘imnoise’ function in MATLAB with varied levels of mean and variance in increments of 

. . This method led a training dataset of unique images where each class contained the 

largest original number of samples ( ) after removing the testing samples. A summary of 

the undersampled and oversampled data compared to the original dataset is presented in 

Table . 

Testing samples were held out for each dataset (unequal, undersampled and 

oversampled). For the first two datasets (original and undersampled) and for each task, the 

data were split into % training and % testing. For the oversampled dataset, the testing 

samples were held out prior to data augmentation. The training data for all datasets was 

further divided into % training and % validation during classifier training. The AlexNet 

was adapted as follows for each data sampling approach.  

TABLE  – RESPIRATORY SOUNDS DATASET (RESO) DISTRIBUTION FOR THE UNEQUAL, UNDERSAMPLED, AND 

OVERSAMPLED VISUALIZATION DATASETS 

Class 

Number of Samples 

Unequal Dataset Undersampled 

Dataset 

Oversampled Dataset 

Wet Cough    

Dry Cough    

Whopping Cough     

Restricted Breathing    



 

 

The minimum batch size and maximum number of epochs was chosen based on 

trial and error. For the original dataset, the mini batch size was set to five with a maximum 

of  epochs, consistent with the previous experiment described in Section . .  [ ]. For the 

undersampled dataset, the mini batch size was set to three with a maximum of  epochs. 

Finally, for the oversampled dataset, the mini batch size was set to  with a maximum of 

 epochs. For all tasks, the initial learning rate was set to . e-  and data was shuffled for 

every new epoch.  

To reduce the number of generated classifiers, the most effective data sampling 

method was identified using the linear spectrogram visualization method. For each 

classifier the accuracy, weighted F -score, and Cohen‘s Kappa value was computed using the 

following methods. 

The accuracy for each classification task was computed based on the number of 

correct predictions over the total number of samples, for both the validation and testing 

results. When using small class sizes with fewer testing samples, validation accuracy may 

provide a more accurate indication of the classifier’s performance, which may be the case 

when evaluating the performance of the undersampled dataset. Additionally, accuracy is 

very sensitive to class imbalance, which is present in the original dataset. Due to this, other 

performance measures must be considered. 

The F -score is a weighted average of precision and recall and provides a measure 

that highlights the balance between precision (how exact the classifier is) and recall (how 

complete the classifier is). The F -score can be calculated using Equation , where  and  

are the precision and recall of the classifier respectively. In the case of a multiclass problem 

(i.e., C ), the F -score is first computed for all classes then a weighted average, based on  



 

 

original class size, is applied to get an overall F -score for the entire classifier 

The Cohen’s kappa coefficient reports classification accuracy that is normalized by 

data imbalance present in the classes. The kappa value can be obtained using Equation , 

where  is the observed proportionate agreement or the standard accuracy and  is the 

overall probability that the correct class would be predicted at random.  is the sum of the 

expected probability that predictions would randomly be correct for each class.  

As shown in Table  the oversampled case has the best performance for C , the 

four-class task, with a testing accuracy, F -score, and Cohen’s Kappa of . , . , .  

respectively. This is consistent with the expectation that more data can improve 

performance and data augmentation by adding noise supports this.  

TABLE  – LINEAR SPECTROGRAM CLASSIFICATION RESULTS WHEN USED AS THE INPUT TO THE ALEXNET TRANSFER 

LEARNING PARADIGM FOR ORIGINAL, UNDER-SAMPLED AND OVERSAMPLED DATASETS 

Data Sampling 

Type 
Task  

Validation Testing 

Accuracy Accuracy Weighted F -

Score 

Cohen’s 

Kappa 

Unequal C  .  .  .  .  

 C  .  .  .  .  

 C  .  .  .  .  

Undersampled C  .  .  .  .  

 C  .  .  .  .  

 C  .  .  .  .  

Oversampled C  .  .  .  .  

 C  .  .  .  .  

 C  .  .  .  .  

 1 = 2 ∗ ∗+  
Equation  

 = −1 −  
Equation  



 

 

The original dataset has high performance for the second and third classification 

tasks. This may be caused by the small testing set in some of the classes consisting of only 

two samples (rather than the eight testing samples used in the oversampled case). 

Additionally, the C  and C  tasks are binary classification tasks, which may also falsely 

increase performance results observed here. Given this, the oversampled dataset is expected 

to achieve a more realistic representation of the performance that can be achieved when 

evaluating independent respiratory sounds.  

Visualization-based Classification Comparison 

The AlexNet was adapted with weights pre-trained on the ImageNet dataset by removing 

the fully connected layers, appending new fully connected layers, and fine tuning the whole 

network for the respiratory event classification tasks. In order to retain the transferred 

features, the transferred convolutional layers were frozen and new fully connected layers 

were added for fine tuning the model. All classifiers used stochastic gradient descent with 

momentum. The minimum batch size and maximum number of epochs were chosen based 

on trial and error when using the training data (mini batch size of  with a maximum of  

epochs). For all tasks, the initial learning rate was set to . e-  and data was shuffled for 

every new epoch. The third last layer was set as a fully connected layer with the adjusted 

number of classes (  for C  and  for C  and C ), of which the learning rate is adjusted to 

 for faster learning. The second last layer was set to a soft max layer and the final layer 

was set as the classification layer based on cross entropy loss. 

Table  presents the results of all classification tasks for all visualization methods 

from the oversampled dataset. Cohen’s Kappa Coefficient (and the F -score) is a better 

indication of overall performance for C  as the cough class (combination of wet cough, dry 



 

 

cough, and whooping cough) contained  samples and the restricted breathing class 

consisted of  samples. Performance for the C  and C  tasks were lower in the logarithmic 

spectrogram-based method compared to the linear spectrogram-based method. However, 

the performance for C  (wet cough vs. dry cough) was maintained across all measures 

between the linear and logarithmic spectrogram-based methods.  

The performance of the Mel-spectrogram based classifiers is the highest for C  (wet 

cough vs. dry cough) with a testing accuracy of . . The Mel-spectrogram method also 

maintains high performance in C  with a testing accuracy of . . However, it had more 

difficulty differentiating between cough sounds and restricted breathing periods (C ), with 

a Cohen’s Kappa Coefficient of 0.60. 

The performance of the wavelet scalogram-based method for  C  (wet cough vs. dry 

cough) matches the performance of the linear and logarithmic spectrograms (Table ), all 

of which are lower than the performance of C  based on Mel-spectrograms. When looking 

at C  (wet cough vs. dry cough vs. whooping cough vs. restricted breathing), the wavelet 

scalogram-based method has the highest performance with a testing accuracy of . . This 

method was also able to match the performance of both the logarithmic  

spectrogram and the Mel-spectrogram methods on C  with a Cohen’s Kappa Coefficient of 

. , which is not as high as the linear spectrogram method ( . ). 



 

 

Given the varied performance of each task across all visualization methods, an 

aggregate image-based method was proposed in order to create a single visualization 

method that would perform well across all tasks. Since the highest performance for each 

task was not achieved using the same visualization method, an aggregate visualization is 

thus presented as a means to achieve high performance on all tasks. As shown in Table , 

when considering C , the highest performance occurs with the wavelet scalogram. When 

considering C , the Mel-spectrogram method had the highest performance. Finally, in C  

TABLE  – LINEAR SPECTROGRAM, LOGARITHMIC SPECTROGRAM, MEL-SPECTROGRAM, AND WAVELET SCALOGRAM 

CLASSIFICATION RESULTS WHEN USED AS THE INPUT TO THE ALEXNET TRANSFER LEARNING PARADIGM FOR THE 

OVERSAMPLED DATASET 

Visualization 

Method 
Task  

Validation Testing 

Accuracy Accuracy Weighted F -

Score 

Cohen’s 

Kappa 

Linear 

Spectrogram 

C  .  .  .  .  

 C  .  .  .  .  

 C  .  .  .  .  

Logarithmic 

Spectrogram 

C  .  .  .  .  

 C  .  .  .  .  

 C  .  .  .  .  

Mel-

Spectrogram 

C  .  .  .  .  

 C  .  .  .  .  

 C  .  .  .  .  

Wavelet 

Scalogram 

C  .  .  .  .  

 C  .  .  .  .  

 C  .  .  .  .  



 

 

the linear spectrogram-based method had the highest performance. Therefore, the Mel-

spectrogram, wavelet scalogram, and linear spectrogram visualizations were selected for the 

three RGB ‘like’ channels of the aggregate image. 

Aggregate images were created by first converting the chosen visualizations to 

grayscale for single channel representation (  x  pixels), as shown in Figure (left). 

Each grayscale visualization was then assigned to an RGB channel arbitrarily (Red = linear 

spectrogram, Green = Mel-spectrogram, and Blue = wavelet scalogram) and stacked to 

create a single aggregate visualization as shown in Figure  (b). Aggregate images of the 

previously separated training and testing sets were derived from the oversampled dataset 

and applied to each classification task using the previously described transfer learning 

procedure. Aggregate image representations of each class are also presented in Figure (q)-

(t).  

Table  summarizes the aggregate image results and shows that this method was 

able to achieve the highest testing accuracy ( . ) for C  (wet cough vs. dry cough vs. 

whooping cough vs. restricted breathing). The aggregate-based method was able to achieve 

  

Figure . (left) Aggregate visualization generation of a wet cough using the grayscale 
representation of the linear spectrogram, Mel-spectrogram, and wavelet scalogram 
visualizations (right). Grayscale linear spectrogram assigned to the red channel, 
greyscale Mel-spectrogram assigned to the green channel, and wavelet scalogram 
assigned to the blue channel. 



 

 

the second highest performance to the Mel-spectrogram method for C  (wet cough vs. dry 

cough) with testing accuracies of .  and .  respectively. Finally, the aggregate image 

method led to the highest testing accuracy ( . ), matching the highest testing performance 

exhibited by the linear spectrograms for C  (cough vs. restricted breathing). In summary, 

the aggregate visualization method was able to maintain the highest performance of C  and 

C  at a slight cost to the performance of the C , meaning that the aggregate image-based 

method led to the best overall performance across all tasks. 

When looking at the respiratory sounds in Figure , some visual differences are 

present, which were observed across the recordings from multiple subjects and may be 

leveraged by the classifiers. When differentiating between the wet cough and dry cough 

(C ), the Mel-spectrogram (Figure  (i)-(l)) and wavelet scalogram (Figure (m)-(p)) 

visualizations show that the wet cough has a more sustained response over the entire period 

compared to the dry cough, which presents with a gap between the first and second cough 

sound [ ]. There is a clear continuous response exhibited in the whooping cough 

visualizations (Figure  (c),(g),(k),(o),(s)), which is different from the other events. Finally, 

when looking at the restricted breathing visualizations of the Mel-spectrograms (Figure  

(i) & (l))), there appears to be more similarities between the wet cough and the restricted 

TABLE  – AGGREGATE VISUALIZATION CLASSIFICATION RESULTS WHEN USED AS THE INPUT TO THE ALEXNET 

TRANSFER LEARNING PARADIGM FOR THE OVERSAMPLED DATASET 

Visualization 

Method 
Task  

Validation Testing 

Accuracy Accuracy Weighted F -

Score 

Cohen’s 

Kappa 

Aggregate 

Visualization 

C  .  .  .  .  

 C  .  .  .  .  

 C  .  .  .  .  



 

 

breathing. This may explain the lower performance of the Mel-spectrogram classifier for C  

when compared to the highest performance for this task using the wavelet scalograms.  

In C  (wet cough vs. dry cough), the Mel-spectrogram method had the highest 

performance with a testing accuracy of . . This is supported when looking at the visual 

differences between wet cough and dry cough in Figure  (i) and (j). Finally, the third task 

(C , cough vs. restricted breathing) obtained the best performance using the linear 

spectrogram method with a Cohen’s Kappa Coefficient . . 

As the best visualization method varied depending on the classification task, an 

aggregate image-based method was proposed and presented in Figure  (q)-(t). This 

method was able to match the highest individual performance of the C  and C  tasks with 

Cohen’s Kappa Coefficients of .  and .  respectively (Table ). The aggregate image-

based approach was able to outperform all other methods except for C , with a testing 

accuracy of . . Therefore, the aggregate image-based method had the best overall 

performance across all tasks. 

However, if one is only interested in the differentiation of wet cough and dry cough 

sounds, the Mel-spectrogram based classifier would not only provide the best performance, 

but also reduce processing time as the aggregate image would not need to be generated. 

The classification of cough and restricted breathing has applications in cough monitoring, 

sleep disordered breathing, and remote monitoring of restricted breathing events. These 

events are differentiable with a Cohen’s Kappa Coefficient of .  when using the aggregate 

image-based visualization.  



 

 

. . .  Audio-based Transfer Learning Approach 

This section describes some of the work that has been completed and has been submitted 

to Sensors Applications Symposium .  

As mentioned in the previous section, the classification of audio (computer hearing) 

is less studied compared to the classification of images (computer vision). More recently 

datasets are currently being developed (e.g., Audio Set [ ]) and used to create standalone 

deep learning classifiers  for environmental and ambient monitoring applications (e.g., 

YAMNet [ ], [ ]). The application of these audio-specific models for transfer learning 

of respiratory specific sounds may lead to increases in classification performance compared 

to classical machine learning (Section . . . ) and image-based transfer learning (Section 

. . .  and . . . ) approaches.  

In this thesis, a pre-existing audio event classifier designed to predict ambient 

sounds from the AudioSet [ ] ontology, YAMNet (  classes [ ], [ ]), was chosen for 

adaption to the respiratory classification tasks previously described (C  wet cough vs. dry 

cough vs. whooping cough vs. restricted breathing; C  wet cough vs. dry cough; C  cough 

vs. restricted breathing).  

YAMNet is a pre-trained light weight deep neural network and the source code and 

documentation were originally released in the TensorFlow Model Garden 

(https://github.com/tensorflow/models/tree/master/research/audioset/yamnet) [ ]. It is 

based on the MobileNetV , a depth wise-separable convolutional neural network originally 

built for mobile vision (image-based) applications [ ]. YAMNet can be used as either a 

stand-alone audio event classifier or as a high-level feature extractor used to get features for 

a specific audio classification task [ ]. In this work the second use case is harnessed to 



 

 

classify respiratory audio events as a means to create a specialized audio classifier without 

needing large datasets, which is the case when considering medically labeled respiratory 

events. Furthermore, the application of using the YAMNet as a feature extractor allows for 

the rapid generation of a large audio model [ ].  

The expected input to YAMNet is a D float  Tensor or Numpy array that contains 

a kHz mono audio sample in the range of [- . , . ] [ ]. Internally, all audio samples 

provided are further segmented using a sliding window of length .  seconds with a hop 

of .  seconds [ ]. These windows are then batched and used on the core processing of 

YAMNet [ ].  

The output of YAMNet consists of  measures [ ]. The first output is a predicted 

score (per-frame) for each of the original  classes [ ]. The second output contains the 

embeddings (N, ), which includes the average-pooled embeddings for each frame (N) 

[ ]. During standard use, these embeddings are fed directly to the final classification layer 

for prediction. In this context, the embeddings are harnessed for transfer learning. The final 

output is the log-Mel spectrogram for the entire input audio sample, which is typically used 

for visualization and debugging [ ]. 

Prior to the generation of the embeddings, the previously preprocessed (Section 

. . ) ReSo dataset (wet cough, dry cough, whooping cough, and restricted breathing) 

(Section . . ) was first grouped based on each respiratory task (C , C , and C ) and a % 

of the samples in each class were held out for testing purposes. The remaining training data 

( %) were resampled to  kHz and the expected windowing was applied to each sample.  

The training data was then applied to the YAMNet model to extract embeddings while 

maintaining original labels for each segmented frame. This led to a (N, ) array where N 



 

 

was the total number of frames from all recordings for the current classification tasks. For 

each task, the resulting embeddings were then further split into / % training/validation, 

which was used to create a new sequential model with one hidden layer (  with Relu 

activation) and two (C  and C ) or four (C ) outputs to differentiate between the three 

respiratory classification tasks.  

After the generation of the three classifiers, the held-out testing data for each task 

was resampled to kHz, windowed ( .  seconds with .  second hop), and applied to 

YAMNet to extract the testing embeddings. The testing embeddings were then applied to 

the new corresponding classifier and testing results (accuracy, loss, and weighted F -score 

as described in Section . . . ) were computed for each task.  

This transfer learning YAMNet-based approach was first applied to C  (wet cough 

vs. dry cough vs. whooping cough vs. restricted breathing), the results of which are reported 

in Table . As described in Section . . . , the ReSo dataset is unequal in nature (Table 

), furthermore it was observed that this unequal sampling was exacerbated by the 

windowing method (window size of .  seconds with a hop length of .  seconds) needed 

for the extraction of the YAMNet embeddings. This was especially apparent in the restricted 

TABLE  – RESPIRATORY CLASSIFICATION RESULTS USING A SINGLE-LAYER SEQUENTIAL MODEL BASED ON YAMNET 

EMBEDDINGS FOR C  

C  (wet cough vs. dry cough vs. whooping cough vs. 

restricted breathing) 

Accuracy/Loss 
Weighted F -

Score Sampling method 

 Original Unequal ReSo . / .  .  

Undersampled ReSo . / .  .  

Oversampled ReSo . / .  .  



 

 

breathing sounds class, which typically contained longer recordings than any other sound 

class (Table ). This also led overfitting despite the testing data being removed prior to the 

windowing method.  

To address this issues two additional data sampling techniques were implemented, 

following methods described in Section . . . . A % testing sample of the original 

recordings were first set aside in both cases to ensure that testing and training were not 

being performed on windowed segments from the same original recording. The first 

method, performed undersampling after windowing the training data by semi-randomly 

choosing n samples of each class in the training set, where n is the number of samples in 

the smallest class (n =  in the dry cough dataset). Semi-random selection was chosen so 

that respiration sounds from different individuals were given priority over sounds from the 

same individual. For example, when selecting two wet coughs given a group of three sounds 

(P  with two coughs and P  with one cough), a cough from P  and one from P  would be 

selected rather than selecting both coughs from P . Windowing was then applied to the held 

out % testing data. To ensure that testing data was representative of the training data 

distribution, the windowed testing data was also under sampled so that each class had % 

of the number of training samples (  samples per class) using the same semi-random 

TABLE  – RESPIRATORY SOUNDS DATASET DISTRIBUTION BEFORE AND AFTER YAMNET EMBEDDINGS   

Class 

Number of Samples 

Before 

Windowing 

(test/train/total) 

After Windowing 

Unequal 

(test/train/total) 

Undersampled 

(test/train/total) 

Oversampled 

(test/train/total) 

Wet Cough / /  / /  / /  / /  

Dry Cough / /  / /  / /  / /  

Whopping Cough  / /  / /  / /  / /  

Restricted Breathing / /  / /  / /  / /  



 

 

selection process previously described. The undersampled class distribution after 

windowing is presented in Table .  

The second method implemented oversampling by duplication with a noise overlay 

after windowing. The windowed training data from each class (wet cough, n = ; dry cough, 

n = ; whooping cough, n = ; restricted breathing, n = ) were then randomly 

duplicated to match % of the largest data class (restricted breathing,  = 300;  =  ∗  0.9 =  270 samples) and a noise overlay was applied on each 

duplicated window. Gaussian white noise was added to each duplicated sample in python, 

which computes the noise based on input mean and standard deviation (the mean was set 

to zero in all cases and the standard deviation was set to increasing increments of . ). 

This method led a training dataset of unique audio samples where each class contained % 

of the largest number of windowed segments samples. The held-out training data were then 

windowed, and this oversampling approach was separately applied so that each class 

contained  samples ( % of ). A summary of the various sampling methods is 

presented in Table . 

Both the undersampled and oversampled YAMNet specific ReSo dataset were then 

used two create classifiers for the first respiratory classification task (wet cough vs. dry 

cough vs. whooping cough vs. restricted breathing), following the same procedure 

described for the original unequal dataset. Testing results for the unequal, undersampled 

and oversampled classifiers are presented in Table . Though the weighted F -scores are 

presented in Table ,  this metric is most important for the original unequal sampling 

approach. 



 

 

The undersampled dataset experienced poor performance as there was very little 

training data for each class, though the weighted F -score is only .  lower than the 

weighted F -score from the unequal dataset. Specifically, both of the testing dry coughs were 

labeled correctly however was confusion with one of the testing wet coughs being labeled 

as a dry cough. There was also some confusion between the restricted breathing and 

whooping cough sounds, with one sample from each testing set being labeled as the other. 

These points of confusion are consistent with expected areas of confusion from an audio 

perspective. As discussed previously, wet and dry cough sounds have similar content (Figure 

 (i)-(j)) Similarly, some of the whooping cough sounds and restricted breathing periods 

also appear to have similar content (Figure  (k)-(l)). 

It is clear that the oversampling method led to the best overall results (accuracy of 

. ), which supports the sampling method chosen in Section . . . . The fact that the 

oversampled method performed the best follows the logic that with more training data the 

classifier is able to learn all the classes more effectively. It also supports the fact that having 

equal sample sizes ensure that a classifier is not only learning a single class then guessing 

on the other classes, which may be the case with the unequal dataset. With the oversampled 

dataset, the classifier was able to more accurately classify the restricted breathing and 

whooping cough sounds, however there was still some confusion between the wet cough 

and dry cough sounds.  

Given this result, the oversampling method was chosen  for the classification of the 

other two respiratory tasks (C  wet vs. dry cough, and C  cough vs. restricted breathing) 

using YAMNet embeddings. Classifier generation for both tasks followed the same 

procedure as the oversampling C  classification method, the results of which are presented 



 

 

in Table . When differentiating between the wet and dry coughs (C ) of the oversampled 

dataset, the classifier is more accurate when identifying dry cough sounds (only two 

misclassifications). However, the classifier has more difficulty identifying the wet coughs 

sounds correctly with seven misclassifications, which is consistent with the observed 

confusion between these two classes in C . The performance of the final classification tasks 

(C  cough vs. restricted breathing) lead to a testing accuracy of . . It is suspected that 

the confusion between these two classis is associated with some confusion between the 

whooping cough sounds and restricted breathing sounds observed in C  when using the 

unequal dataset and displayed visually in (Figure  (k)-(l)) as they appear more similar 

than either of the other two cough sounds. These results suggest that the aggregate-based 

classifier had the highest performance overall. The lower performance in the YAMNet 

model may be related to the small data size and its reliance on sound segmentation (which 

can lead to information loss in some of the respiratory sound samples). 

TABLE  – OVERSAMPLED RESPIRATORY CLASSIFICATION RESULTS USING A SINGLE-LAYER SEQUENTIAL MODEL BASED ON 

YAMNET EMBEDDINGS FOR C  C  AND C  

Classification Task 
Accuracy/Loss Weighted F -Score 

C   

(wet cough vs. dry cough vs. whooping cough vs. restricted 

breathing)  

. / .  .  

C  

(wet cough vs. dry cough) 

. / .  .  

C  

(cough vs. restricted breathing) 

. / .  .  



 

 

. . .  Conclusion 

The respiratory classification tasks have been approached from three different perspectives. 

As expected, transfer learning approaches led to higher performance than the classical 

machine learning methods. One of the largest issues experienced in this classification task 

was the unequal nature of the ReSo dataset. This was especially true in the YAMNet-based 

classification approach, where windowing was applied to each recording. It was observed 

that oversampling had the highest performance in both the aggregate image-based and 

audio-based transfer learning approaches when evaluating C , with .  and .  weighted 

F -score respectively. Both of the transfer learning approaches had higher performance on 

C  when compared to the best performing classical machine learning method (Median-

based midterm windowing with a linear SVM) with a weighted F -score of . .  

For the second task (wet cough vs. dry cough), evaluated using the oversampling 

method the aggregate image-based approaches had the highest performance with a 

weighted F -score of .  compared to the audio-based classifier performance with a 

weighted F -score of . . Finally, the image-based aggregate visualization classifier proved 

to have the highest performance when evaluating the final respiratory classification task (C  

cough vs. restricted breathing) with a weighted F -score of .  compared to the audio-

based classifier of the same task with a weighted F -score of . .  

.  Ambient Sound Monitoring 

As described in Section . , the identification of respiratory sounds amongst other ambient 

or environmental sounds is necessary for the implementation of a respiratory sound 

measurement system in an at home setting. The detection of cough sound among other 

ambient sounds is well researched with very high performance [ ]. This section presents 



 

 

an alternative, the detection of ambient sounds where cough is one of many classes. Though 

final implementation of such a system is outside the scope of this thesis, especially given 

the fact that all respiratory sounds investigated have been confirmed to only contain a single 

instance of the labeled sound class, this section describes a preliminary evaluation of a 

respiratory sound detection method. Given the availability of data the respiratory sound of 

interest considered in this section was cough.  

Two approaches to respiratory sound detection were evaluated using a subset (  

classes: Applause, Bark, Belching, Bus, Keyboard, Cough, Drawer Open/Close, Finger 

Snapping, Fireworks, Flatulence, Gunshot, Keys Jangling, Knock, Laughter, Meow, 

Microwave, Scissors, Shatter, Squeak, Tearing, Telephone, and Writing) of ambient sounds 

from DCASE-  [ ] (Section . . . ). The first approach harnessed the previously 

generated CGR of each audio class (Section . . . ), which were used as the input to an 

adapted AlexNet Classifier (Section . . ). The second approach utilized embeddings from 

YAMNet, originally described in Section . . . , to create a single layer network for ambient 

sound classification (Section . . ). 

. .  Chaos Game Theory Image-based Transfer Learning Approach 

The CGR representations of a subset of ambient sound sources from DCASE-  were 

generated and described in Section . . . . First, a stratified % of the CGR images were 

set aside for testing purposes. Of the remaining CGR images, % were set aside for 

validation. The remaining data ( % of the training data) were then used to adapt AlexNet 

with weights pre-trained on the ImageNet dataset by removing the fully connected layers, 

appending new fully connected layers, and fine tuning the whole network for the ambient 

sound classification (following procedures described in Section . . . ). In order to retrain 



 

 

the transferred features, a lower weight was assigned to the transferred convolutional layers 

and a higher weight was assigned to the newly added fully connected layers for fine tuning 

the model. The classifier used stochastic gradient descent with momentum. The minimum 

batch size and maximum number of epochs were chosen based on trial and error (mini 

batch size of  with a maximum of  epochs). The initial learning rate was set to . e-  and 

data was shuffled for every new epoch. The third last layer was set as a fully connected layer 

with the adjusted number of classes ( ), of which the learning rate is adjusted to  for 

faster learning. The second last layer was set to a soft max layer and the final layer was set 

as the classification layer based on cross entropy loss. 

For this -class problem the overall accuracy and weighted F -score were both . . 

If using this classifier for the detection of cough sounds the cough specific F -score can be 

calculated following Equation , leading to .  for the detection of cough sounds. 

Performance for the detection of cough sounds may be improved by adjusting the classes 

for the binary classification of cough sounds vs. other sounds. This would decrease the 

applicability of this classifier to other detection methods, which may be of use in a remote 

monitoring setting. Both of these options fall outside of the scope of this thesis but are 

presented a possible area for future work.  

Figure  presents the overall confusion matrix across all classes. It is clear from the 

confusion matrix that the CGR-based image classifier performs reasonably well for ambient 

sound detection. There is some confusion between the cough sound and laughter sounds. 

It is suspected that this is due to the fact that these two classes were the only two sounds 

generated by the human vocal tract, as discussed in Section . . . .  



 

 

. .  Audio-based Transfer Learning Approach  

The same classification task described in Section . .  was implemented using embeddings 

generated using the YAMNet sound classifier, following methods described in Section 

. . . . Again % of the data was held out for testing purposes and the remaining data was 

split into a / % training validation split. All audio from the DCASE-  subset was first 

resampled to kHz and the expected windowing was applied ( .  second with .  

second hop). The training data was then was applied to the YAMNet model to extract 

embeddings while maintaining original labels for each segmented frame. This led to a 

(N, ) array where N was the total number of frames from all training recordings for the 

 

Figure . Confusion matrix for the classification of ambient sounds using the CGR-
based adapted AlexNet Image Classifier.  



 

 

current classification tasks. The training embeddings were then used to create a new 

sequential model with one hidden layer (  with Relu activation) and  outputs to 

differentiate between the ambient sounds of interest. 

For this -class problem the overall accuracy was .  and weighted F -score was 

. . If using this classifier for the detection of cough sounds the F -score can be calculated 

following Equation , leading to .  for the detection of cough sounds. Again, 

performance improvements for the detection of cough sounds, though outside the scope of 

this work, may be done by adjusting the classes for the binary classification of cough sounds 

vs. other sounds.  

Figure  presents the overall confusion matrix across all classes. Though both 

transfer learning methods used the same testing set (i.e., % of the original sound of each 

class), the YAMNet-based method appears to have more testing samples than the CGR-

based method. This is due to the windowing method that is applied and expected when 

creating the YAMNet embeddings, as described in Section . . . . More specifically, audio 

events that typically have longer durations (e.g., laughter) led to more embeddings in both 

the training and testing groups. Overall, this led to more data for training, which may be 

partially why the performance was higher when using this method.  

It is clear from the confusion matrix that classifier built based on YAMNet 

embeddings performed better that the CGR-based method for ambient sound detection. 

The most confusion for the cough class is again with the laughter sounds, though to a lesser 

extent than the CGR-based method, consistent with previous results. Again, it is suspected 

that this is due to the fact that these two classes were the only two sounds generated by the 

human vocal tract, as discussed in Section . . . . It is important to note that if cough 



 

 

detection among all other sounds is desired, the optimization of which is outside the scope 

of this thesis, high performing cough detection methods are availible (e.g., [ ]). 

.  Conclusion  

This chapter investigated the classification of respiratory sounds. Two main approaches 

were considered. The first approach was the differentiation of four respiratory sounds (wet 

cough, dry cough, whooping cough and restricted breathing). For this approach, three 

classification approaches (classical machine learning (Section . . . ), transfer learning 

applied to a classifier originally designed for image classification (Section . . . ), and 

transfer learning applied to an ambient sounds classifier (Section . . . ) were first 

 

Figure . Confusion matrix for the classification of ambient sounds using the YAMNet 
embedding-based audio classifier.  



 

 

considered for the differentiation of the first task (C  wet cough vs. dry cough vs. whooping 

cough vs. restricted breathing). Of the three methods evaluated, the aggregate visualization 

(Mel-spectrogram, wavelet scalogram, and linear spectrogram) application of an adapted 

AlexNet classifier had the highest performance for C  with a weighted F -score of . . The 

classical machine learning approach using standard features, described in Section . , 

applied to a linear SVM had a weighted F -score of . . Finally, the ambient sounds 

classifier, YAMNet, was used to compute embeddings for all classes in this task then 

implemented in a single layer neural network, which lead to a weighted F -score of . .  

The two highest performing methods (image-based and audio-based transfer 

learning approaches) were then applied to two addition respiratory classification tasks (C  

wet vs dry cough, and C  cough vs restricted breathing). The aggregate visualization 

application of an adapted AlexNet classifier also had the highest performance in C  and C  

with weighted F -scores of .  and .  respectively. This led to the final conclusion that 

the aggregate-based image adaptation of the AlexNet classifier had the highest overall 

performance when classifying respiratory sounds.  

Though the main contribution of this thesis is respiratory sound characterization, 

the final application of such a system would need to apply respiratory sound detection to 

audio events prior to this specific classification tasks. The final section of this chapter 

presented the feasibility of using transfer learning as a means to perform respiratory sound 

detection (specifically cough sound detection) among other ambient sounds. Two methods 

were evaluated using a -class ambient audio classification task and the F -scores for each 

were compared. The first method harnessed the novel chaos game representation (CGR) 

visualization method presented in this thesis (Section . . . ) to adapt the AlexNet image-



 

 

classifier leading to an overall weighted F -score of .  and a F -score for cough 

identification of . .  

The second method used the YAMNet ambient sounds classifier to generate 

embeddings and applied those embeddings to a single layer neural network. The YAMNet 

embedding-based classifier led to an overall weighted F -score of .  for this  class 

problem and a F -score of .  for cough sound detection amongst other ambient sounds. 

Therefore, the YAMNet embeddings-based classifier has a higher performance when 

implemented on ambient sounds (not just respiratory sounds), which is consistent with the 

fact that it was originally designed for that purpose. Furthermore, an adapted YAMNet-

based respiratory detection approach may be beneficial in future work prior to the 

application of the respiratory-specific audio classification methods using the aggregate-

image approach.   



 

 

Chapter  – Performance Factors and Mitigation  

This chapter describes some of the performance factors that have been investigated when 

considering more realistic applications. This includes the presence of external factors that 

may impact sound quality of a recording (e.g., presence of a face covering), spatial sound 

considerations, and the implementation of a multi-modal approach to audio-based 

respiratory classification methods in the presence of high levels of noise.  

.  Introduction 

In light of the current COVID-  pandemic response, researchers around the world have 

been evaluating ways to support all aspects of disease identification, monitoring and 

tracking. In order to slow the spread of COVID- , medical professionals around the world 

as well as the World Health Organization (WHO) have recommended a series of habits for 

every-day-life. One of the most common recommendations is wearing a mask when around 

other people, especially when among large groups of people. They have also reinforced the 

recommendation that one should cough into a bent elbow or tissue, which is consistent 

with recommendations made prior to the pandemic [ ]. 

With the adoption of face coverings in the current COVID-  climate, researchers 

and developers must ensure that their cough sound-based analysis methods will be effective 

when evaluating cough sounds that are covered by a mask or elbow. In Section .  a 

modeling approach is presented for the rapid evaluation of current methods when applied 

to covered coughs, thus reducing the need for new data acquisition. 

In Section .  the impact of background noise on overnight audio monitoring is 

discussed. In the context of respiratory monitoring, some events contain less power and/or 

volume (e.g., normal respiration), which can be easily overpowered by noise (e.g., fan noise, 



 

 

partner snoring, TV audio, etc.). In order to address this issue, a multimodal sensing 

approach has been presented as a means to monitor respiration over the course of the night 

irrespective of possible periods of overpowering noise using both a microphone and 

pressure sensitive mat (PSM).  

.  Impact of Face Coverings on Classification 

The following section describes work originally published in Cohen-McFarlane et al. [ ] 

and work submitted to Sensors Applications Symposium .  

In response to preventing the spread of COVID- , the adoption of face coverings in 

areas of heavy traffic has become commonplace. Recommendations have also included 

coughing best practices. Specifically that one should cough into a bent elbow or tissue, 

consistent with pre-existing recommendations [ ]. Leamy et al. investigated three cough 

covering etiquettes (uncovered, hand etiquette, and elbow etiquette) and the impact each 

has on the resulting audio characteristics [ ]. As many features rely heavily on spectral 

content, which is suppressed in the presence of face coverings, it was found that the 

covering with a bent elbow alters several common features including Mel-frequency 

cepstral coefficients, zero-crossing rate, and spectral centroid [ ].  

. .  Data preparation 

Preliminary data recordings were done by the research team. A single participant recorded 

audio of them ( ) saying ‘hello’, ( ) humming, and ( ) whistling. Each recording type was 

repeated for each face covering state (uncovered in air, while wearing a disposable mask, 

and into their bend elbow). The CovCo dataset (Section . . ) was then created to expand 

the number of cough covering recordings available, which were used to determine the final 

face covering models.  



 

 

For the CovCo dataset, preprocessing was applied to all recordings. Each participant 

recorded their cough sounds using their own personal devices, meaning that the recording 

setup and parameters were not equivalent. It has been observed in Cohen-McFarlane et al. 

( ) that the majority of the frequency suppression associated with the impact of face 

coverings on respiratory sounds occurs below  kHz as human vocalizations occur within 

this range (described in Section . . ) [ ]. Therefore, all recordings were downsampled to 

 kHz, the DC component was removed if present, and normalization was applied to those 

files that were not already in the range of [- , ] (Section . ). 

. .  System Identification 

The focus of this section is modeling the presence of the various face coverings reported by 

participants using transfer function representations. Modeling face covering scenarios has 

several challenges. The first consideration is that the system being modeled (i.e., face 

covering) will not impact the input signal (i.e., respiratory sound) in the exact same way 

every time it is applied. The fit of the face covering or location of the arm with respect to 

the mouth can vary considerably between uses and participants. For example, a mask that 

fits properly (covering the mouth and nose) will not have the same effect as a mask not 

worn properly (air and sound may escape around the sides).  

Furthermore, in standard black box system identification one would have access to 

both the input to the system as well as the corresponding output of the system. In this 

scenario, in order to have access to the input (e.g., cough sounds before passing through a 

mask) and the exact same output (e.g., cough sound after passing through a mask), a 

microphone would need to be placed between the users mouth and the face covering that 



 

 

they are wearing. The presence of a microphone in this location would impede mouth 

movement and shift the face covering, essentially distorting the system being modeled.  

Given these constraints, it is assumed that the input to face covering system is the 

same vocal sound recorded without a face covering present. Recreating the exact same 

sound via the vocal tract multiple times is almost impossible (i.e., coughing uncovered then 

coughing into a mask). That being said, participants were asked to record uncovered (input) 

and covered (output) coughs consecutively in the same location on the same day to reduce 

recording variations as much as possible given the constraints of this problem. Four systems 

were defined based on these assumptions and are presented in Figure .  

As mentioned, the input and outputs of the systems being modeled were not 

identical, therefore there was a time delay between each recorded pair. As direct 

comparison between the input and output recording pairs (e.g., UN input and ELB output) 

is required, the recording delay was addressed using dynamic time warping (DTW, 

 

Figure . Block diagram of face covering modeling systems (top) disposable mask 
(DISP), (second) fabric mask (FAB), (third) N  mask (N ), (bottom) and bent elbow 
(ELB). 



 

 

described in Section . . ) in order to align each signal pair to a new set of instances (Figure 

). The DTW takes the input and output measurements and maps them to a common set 

of instances, that do not correspond with either original signal, by minimizing the sum of 

absolute Euclidean distance between consecutive points [ ].  

System identification was first performed for two face covering states (MASK and 

ELB) [ ]. Frequency attenuation was observed in the spectrogram representations of the 

covered and uncovered cough and speech recordings (specifically as it relates to power 

level), depending on the face covering type. From this, two simplistic models were created 

to mimic the impact of an elbow covering and a mask using lowpass filters, which attenuate 

the high frequencies at varying levels depending on the assigned cut-off frequency. Cut-off 

frequencies were set based on observed differences between the uncovered and covered 

speech recordings (Figure ). In the presence of a mask (MASK) the cut-off frequency was 

defined as kHz (Figure  bottom left) and the cut-off frequency when coughing into a 

 

  

Figure . Preliminary participant saying the word ‘hello’ four times (top) in air (UN), 
(bottom left) into a disposable mask (MASK), and (bottom right) while covered by their 
bent elbow (ELB). 



 

 

bent elbow (ELB) was defined as kHz (Figure  bottom right). The corresponding system 

transfer functions were created in MATLAB as fir lowpass filters ( = 48 kHz) with a 

stopband attenuation of  dB (within the range of the power above the observed cut-off 

frequencies that are being attenuated (Figure )), and a unity passband with ripple of .  

dB using Kaiser windowing applied with corresponding cut-off frequencies (  and 

). 

As the original model does not completely capture a ‘true’ covered human vocal 

sound, additional data was collected (CovCo) as described in Section . . . In addition to 

the additional data, an updated modeling method for four different face covering types 

(disposable mask (DISP), N  mask (N ),  fabric mask (FAB), and bent elbow (ELB)) that 

more closely matches ‘true’ covered cough recordings was also developed.  

Given the constraints of this modeling problem, the face covering is assumed to act 

as a linear filter (though in reality this may not hold true in all cases). Furthermore, it is 

assumed that the face covering transfer function can be represented as a polynomial. An 

Autoregressive with Extra Input (ARX) model was applied to each uncovered and covered 

cough in MATLAB, Equation . Input parameters used were chosen ( = 5, = 4, and = 1) based on trial an error and lower orders were given priority to prevent overfitting. 

Where  and  define the initial number of poles and zeros respectively, defines 

the number of input samples considered before the current sample that impacted the 

output, and q represents the delay operator of the input and output.  

 ) ) = 1) − ) + 1) Equation  

 ) = 1 + + ⋯ +  ) = + + ⋯ +  

 



 

 

For each participant, if there was more than one uncovered cough sound, one of the 

recordings was held out during the modeling to be used for evaluation. The remaining 

uncovered cough sounds were paired with each covered cough sound of a given face 

covering state. The ARX model was reorganized to be in transfer function form 

(output/input) and coefficients for each modeling pair of the same face covering state were 

then averaged to create an overall transfer function representing the attenuation 

experienced for that participant. An example scenario of this process for a single participant 

is presented in Figure .  

This led to N number of transfer functions for each participant, where N is defined 

by the number face coverings used during recording. To create a general transfer function 

for each face covering, all models for the each covering type (Figure ) were averaged 

across all participants. The computed transfer functions for a disposable mask, fabric mask, 

N  mask and elbow covering are presented in Figure . 

All face covering models were quantitatively validated based on a visual inspection 

of their spectral content and an audio comparison of the modeled face covering states to 

the recordings of face covered cough sounds.  An example of an elbow modeled cough sound 

and its corresponding uncovered cough is presented in A. . Furthermore, it is clear from 

Figure  that the spectrograms of the outputs of all modeled face covering states appears 

to be very similar. As expected, the highest attenuation occurs after applying the ELB 

model, especially when looking at the second phase of the cough sound above kHz. Given 

the similarities between modeling scenarios, the ELB model was chosen (representing the 

highest level of possible attenuation associated with face coverings) for the remainder of 



 

 

the evaluations in this work. Any of the models could also be applied to pre-existing datasets 

to model their corresponding face covering state if a specific scenario is desired.  

A total of four transfer functions were created (Figure ), one for each state, and 

can be applied to any pre-recorded human vocal sound. As covering the face with a bent 

elbow results in the highest level of attenuation, this model was also applied to a pre-

existing respiratory sound classification tool to investigate the impact of face coverings on 

previously created audio-based respiratory classifiers. The frequency response of the ELB 

transfer function is shown in Figure . 

 
Figure .Frequency response of the ELB Model transfer function.  



 

 

 

 

Figure . Face covering modeling path example for a single participant and the application of the general transfer functions 
applied to held out UN cough recording from that same participant. 



 

 

. .  Application of Face Covering Models on Respiratory Sound 

Classification 

In this work, the effect of face coverings on the performance of pre-existing audio 

respiratory paradigms is explored. For comparative purposes, here the original ReSo dataset 

is used containing wet cough, dry cough, whooping cough and restricted breathing periods 

[ ]. The class breakdown in shown in Table  and was collected from a variety of sources, 

with unknown recording methods. The preprocessed data from Section . .  was used 

going forward.  

. . .  Application of Face Covering Models 

As the ELB model caused the highest levels of attenuation, it was applied to all recordings 

in the respiratory classification dataset in MATLAB (Figure ). Furthermore, an example 

ELB modeled cough sound and its associated clean cough sound are provided in Appendix 

A. This led to two datasets; the original cough sounds ( ), and the modeled elbow 

covered cough sounds ( ). As the focus of this section is performance differences 

between uncovered and covered coughs, the same proportionally weighted % testing set 

was removed from both the original and elbow covered modeled datasets. The remaining 

% of the original dataset was used for training purposes, as described in the following 

section. 



 

 

. . .  Respiratory Sound Classifier Generation 

As the focus of this section is the impact of face coverings, the four-class respiratory 

classifier described in Section . . .  was used as the baseline. In summary a pre-existing 

environmental sound neural network, YAMNet (  classes) was adapted in python [ ], 

[ ]. In order to apply transfer learning to this model, the recordings were first adjusted so 

that they match the expected input. Therefore, all data was resampled to kHz and 

converted to be single channel representations.  

In addition to the classifier described in Section . . . , two classifiers were created 

using ( )  the training data from the elbow modeled dataset and ( ) _  both 

 
Figure . Generation of face covering modeled data based on the ReSo dataset including 
the ELB model application used in this section.  



 

 

sets of training data from the original and modeled datasets. For each case, the training data 

was used to run inference with YAMNet. This leads to n x  embeddings for each 

recording, where n is the number of .  second frames in the recording. The resulting 

embeddings were then further split into / % training validation, which was used to 

create a new sequential model with one hidden layer (  with Relu activation) and four 

outputs to differentiate between wet cough, dry cough, whooping cough, and restricted 

breathing in python. 

. . .  Modeled Face Covering Respiratory Sound Classification Results 

All testing data was adjusted to the expect input to the YAMNet classifier as previously 

described. Each generated classifier ( , , and _ ) was then evaluated using 

the testing data from  and . Testing results are summarized in Table .  

When testing  on  the accuracy ( . ) is slightly better than when it was 

tested on  ( . ). When testing  on  the accuracy improved, . , 

compared to the performance of  However, when testing  on the performance 

decreased ( . ). Finally, when evaluating _  (trained on both the original and 

TABLE  – RESPIRATORY SOUND CLASSIFICATION RESULTS IN THE PRESENCE AND ABSENCE OF MODELED ELBOW 

COVERING 

Classifier Testing Set Accuracy / Loss Weighted F -Score 

  . / .  .  

  . / .  .  

  . / .  .  

  . / .  .  _   . / .  .  

  . / .  .  



 

 

elbow modeled data) the higher performance from  was maintained when using  

( .  accuracy) and the performance when testing on  increases ( .  accuracy).  

These results suggest that classifiers trained on the original uncovered data will have 

reasonable performance on covered recordings. In contrast, the performance of the 

classifier trained on covered recordings is decreased by % when testing on the original 

data. This supports the idea that the covered recordings do not contain the same amount 

of information as the uncovered recordings, meaning that the covered classifier is missing 

information that is only available in the uncovered recordings.  

As expected, the combined classifier, trained on both the original and covered data, 

has the highest overall performance. This suggests, that not only is the application of face 

covering models important to evaluate the robustness of a classifier to the presence of face 

coverings but may also be used as a data augmentation method for human vocal sounds.  

The majority of frequency attenuation associated with face coverings occurs at 

higher frequencies, though some attenuation does occur in lower regions. For this 

classification method data was resampled to kHz prior to testing and training, meaning 

that higher frequencies are not being considered. This may support the fact that the 

YaMNet-based classifiers are able to maintain performance, within a few percentage points, 

irrespective to face covering status. This phenomenon may not hold when evaluating other 

classification paradigms and a classifier specific face covering investigation would be 

required.  

.  Spatial Sound Considerations 

There are two main spatial sound considerations in this work. The first is application of 

beam-forming and sound localization as a means for ambient sound identification. For 



 

 

example, a couple cough simultaneously from two areas of a room. Though outside the 

scope of this thesis, the separation and localization of these two audio events can support 

both the classification of respiratory sounds but also determining who is being evaluated. 

This processing step would be implemented before both sound detection (Section . ) and 

respiratory sound classification (Section . ).  

Humans unconsciously rely on a variety of auditory processes to interpret 

surroundings, identify dangerous situations and communicate with others [ ]. As we age, 

these auditory processes begin to deteriorate, with older adults often reporting that they 

find it difficult to understand and complex auditory information [ ]. Separation between 

a source and the background noise can also be problematic for older adults [ ]. One 

aspect of this problem is called sound localization. The ability to detect and localize sounds 

is used daily, from identifying oncoming traffic to hearing someone call our name [ ]. 

Sound localization relies on the fact that we have two ears. The time difference between the 

arrival of a sound source from one ear to the other (interaural time difference, ITD) and the 

difference in sound magnitude (interaural intensity difference, IID) between the two ears 

are the two main cues that are used to localize sources [ ], both of which were 

investigated and implemented in a localization evaluation tool presented in Cohen-

McFarlane et al.,  [ ].  

The second consideration relates to the implementation of a respiratory sound 

classification tool aimed to support the aging population. One of the major inhibitors of 

remote monitoring within this population in a lack of technological adoption. 

Technological design and user interface design for older adults has led to the identification 

of a few main barriers. Young et al. described four main areas, technological discomfort, 



 

 

privacy or security concerns, lack of identified benefit to the user, and perceived distance 

from the user representation [ ]. 

Generally speaking, audio localization can be defined as ones’ ability to identify 

where a sound source was coming from. Designing a system that is robust to localization 

abilities can make user interaction more comfortable. For example, if you are designing an 

audio monitoring system that communicates with the user with microphone/speaker pairs, 

designing an overall system that does not rely on the user needing to know where audio is 

coming from is important. Therefore, introducing multiple speakers in multiple rooms may 

allow for easier interface, reducing the burden on the user to figure out where a sound 

source is coming from.  

.  Impact of Background Noise on Overnight Audio Respiratory 

Monitoring  

The work presented in this section has been submitted to the Medical Measurements and 

Applications conference .  

From a data perspective, one of the main benefits of at-home remote monitoring is 

the ability to obtain continuous or semi-continuous information about a person’s health. In 

general, these health-related monitoring systems aim to support health care professionals 

by providing them with health-related information that would otherwise be unavailable 

and/or by providing health-related information directly to an individual or individuals’ 

primary carer. Furthermore, using multiple sensors to capture the same underlying signal 

can improve system performance, which can be referred to as sensor or measurement 

fusion. Generally speaking, when implementing systems with multiple sensors, each sensor 



 

 

will capture many events that are in common, while each sensor will be able to capture 

information that the other sensing methods may miss.  

Respiratory monitoring, especially over the course of the night, has been 

investigated using a variety of sensing technologies, including but not limited to pressure 

sensors [ ], [ ], [ ] and audio measurements [ ], [ ], [ ]. Common respiratory 

measurements include respiratory rate (number of breaths per minute), identification of 

abnormal respiration (e.g. Cough sounds [ ], [ ]), and sleep disordered breathing [ ], 

[ ], [ ].  

Breathing rate or respiratory rate (RR), measured in breaths per minute (BPM), is 

one of the most commonly used vital signs. RR can be measured using a variety of 

measurement technologies [ ], [ ], [ ], [ ]; however, depending on the rate of 

breathing, some measurement systems are unable to distinguish RR from other biological 

signals (e.g., a high RR and a low heart rate) or can be overpowered by recording conditions 

or external noise.  

In the context of this thesis, one of the biggest issues with remote audio monitoring 

of respiratory sounds is the potential presence of overpowering noise. This is especially true 

when considering quieter respiratory sounds (e.g., normal breathing or lack of breathing 

experienced in central sleep apnea) that occur overnight. Overpowering noise includes but 

are not limited to fan noise, a partner breathing or snoring, TV playing, or sound machines 

playing noise directly. Figure  presents a simplistic scenario where noise would overpower 

respiratory signals, and corresponding audio files are presented in Appendix A. . Figure  

(top) presents a period of normal breathing without the presence of overpowering noise in 

the time (left) and spectral (right) domains. For comparative purposes, Figure  (bottom) 



 

 

presents the same breathing signal in the  presence of pink noise (with equal energy per 

octave of frequency), commonly used to aid sleep, in the time (left) and spectral (right) 

domains [ ]. It is clear, that in this scenario the noise overpowers the breathing signal in 

both the time domain and spectral domain when pink noise is present.  

The use of pressure sensitive mats (PSM, Section . ) is proposed to support audio-

based characterizations of respiration overnight, as the focus is on creating a non-contact 

unobtrusive measurement system. Furthermore, as with this entire body of work, 

respiratory sounds of interest only include respiratory sounds that are detectable using a 

standard microphone that was not designed specifically for this purpose. Therefore, three 

RR ranges (slow breathing, normal breathing, and fast breathing and three respiratory 

sounds (gasping, wheeze, and cough) were considered in this exploratory experiment (Table 

). The final category of respiratory sounds considered is sleep apnea-hypopnea (Table ). 

 

 

Figure . Normal breathing (top) and with added pink noise (bottom) in the time 
domain (left) and spectral domain (right). 



 

 

Sleep apnea-hypopnea presents as periods of little (hypopnea) to no breath (apnea) 

[ ]. There are two main types of sleep apnea: central sleep apnea (CSA) where breathing 

and chest movement completely stops because the brain ‘forgets’ to breathe and obstructive 

sleep apnea (OSA) where the upper airway partially or fully collapses while chest movement 

continues, which can cause noisy breathing and/or snoring [ ]. Apneic events have been 

investigated using a variety of measurement [ ], [ ] and are therefore also considered 

in this evaluation (Table ). 

Each of these sensing methods has their own advantages and disadvantages 

depending on the recording environment. PSMs may be able to support audio-based 

monitoring in the presence of high levels of noise by supplementing the audio 

measurements by continuing to detect breathing rate associated with chest movement. 

There is also the possibility for audio measurements to support PSM in the detection of 

TABLE  – NIGHRESP MODELED OVERNIGHT RESPIRATORY EVENTS INVESTIGATED 

Respiratory Event Description 

Normal Breathing -  breaths per minute (BPM), equivalent to . - .  Hz. 

Fast Breathing  Hyperventilation of approximately -  BPM, equivalent to . - .  Hz (as high as .  Hz) 

Slow Breathing Meditative breathing at approximately  BPM, equivalent to .  Hz. 

Gasping Abrupt inhalation through the mouth in response to pain or surprise 

Modeling a period of 

Central Sleep Apnea 

(CSA) 

Mimicking central sleep apnea; holding the breath for as long as comfortable followed by 

an abrupt inhalation  

Wheeze Caused by airway obstruction, can be associated with long term respiratory diseases 

Snoring  Caused by restricted inspiration, can be related to OSA  

Cough Protective mechanism to expel irritants from the respiratory system, can be a single cough 

sound or a series of coughs (‘coughing fit’) 

Modeling a period of 

Obstructive Sleep 

Apnea (OSA) 

Air not able to reach lungs due to physical blockage despite chest movement. Participant 
asked to breath normally then hold their breath and continue chest movement  



 

 

more complex respiratory events. For example, OSA is very difficult to detect using pressure 

sensitive mats (PSMs) alone, as the chest continues to move despite lack of air entering the 

lungs [ ]. In this scenario, the audio measurement may be able to support apneic 

detection by identifying periods of snoring or restricted breathing.  

In this exploratory study, the feasibility of using a multimodal system consisting of 

audio and PSM measurements to monitor respiratory events is investigated in order to 

support the characterization of underlying respiratory diseases. The following sections 

describe the data collection, analysis, and interpretation of the nine different respiratory 

events in Table .  

. .  Data Collection 

The NightResp dataset is described in Section . . . In summary, a Tekscan Medical Sensor 

N ( .  x .  m) [ ] was chosen as the pressure sensitive mat in this experiment. 

Recordings were collected using the accompanying Tekscan BPMS™ Research Installation, 

which restricted the sampling rate based on the desired duration of the recording. In this 

experiment the PSM data was collected at a sampling rate of  Hz. For all scenarios, a 

cellphone (iPhone  mini) was used to collect the corresponding audio data at a sampling 

rate of  kHz, which was placed beside the recording set up at the level of the head (Figure 

).  

Data from a single participant was collected for this investigation. It has been shown 

that lying position has an impact on PSM measurements [ ], especially as it relates to 

breathing rate. Given this, the participant took three different positions (supine, prone, and 

left lateral position) with the top of the mat aligned to the participant’s shoulders (Figure 

). Furthermore, it has been shown that PSM placement, with respect to the mattress, has 



 

 

an impact on measured signal [ ]. Therefore, three different PSM set up scenarios were 

implemented (PSM directly on floor, PSM directly on floor with a thin mat placed on top, 

and PSM placed on top of a mattress below the bed sheet).  

For all combinations of recording set ups and lying positions, the signals were 

aligned by performing two jump/claps at the beginning of each recording. The participant 

then lay down on the PSM and preformed each respiratory event described in Table . A 

clap was performed between each event for easier segmentation during data processing. 

. .  Data Analysis 

All audio recordings were first re-sampled to kHz following [ ]. Data was then windowed 

into -second segments with % overlap. On each window, an adaptive noise suppression 

based on the Wiener-filter was applied, where the noise template was originally set to lowest 

energy -second segment over all -second windows. The background noise was 

automatically tracked within each segment and the noise template was adjusted accordingly 

at each step as described in [ ]. For each iteration, the noise template was then subtracted 

from spectral components of that window, following methods presented in [ ].  

 

Figure . Recording set up of PSM and cellphone (left) and resulting pressure map 
(right), including the four regions of interest. In this scenario the person is depicted 
lying in a supine position; top shoulder region (green), second chest and arm region 
(red), third abdominal region (blue), and bottom hip and thigh region (purple). 



 

 

As mentioned, the Tekscan BPMS™ Research Installation was used for recordings. 

In addition, the software also contains analysis tools, one of which applies bounding boxes 

across regions of the measurement surface. It allows the user to select specific regions of 

interest over the whole recording area. For all recording scenarios, four bounding boxes 

were applied as described in Figure  (right). The exported data from this software contains 

the raw sum (a unitless measure) across the entire PSM as well as the raw sum across each 

bounding box region, all of which were processed as follows.  

PSMs experience high levels of creep when loaded for long periods of time [ ]. To 

account for this phenomenon, a -second moving average was subtracted from the original 

signal [ ]. Furthermore, breathing rate, including slow or meditative breathing and 

hyperventilation, occurs at a rate of . - .  Hz (Table ). Given this, all PSM measurements 

were passed through a lowpass filter with a cut-off frequency of .  Hz as described in [ ]. 

After preprocessing, the audio and PSM recordings were aligned automatically by 

identifying the two highest peaks in the first  seconds of each recording, which correspond 

to the jump/clap pairs. Typically, the audio signal started after the PSM recording; therefore, 

the audio signal was shifted so that the second identified clap sound was aligned with the 

second identified jump related pressure on the PSM.  

All measurements were then manually segmented into the nine respiratory events 

based on the identification of clap sounds between each recording. Finally, it was observed 

that the application of a signal envelope had improved visibility of breathing signals and 

respiratory sounds, when considering the audio measurements in all cases except the 

normal and slow breathing periods. Therefore, a .  second RMS energy envelope was 

applied to all respiratory sound segments.  



 

 

For each recording scenario, nine different visualizations were computed for each 

respiratory event. The visualizations were then used to evaluate the advantages and 

disadvantages of both measurement systems as well as the proposed sensor fusion 

approach. 

. .  Audio Measurements Alone 

Abrupt respiratory sounds that can be related to underlying conditions (e.g. snoring [ ] 

(Figure (top)), coughing [ ] (Figure  (bottom)), etc.) are easy to detect using an 

external microphone, as they tend to have high energy over a short period of time. This can 

be seen in Figure  (bottom), where the participant was asked to perform a series of coughs 

 

 

Figure . Audio measurements (unitless) (blue) and raw amplitude (unitless) PSM 
measurements (dark red) of (top) the participant snoring and (bottom) the participant 
coughing five times followed by four coughing ‘fits’ while lying in a prone position 
directly on the PSM placed on the floor. 



 

 

and coughing fits. Each individual cough is very clear from the audio (Figure  (bottom), 

blue), especially when it is compared to the cough measurements recorded using the PSM. 

This is especially true when looking at Figure  (top) (snoring), where the PSM 

measurement could easily be identified as normal breathing.  

Furthermore, though outside the scope of this experiment, a microphone array 

could be used in order to apply beamforming techniques to identify multiple sources of 

sound (e.g., a couple sleeping over the course of the night) and to determine their 

approximate locations and distances from the recording set-up. This may be useful when 

trying to monitor the respiratory events from a single person who cohabitates with another, 

without having to ask the user to change their habits (e.g., sleeping in separate rooms at 

night). 

It has been shown that audio measurements are able to detect breathing sounds, 

especially during periods of heavy breathing, which can be then used to extract breathing 

rate [ ]. The non-contact nature of the measurement system is very sensitive to sensor 

placement and competing sound sources. For example, in the presence of loud background 

noise (e.g., sound machine), normal quiet breathing can be very difficult to detect (Figure 

). This phenomenon is also shown in Figure  (top), during a period of normal breathing 

where a heating system was turned on and a desk fan nearby was also running leading to an 

unclear audio recording, which the breathing signal from the PSM remains clear. 

Finally, from a privacy standpoint, audio is considered more invasive than the PSM, 

especially if we are considering continuous monitoring. In this scenario, not only will a 

microphone detect respiratory sounds, but it will also detect periods of speech and other 

sounds which could be used to identify the user. When presenting this as a possible long-



 

 

term monitoring solution, the constant audio measurement may lead to a hesitance in user 

adoption, especially among older adults.  

. .  PSM Measurements Alone 

As mentioned, PSM has been used to monitor a variety of health signals. The wide range of 

underlying signals of interest is related to the fact that the PSM detects movement. For 

example, when it comes to breathing rate, the PSM detects the change of pressure 

associated with chest movement caused by breathing (Figure ) [ ]. PSM has also been 

used in the detection of apneic events associated with CSA [ ]. 

Another advantage of this measurement method is its non-contact and unobtrusive 

nature, especially when the PSM is placed between the mattress and bedframe [ ]. 

Furthermore, all identifying information is not recorded, meaning that unless assigned a 

label, it would be very difficult to identify the subject being recorded. 

However, as we are detecting changes in movement, it can be very difficult to 

differentiate what each movement is related to. For example, as described in Table , OSA 

is characterized by an apneic event where chest movement continues, but insufficient air 

 

Figure . Processed audio measurements (unitless) (top, blue) and raw amplitude 
(unitless) PSM measurements of the chest region (bottom, dark red) while the 
participant was lying in a prone position directly on the PSM placed on the floor and 
breathing normally with some fan noise present. 



 

 

reaches the lungs due to physical blockages associated with a collapsed airway. This was 

modeled in the last experiment, where the participant held their breath but maintained 

chest movement (Figure ), while lying in a prone position directly on the PSM placed on 

the floor. When looking at the overall pressure in the chest region (Figure , bottom), 

there appears to be cyclical movement present that could be associated with a PSM 

breathing signal as shown in Figure , however there is very little content in the audio 

signal. This supports the conclusion that it is difficult to identify periods of OSA using the 

PSM alone. 

In addition to the uncertainty of the underlying signal, there are a few other 

constraints associated with using PSM alone, specifically as it related to the position and 

placement of the PSM. It has been shown that the lying position of an individual plays a key 

role in the measurement of respiratory related signals. If an individual is lying in a prone 

position (face down), their abdomen is pressing directly against the PSM during breathing 

(Figure , bottom). However, if an individual is lying in a supine (face up) or lateral (side 

lying) position, movement is restricted by the ribcage and other skeletal structures, 

 

Figure . Processed PSM raw amplitude (unitless) measurements of the chest region for 
slow breathing (top, dark red -), normal breathing (middle, red --), and fast breathing 
(bottom, pink) for a period of  seconds while the participant was lying in a prone 
position directly on the PSM placed on the floor. 



 

 

meaning that a smaller amount of movement is typically recorded (Figure , top and 

middle).  

Finally, if an individual is not lying completely on the PSM, movements from regions 

outside of the measurement surface (typically does not capture the entire surface of a bed) 

will not be captured. For example, if a person shifted and their chest was no longer centered 

on the PSM, the largest area of motion associated with breathing would not be captured. 

Following this, if an individual has a partner or a pet and they shift to cover part of the PSM, 

 

Figure . Processed audio measurements (unitless) (top, blue) and raw amplitude 
(unitless) PSM measurements of the chest region (bottom, dark red) while the 
participant was lying in a prone position directly on the PSM placed on the floor and 
mimicking OSA. The participant was told to hold their breath and continue chest 
movements. 

 

Figure . Slow breathing PSM raw amplitude (unitless) measurements when the 
participant was lying in supine (top, dark red -), left lateral (middle, red --), and prone 
(bottom, pink..) position directly on the PSM placed on the floor. 



 

 

there would be at least two confounding signals that need to be isolated during processing. 

Finally, the placement of the PSM needs to be chosen carefully to ensure that it has a 

consistent supporting surface as described in [ ].  

. .  Fusion of Audio and PSM Measurements 

In this section, a sensor fusion-based approach is introduced for the measurement and 

monitoring of respiratory events, the application of which is outside the scope of this thesis. 

This type of measurement fusion system can allow for the detection and continuous 

monitoring of a wider range of respiratory events, while compensating for the privacy 

concerns that are related to long-term continuous audio monitoring.  

Specifically, a bed-based system to monitor respiratory events over the course of the 

night is proposed. The PSM, ideally placed between the mattress and the bedframe, will be 

used to obtain continuous measurements associated with chest movement caused by 

breathing and respiratory sounds. The PSM can be used to detect periods of movement or 

abrupt changes (e.g., shifting, snoring, coughing, etc.) that may be associated with 

respiratory distress, which can then trigger a microphone to begin recording for a 

predefined period of time (e.g.,  minutes). During the period of audio recording, the PSM 

would still be active. This will ensure that, if there were competing noise sources (e.g., fan 

noise or partners respiratory sounds) or corrupted signals, there will still be some measure 

of respiration being recorded. 

This cascaded measurement approach provides additional measurements during 

periods of high activity, while ensuring that the privacy concerns associated with audio 

measurement are addressed. In short, the audio measurement will function using a very 

similar principle to current smart hubs (e.g., Amazon Alexa™, Google Home™, Apple 



 

 

Homepod™, etc.); however, the triggering event for activation is from the PSM 

measurement.   

The application and benefits of the proposed fusion-based approach to the 

previously described respiratory events is summarized in Table . For each event type, the 

use of each individual sensor (audio or PSM) and the fusion-based approach is described. 

Furthermore, the following section highlights an ongoing issue in the PSM field, specifically 

the detection of obstructive sleep apneic (OSA) events, which has been shown to be 

detectable using audio measurements. 

TABLE  – COMPARISON OF MEASUREMENT METHODS FOR RESPIRATORY EVENTS USING AUDIO AND PSM 

Normal, Fast and Slow Breathing 

PSM • Detectable via changes in pressure associated with chest movement (Fig. ) 
• Difficult when user is lying in a supine or lateral position (Fig. ), if user is not completely on the 

sensing area, or if other bodies are also present on the recording surface (e.g., partner or pet) 

Microphone • Detectable during heavy or restricted breathing 
• Normal and slow gentle breathing can be overpowered by other sources (Fig. ) (e.g., heating fan 

system) 

Fusion • When loud background noise is present, the PSM would still be able to detect breathing via chest 
movement  

• If the user is not positioned correctly on the PSM or if another body is present, the microphone would 

be able to detect breathing 

Gasping, Wheeze, Snoring, and Cough 

PSM • Non-sinusoidal movement patterns measured via PSM, may be difficult to identify each confidently as 

specific events 
• May be confused with normal breathing if user is gasping, wheezing, or snoring continuously 

(Fig. (a)) 

Microphone • Very clear peaks for each gasping, wheezing and cough even in the presence of competing sources 

(Fig. (b)) 
• Snoring appears as a very inconsistent audio signal that is clearly not normal breathing (Fig.  (a)) 

Fusion • Microphone would ensure that the non-sinusoidal patterns associated with gasp/wheeze/snore/cough 

events were accurately detected 

Modeling a period of Central Sleep Apnea (CSA) 

PSM • Clear period of little to no movement followed by large movement associated with gasping sound (Fig. 

) 

Microphone • Clear periods of little to no sound followed by large gasping inhalation sound (Fig. ) 

Fusion • Both sensors are able to detect CSA, so they would each act as a failsafe for the other in case either 

would fail 



 

 

. . .  Sample Scenario: OSA Fusion-based Measurement System 

As discussed, OSA is characterized by an apneic event caused by the partial or complete 

collapse of the airway leading to noisy breathing or snoring [ ]. Currently, the diagnosis of 

OSA is done via a polysomnography (PSG) sleep study, where an individual is connected to 

a variety of vital sign measurement devices in a sleep lab environment [ ]. There are issues 

with the PSG, including the availability (it can be difficult to get an appointment), the 

invasiveness (uses multiple electrodes placed  all over the body), and new environment (PSG 

is typically performed in a hospital) [ ]. All of these may lead to an abnormal sleep, which 

is then the basis for diagnosis. A non-invasive at-home system may be able to provide sleep 

related information to medical professionals indicative of more normal sleep. In this 

scenario, a PSM placed between the mattress and bedframe is proposed in addition to a 

microphone placed at head level on a bedside table.  

When considering OSA, chest movement continues despite the fact that air is not 

reaching the lungs, which can appear as normal breathing on the PSM measurement (Figure 

). Furthermore, snoring is common during an OSA event and the PSM has difficulty in 

differentiating between snoring and normal breathing (Figure  (top)). However, gasping 

sounds typically occur at the end of an apneic episode (both in CSA and OSA) [ ]. This can 

be seen when the participant was told to mimic CSA, by asking them to hold their breath 

Modeling a period of Obstructive Sleep Apnea 

PSM • Able to detect inconsistent chest movement patterns (Fig. ) 
• Unable to identify periods restricted breathing as chest movement continues 

Microphone • Able to detect lack of breathing sounds (Fig. ) or periods of heavy snoring (Fig.  (b)) associated with 

OSA 

Fusion • Microphone would ensure that periods of heavy snoring or periods were detected, which would 

otherwise be missed by the PSM 



 

 

for as long as possible and then to gasp when needed (Figure ). These gasping events or 

other abrupt movement changes can be used to trigger the microphone to begin recording.  

Snoring measurements and periods of restricted breathing (e.g., gasping (Figure 

)) can be very clear when observing audio measurements (Figure (top)). Furthermore, 

snoring periods are not always associated with an apneic event, as it must be accompanied 

by a period of little to no air entering the lungs for a defined period of time, which is very 

difficult to assess with PSM measurements alone. Therefore, the fusion of these two 

modalities has the potential to capture OSA events that would otherwise be very difficult to 

detect using either measure alone, as described in Table .  

.  Conclusion  

This chapter described some of the performance factors that would need to be considered 

prior to a fully integrated respiratory monitoring system in an at home environment. First, 

in response to the COVID-  pandemic and the adoption of face coverings, system 

identification principles were applied to the generation of four face covering models 

(Section . ). It was observed that the elbow model let to the highest level of frequency 

 

Figure . Processed audio measurements (unitless) (top, blue) and raw amplitude 
(unitless) PSM measurements of the chest region (bottom, dark red) while the 
participant was lying in a prone position directly on the PSM placed on the floor and told 
to mimic CSA by holding their breath for as long as comfortable and gasping when 
needed. 



 

 

attenuation, therefore it was chosen to be implemented on a pre-existing respiratory 

classifier (ReSo). Three classifiers were generated and the classifier that was designed on 

both the uncovered (original) and ELB modeled covered recordings had the highest 

classification performance. In addition to supporting the idea that modeled face coverings 

can help evaluate a pre-existing classifiers performance in the presence of face coverings, it 

was also observed that the face covering models may be applicable as a data augmentation 

technique for human vocal sounds. A brief description of some of the spatial considerations 

were also discussed when designing systems for older adults, as one’s ability to localize 

sound sources deteriorates with age. 

The feasibility of a multi-modal approach to overnight respiratory monitoring was 

also introduced. It has been observed that breathing sounds are easily overpowered by 

external noise (e.g., sleep sound machine), given this a PSM was introduced as a means to 

maintain respiratory monitoring overnight despite the presence of high levels of noise. The 

advantages of audio measurements and PSM were discussed, and a combined system was 

introduced. It was also noted that one of the current issues with overnight respiratory 

monitoring, the identification of OSA events, may also benefit from the presence of audio 

measurements as they are typically accompanied by snoring sounds. Finally, in an at home 

setting, continuous audio recording has some security implications. Therefore, 

implementing systems that are able to harness the abilities of both the audio and PSM 

modalities may be able to address some of the concerns with a standalone audio 

measurement system.   

  



 

 

Chapter  – Conclusions and Future Work 

This chapter discusses the conclusions drawn from this work and presents future directions 

for this research.  

.  Thesis Conclusions 

The main objective of this thesis was to evaluate respiratory events using non-contact 

remote monitoring methods, specifically audio-based signal processing of respiratory 

sounds. Four main respiratory sounds were identified (wet cough, dry cough, whooping 

cough, and restricted breathing) and several datasets were collected and/or acquired. 

Classification approaches considered, included classical machine learning methods and 

transfer learning approaches using classifiers designed on standard images (e.g., AlexNet) 

and ambient audio sounds (e.g., YAMNet). Performance factors that would impact 

respiratory sound classification, including the presence of a face covering and high levels of 

noise, were also explored and mitigation methods discussed. This thesis aimed to not only 

classify respiratory sounds, a difficult problem as there is a lack of medically labeled data, 

but also address possible sources of error that may be present for a fully integrated 

respiratory sound monitoring system aimed to support older adults live independently.  

. .  Data Collection  

Chapter  details the data collection and database acquisition of the respiratory and ambient 

sound used in this work. As this work was completed through the COVID-  pandemic, a 

novel reflex cough dataset (NoCoCoDa) was curated from public media interviews (Section 

. . ). Several publicly available ambient sound datasets were also obtained (e.g., DCASE-

). A new dataset of respiratory specific sounds (ReSo) was collated from several sources, 



 

 

which included wet coughs, dry coughs, whooping coughs, and restricted breathing events. 

In response to the pandemic, the use of face coverings was widely adopted. To evaluate the 

impact of face coverings on cough sound recordings, an additional dataset was collected 

(CovCo, Section . . ), which asked participants to record cough sounds in the presence and 

absence of face coverings using their own devices at home (CUREB-B Clearance # ). 

The final dataset, NightResp, was exploratory evaluation of using PSM as a means to 

overcome high levels of noise (e.g., sleep sound machines) overnight. 

. .  Audio Signal Processing 

Chapter  described the general processing procedure. First, in Section .  a description of 

the preprocessing methods used was outlined including signal sampling, filtering, 

normalization, DC bias removal, alignment, windowing, and quantization.  

Segmentation of the sound of interest is important when processing audio in order 

to reduce processing time. An investigation into the most effective method of silence 

removal (Section . . ), the first segmentation step, was performed when considering cough 

sounds. It was found that the zero-crossing rate performed the best, however this method 

fails when considering signals with moderate levels of background noise. Furthermore, the 

ZCR method had the second highest performance of over segmentation and under 

segmentation. In contrast, the SD method had the second-best silence segmentation 

accuracy ( %) but had the lowest prevalence of both over and under segmentation. 

Therefore, it was concluded that depending on the dataset under consideration and the 

effect of under or over segmentation may have on the desired signal, the ZCR or SD methods 

would be preferred.  



 

 

Feature extraction was presented from two approaches. The first approach included 

standard feature extraction methods (Section . ). Cough specific features were also 

described including, frequency, severity, power ratio, and number of peaks in the energy 

envelope (Section . . ). The second approach was audio visualizations, which were used to 

adapt classifiers designed using standard images (Section . ). Visualization methods 

considered include spectrograms (linear and logarithmic), Mel-spectrograms, and wavelet 

scalograms. The final visualization method described was the application of chaos game 

(CGR) representation to non-linearly quantized audio signals. It was shown that CGRs of 

various ambient sounds (e.g., cough, laughter, fireworks, keys jingling, etc.) are visually 

differentiable by a user. Furthermore, it appears as though the CGR of human sounds have 

similar patterns, with the cough and laughter CGRs having the highest visual similarity 

among the sound sources investigated.  

. .  Audio Classification 

Chapter  presented the final processing step, classification, which will vary depending on 

the classification problem being addressed. The respiratory classification tasks (C  wet 

cough vs. dry cough vs. whooping cough vs. restricted breathing, C  wet cough vs. dry 

cough, and C  cough vs. restricted breathing) were approached from three different 

perspectives using the ReSo dataset: classical machine learning, image-based transfer 

learning, and audio-based transfer learning. As expected, transfer learning approaches led 

to higher performance than the classical machine learning method. One of the largest issues 

experienced in this classification task was the unequal nature of the ReSo dataset. This was 

especially true in the YAMNet-based classification approach, where windowing was applied 

to each recording. Despite this, the aggregate-based image classifier had the best 



 

 

performance across all respiratory classification tasks (C , wet cough vs. dry cough vs. 

whooping cough vs. restricted breathing, C , wet cough vs. dry cough, and C , cough vs. 

restricted breathing) with weighted F -scores of . , . , and .  respectively (Section 

. . ).  

Two approaches were implemented to evaluate the feasibility of transfer learning to 

the detection of cough sounds amongst other ambient sounds (Section . ). The first 

approach harnessed the novel CGR representations across a -class ambient sound subset 

of DCASE-  to adapt the AlexNet image classifier. A YAMNet embedding-based 

classifier was also created for this task, resulting in the highest overall performance 

(weighted F -score of . ) and a cough specific F -score of . . This led to the conclusion 

that a YAMNet embedding-based classifier may be appropriate for detection of respiratory 

sounds as a preliminary step prior to the aggregate image-based classification approach to 

the classification of more detailed respiratory sounds.  

In addition to respiratory classification, the characteristics and progression of the 

COVID-  cough were also explored (Section . . ). COVID-  coughs have a notable 

pathophysiology, specifically how they may transition from a dry cough (one of the most 

common symptoms) to a more productive (wet) cough in severe cases of the disease. It was 

suspected that the cough sounds in the NoCoCoDa may be more wet-like in nature as they 

were recorded during more severe stages of the disease. To investigate this hypothesis, a 

classifier was created using the two cough specific features (power ratio and number of 

peaks in the energy spectrum) based on known wet and dry cough sounds. The classifier 

was then applied to the NoCoCoDa. The majority ( %) of COVID-  cough events were 

identified as being more wet in nature, indicating that the interviewees were most likely in 



 

 

the subset of patients who had more severe reactions and recordings were done during that 

time. 

Finally, as the COVID-  cough changes over the course of the disease, a cough 

progression investigation was performed on a subset of the data in the NoCoCoDa for 

individuals who had recordings from two distinct times. The spectral entropy and harmonic 

ratio features showed the largest difference between disease states across participants. 

These features may be of use when designing a cough progression tool that can be 

implemented for a variety of respiratory conditions, not just COVID- . 

. .  Performance Factors and Mitigation  

In Chapter , some of the environmental factors that will be encountered when 

implementing respiratory monitoring in more realistic conditions were investigated. First, 

with the adoption of face coverings in the current COVID-  climate, researchers and 

developers must ensure that their cough sound-based analysis methods will be effective 

when evaluating cough sounds that are covered by a mask or elbow. Practically, a model of 

face coverings will allow for the adaption of current audio processing methods, 

circumventing the need to start from scratch. For example, if one were to implement a 

cough severity and/or counting algorithm in a doctor’s office waiting room, the 

performance may change when patients wear face coverings. Applying this model to 

previously recorded cough data and using the resulting masked coughs to fine tune the 

existing method could improve performance. This would ensure higher performance 

despite the presence or absence of face coverings. In Section . , four cough covering 

models have been generated (disposable mask, fabric mask, N  mask, and elbow covering) 



 

 

and can be used for this purpose as well as a possible data augmentation approach for audio 

recordings of human vocal sounds.  

In Section . , the feasibility of a multimodal approach to respiratory event 

monitoring overnight in the presence of high levels of noise was explored. The use of a PSM 

was proposed as a means to ensure respiratory sounds (e.g., breathing) would continue to 

be monitored despite the presence of competing sound sources (e.g., sleep sound machine 

or partner snoring). The advantages and disadvantages of both measurement systems 

(audio and PSM) alone were discussed, neither of which were able to capture all respiratory 

events. A combined measurement system was proposed in order to obtain the benefits from 

each method while addressing their respective limitations. When monitoring respiratory 

sounds overnight, high levels of noise (e.g., sleep noise machine) can completely overpower 

respiratory sounds, especially normal breathing. In this scenario the addition of the PSM 

modality has been able to show that breathing rate can continue to be measured despite 

high levels of noise. The applicability of the audio providing a supporting role to the PSM 

in the case of obstructive sleep apnea has also been discussed as chest movement continues 

(appearing as breathing on the PSM) despite not enough oxygen reaching the lungs, 

typically accompanied by restricted breathing or snoring sound which could be detectable 

using an audio-based approach.  

.  Thesis Contributions 

In addition to the final conclusions, this thesis has provided six main contributions. First, 

was the curation of a novel COVID-  cough dataset (NoCoCoDa) from public media 

interviews, which is the only dataset of spontaneous (reflex) COVID-  cough events 

available to our knowledge.  



 

 

The second contribution was split into two parts. The first part was the curation of 

the first respiratory specific audio dataset (ReSo) containing wet cough, dry cough, 

whooping cough and restricted breathing events. The second part was implementation and 

investigations of pre-processing and feature extraction methods. A detailed investigation 

into the most effective silence removal method when evaluating cough sounds was 

completed. The next step in the processing procedure is feature extraction. The use of 

standard features has been well documented in literature and was used as a baseline for 

method comparison. The use of a variety of visualizations of audio as a feature, typically 

used as an input to transfer learning, has also been investigated. First the issues associated 

with using spectrograms were described [ ]. The feasibility of using alternative 

visualizations (e.g., wavelet scalograms) in terms of the characterization of cough sounds 

was then performed. Finally, the novel application of chaos game representation (CGR) to 

non-linear quantized audio data was implemented [ ].  

The third contribution was the classification of the respiratory sounds in ReSo across 

three tasks (C : wet cough vs. dry cough vs. whooping cough vs. restricted breathing; C : 

wet cough vs. dry cough; C : cough (wet cough + dry cough + whooping cough) vs. restricted 

breathing). Here the previously described features were applied to three classification 

approaches (classical machine learning, and transfer learning approaches using image-

based and audio-based classifiers). These feature were then applied to classical machine 

learning methods and transfer learning-based approaches, using both image-based and 

audio-based classifiers to determine the most effect classifier for each task. Overall, the 

aggregate-based image classifier had the best performance across all respiratory 

classification tasks (C , wet cough vs. dry cough vs. whooping cough vs. restricted breathing, 



 

 

C , wet cough vs. dry cough, and C , cough vs. restricted breathing) with weighted F -scores 

of . , . , and .  respectively (Section . . ). The detection of cough sounds amongst 

other ambient sounds was also explored in Section . . 

The fourth contribution was the evaluation of transfer learning as a means to 

perform respiratory sound detection. A  class ambient sound task was evaluated using 

two transfer learning approaches (CGR adapted AlexNet and YAMNet embedding based 

methods). It was shown that the YAMNet embedding based classifier had the best overall 

performance with a weighted F -score of . . Furthermore, when evaluating the detection 

of cough sounds specifically the YAMNet embedding classifier also had the highest 

performance for cough detection of . . Therefore, the YAMNet embeddings-based 

classifier has a higher performance when implemented on ambient sounds (not just 

respiratory sounds), which is consistent with the fact that it was originally designed for that 

purpose.  

The fifth contribution was the implementation of a sensor fusion approach to 

overnight respiratory monitoring to overcome high levels of background noise (e.g., sleep 

sound machines) using pressure sensitive mats (PSM) and audio. First, an overarching 

review of bed-based PSM was done to present their current uses [ ]. It was then shown that 

the PSM can maintain breathing measurements overnight despite the presence of 

background noise (e.g., fan noise or sleep noise machine), which completely overpower the 

audio measurement. Furthermore, audio measurements have also been shown to support 

PSM measurements. Specifically, obstructive sleep apnea (OSA) was discussed where chest 

movement continues, which is hard to differentiate using PSM alone, despite a lack of 

oxygen reaching the lungs and is typically presented with restricted breathing or snoring 



 

 

sounds. In this scenario, audio measurements are able to detect the respiratory sounds (e.g., 

restricted breathing), which in combination with the PSM measurements could lead to 

more effective OSA detection methods. The final observation was in a multi-modal 

approach, some of the issues associated with user privacy using microphones can be 

mitigated as the PSM could be used to trigger a microphone to turn on or off.  

The final contribution was the investigation into the impact of environmental 

factors on the cough sound recordings. Specifically, with the onset of the COVID-  

pandemic, the adoption of face coverings in the presence of others has become common 

practice. An investigation of the impact of wearing a face covering (e.g., fabric mask) was 

conducted in order to create a face covering model that may be used to ensure pre-existing 

respiratory monitoring methods will maintain performance when an individual is wearing 

a face covering [ ]. Furthermore, results suggest that the application of face covering 

models may be an effective data augmentation technique when evaluating human vocal 

sounds. This is especially true in the case of health-related respiratory sounds where 

medically labeled data is very scarce.  

.  Future Work 

The procedures in this thesis were developed with the intention that they will be expanded 

through continued research. Building on this thesis, the most relevant areas for future work 

would include implementation in a semi-real-world setting (e.g., the smart home research 

apartment in our lab), implementation of quasi-real-time processing, and a more detailed 

investigation into the multi-modal use-case of audio-based recording methods and pressure 

sensitive mat modalities. Using a multi-modal approach may improve performance when 

evaluating overnight breathing, especially as it relates to sleep apnea. Additionally, one of 



 

 

the largest issues with this research area is the lack of medically labeled datasets, especially 

as it relates to specific respiratory conditions. Future work may include a possible 

partnership with a respirologist who could provide both a patient population and the 

relevant medical information to improve characterization methods. Furthermore, a subset 

of patients who may be willing to record a series of cough sounds over a longer period of 

time would be able to support the idea that disease deterioration occurs slowly, and possible 

early identification may be medically relevant.  
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Appendices 

Appendix A – Additional Audio Data Information 

A.  Respiratory Sound Examples 

The following section presents file names of a selection of respiratory sounds investigated 

in this work, which are provided as a supplementary zip file to this thesis.  

Wet Cough: ReSo dataset ‘wet_like_cough.wav’ 

Dry Cough: ReSo dataset ‘dry_like_cough.wav’ 

Whooping cough: ReSo dataset ‘whooping_like_cough.wav’ 

COVID-  cough:  

- Dry like cough: NoCoCoDa dataset ‘COVID-19_dry_like_cough.wav 

- Wet like cough: NoCoCoDa dataset ‘COVID-19_wet_like_cough.wav 

Restricted Breathing Event: ReSo dataset ‘restricted_breathing.wav’ 

Ambient sounds: 

- Telephone ringing: DCASE-  dataset ‘telephone_ringing.wav’ 

- Dog barking: DCASE-  dataset ‘dog_bark.wav’ 

- Cat meowing: DCASE-  dataset ‘cat_meow.wav 

- Knock: DCASE-  dataset ‘knock.wav 

- Shattering: DCASE-  dataset ‘shatter.wav 

Elbow Modeled Cough Sounds 

- Original wet cough: ReSo dataset ‘wet_cough_before_modeling.wav’ 

- Modeled ELB cough: ReSo dataset ‘wet_cough_after_ELBmodeling.wav’ 

Normal breathing with minimal noise: ‘norm_breathing.wav’ 
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Normal breathing in the presence of pink noise: noise_breath.wav 

A.  COVID-  Datasets  

A literature review of other COVID-  datasets was performed at the peak of the pandemic. 

The focus of this thesis eventually shifted from some COVID-  specific evaluations to a 

more general approach to the characterization of respiratory sounds that can be harnessed 

to evaluate and respiratory disease. The following section details the original literature 

review performed at the end of , outlining the COVID-  audio datasets that were 

available at that time.  

A. .  Corswara 

The Indian Institute of Science (IISc) Bangalore created project Coswara in  aimed to 

create a diagnostic tool for COVID-  using respiratory and speech sounds [ ]. In addition 

to their own methods (not released at this point) they have released the dataset in addition 

to other metadata information [ ]. All data collection was collected globally using a 

website based acquisition user interface (https://coswara.iisc.ac.in) that allowed for data 

collection on a computer or cellphone recorded at kHz [ ]. The dataset and majority 

of metadata was released on GitHub (https://github.com/iiscleap/Coswara-Data). The 

demographic information of participants is available via their own website 

(https://iiscleap.github.io/coswara-

blog/coswara/ / / /visualize_coswara_data_metadata.html) [ ].  

As of August th, ,  participants had recorded at least one time [ ]. Each 

participant performed nine recordings (Table I) [ ]. All recordings were manually verified 

to contain the indicated sound (Table I) and the audio quality (clean, noisy, or bad – which 
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were eliminated) by  annotators with no overlap in recordings [ ]. In addition to the 

recordings, age, gender, location, self-reported current health status (healthy, exposed, 

cured, infected), and presence of comorbidity (Table II) were also provided [ ]. 

Metadata information for the Coswara dataset is presented in Table III. Most of the 

recordings were recorded from healthy (male) participants (mean age of  years old) 

TABLE I – COSWARA DATASET RECORDING PARADIGM 

Number Recording 

. Shallow breathing  

. Deep breathing  

. Shallow Cough  

. Heavy Cough 

. Sustained vowel phonation /ey/ as in ‘made’ 

. Sustained vowel phonation /i/ as in ‘beet’ 

. Sustained vowel phonation /u/ as in ‘cool’ 

 -  digit counting (normal speed) 

. -  digit counting (fast paced) 

TABLE II – COSWARA DATASET SELF-REPORTED UNDERLYING CONDITIONS 

Condition Number of reported individuals 

Cough  

Smoker  

Hypertension  

Cold  

Diabetes  

Using mask Yes = , No =  (undefined = ) 

Ischemic heart disease  

Breathing difficulties   

Sore throat  

Fever  

Fatigue  

Muscle pain  

Loss of smell and taste  

Covid test status  Pos = , Neg = , Not taken =  

Pneumonia   

Diarrhoea  

Chronic lung disease  
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proficient in the English language located in India between May  and October  

[ ]. There is also an indication that a subset of the participants recorded sounds at least 

one day apart, though it appears as though identifying the recordings from these individuals 

is quite difficult based on the labeling methods chosen [ ].  

A. .  CoughVid 

Another dataset was collected by the École Polytechnique Fédérale de Lausanne (EPFL), 

Switzerland [ ]. Like the Coswara dataset, the CoughVid dataset was also crowdsourced 

with more than ,  recordings ( ,  of which have self-reported to have COVID- ) 

[ ]. Recordings were collected between April st  and September th  via a web 

application (https://coughvid.epfl.ch)[ ]. The data for this period was released and is 

available on zenodo(https://zenodo.org/record/ #.YDAbKi b p). In addition to 

the dataset the researchers have also a pre-processing machine learning algorithm to 

identify if a recording did indeed include a cough sound, which was not publicly available 

[ ].Using this pre-processing method, they have reported that approximately % of the 

TABLE III – COSWARA DATASET METADATA SUMMARY 

Measure Description 

Age  ±  years 

COVID-  Health Status 

(self-reported) 

Healthy ( ) /. No Respiratory Ilness Exposed ( ) / Asymptomatic Positive COVID-  

( ) / Positve COVID-  with Mild Symptoms ( ) / Positve COVID-  with moderate 

Symptoms ( ) / Fully Recovered ( ) / No Respiroatoy Illness Defined ( ) 

English Proficiency  Yes ( ) / No ( )  

Sex Female ( ) / Male ( ) 

Location India ( ) / United State of America ( ) / Canada ( ) / France ( ) / Other ( ) 

Recorded multiple 

recordings 

Yes ( ) / No ( ) / Not Listed ( ) 

Recording Date Range February  – January   
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recordings through their web application contained a cough resulting in  recordings 

in total for possible use [ ].  

In addition to the cough sounds, a variety of metadata was also included. 

Demographic information in summarized in Figure I, with data collection occurring from 

April  to September  [ ], which shows a wider location spread when compared 

to the Coswara dataset. Within the dataset, only  participants self-reported having a 

positive COVID-  diagnosis,  self-reported as experiencing symptoms without a 

COVID-  diagnosis and  self-reported as being healthy (with the remainder not 

responding) [ ]. Age, gender, presence of a pre-existing respiratory condition, 

experiencing muscle pain or fever were also reported.  

To supplement the dataset, the researchers recruited three expert pulmonologists 

reported to have evaluated  recordings each (though only  were included in the 

released dataset for each expert) with respect to the factors described in Table IV [ ]. In 

this case there was an overlap in the recordings that the experts evaluated (  in total or 

 

Figure I. Description of CoughVid  [ ] data recording locations. 
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%) [ ]. Among the  recordings there were some concerning results with respect to 

inter-expert variability, reported using Fleiss’ Kappa scores in Table IV [ ].  The only 

categories that had fair to moderate agreement were the presence or absence of nasal 

congestion, type of cough and possibly the severity of the cough sound (Table IV) [ ]. This 

is consistent with the expected human ability to listen to a cough sound without 

amplification (i.e., stethoscope), which presents an area to overcome when building 

automatic machine learning methods.  

In addition to the self-reported COVID-  positive labels directly from the 

participants, the expert pneumologists were also asked to perform auditory cough diagnosis 

(Table IV) [ ]. It was quite clear that the agreement between experts was quite poor 

( = 0.0031) [ ]. Upon further investigation expert  and expert  had some 

agreement with respect to diagnosis of COVID-  ( = 0.0774), however expert  did 

not diagnose COVID-  in any of the overlapping recordings [ ]. Of the  recordings that 

were labeled as COVID-  by at least one expert, only  of them had majority census 

between expert  and  [ ]. When expert and  did agree that a recording was COVID- , 

expert three labeled the recording as upper respiratory infection . % of the time (lower 

respiratory infection . % of the time and nothing . % of the time) [ ]. There were  

recordings in total that were labeled as COVID-  by at least one expert [ ].  

Based on the low agreement levels, the self-reported labels from participants may 

provide a better indication of COVID-  status. This is supported by discussions with 

physicians who are sceptical that respiratory conditions could be identified with a cough 

sound without amplification, especially in the case of COVID- .  
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TABLE IV– COUGHVID EXPERT LABELING DESCRIPTION 

Category Options Inter-Expert Label 

Consistency  

Quality  

(E  n = ) / (E  n = ) / (E  
n = ) 

Good (cough present with minimal background noise)[E  

– ;E2 - 422 ;E3 - 749];  
Ok (cough presented with background noise) [E  – ;E  

-  ;E  - ];  
Poor (cough present with significant background noise) 

[E  – ;E2 - 93 ;E3 -15] ;  

No cough present [E  – ;E2 - 19 ;E3 - 25] 

Poor ( = −0.12) 

Cough type 

(E  n = ) / (E  n = ) / (E  
n = ) 

Wet[E  – ;E2 - 133 ;E3 - 291];   

Dry[E  – ;E2 - 600 ;E3 - 358];   
unknown [E  – ;E2 - 86 ;E3 - 146];  

Fair ( = 0.23) 

Dyspnea (shortness of 

breath) 

(E  n = ) / (E  n = ) / (E  

n = ) 

True [E  – ;E2 - 96 ;E3 - 2];   

False [E  – ;E2 - 724 ;E3 - 818];   

Slight ( = 0.04) 

Wheezing 

(E  n = ) / (E  n = ) / (E  

n = ) 

True [E  – ;E2 - 83 ;E3 - 2];   
False [E  – ;E2 - 737 ;E3 - 818];   

Slight ( = 0.04) 

Stridor (high pitched 

wheezing) 

(E  n = ) / (E  n = ) / (E  
n = ) 

True [E  – ;E2 - 32 ;E3 - 1];   
False [E  – ;E2 - 788 ;E3 - 819];   

Poor ( = −0.01) 

Choking 

(E  n = ) / (E  n = ) / (E  
n = ) 

True [E  – ;E2 - 25 ;E3 - 0];   

False [E  – ;E2 - 795 ;E3 - 820];   

Poor ( = −0.01) 

Congestion 

(E  n = ) / (E  n = ) / (E  
n = ) 

True [E  – ;E2 - 23 ;E3 - 3];   

False [E  – ;E2 - 797 ;E3 - 817];   

Moderate ( =0.49) 

Nothing (nothing specific is 

audible) 

(E  n = ) / (E  n = ) / (E  

n = ) 

True [E  – ;E2 - 586 ;E3 - 787];   

False [E  – ;E2 - 234 ;E3 - 33];   

Slight ( = 0.1) 

Diagnosis 

(E  n = ) / (E  n = ) / (E  

n = ) 

Upper infection [E  – ;E2 - 183 ;E3 - 364];   
Lower infection [E  – ;E2 - 173 ;E3 - 194];   

Obstructive disease [E  – ;E2 - 112 ;E3 - 35];   
COVID-  [E  – ;E2 - 285 ;E3 - 1];   

Healthy cough [E  – ;E2 - 67 ;E3 - 199];   

Poor ( = 0) 

Severity 

(E  n = ) / (E  n = ) / (E  

n = ) 

Pseudocough (healthy) [E  – 249;E2 - 50 ;E3 - 196];   
Mild  [E  – ;E2 - 572 ;E3 - 447];   

Severe   [E  – ;E2 - 59 ;E3 - 105];   
Unknown  [E  – ;E2 - 139 ;E3 - 48];   

Slight ( = 0.12) 
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A. .  COVID-  Sounds App (Cambridge) 

The COVID-  sounds app from Cambridge University was also developed based on crowed 

sourced voluntary cough events (https://covid- -sounds.org/en/) and a subset of the data 

is available upon request [ ]. Data collection was done using either a web-based or an 

android phone application over the course of the collection period (up to May nd ) 

[ ]. A total of  cough sounds and  breathe samples from  users was released from 

the larger reported dataset [ ]. The following discussion focuses on the shared data rather 

than the larger more encompassing dataset.  

Along with the recordings of cough and breathe, an indication of symptoms was also 

included. Each recording was labels as either ‘no cough’ or ‘with cough’ indicating whether 

the user self-reported having a cough or  ‘no symp’ means that the user did not report having 

any symptoms [ ]. There was also a label to indicate whether the user reported to have 

asthma [ ]. Other metadata including other symptoms, age and location were not included 

in the shared dataset [ ]. More detailed description of recordings is shown in Table V, 

again no other descriptions were included in this release.  

TABLE V– COVID-19 SOUNDS APP DATA DESCRIPTION 

REPORTED RESPIRATORY 

CONDITION (S) 

RECORDING METHOD REPORTED SYMPTOMS NUMBER OF RECORDINGS 

(/BREATH & /COUGH)  

BREATH COUGH 

Asthma Android Cough    

Asthma  Web-app Cough   

Covid-  Android No cough   

Covid-  Android Cough   

Covid-  Web-app No cough   

Covid-  Web-app Cough   

Healthy Android No symptoms   

Healthy  Android Cough   
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A. .  Virufy 

The final dataset of COVID-  cough sounds is VIRUFY, a crowdsourced dataset that was 

compiled to include clinical results from the COVID-  PCR test in addition to the 

recordings [ ]. All recorded data were collected in a hospital setting between April st 

and nd,  under the supervision of physicians and is available via GitHub 

(https://github.com/virufy/virufy_data)[ ]. As it included medical labels, there is an 

understandably smaller amount of individual participants (  in total,  COVID-negative 

and  COVID-positive) [ ]. However, after cough segmentation was performed manually 

there were a total of  cough sounds (  COVID-negative and  COVID-positive) [ ]. 

Participants also self-reported underlying conditions and current symptoms as described in 

Table VI [ ].  

 

Healthy Web-app Cough   

Healthy  Web-app No symptoms   

TABLE VI– SELF-REPORTED METADATA FROM VIRUFY PARTICIPANTS 

Underlying conditions Symptoms 

Age ( - , mean = yrs) Sore throat (n = ) 

Gender ( F, M) Loss of taste (n = ) 

M
ed

ic
al

 h
is

to
ry

 Asthma or chronic lung disease (n = ) Loss of smell (n = ) 

Congestive heart failure (n = ) Shortness of breath (n = ) 

Diabetes with complications (n= ) Body aches (n = ) 

Smoker (n = ), non-smoker (n = ) New or worsening cough (n = ) 

Fever, chills, or sweating (n = ) 
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Appendix B – Ethics Documentation for the Covered Cough 

Sounds Dataset  

The recruitment and ethics documents for the Characteristics of Cough Sounds, which has 

been cleared by the Carleton University Research Ethics Board-B (CUREB-B Clearance # 

). 

 
Figure II. Covered cough sounds recruitment email template. 

  

 
  

   
Carleton University, Ottawa ON 

1125 Colonel By Drive 
 madison.mcfarlane@sce.carleton.ca 

 

 
 

  

   
 NOTE: this email may be sent from any of the researchers and will be signed by the person sending the 

email. 
 
From: Madison Cohen-McFarlane <madison.mcfalrane@sce.carleton.ca>  
To: Madison Cohen-McFarlane < madison.mcfalrane@sce.carleton.ca >(Sent to recipients via bcc) 
Subject: Participants needed for cough sound research 
 
We are conducting research to investigate cough characteristics as an indication of human health. With 
the current pandemic, many people have adopted to wearing a face covering and are more aware of their 
own cough sounds. Specifically, this research aims to evaluate how a cough sound may change in the 
presence or absence of face coverings (e.g., reusable mask). This information will then be applied to 
currently existing cough characteristic algorithms so that they will be able characterize both covered and 
uncovered cough sounds.  
 
We are recruiting participants of all ages (19 or older) to help us collect example cough sounds from a 
large variety of people. Your involvement involves answering a short questionnaire and recording a series 
of coughs into your own recording device (e.g., phone, tablet, computer  which will both be directly 
uploaded to a secure server by you. It should take no more that 30 minutes and one-on-one technical 
support is available if needed. If you are interested in being a part of this experiment, please reply to this 
email.  
 
This research has been cleared by Carleton University Research Ethics Board-B (CUREB-B Clearance # 
115088). If you would like to contact the committee regarding this research, you may contact Prof. 
Bernadette Campbell, Chair, at ethics@carleton.ca. 
 
Researchers: 
Madison Cohen-McFarlane 
(madison.mcfarlane@sce.carleton.ca) 
Bruce Wallace (Raymond.wallace@carleton.ca) 
Fatima Hassan (FatimaHassan3@cmail.carleton.ca)  
Saiful Huq (SAIFULHUQ@cmail.carleton.ca)  
Pencheng Xi (Pengcheng.Xi@nrc-cnrc.gc.ca) 
Julio Valdes (Pengcheng.Xi@nrc-cnrc.gc.ca) 
Karim Habashy (Karim.Habashy@nrc-cnrc.gc.ca)  

Supervisors: 
Rafik Goubran (goubran@sce.carleton.ca) 
Frank Knoefel (FKnoefel@bruyere.org)  

 

 
Respectfully, 
Madison Cohen-McFarlane 
Lead Researcher 
 
PS  If you are on this list, you are either a friend/acquaintance of mine or have expressed interest in my 
research. Please let me know if you would not like to receive any similar future emails.  
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Figure III. Covered cough sounds sharefile access email sample. 

  

 
  

   
Carleton University, Ottawa ON 

1125 Colonel By Drive 
 madison.mcfarlane@sce.carleton.ca 

 

 
 
 

 
Figure 2. Registration page 

 
Figure 3. Verification code 

 
Figure 4. Password creation 

 
Figure 5. Sign in 

 
 

  
 

Figure IV. Covered cough sounds general questionnaire. 

  

 
  

   
Carleton University, Ottawa ON 

1125 Colonel By Drive 
 madison.mcfarlane@sce.carleton.ca 

 

 
 

 

Participant Number: Date:      

 
Background Information:  
This research has been cleared by Carleton University Research Ethics Board-B (CUREB-B Clearance # 
115088). You can choose not to answer any of the questions, please mark them with a -  or leave them blank if 
you choose to do so.  
 

Gender  Male  Female  Other       

Age ## years 

   

Underlying Respiratory Factors 

Do you smoke 
cigarettes? 

Yes Yes ----  No, have you recently quit? , if so how long ago? duration 

Asthma  Yes   No 

Cold  Yes   No 

Flu   Yes   No 

Chronic 
Respiratory 
Condition 

 Yes, description  No 

 
 
 
 
 
 
 
 
 

  

 
  

   
Carleton University, Ottawa ON 

1125 Colonel By Drive 
 madison.mcfarlane@sce.carleton.ca 

 

 
 

Have you been diagnosed with COVID-19 (via an official test)? 

 Yes, Date:        No 

  

Do you have any other respiratory conditions that were not mentioned? 

description 

 

Testing Conditions: 
Please describe how you performed the recordings with as much detail as possible 
 

What device did you use to record your coughs? e.g. phone, computer, ... 

 
 

What types of face coverings did you use? (please list in the order that you recorded them) 

 

1. e.g. disposable mask 

2. e.g. fabric mask 

3. e.g. n95 mask 

4. ... 
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