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Abstract  

Auto-scaling mechanisms allow applications running on Cloud environments to 

maintain a guaranteed Quality of Service while efficiently utilizing resources and keeping 

operational costs low for the service providers. However, creating such an auto-scaling 

framework may be challenging due to the need to precisely estimate resource usage while 

the workload patterns vary significantly. 

The research presented in this thesis focuses on automatic provisioning of compute 

resources in the Cloud performed by an intermediary enterprise for a single client 

enterprise. The enterprise hosting a broker uses techniques for dynamically controlling the 

number of resources used by the client enterprise. The research introduces three auto-

scaling techniques: a reactive, a proactive and a hybrid technique. These techniques allow 

resources to be scaled based on user demand. 

The primary goal of these auto-scaling techniques is to achieve a profit for the 

intermediary enterprise while maintaining the desired grade of service for the client 

enterprise. A secondary goal is to generate a lower cost for the client enterprise in 

comparison to the situation in which the client acquires resources directly from the cloud 

provider. The techniques support both on-demand requests as well as requests with service 

level agreements (SLAs). The effectiveness of the proposed auto-scaling techniques is 

demonstrated through experiments performed on proof of concept prototypes and 

simulations. The experimental results show that for a number of different combinations of 

system and workload parameters experimented with, the proposed algorithms lead to a 

significant broker profit and a lower user cost in comparison to a conventional non-auto-

scaling system.  
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Chapter 1 Introduction 

The cloud computing paradigm has become pervasive because of an increase of 

applications deployed on configurable resources (e.g., networks, servers, storage, 

applications, and services) that can be rapidly provisioned. The cloud environment offers 

an organization the ability to shift its IT operations from a traditional Capital Expenditure 

(CAPEX) model [1], where the organization procures dedicated hardware that depreciates 

over time to an Operational Expenditure (OPEX) model. This allows the use of a shared 

cloud infrastructure on-demand, with the benefit of only paying for the amount of resources 

used up by the organization. This flexible pricing scheme offers the ability for cloud users 

to acquire resources by paying a fixed price per unit time for a cloud resource, also known 

as an on-demand or a pay-as-you-go pricing model [2]. This chapter presents an overview 

of cloud computing leading up to the necessity to introduce auto-scaling, and subsequently 

highlighting the benefits of employing auto-scaling techniques in cloud computing 

environments. Several use cases that establish the relevance of the auto-scaling problem 

are presented. The chapter also describes the challenges faced while employing auto-

scaling strategies. Finally, the chapter concludes with a summary of the important 

contributions of the thesis. 

1.1 Overview 

Cloud computing has become a mainstream part of the Information Technology 

(IT) world, with far-reaching impacts for many enterprises.  The cloud offers a solution for 

capacity planning issues that have plagued organizations and IT departments in the past. 

Capacity planning is the ability for estimating the computer hardware, software and 

connection infrastructure resources that will be demanded by the various applications run 
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by the enterprise, over a period of time. This application demand, also known as workload 

demand [3], is the demand placed on a system resources, such as CPU, memory, I/O 

throughput and network throughput, by the enterprise’s application. More enterprises are 

looking to migrate their workloads running on-premises systems to an equivalent cloud-

provided platform. To realize this business opportunity, Gartner predicts [4] that the 

number of cloud managed service providers is predicted to triple by 2020 while the cloud 

computing services will be a $300 billion business by 2021. While enterprises are keen on 

migrating their applications to expand into cloud services and making them an integral part 

of their digital business initiatives, three major concerns need to be addressed, according 

to research firm, International Data Corporation [5]. The first two are based on the 

perceived risks of unauthorized access to sensitive or restricted information, and the 

possibility that the cloud provider may not be able to provide access to information 

indefinitely as a result of disruption in operations. These are concerns that the enterprises 

have based on the reputation and trust of a cloud provider. The final concern is based on 

application performance and effectively estimating the amount of resources that are 

required to be leased. This is similar to the capacity planning scenario, with the exception 

of the cloud capacity not being typically limited by the resources made available to the 

enterprise. Capacity planning is required to manage enterprise costs while also ensuring 

that the workload demands are met. This thesis focusses on devising techniques to handle 

application performance while efficiently utilizing cloud resources. 

1.1.1 Cloud Computing 

The National Institute of Standards and Technology (NIST) defines cloud 

computing as a model for enabling ubiquitous, convenient, and on-demand network access 
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to a shared pool of configurable computing resources [6], providing highly available, 

reliable, and elastic services to cloud users. Elasticity is defined as the degree to which an 

application or system deployed inside a cloud infrastructure, autonomously adapts its 

capacity to workload demands over time [7]. To utilize the benefits of elasticity with on-

demand cloud resources, a technique known as auto-scaling is used, where the number of 

resources utilized in supporting job execution in a cloud environment, changes 

automatically based on system load. While cloud providers allow resources to be 

provisioned based on demand changes, deciding on the appropriate number of resources is 

not a trivial task [8]. Auto-scaling with compute resources forms the focus of this research, 

with Chapter 3, Chapter 4, Chapter 5 and Chapter 6 describing auto-scaling techniques 

using only compute resources. Auto-scaling network resources in conjunction with 

compute resources is discussed in Chapter 7.  

1.1.2 Service Level Agreements and QoS Guarantees 

The on-demand nature of a cloud environment leads to significant cost savings for 

the organization as compared to deploying applications on-premise. However, the 

organization is also interested in ensuring that their requests, specific to the applications 

deployed on the infrastructure, are completed in a timely manner. One way to accomplish 

this is to introduce Service Level Agreements (SLAs) for the workload by allowing 

requests to specify an earliest start time and deadline for the requests. These types of 

requests are also referred to as advance reservation (AR) requests in the literature [9]. ARs 

are an important feature of clouds and distributed systems [10]. The requests used in this 

research have SLAs which include adhering to some request characteristics and have been 

described in more detail in Section 3.1.2. However, some requests may not have any 
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deadlines associated with them. These requests are known as on-demand (OD) requests. 

Although cloud computing has simplified capacity provisioning, it poses several 

challenges in the area of Quality of Service (QoS) management. QoS denotes the levels of 

performance, reliability, and availability offered by an application and by the platform or 

infrastructure that hosts the application. The challenge for a cloud provider offering its 

infrastructure to its customers is to maintain a QoS for guaranteeing metrics such as a low 

response time, high throughput and high service availability. QoS is imperative for cloud 

users expecting cloud providers to deliver the advertised quality characteristics, and for 

cloud providers, to determine the tradeoffs between QoS levels and operational costs. The 

SLAs that are considered by the resource management algorithms presented in this thesis 

capture the requirements of specific requests. Since an SLA is related to an individual 

request, this work also introduces the Grade of Service (GoS) criterion, which considers 

the overall QoS for the entire user application, encompassing all user requests. Further 

details about the GoS criterion may be found in Section 3.1. 

1.1.3 Service Models 

NIST defines three service models for cloud computing, as illustrated in Figure 1.1 

and described next. 

1. Cloud Infrastructure as a Service (IaaS) 

This is a service that allows provisioning compute, storage and networks resources 

where the user can deploy and run arbitrary software, which may include operating systems 

and applications. IaaS resources are usually controlled via an API that allows cloud 

resources to be provisioned, removed or monitored. 

2. Cloud Platform as a Service (PaaS) 
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This is a service that allows users to deploy software applications onto the cloud 

provider’s infrastructure. The software applications are written with popular programming 

languages and tools supported by the cloud provider. PaaS providers present users with an 

environment in which the operating system, an interpreter or a compiler to run the program 

are already pre-configured. The PaaS providers also provision the underlying server 

hardware and network infrastructure, allowing users to focus on the application 

development of their product or service. 

3. Cloud Software as a Service (SaaS) 

This is a service that provides access to a provider’s applications running on a cloud 

infrastructure. The applications are accessible from various client devices through a 

web browser (e.g., web-based email). SaaS moves the responsibility of managing 

software and its deployment from end-users to third-party services. 

 

Figure 1.1: Service models for Cloud Computing [11] 

1.1.4 Pricing 

Cost is an integral component when optimizing the cloud environment. Pricing of 

cloud services allow users to choose a cloud service provider that best suits their 
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requirement, by either reserving cloud resources in advance or by buying those resources 

on-demand. A cloud provider is equipped with a price-setting mechanism which sets the 

current price for the resource based on market conditions, user demand, and current level 

of utilization of the resource.  

Pricing can either be fixed or dynamic depending on market conditions prevalent 

in the cloud environment [19]. For fixed pricing, instances are charged by the hour by many 

cloud providers including Amazon [2] and Microsoft [12]. In such cases, a fraction of an 

hour is counted as a whole hour. Therefore, part of the resource time remains unutilized if 

machines are released before a whole hour operation. In addition to the full hour principal, 

clouds now usually offer various instance types, such as high-CPU and high I/O instances 

[2]. Though fixed pricing is the dominant strategy today, dynamic pricing is used to handle 

unpredictable demand [13]. Regarding dynamic pricing, the authors of [14] present a 

revenue maximization framework to tackle the dynamic pricing problem in an IaaS cloud 

by modelling a stochastic dynamic program to calculate optimality conditions for setting 

the prices. 

This research tackles the problem of handling this unutilized time due to idling 

resources by allowing users to rent resources by paying per second rather than per hour. 

This allows users to pay only for the time that the resource is utilized by their request. The 

broker earns a profit by allowing multiple requests to share the same resource, thereby 

minimizing the amount of idle for each resource. The charging for the resources and 

invoicing the end-user is the responsibility of the cloud vendor. With respect to cloud 

usage, the cost to the end-user is a combination of communication cost and the charges the 

user pays to the cloud vendor. Other pricing models in which users can pay only for a part 
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of an hour of resource usage have also been recently introduced by some cloud service 

providers and are considered in Chapter 7. 

1.1.4.1 On-Demand IaaS Instances 

On-Demand instances from an IaaS allows a customer to pay for compute capacity 

by the hour with no long-term commitments. This enables the customer to operate without 

the overhead from the costs and complexities of planning, purchasing, and maintaining 

hardware and transforms what are commonly large fixed costs into much smaller variable 

costs. 

1.1.4.2 Reserved IaaS Instances 

Reserved Instances by an IaaS gives the customer an option to make a low, one- 

time payment for each instance the customer wants to reserve, typically for a period of 1-

year or 3-years. The customer, in turn, receives a significant discount on the hourly usage 

charge for that instance. After the one-time payment for an instance, that instance is 

reserved for the customer, and the customer has no further obligation after the upfront 

payment. Though reserved instances allow a cloud customer the option to make a one-time 

upfront payment for each instance, they are not suitable for users that want to lease 

resources for a short period of time. 

1.1.4.3 Network Pricing 

There are different pricing mechanisms utilized by different cloud providers when 

pricing network resources. A single data center network supports two types of traffic: (a) 

traffic flowing between external end systems and internal servers (known as North-South 

traffic [15]), and (b) traffic flowing between internal servers (known as East-West traffic 

[15]). Most cloud providers charge for network traffic entering and leaving the data center. 
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Additionally, cloud providers are incentivized to reduce East-West traffic as it may lead to 

network bottlenecks. However, most public cloud providers do not allow end-users to 

reserve network bandwidth. Some software platforms for cloud management such as 

OpenStack [16], provide the capability to end-users to reserve bandwidth. Such capabilities 

for reserving bandwidth require wider adoption by major public cloud providers. 

Moreover, network resources used by public cloud providers are shared between many 

users; hence there are no guarantees for latency, bandwidth and failure handling. 

1.2 Motivation and Objectives 

The objective of this thesis is to introduce auto-scaling techniques that manage 

resources for the organization that have a variable workload demand. This thesis focusses on a 

homogeneous environment in which all compute resources are identical. Investigating a system 

with multiple types of computing resources forms an important direction for future research. 

The auto-scaling systems are deployed inside an entity referred to as the broker. The techniques 

focus on generating a profit for the broker while reducing the costs for the organization using 

the broker to auto-scale the resources acquired for the organization. In this thesis, the 

organization has been referred to as a Single Client Enterprise, that utilizes the services of the 

broker by sending user requests that need to be serviced by acquiring cloud resources, in 

accordance with the request SLA that includes a deadline. The motivation behind adopting 

an auto-scaling strategy is having the resources available when demand increases in 

addition to minimizing idling resources when demand decreases. Traditional approaches 

to handling peak demand involve over-provisioning or allocating a large number of 

resources. During off-peak hours, these resources would be idling, although the 

organization will still incur the cost of resource renting. Employing auto-scaling strategies 

address this challenge, reducing the costs incurred. Instead of forcing an organization to 
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acquire the resources before deploying an application, resources may be incrementally 

added or removed as the demand for the application fluctuates over time. Moreover, instead 

of over-provisioning the application’s infrastructure to meet the peak workload demands, 

the organization may employ auto-scaling techniques to control expenditure during low 

usage periods while still being able to satisfy peak demands during high usage periods. As 

shown in Figure 1.2, the organization may choose to over-provision (see Figure 1.2 (a)). 

This guarantees resource demands to always be met, in addition to the organization paying 

for the excess capacity which remains unutilized during low demand periods. The 

organization may choose to embrace the on-demand nature of the cloud by acquiring and 

releasing resources using sub-optimal techniques that result in paying more when capacity 

is excess and being unable to handle peak demand when capacity is lower than demand as 

shown in Figure 1.2 (b). The object of the thesis is to come up with a technique that only 

provisions as many resources as required and removes resources when no longer required, 

thereby meeting the organizations demands while minimizing spending (see Figure 1.2 

(c)). 

 

Figure 1.2: Benefits of Auto-scaling (Based on [17]) 

There are multiple objectives of this research. One of the objectives is to devise 

techniques for auto-scaling cloud resources using different approaches that are outlined 

next. 
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• Reactive 

o This technique auto-scales resources as resource demand fluctuates. The 

decision to auto-scale is based on certain criteria and the broker is made to 

‘react’ to the request arrival. In this case, auto-scaling occurs after a specific 

change in system state has occurred. 

• Proactive 

o This technique auto-scales resources prior to when a change in resource 

demand occurs on the system. The decision to auto-scale is computed based 

on a time-series analysis made periodically using the history of request 

characteristics to forecast future request arrivals and their resource 

demands. In this case, auto-scaling occurs before the change in system state 

has occurred. 

• Hybrid 

o This technique uses a combination of the proactive and the reactive 

techniques to perform auto-scaling operations. When a new request arrives 

at the system and the resources controlled by the system are not adequate to 

service the request, new resources may be acquired reactively. Resources 

are also acquired proactively, based on the future demand computed by the 

system. 

The three auto-scaling techniques are then used to accomplish a key objective of 

increasing the broker profit while reducing the user cost for the organization. The hybrid 

auto-scaling technique is developed in order to achieve the benefits of both the proactive 

and the reactive approaches in one system and is expected to improve the overall system 
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performance in comparison to the pure reactive and pure proactive systems. 

The second objective is to ensure that a certain Service Level Agreement (SLA) for 

the requests sent by the organization are met. The SLA is a contract set up between the 

organization and the auto-scaling entity, in this case, the broker. This is similar to a legal 

contract, that once accepted by all parties, must be met by the broker, even if it leads to the 

broker incurring a loss. 

Chapter 3, 4, 5 and 6 in this thesis focus on auto-scaling only compute resources. 

However, an additional objective of the thesis is to auto-scale network resources in 

conjunction with compute resources. This is to address user requests which may require 

some data to be processed when executing the request. This data typically resides on a 

separate storage resource and needs to be transferred to the compute resource where the 

job is executing using the network. Controlling the data center network resource is not 

allowed when using typical public cloud providers like AWS or Azure. However, other 

cloud providers using OpenStack, for example, may allow their users to set bandwidth 

reservation as specified in their request [18]. Auto-scaling network resources is considered 

in Chapter 7. 

The motivation for auto-scaling network resources is similar to auto-scaling 

compute resources. Hence, the broker earns a profit when selling the network resources to 

the organization. However, this work introduces a new goal of attempting to reduce the 

East-West traffic flowing internally inside the Data Center. Thus, the techniques 

investigated in this research allow compute resources to be placed near storage resources 

in order to minimize network activity, thereby reducing costs for SCE as well as costs for 

the public cloud provider. 
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1.3 Contributions 

To investigate the behaviour of the system for the proposed algorithms introduced 

in Section 1.2, an event-driven simulation was developed.  Additionally, proof-of-concept 

prototypes were also developed for selected algorithms using resources from the Amazon 

public cloud. This research includes a detailed performance analysis of the proposed 

algorithms for various combinations of system and workload parameters using the 

simulator and the prototype. The contributions of this research to the state of the art are 

summarized next. 

• Three novel auto-scaling algorithms that handle SLA driven AR requests as well as OD 

requests for compute resources. 

o A reactive auto-scaling algorithm that scales the number of resources for the 

user in response to a change in the system workload. 

o A proactive auto-scaling algorithm that uses past workload for the system to 

predict the characteristics of the requests that are expected in the future, 

subsequently using this forecast to decide on the number of resources to be 

deployed when these predicted requests arrive.   

o A hybrid auto-scaling algorithm that combines the advantages of both the 

reactive and proactive techniques. 

• A Grade of Service Criterion: Auto-scaling operations always consider the Grade of 

Service for the user’s workload and maintain a strict criterion of accepting a given 

proportion of user requests that are guaranteed to be executed. 

• Insights into system behavior and performance are obtained from experiments 

performed on proof-of-concept prototypes as well as simulations.  Performance 
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evaluation demonstrates that for the set of system and workload parameters 

experimented with, a profit is accrued by the broker. Furthermore, the broker reduces 

the user cost for SCE in comparison to a system in which users directly acquire their 

resources from the public cloud provider. A number of key insights resulting from the 

performance evaluation of the auto-scaling techniques is presented. 

o Results demonstrate that the reactive techniques perform better in some cases 

while the proactive techniques perform better in other cases. 

o Using a hybrid technique results in a higher broker profit in comparison to using 

only a proactive or a reactive technique. 

• The thesis has focused primarily on compute resources. The research also demonstrates 

the ability of extending these auto-scaling techniques to handle network resources: it 

introduces a reactive auto-scaling technique that manages both compute and network 

resources while still enforcing the SLA and QoS requirements. 

o A performance analysis demonstrates that a profit is accrued by the broker 

while decreasing the user cost. 

o The auto-scaling technique helps reduce the East-West traffic in the Data Center 

that, in turn, reduces the utilization of the Data Center Network. 

The results of this thesis are useful to tier 2 service providers and researchers. 

The following publications have resulted so far from the research: 

1. A. Biswas, S. Majumdar, B. Nandy and A. El-Haraki, "Automatic Resource 

Provisioning: A Machine Learning based Proactive approach," in Proc. of 

International Conference on Cloud Computing Technology and Science 

(CloudCom), Singapore, pp. 168-173, December 2014.  
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2. A. Biswas, S. Majumdar, B. Nandy and A. El-Haraki, "An Auto-Scaling 

Framework for Controlling Enterprise Resources on Clouds," in Proc. of 15th 

IEEE/ACM International Symposium on Cluster, Cloud and Grid Computing 

(CCGrid), C4BIE Workshop, Shenzhen, China, pp. 971 - 980, May 2015.  

3. A. Biswas, S. Majumdar, B. Nandy and A. El-Haraki, "Predictive Auto-scaling 

Techniques for Clouds Subjected to Requests with Service Level Agreements," in 

Proc. of IEEE World Congress on Services (SERVICES), New York City, NY, 

U.S.A, pp. 311 - 318, June 2015.  

4. A. Biswas, S. Majumdar, B. Nandy and A. El-Haraki, "A Hybrid Auto-scaling 

Technique for Clouds Processing Applications with Service Level " in Journal of 

Cloud Computing, Volume 6, Issue 1, December 2017. 

1.4 Thesis Outline 

The layout of the thesis is presented as follows. Chapter 2 presents a literature 

survey of the related work that deals with auto-scaling and resource management 

techniques in the cloud environment.  Chapter 3 discusses the architecture for the major 

components of the auto-scaling system.  

Chapter 4, Chapter 5 and Chapter 6 present the techniques for reactive, proactive 

and hybrid auto-scaling respectively. These chapters introduce the respective broker 

architecture as well as outlining the algorithms for each of the techniques. These chapters 

also discuss the system and workload parameters used when performing experiments using 

the auto-scaling techniques. The performance of the respective technique and discussion 

of the performance results are also presented. Chapter 7 introduces the concept of auto-

scaling with network resources in addition to compute components. Chapter 8 concludes 
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the thesis and outlines the directions for future research. 
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Chapter 2  Related Work 

The problem of dynamic provisioning of resources in computing clusters has been 

studied extensively. Cloud elasticity and auto-scaling may be viewed as a generalization 

of the same problem, extended to a cloud environment. Section 2.1 discusses a 

representative set of existing researches on resource managers in clouds, which are used to 

perform auto-scaling operations. Research related to the various auto-scaling techniques 

for a reactive, proactive and a hybrid auto-scaler for managing compute resources are 

described in Section 2.2, Section 2.3 and Section 2.4 respectively. Finally, Section 2.5 

discusses the research related to auto-scaling the network component in a cloud/data-

centric environment. 

2.1 Resource Managers 

An important aspect to consider when designing resource managers for the cloud 

environment is to utilize available resources efficiently. 

Xu et. al. [19] describes a resource management framework called Anchor where 

resource management policies are separated from the management mechanism. The 

authors propose an algorithm for matching demands with VMs having different CPU, 

memory and storage resources based on user policies. The key contribution of this work is 

decoupling the user policies from resource management. OpenNebula [20], another 

resource management system for virtualized infrastructures, also decouples management 

policies with mechanisms for provisioning VMs. Auto-scaling decisions are made based 

on the conditions set by the service and not by individual requests. Haizea, proposed by 

Sotomayor et. al. [21] is a resource lease manager, providing leasing capabilities, such as 

handling ARs by allowing resource preemption. To satisfy SLAs, requests for resources 
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have to be prioritized, queued, pre-reserved, deployed on external clouds, or even rejected.  

Cost of VMs is an important consideration while acquiring and releasing resources. A 

framework called Aneka is proposed by Buyya et. al [10]. It provides users with an API 

for managing resources and expressing the business logic of applications by using 

programming abstractions. Aneka acquires, and releases resources based on the completion 

times of requests. If the current set of resources are unable to complete the newly arriving 

request before its deadline, additional resources may be acquired. Resources are released 

when certain threshold conditions are met. The provisioning algorithm of Aneka performs 

cost-optimization: allocating the minimum number of resources that enable the deadline to 

be met. Another research considers the cost of VMs is presented by Wang et. al. [22], who 

propose a system which employs a cloud brokerage service to reserve resources from a 

public cloud provider instead of acquiring them on demand. Their broker reserves 

resources at a bulk price that is lower than the on-demand price. The broker saves on costs 

by allowing multiple requests to be executed by one instance as well as maintaining a price 

gap between on-demand and reserved instance. Thus, the broker transfers these benefits to 

cloud users with heavy discounts while gaining profits from the achieved cost savings. To 

exploit the price benefits of reserved instances, the authors propose a set of dynamic 

strategies to decide when and how many instances to reserve, while maintaining a 

guaranteed performance for the user’s application. 

Each AR request in this thesis research has a deadline which needs to be met by the 

resource manager. When scheduled, requests are prioritized based on their deadlines to 

ensure SLAs are met. The research matches a request to a VM based on profit for the 

resource manager, referred to as a broker. The authors of [19], [20], and [22] are concerned 
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with the management of resources in a cloud environment but do not use deadline based 

resource allocation. As in the research presented in this thesis, the work in [21] and [10] 

consider requests associated with deadlines as the same types of request as used in this 

thesis, namely AR and OD requests. However, none of these works  [10], [19], [20], [21] 

and [22] use broker profit in making auto-scaling decisions.  

This thesis also maintains a Grade of Service (GoS) in addition to auto-scaling 

resources, by applying the auto-scaling operation to the whole service by maintaining an 

overall proportion of requests that must be accepted. [21] also decouples the auto-scaling 

policy from the auto-scaler and considers QoS as a criterion that impacts request rejections 

A similar criterion is also used by [20], which acquires resources by measures the quality 

of service of an application. The other papers do not use a criterion similar to GoS when 

auto-scaling resources. 

One of the goals of the thesis is to reduce user cost. This thesis proposes cost benefits 

using on-demand resources. Only [22] considers user cost as a metric when auto-scaling 

and attempts to reduce the user cost but does not consider profit for the resource manager 

that is considered in addition to user cost in the techniques described in this work. This 

research discusses dealing with network resources in addition to compute resources, when 

auto-scaling, whereas all other research papers described earlier only focus on scaling 

compute resources. Finally, this research uses machine learning in some techniques to 

predict future workloads in order to auto-scale resources. None of the other research papers 

discussed in this subsection consider proactive resource scaling. 

Automatic resource provisioning may be classified into reactive rule-based 

mechanisms, proactive mechanisms and hybrid techniques. None of the other research 



 19 

papers discussed in this subsection have used machine-learning for performing auto-

scaling. 

2.2 Reactive Auto-Scalers 

Traditional techniques for reactive auto-scaling consist of creating rules for changing the 

number of resources. This requires a significant effort from the application manager by 

selecting a suitable metric to base the scaling decisions on. In some cases, additional 

metrics may be combined to arrive at a scaling decision. For example, an application may 

be utilizing the CPU and memory of a compute resource. If the workload demand for the 

application increases, it may utilize more CPU and memory from one or more compute 

resources. Scale-up rules in such a case would depend on the application manager setting 

a rule to scale-up, once a threshold for a metric has been crossed. However, selecting the 

corresponding thresholds requires a deep understanding of workload trends for each 

application required to be auto-scaled. Reactive auto-scaling mechanisms generally rely on 

such thresholds for automatically scaling of resources. Amazon’s CloudWatch [23] utilizes 

such target metrics that are specified by its users to trigger action on reaching their 

thresholds. CloudWatch helps track metrics set by its users, collect and monitor log files 

and set alarms. CloudWatch also allows a system wide visibility into resource utilization, 

application performance and operational health which enables users to spot trends and 

make automated decisions based on the user’s cloud environment.  

Threshold based auto-scaling is also described by Dutreilh et. al. [24]. The authors 

suggest that thresholds need to be carefully tuned in order to avoid oscillations in the 

number of system resources (e.g. in the number of VMs or in the amount of storage 

assigned, a phenomenon known as thrashing). Oscillations may occur if the auto-scaling 
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system keeps changing the number of resources in order to satisfy the threshold rules. To 

prevent this problem, [24] also introduces a cool-down or calm period, a time during which 

no further scaling decisions can be committed, once a scaling action has been carried out. 

Conditions in the rules are usually based on a single, or at most two metrics such as the 

average CPU load of the VMs, the response time, or the input request rate. The average 

response time of the application is the metric used; for example, in [24]. 

An auto-scaling algorithm [25] introduced by the company RightScale, proposes 

combining regular reactive rules with a voting process. If the majority of the VMs agree 

on that they should scale up or down, that action is taken; otherwise, no action is planned. 

After each scaling action, RightScale recommends a 15 minute-period of calm time 

because new machines generally take between 5 to 10 minutes to be operational. Chieu et 

al. [26] initially established reactive rules based on the number of active sessions, but this 

work was extended by following the RightScale approach: if all VMs have active sessions 

above the given upper threshold, a new VM is provisioned. If the number of VMs with 

active sessions is below a given lower threshold and with at least one VM that has no active 

session, the idle one will be shut down. As RightScale’s voting system is based on rules, 

the technique is highly dependent on user-defined threshold values, and also, on the 

characteristics of the input workload. 

Lim et. al. [27] advocates to narrow the range between thresholds when more frequent 

decisions are needed. instead of using static thresholding for their control policy. This 

framework has a target range for meeting the goal by defining a high and low threshold. 

The system makes scaling decisions when measured thresholds fall inside the target range. 

The authors also suggest that an external controller should be empowered to operate their 
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own dynamic controllers, outside of the cloud platform itself, or perhaps as extensions to 

the cloud platform. This causes a decoupling of operations of the resource manager from 

the cloud provider’s mechanism to prevent cloud platforms from becoming weak as user 

workloads vary. 

Kouki et. al. [28] presents a system known as SCAling, which uses an analytic model 

that looks at a global objective when auto-scaling. SCAling is an approach for auto-scaling 

driven by SLAs. The global objective is to manage cloud elasticity, i.e., ensure that the 

number of used instances increases seamlessly during demand spikes to maintain 

performance, and decreases automatically during low demand periods to minimize costs. 

They create a control loop that follows a MAPE-K (Monitor, Analyze, Plan, Execute and 

Knowledge) control loop model. The SCAling Monitor function gathers information about 

infrastructure (e.g., number of instances at each tier, instance lifecycle), workload and SLA 

parameters. The gathered information is raised periodically to the SCAling function which 

analyzes whether it is necessary to re-plan capacity. It handles the trade-off between profit 

for the broker and customer satisfaction levels without requiring manual intervention.  

Previous work by the author of this thesis and other researchers presented by Melendez 

et. al. [29] has described reactive auto-scaling of resources based only on blocking ratio 

(B). More details about B are discussed in Section 4.1. A scale up operation is performed 

when the value of B goes above a particular threshold set by the user and a scale down 

operation is performed when B goes below a certain threshold. As with [27], a high and 

low threshold is used to avoid thrashing.  

Wang et. al. [22] proposes a system which employs a cloud brokerage service to reserve 

resources from a public cloud provider instead of acquiring them on demand. Their broker 
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reserves resources at a bulk price that is lower than the on-demand price. The broker shares 

the resources with multiple users while offering them per second billing. The goal of the 

thesis is to present different techniques to reduce user cost. Novak et. al [30] also present 

a technique for reactively auto-scaling compute resources that reduce costs for the user. 

They present two different approaches for reducing user cost, one that is cloud provider 

dependent and the other being cloud provider independent. Costs are reduced by decreasing 

the time to launch a VM even as user demand increases, thereby allowing users access to 

resources when they desire. 

The thesis introduces a grade of service that ensures that the blocking ratio for the system 

remains below a desired level specified by the users. Thus, the resource manager maintains 

the specified grade of service set by the single client enterprise (SCE), thereby providing 

SCE with a service level GoS guarantee. However, [23], [22], [25], [27] and [30] do not 

provide a guarantee for overall service performance when auto-scaling. Although [29] 

provides a blocking ratio, and [28] uses a global objective similar to the grade of service, 

they do not consider broker profit as a metric used in auto-scaling which forms the basis 

for resource management described in this thesis. 

The problem of oscillation is described earlier in this section with [24] solving the issue 

by introducing a cool-down period between successive auto-scaling operations. This thesis 

presents techniques that do not use a cool-down period by instead perform auto-scaling 

operations based on the expected profit for the broker. Hence, the broker controls the 

resources and acquires only when resources are deemed profitable. However, the resources 

are only released at the end of the “paid hour” (more details may be found in Section 4.1). 

Hence, resources are not acquired and released in succession. 
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One of the goals of this research is to reduce the cost for the user. Reduction of cost is 

also a focus of [22], [29] and [30]. While [29] considers ARs, [22] and [30] do not consider 

ARs while provisioning resources. 

2.3 Proactive Auto-Scalers 

Proactive resource management systems attempt to predict future workload while 

making scaling decisions. Moore et. al. [31] uses a proactive technique for resource 

provisioning that implements a real-time performance monitoring framework known as 

Platform Insights. which is responsible for performing auto-scaling decisions for their 

cloud platform. The proactive elasticity controller is designed to extend the functionality 

offered by reactive auto-scaling rules by generating predictive models based on them. The 

proactive controller comprises of three models: a time series forecaster and two 

incrementally updateable Naive Bayes models. For the time-series predictions, the authors 

use a Support Vector Regression (SVR) regression algorithm.  

Time-series analysis is the most used approach to build proactive auto-scaling techniques 

[32]. The accuracy in prediction (e.g. the upcoming requests) depend on the selected 

prediction technique and choosing the appropriate parameters. For example, the prediction 

technique needs to maintain an appropriate history window comprising of past events to 

make predictions. If the history window is too short, predictions will be inaccurate and if 

the history window is too long, the prediction operation will increase the time complexity 

of the algorithm. Additionally, the prediction technique needs to select a prediction interval 

which determines how often the technique is invoked. Time series analysis techniques are 

desirable for implementing auto-scalers, as they can effectively predict future demands 

arriving to elastic applications. Predictive techniques are desirable because they enable 
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resource to be acquired in advance, thus avoiding additional waits due to the time required 

to start new resources. 

This thesis uses a proactive auto-scaling technique for workload prediction using a time 

series analysis. Time-series analysis can be used to find repeating patterns in the workload 

or to forecast future values. In order to use time-series analysis in auto-scaling, a 

performance metric (such as the number of requests per time unit) is periodically sampled 

at fixed intervals. The result will be a time-series containing a sequence of last 

observations. Time-series algorithms extrapolate this sequence to predict future value. 

Some of the techniques used for this purpose in the literature are Moving Average, Auto-

regression (also referred to as ARMA), exponential smoothing, and machine learning 

approaches [8]. Bhagavathiperumal et. al [33] also use an approach based on ARMA to 

devise a proactive workload predictor that attempts to provisions resources prior to the 

increase in demand during peak hours. 

Nikhravesh et. al. [34] uses a proactive auto-scaling technique with time series analysis 

which proves a hypothesis on prediction accuracy of predictive auto-scaling systems for 

the IaaS layer of cloud computing. According to the hypothesis, prediction accuracy of 

predictive auto-scaling systems can be increased by choosing an appropriate time-series 

prediction algorithm based on incoming workload pattern. The authors utilize two time-

series prediction techniques known as Support Vector Regression (SVR) and Neural 

Networks (NN). The results of their experiments show that SVR has a better prediction 

accuracy in the environments with periodic and growing workload patterns, while NN 

outperforms SVR in forecasting unknown workload patterns. The authors also propose an 

architecture for a self-adaptive prediction framework using an autonomic approach which 
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can choose the best prediction technique based on the workload pattern, which leads to 

more accurate prediction. The authors emphasize more on the prediction techniques used 

when predicting the time-series for the workload.  

Some of the proactive auto-scaling techniques that use time-series analysis deal with 

pattern identification for detecting patterns in the workload. Gong et. al. [35] introduces an 

auto-scaling system known as PRESS, which tracks resource requirements of a cloud 

application and predicts resource demands in the near future using two complementary 

techniques. The first technique employs a signal processing technique to identify repeating 

patterns called signatures that are used for its predictions. If no signature is discovered, 

PRESS employs a second technique to detect short-term patterns in resource demand using 

a discrete-time Markov chain to predict demand for the near future. The resource prediction 

models are updated when resource consumption patterns change. Additionally, the authors 

of [35] also use a broker model with the broker charging the user and the broker paying a 

charge to the cloud provider. The profit-rate of the broker is calculated by starting with the 

revenue obtained from renting out the resources to the user and subtracting any penalties 

for SLA violations.  

Regression models are able to predict characteristics of a time-series such as the input 

workload as described in the other prediction approaches. In this thesis, a regression model 

is used to predict the future workload. However, other variables in a cloud data center, such 

as CPU usage may also be used for prediction. Such an alternative approach has been 

adopted by Fang et al. [36], where the authors predict future CPU usage of resources. Their 

model has high prediction accuracy and uses a fine-grained/coarse-grained approach to 

solve the resource provisioning problem in cloud data centers. A fine-grained prediction 
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approach, while being more accurate is computationally more intensive than a course-

grained approach. The resource usage of the CPU for a duration of time is extracted as a 

time series data and inputted into a load predictor model. To predict the short-term resource 

demands with the CPU utilization, the compute resource’s usage is represented as a time 

series, each value in the series being between 0 and 100 percent, representing the CPU 

usage at a time instant. However, the prediction model results in a large amount of 

computations being performed, forcing the algorithm to have a much higher time 

complexity that other prediction techniques. The authors utilize a coarse-grained resource 

provisioning approach to reduce the time complexity of their algorithm when confronted 

by a sudden spike in their workload. 

The particular contribution of this thesis is to devise a proactive auto-scaling technique 

that learns on-line while performing the prediction operations. However, the scaling 

decisions are based primarily on profit for the auto-scaling controller (broker) whereas the 

other works discussed in this sub-section do not incorporate cost-awareness in their auto-

scaling decisions. Moreover, this research handles AR requests that allow users to specify 

an SLA individually for each request. Jain [35] only includes scaling metrics of workload 

arrival rate and QoS while auto-scaling resources and do not consider resource costs. This 

thesis focusses more on the decision-making aspect of auto-scaling that deals with 

managing resources and deciding on when to auto-scale. This research uses Linear 

Regression (LR) as the main time-series prediction technique while also comparing its 

performance with that of SVR. 

As in this research, the work presented by Guo et. al. [38] also use a broker based model 

and allows a request to miss deadlines employing a penalty for the service provider for 
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violating SLA. The techniques described in this thesis also uses a broker, but all requests 

that are accepted are guaranteed to be executed. These techniques are free from SLA 

violations and guarantee the execution of all accepted requests by their respective request 

deadlines. The resource manager described in this thesis also considers both compute and 

network resources whereas all the other research papers discussed in this sub-section only 

focus on scaling only one type of resource, compute or network. 

2.4 Hybrid Auto-Scalers 

Proactive auto-scaling techniques described in Section 2.3  can be combined with 

reactive techniques like those described in Section 2.2. For example, Moore et. al. [37]  

propose a real-time cloud capacity framework, offering a hybrid elasticity controller 

employing both reactive rule-based and proactive model-based elasticity mechanisms in a 

coordinated manner. The approach is validated by using traces based on two real datasets. 

In both cases, the system provisions resource for the application server tier more 

appropriately than the reactive controller alone, yielding very few QoS violations and 

consistently maintaining a high CPU utilization. The hybrid controller examines the scale 

up condition which in a pure reactive auto-scaling environment would be used to acquire 

new resources and builds incrementally updateable predictive models to enable the system 

to proactively scale up before the scale up condition is met. The predictive model is also 

used to calculate the minimum number of resources required during the next 30-minute 

time interval in order to have a probability of less than 5% chance of reaching the scale up 

condition determined by the reactive component of the controller. This methodology 

allows the system to scale in as well as out. Whenever the predictive model fails, auto-

scaling decisions are left to the reactive controller. The research presented in [37] 
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demonstrates that, compared to a pure reactive controller, or a pure proactive controller, 

the hybrid controller is able to make better provisioning decisions. 

Urgaonkar et. al. [38] proposes an alternate hybrid control mechanism that 

incorporates both a proactive controller and a reactive controller. The proactive controller 

maintains the history of the session arrival rate seen. Provisioning is done prior to each 

hour based on the worst load seen in the past. Their workload predictor is based on a 

technique that uses past observations of the workload to predict peak demand that will be 

seen over a period of T time units. With T=1, the predictor estimates the peak demand that 

will be seen over the next one hour, at the beginning of each hour. A histogram is generated 

with the past workload for each hour using observations for that hour from the past several 

days. Each histogram yields a probability distribution of the arrival rate for that hour. The 

peak workload for an hour is used for estimating the arrival rate distribution for that hour. 

The proactive provisioning technique allocates capacity to handle the worst-case load using 

the tail of the arrival rate distribution to predict peak demand. The reactive controller acts 

on short time scales to increase the resources allocated to a service in case the predicted 

value is less than the actual load that arrived. The reactive technique is invoked once every 

few minutes and may even be invoked on-demand by the application if the proportion of 

requests services drops beyond a threshold.  

Iqbal et al. [39] proposes a hybrid scaling technique that utilizes reactive rules for 

scaling up (based on CPU usage) and a regression-based approach for scaling down. The 

authors assume a multi-tired web application with a web server and a database server that 

needs to be auto-scaled. After a fixed number of intervals in which the response time 

requirement is satisfied, they calculate the required number of application-tier and 
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database-tier instances using a polynomial regression technique. The authors propose a 

reactive system for scale-up operations and a proactive system for scale-down operations. 

This is different from all other approaches that have been discussed thus far. The system 

uses a heuristic approach coupled with active profiling of the CPUs of virtual machine-

hosted application tiers for identification of bottlenecks. Resources are auto-scaled 

reactively based on thresholds placed on CPU utilization.  If the system satisfies the 

response time requirements for k consecutive intervals, it uses the predictive model to 

identify any over-provisioned resources and if appropriate, scales down the over-

provisioned tier(s). 

This thesis presents a hybrid approach that also improves performance as compared 

to a pure proactive or pure reactive approach. However, the scaling decisions are based 

primarily on profit for the auto-scaling controller whereas the other researchers do not 

incorporate cost-awareness in their scaling decisions. Moreover, this thesis handles AR 

requests that allow users to specify a SLA individually for each request, which are not 

considered in [38] and [39]. Although, [37] handles advanced reservations it does not 

handle requests with completion time deadlines that are an important component of the 

SLA considered in this research. In [38], the authors monitoring the demand for each hour 

of the day to capture time-of-day effect of a variable workload pattern and observe two 

distinct workload demands. A similar workload is used in this thesis to simulate the diurnal 

rate of request arrival. However, this thesis also auto-scales by using a differential pricing 

mechanism for end users to achieve a profit for the intermediary enterprise (using a broker).  

2.5 Network Auto-scaling 

Network auto-scaling is generally not supported on today’s public cloud.  Network auto-
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scaling and associated supporting technology have recently started receiving attention form 

researchers. A representative set of works is presented. Papers [40] and [41] focus on 

network auto-scaling and [42], [43] focus on auto-scaling of both compute and network 

resources. Bandwidth reservation, an important technique required for network auto-

scaling is the subject of attention in Section 7.1.1.  

Auto-scaling of compute resources can be effectively performed using the research 

techniques described in Sections 2.1, 2.2, 2.3 and 2.4. However, auto-scaling the network 

resources inside a data center with bandwidth guarantees on shared network infrastructure 

is different from the auto-scaling of compute resources. This is because a request to use a 

compute resource requires that instances may be leased to one tenant for a fixed period of 

time. However, in the case of the network resources, the same request may have different 

network bandwidth reservation requirements on different links, depending on the 

placement of the compute resource relative to other resources, which are communicating 

with the compute resource over the network links. 

An early network autoscaling framework, known as B4, is devised by Jain [40]. This 

paper presents an approach to separate the network’s control plane from the data plane to 

enable rapid deployment of new network control services. A control plane carries 

information to the routers, whereas a data plane transfers network traffic. To establish a 

relative priority, B4 creates a contract between an application and itself. This contract 

specifies the bandwidth allocation to an application given the network demand’s priority, 

which the paper terms as “fair share.” The network auto-scaling service in B4 then auto-

scales bandwidth among these competing applications based on priority and variable 

network demands. The bandwidth reservation model attempts to minimize the East-West 
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traffic in the Data Center while also improving the network utilization for the Data Center. 

One of the main challenges with network auto-scaling is achieving network isolation, 

which isolates the traffic generated by one user from other traffic. Dalton [44] creates a 

network management framework called Andromeda that separates the data and control 

planes, similar to [40]. For isolation, they run separate control stacks in every cluster. The 

paper defines a cluster as a collection of collocated machines with uniform network 

connectivity that share the same hardware failure domain. Andromeda introduces a 

software called “Hoverboard” which allows on-demand network requests to provision 

network links between VMs, and auto-scales network resource as and when required. 

Andromeda consumes a few percent of the CPU and memory on a physical host. The 

Andromeda control plane maintains information of the current location of every VM, 

which helps make efficient routing decisions, thereby minimizing East-West traffic. 

Rahman et. al. [41] have looked at auto-scaling network resources to reduce leasing costs 

while maintaining the QoS of the application. They employ a machine-learning based 

approach to predict future workloads to reserve bandwidth ahead of time. Their machine-

learning algorithm looks at historic auto-scaling decisions for network resources and has a 

high accuracy for the prediction of network demand. The authors also measure the QoS of 

the network in terms of a metric they define as “Degraded QoS,” which is the cumulative 

time (in minutes) a network resource spends in deployment, not able to meet network 

demands, and results in QoS violation. Their goal is to reduce the network leasing cost, 

and they show improvement over prior work. However, they don’t provide a bandwidth 

guarantee every time, especially when their prediction algorithm makes an error. To solve 

the bandwidth, guarantee issue, Guo et. al. [42] propose a framework called SecondNet, 
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which focuses on providing bandwidth guarantees among multiple VMs in a multi-tenant 

virtualized data center. The authors propose a virtual data center (VDC) as the unit of 

resource allocation for multiple tenants in the cloud. SecondNet achieves high scalability 

by moving information about bandwidth reservations from switches to server hypervisors. 

Additionally, SecondNet allows resources (compute and network) to be dynamically added 

to or removed from VDCs. SecondNet supports scaling down network resources by 

releasing unneeded network resources. Scaling up network resources is not as trivial, and 

there are two cases: increasing network resources for existing VM-pairs, or adding new 

VMs since they work with the VDC as a whole. The paper specifies an SLA for 

computation and bandwidth requirements for the VMs, and respective SLAs are monitored 

by a VDC manager. 

   Hasan et. al. [43] describes a reactive auto-scaling system called integrated and 

autonomic cloud resource scale, or IACRS. The IACRS framework correlates metrics from 

three domains: network, compute and storage in making scaling decisions. IACRS supports 

a thresholding mechanism that integrates performance metrics from multiple domains in 

making scaling decisions and scales network resources in combination with compute 

resources. For example, CPU load is correlated with response time over network links. 

Auto-scaling of resources occurs when the threshold for rules set by the users of the cloud 

system are crossed. The paper concludes by stating that spurious auto-scaling may be 

prevented by grouping together multiple metrics belonging to resources that are related to 

each other. 

This thesis allows a controller to provision the network bandwidth in a way that provides 

a guaranteed bandwidth between servers. The focus of this thesis is to present various auto-
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scaling techniques whereas other researchers in [41] and [42] present their frameworks for 

representing the network resources as a shareable resource when making network auto-

scaling decisions. The main limitation of [42] is that its performance may depend on the 

physical topology of a network. This thesis auto-scales both compute and network 

resources without any limitations of the physical connectivity of the network. Hence, 

network bandwidth is reserved only if the request is accepted by the broker based on broker 

profit or grade of service criterion. [41] monitors a QoS parameter (response time) to 

maintain the desired quality for an application. While this maintains the QoS for a single 

workload, the authors do not look at the performance of the service as a whole. In this 

research, the auto-scaling system maintains the desired service QoS specified by the user, 

even at the expense of losing revenue. Research presented in [40] and [44] auto-scales the 

network resources by moving the control requests through a control plane. However, the 

network reservations are made using an API provided by the cloud provider, which may 

reserve the network resources using a separate control plane. Both the papers, [40] and [44] 

also aim to reduce the East-West traffic, which is also a motivation for the research 

presented in this thesis. However, the two papers do not discuss cost implications for the 

user, as well for an entity like the broker, which aims to accrue a profit. Finally, [43] 

employs a reactive auto-scaling strategy similar to the one discussed in this thesis, since 

the SLA requirements for the request include at both the compute and network demands, 

when auto-scaling. However, [43] does not look at resource costs or attempt to reduce the 

East-West traffic flowing through the Data Center Network. 
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Chapter 3 The Auto-scaling System 

This chapter describes the auto-scaling system, along with its different components. 

As introduced in Chapter 1, the auto-scaling systems are deployed inside an entity referred 

to as the broker. This chapter discusses the mechanisms that concern the broker’s 

interaction with the client enterprise and the public cloud provider. The objective of the 

chapter is to present the common features used when discussing the auto-scaling research 

techniques that are covered in the following chapters. Each of the chapters, Chapter 4, 

Chapter 5, Chapter 6 and Chapter 7 that follow this one present research techniques that 

are based on the material covered in this chapter. This chapter introduces concepts that are 

used when auto-scaling is performed with only compute resources. Some additional 

background is provided in Chapter 7 when discussing auto-scaling network resources with 

compute resources. 

This chapter is divided into the following sub-sections. Section 3.1 provides an 

overall system overview, while Section 3.2 presents a description of different pricing 

mechanisms used in this thesis. Section 3.3 presents a description of the other systems 

which have been used for comparison with the auto-scaling systems in the subsequent 

chapters. 

3.1  System overview 

An overview of the system is presented in Figure 3.1. An Intermediary Enterprise 

(IE) is responsible for handling requests sent by users from an organization known as the 

Single Client Entity (SCE). IE uses the broker which controls resources acquired from the 

public cloud to form a “private” cloud which is also referred to as a Virtual Private Cloud 

(VPC) in the literature [45]. From here on in, this thesis will be referring to IE as the private 
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cloud provider. Typically, the broker runs in one of the instances of the public cloud 

acquired by the intermediary enterprise or in an external location controlled by the 

intermediary enterprise. However, the broker may choose to run in an alternate location as 

well, outside the cloud provider. In such scenarios, the broker must possess the ability to 

communicate with the resources of the VPC. Users inside SCE send their requests to the 

broker over the Internet. The broker allows the users to execute their requests on instances 

acquired from the public cloud provider. The broker charges the users of the private cloud 

a higher price per unit time than the public cloud provider in order to earn a profit. 

However, the broker charges users per second rather than on an hourly basis as used in the 

charging scheme of the public cloud provider. This ensures that users only pay for time 

their request is executing. The goal for this broker is to maximize profit for the private 

cloud provider (IE) while attempting to reduce the cost for the client enterprise (SCE) that 

comprises the users for the private cloud. The reduction of cost is determined by comparing 

with a system where, instead of renting instances from the private cloud provider, the user 

rents resources directly from a public cloud provider. This is discussed in more detail in 

Section 3.3.  

The described approach allows the broker to share resources between different user 

requests. The broker has two responsibilities, which include handling the matchmaking and 

scheduling of requests along with managing the auto-scaling of the resources. The 

operations of matchmaking and scheduling deal with finding a suitable resource for an 

incoming user request and adding this request to a schedule which determines the start time 

of the request (further described in Section 3.1.4). Utilizing the principles of auto-scaling 

as described in Section 1.2, the broker dynamically controls the number of resources using 
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a threshold-based mechanism or utilizing a prediction system based on a machine learning 

approach used to predict future workloads. The two techniques of using a threshold, or 

predicting the workload are described in detail in Chapter 4 and Chapter 5, respectively. 

Chapter 6 covers the use-case of combining the threshold-based mechanism with the 

prediction mechanism to improve auto-scaling performance. 
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Figure 3.1: System Overview 

The primary criterion used in this research is to auto-scale resources based on profit 

accrued by IE. In addition, another criterion for acquiring resources based on a Grade of 

Service (GoS) specified by the client enterprise is used. Adhering to the GoS criterion 

assures the client enterprise that a given proportion of their requests is guaranteed to be 

executed, even though such executions may result in a loss for the broker. Although the 

system described in this research uses the blocking ratio (B) for describing the GoS, the 

framework can be adapted to other metrics as well. B is the proportion of requests that 



 37 

cannot be completed before the expiry of their deadlines and are therefore rejected by the 

system. Maintaining the GoS implies keeping the blocking ratio below a certain threshold, 

thereby guaranteeing execution for a given proportion of the requests. Similar GoS 

criterion have been used by other researchers [46]. Auto-scaling using GoS was researched 

in a previous work [29] by the author of this thesis along with his supervisors dealing with 

reactive auto-scaling. In the paper, the system scaled up resources when the value of B 

went above a specified threshold and scaled down when the value of B went below the 

threshold.  

3.1.1 Broker Components 

The various components internal to the broker that aid in making auto-scaling 

decisions are described next. The broker controls N resources at a given point in time: 

{Res1, Res2, … ResN}, where N changes dynamically with user demand for resources. This 

sub-section presents the common components used inside the broker. Although the 

different auto-scaling techniques proposed in this thesis differ in the implementation of the 

respective auto-scaling algorithms, all three of the proposed reactive, proactive and hybrid 

approaches use a number of common components that are described next. 

• Decision Maker (DM) – This component is responsible for making the 

decision of when to perform the auto-scaling operation and is shown as one 

of the components of the broker in Figure 3.2. This component comprises 

of: 

o Auto-scaler – This sub-component implements the auto-scaling 

algorithm for the respective reactive, proactive or hybrid system. 

o Dynamic Resource Pool Manager – This sub-component is 
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responsible for the process of acquiring and communicating with 

cloud resources. Further details may be found in Section 3.1.5. 

• GoS Module – This sub-component is responsible for maintaining the value 

of B lower than the GoS set by SCE. This component also maintains the 

current value of B achieved by the system and decides whether the request 

must be accepted even though it does not accrue a profit for the broker. 

Further details are found in Section 4.1. 

R
eq

u
e

st H
an

d
le

r

User
Request

MatchMake
Sched

Reactive
Autoscaler

DRPM

Decision
Maker

GoS
Module

MLE

Cloud 
Interface 

API User
Response
Accept/
Reject

 

Figure 3.2: Broker Architecture 

• Machine Learning Engine - This sub-component (used in the proactive and 

hybrid auto-scaling algorithms) is responsible for predicting the upcoming 

requests by using an analyzing the trends from past request arrival patterns. 

Further details are provided in Section 5.1. 

• Request Handler (RH) – This component handles incoming requests and 

forwards them to DM. The component also sends the response of DM back 

to the user that sent the request. A detailed discussion of this component is 

provided in Section 3.1.3. 
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• Matchmaking and Scheduling (MMS) – This component is responsible for 

selecting a resource and scheduling the request on the resource. MMS is 

discussed further in Section 3.1.4. 

3.1.2 Request Characteristics 

The requests are sent by SCE to the broker, which subsequently decides to accept 

or reject the request based on certain criteria as determined by the matchmaking and 

scheduling algorithm. The characteristics of the requests include: 

• Arrival Time (AT) – The time at which the request arrives on the system. 

• Earliest Start Time (EST) – The earliest time the request is allowed to 

begin execution. 

• Service Time (ST) – The time taken by the request to execute. 

• Deadline (DL) – The time by which the request must complete its 

execution. DL is an important component for the SLA for the request. 

• Type (T) – The type of the request: AR or OD. 

Similar characteristics for requests have been used by other researchers as well 

[47]. When a request is scheduled, MMS computes two additional characteristics of the 

request so that it may utilize this information to facilitate scheduling requests: 

• Scheduled Start Time (SST) – The time at which the request is scheduled 

to begin execution. 

• Scheduled Finish Time (SFT) – The time at which the request is scheduled 

to complete execution. 

In addition, as explained in Section 1.1.2, a request of OD type does not have an 

earliest start time or a deadline. OD requests may start at any time after they arrive on the 
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system. OD requests can thus be associated with a start time that is equal to its EST. Also, 

to matchmake and schedule them by using a resource manager that handles ARs, OD 

requests are given a very large deadline that can never be reached. Matchmaking and 

scheduling are discussed further in Section 3.1.4 

3.1.3 Request Handler 

The request handler (RH) is the first component that interacts with a user request. 

The broker is operated as a service on the public facing side in the public cloud 

environment. Users from a single client enterprise send their requests to IE via the broker 

over the Internet. Once the requests reach the broker, they are directed to RH. The primary 

responsibility of RH is to receive the requests from users and forward those requests to 

MMS which decides whether to accept or reject the request. OD request are always 

accepted because they do not have deadlines and can be executed at any as explained in 

Section 3.1.2. The decision of whether or not to accept an AR request is made by the 

matchmaking and scheduling algorithm that is discussed in the following section. The 

decision of whether the request will be accepted or rejected is communicated back to the 

user. 

3.1.4 Matchmaking and Scheduling 

Once a request enters MMS, a matchmaking algorithm determines a resource on 

which the request can be executed. A matchmaking algorithm allocates requests to be 

executed on a resource that is selected from a resource pool. A scheduling algorithm 

determines the order in which the requests allocated on a given resource are executed. The 

component uses a first fit (FF) strategy for matchmaking and an Earliest Deadline First 

(EDF) strategy for scheduling [48]. The architecture for MMS allows any other algorithm 
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for matchmaking and scheduling to be used as an alternative. The first fit algorithm scans 

the resources acquired by the system sequentially and allocates the request to the first 

resource capable of meeting the request deadline. Each time a resource is considered by 

the matchmaker, the system runs the scheduling algorithm. This is due to each resource 

having a queue of requests that are already scheduled to be executed at a pre-determined 

time. When such a resource is selected, the new request is scheduled for execution along 

with the existing requests that were already queued for execution in the resource, ensuring 

that all AR requests in the queue are compliant with their earliest start times and deadlines. 

With EDF, the requests allocated on a given resource are scheduled in accordance 

with their deadlines. A request with the shortest deadline is executed first followed by the 

one with the next shortest deadline and so on. If the newly arrived request can be allocated 

and scheduled on an existing resource such that its deadline can be met, the request is 

accepted. If the requested cannot be scheduled, then the auto-scaler is invoked to determine 

if a new resource should be acquired. OD requests are treated as a special case of AR 

requests in the system where the deadlines are flexible as described in Section 3.1.2. Since 

OD requests have flexible deadlines, they may be scheduled after all AR requests have 

completed execution. OD requests are scheduled similar to AR requests but may be re-

scheduled to allow AR requests to execute before OD requests are executed. The 

matchmaking and scheduling algorithms are not formulated by the author of this thesis but 

have been described in literature. Further details of these algorithms are discussed in the 

Appendix, but the interested reader is additionally referred to [47] that describes similar 

scheduling and matchmaking algorithms. Once requests have been scheduled, they must 

be completed. Thus, the broker guarantees execution of a request which has been accepted 
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by the system, within the specified deadline. 

Both the matchmaking and scheduling algorithms described in this section are 

based on user estimates of job execution times. Such estimates are often error prone [49]. 

Handling these inaccuracies is a responsibility of the matchmaking and scheduling 

algorithm used by the system and not auto-scaling algorithm that this thesis focuses on. 

Farooq et. al. [50] have described methods for handling such inaccuracies by using a pre-

scheduling mechanism based on overbooking and a run time exception handler. Such 

mechanisms can be incorporated in the matchmaker and scheduler deployed by MMS that 

is not the subject of attention of this paper. Using the auto-scaling techniques in conjunction 

with such matchmaking techniques available in the literature, such as [50] forms an 

interesting direction for future research. 

3.1.5 Dynamic Resource Pool Manager 

The Dynamic Resource Pool Manager (DRPM) handles the task of communicating 

with the public cloud provider for acquiring or releasing resources using a cloud interface 

API as shown in Figure 3.2. DRPM possesses the ability to acquire resources from a cloud 

provider, as long as it is authorized to do so. This component alleviates the responsibility 

of the other broker components from interacting individually with the public cloud 

provider, and DRPM offers a single API to the broker to request for additional resources. 

Once a request is received, DRPM uses the API exposed by the cloud provider to acquire 

the resources and transfer the details of the newly acquired resource to the broker. 

This research assumes that a request made by the broker at any time for an 

additional resource will be fulfilled by the public cloud provider. However, additional 

considerations are required for public cloud providers that bound the maximum number of 
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on-demand resources that can be acquired at the same time. DRPM, in order to enforce an 

admission control mechanism, imposes a limit on the number of resources that may be 

controlled by the broker at any instant. In this research, the limit for the maximum number 

of resources acquired at the same time is set to 1000 resources. This limit is never reached 

with the workload used for running the experiments described in this thesis. In the unlikely 

event a higher workload demand forces the number of resources acquired by the broker to 

reach the limit imposed by DRPM, resources will no longer be available to the broker. 

Consequently, requests will be rejected by the broker, that may result in a violation of the 

GoS criterion set by SCE. Thus, the maximum number of resources that can be acquired 

by DRPM at any time will determine the upper bound on the workload intensity that can 

be supported by the broker. 

3.2 Broker Pricing Model 

The broker, which is hosted in the intermediary enterprise managing the private 

cloud, accesses resources from a public cloud provider. As discussed in Section 3.1, the 

broker acquires a number of resources from the public cloud provider, which forms into a 

resource pool making up the VPC and manages those resources. As discussed earlier, the 

goal of the system is to earn a profit for the broker (intermediary enterprise) while offering 

cost savings to the User. The system achieves this by using a differential pricing 

mechanism and an effective and efficient auto-scaling of resources. The public cloud 

provider charges the broker c_pub dollars an hour per resource. However, the broker 

charges the user c_pvt dollars per second. The first is referred to as broker cost rate while 

the second as the user cost rate. Given the value of c_pub, the value of c_pvt must be chosen 

carefully, in order to ensure broker profit while saving user cost. If the value of c_pvt is too 
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low, situations of the broker incurring a loss may arise. Since the total user cost incurred 

by the client enterprise is also the earning for the intermediary enterprise provider (broker), 

the broker profit is calculated using the following equation: 

 Broker profit (BP) = Total User Cost (UC) - Broker Cost (BC) (1) 

Here, BC is the cost incurred by the broker for acquiring resources from the public 

cloud provider. The resource cost for running the auto-scaling algorithms is assumed to be 

negligibly small in comparison to the cost of the resources acquired for running the user 

requests. As indicated earlier, in addition to broker profit the research also concerns cost 

savings for the users. For a given set of k requests with service times {c1, c2, … , ck} 

seconds, the total cost savings is calculated as: 

 Total Cost Saving (CS) = ∑ (⌈
𝒄𝒊

𝟑𝟔𝟎𝟎

𝒌
𝒊=𝟏 ⌉  × 𝒄_𝒑𝒖𝒃 − 𝒄𝒊 × 𝒄_𝒑𝒗𝒕) (2) 

The total cost savings are derived by the summation of the cost savings for each 

request sent by the user by determining the dollar amount saved by the user for a request 

that is serviced by the broker in comparison to the broker’s charge to the cloud provider 

for executing the same request. The first term is the amount the broker pays to the cloud 

provider for acquiring the resource, which is the same as the amount the user would have 

to pay if they rented the resource directly from the cloud provider. The second term is the 

amount the user pays to the broker for executing the request. Thus, the summation of the 

difference between the two terms for all requests is equal to CS. Note that ⌈ ⌉ denotes the 

ceiling function that rounds off a real value to its closest highest integer. Using the ceiling 

function is integral as the public cloud provider charges per hour of resource usage. Also, 

note that the broker allows multiple requests to share the same resource. The client 

enterprise saves costs by paying only for the time (in seconds) the resource was used for. 
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It is assumed that the pubic cloud providers used in this analysis usually charge per hour 

[51] which requires the users pay for the full hour regardless of their actual usage, even if 

it is for only a few minutes. Other cost models used by the cloud service provides are 

discussed elsewhere in Section 8.2. 

3.3 Description of Other Systems  

Different systems are used in the analysis of cost and profit presented in the later 

chapters. These are briefly described in this section. The proposed system, incorporating 

the proposed algorithms also referred to as System I in this research, is compared with 

other alternative systems such as that described in [27]. The authors of [27] describe a 

greedy approach that acquires resources as and when required. This system is modified by 

incorporating a mechanism to remove idling resources for improving its performance. This 

modified system uses a broker that scales up when it needs an additional resource and 

conversely scales the VPC down if there are no requests pending execution on a particular 

resource. This enables the broker to increase its profits by ensuring idling resources are 

returned to the service provider. This system is called System II. In the system referred to 

as System III, users get the resources directly from the public cloud provider without going 

through any broker intervention. With this system, the users incur the additional overhead 

of starting and stopping resources, as well as handling the matchmaking and scheduling 

operations. For System III, only total user cost is compared with those achieved with 

System I and System II, as no broker is actively involved, hence it not being possible for 

broker profit to be accrued. 

 The performance of the three systems is compared with one another. The thesis also 

proposes a hybrid auto-scaling technique, which combines the benefits of the reactive and 
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proactive auto-scaling techniques (see Chapter 6). The hybrid auto-scaling system is then 

compared to a purely proactive system (discussed in Chapter 5), and a purely reactive 

system discussed in Chapter 4. Apart from performing the prediction for the proactive 

system, the research introduces the GoS as it is used in the hybrid as well as the reactive 

system. The proactive system is referred to as System I-P and the reactive system as System 

I-R. The hybrid system is referred to as System I-H. The system that handles both compute 

and network resources is referred to as System I-RN and is discussed in Chapter 7. Both 

user cost and broker profit are compared for all four systems: System I-R, System I-P, 

System I-H and System I-RN. The various systems have been summarized in Table 3.1. 

Table 3.1 Summary of Systems 

System I The system proposed in this research and represented as one of System I-

R, System I-P, System I-H or System I-RN 

System II An alternative system with a broker which is used to compare with the 

proposed system 

System III An alternative system used to compare with the proposed system that 

acquires resource directly without using a broker 

System I-R The proposed system running a reactive auto-scaler 

System I-P The proposed system running a proactive auto-scaler 

System I-H The proposed system running a hybrid auto-scaler 

System I-RN The proposed system running a reactive auto-scaler that also handles 

network resources along with compute resources 
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Chapter 4 The Reactive Auto-scaling Technique 

This chapter focuses on reactive auto-scaling. The reactive auto-scaling system 

described in this thesis includes an auto-scaling algorithm that is run on every request 

arrival. The algorithm decides whether (i) to accept the incoming request (by invoking 

MMS) and consequently, (ii) to acquire an additional resource to satisfy the request. Upon 

acceptance of a request, it must be completed by the deadline included in the SLA. This 

chapter describes the auto-scaling algorithm and components of the framework that 

implements the reactive auto-scaling algorithm. Section 4.1 describes the auto-scaling 

framework while the reactive auto-scaling algorithm is described in Section 4.2. The 

experimental setup for performing the performance analysis of this auto-scaling technique 

is presented in Section 4.3 while the workload and system parameters for the experiments 

are described in Section 4.4. Next, in Section 4.5, the results of performance analysis for 

the auto-scaling framework are presented. The insights into system behaviour and 

performance are presented in Section 4.6. 

4.1 Broker Architecture 

Figure 4.1 outlines the different components of the broker. The request handler and 

MMS have been described in Sections 3.1.3 and 3.1.4, respectively. This section describes 

the operations performed by DM as well as the GoS module.  

As explained in Section 3.1.1, the broker operates in the intermediary enterprise 

(IE) and has access to the resources of a public cloud. The Request Handler (RH) is the 

component responsible for handling user requests. It can be implemented as a web service 

endpoint where users can send their requests to process. The decision of whether the 

request is accepted or rejected is communicated back to the user. Initially, RH forwards the 



 48 

newly arrived request to DM which decides whether to accept or reject the request based 

on two operations: 

• DM sends the request to the MMS component responsible for matchmaking 

and scheduling the request.  

• If MMS cannot schedule the request, DM then invokes the auto-scaler 

component. 
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Figure 4.1: Reactive Broker Architecture 

If the request is accepted by MMS, it is scheduled to be executed on the selected 

resource at the time computed by MMS. However, if the request cannot be scheduled in 

the existing resources by MMS, DM invokes the Reactive Auto-scaler (RA) to decide 

whether the request would be profitable for the broker. For the ith request having a service 

time of ci seconds, RA checks it against the following condition: 

 BPi > 0 (3) 

Where BPi is defined as:  

 BPi = 𝑮 × (𝒄𝒊 × 𝒄_𝒑𝒗𝒕) − (⌈
𝒄𝒊

𝟑𝟔𝟎𝟎
⌉  × 𝒄_𝒑𝒖𝒃) (4) 

Here, G is a constant greater than 1. This constant allows the reactive broker to account 
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for additional requests including time-sharing the resources amongst various requests. 

Since the broker operates by sharing the acquired resources among other requests, G is 

introduced to account for the possibility of the resource generating a higher profit from 

other requests in the time remaining before the resource is released back to the cloud 

provider. The broker does not allow the value of G to change once the auto-scaling system 

is operational, and the value of G remains constant for all requests. 

For example, consider a situation in which the ith request has a service time of 1800 

seconds. Also, consider the case in which the average amount of time a request executes 

on a resource, obtained by averaging the run times of all requests on each resource per 

hour, is 2520 seconds. Without using G, when deciding on whether to accept the request 

and acquire a new resource, the service time of 1800 seconds is used. This may lead to the 

rejection of the request, since the broker may incur a loss at this stage of the computation. 

However, using a value of G of 1.4 (that is equal to 2520/1800) may allow the request to 

be accepted, because BPi will be greater than 0. Since the broker operates by sharing the 

acquired resources among other requests, G is introduced to account for the possibility of 

the resource generating a higher profit for the broker by the arrival of other requests in the 

time remaining before the resource is released. 

As explained in Section 3.1, DM inside the broker controls N resources at a given point 

in time, where N changes dynamically with user demand. Once requests have been 

scheduled, each new resource acquired by the system has the following characteristics: 

• Start time for the jth resource (startj) –  

o Startj = (EST of the request expected to execute earliest on the jth 

resource) – T seconds 
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o Note that resources are not made available immediately after a request is 

submitted by a public cloud provider and the additional T seconds is for 

handling the time to start a resource by the cloud provider. This is reflected 

in the variable T. Our observation with Amazon’s EC2 was that that the 

service provider took 120 to 240 seconds to start a resource for t2 type 

instances. Generally, researchers agree that provisioning compute instances 

may take up to 15 minutes [8]. 

• Stop time for the jth resource (stopj) –  

o stopj = startj + ⌈ 
𝒏𝒖𝒎𝑺𝒆𝒄𝒐𝒏𝒅𝒔

𝟑𝟔𝟎𝟎
⌉ 

where numSeconds is the difference in seconds between the expected completion time of 

the last request on resource j and startj. Since a typical public cloud provider charges by 

the hour, the resource is held until the end of this “paid hour” period. Each resource j has 

an internal timer which is set to expire at the time stopj. 

Acquiring and releasing a resource is based on the following three rules:  

• Rule I: When BPi > 0, acquire jth resource 

• Rule II: When (stopj) = current time, release jth resource 

• Rule III: If BPi < 0 and rejecting the request would violate the GoS criterion, 

acquire jth resource 

Rule I states that the jth resource is acquired if a profit is generated for the broker. Rule 

II specifies the release of the jth resource at its stop time. 

Rule III states that even if the calculated value of BPi ≤ 0, DM needs to check whether 

the GoS criterion is satisfied. Although the system described in this research uses the 

blocking ratio for describing the GoS, the framework can be adapted to other metrics as 
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well. This auto-scaling technique uses the concept of auto-scaling based on broker profit 

in addition to the GoS criterion described in Section 3.1.1. 

DM consults with the GoS module that contains configuration details. The desired 

value of B is specified by the user beforehand and is denoted by Bspec. As described in 

Chapter 3, B denotes the current ratio of requests rejected by the system to the total number 

of requests received by the system and is continuously monitored on the system. 

Irrespective of whether a profit will accrue, a resource is acquired if: 

 B > Bspec (5) 

Rule II may force the broker to accrue a loss for a request that needs to be accepted 

to keep Bspec at the desired level and maintain the GoS criterion. This may happen when 

the arrival rate of user requests as well as the service time of the user requests is low. 

Additionally, a value of Bspec close to 0 may force the broker to acquire new resources for 

every request and that may lead to a loss for accepting requests with low job execution 

times. 

4.2 The Reactive Auto-scaling Algorithm 

The reactive auto-scaling algorithm, as outlined in Table 4.1 is described next. For 

every incoming request Reqi, the algorithm is executed. The algorithm only describes the 

scale up operation. Resources are scaled down automatically when the current time 

becomes greater than the stop time as described in Rule II in Section 4.1. The stop times 

are set in two cases, when a new resource is started or when an existing resource is 

determined to be profitable for a new request and the stop time is extended. Acquisition of 

resources suggested by DM follow Rule I. Lines 1 – 7 use the MMS algorithm to determine 

whether the existing set of resources can accommodate the new request. DM sends each 
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request to MMS which subsequently decides whether one of the resources in the current 

set of resources can be allocated to meet the request deadline. If the request cannot be 

accommodated in the existing set of resources, the auto-scaling algorithm is executed to 

determine whether a profit may accrue from the request after acquiring a new resource 

from the public cloud provider. An exception to this case is when the value of B goes above 

the specified GoS condition (Bspec). In this case, the resource is acquired, irrespective of 

whether a profit is obtained by scheduling the new request on a newly acquired resource. 

Although the broker may accrue a loss occasionally, the results of experiments show a 

significant overall profit for the broker for the various system and workload parameters 

experimented with. The process of resource acquisition is shown in lines 8 – 14. The start 

and stop times of the resource to be acquired are set in line 12 and line 13 respectively. 

Line 14 performs the action of acquiring the new resource. Resources are released when 

the current time reaches the stop times, as computed in line 13 and stored in their respective 

timers. 

Table 4.1  Reactive Auto-Scaling Algorithm 

1.     for each resource Resj, from j = 1 to N do 

2.         if Reqi can be scheduled on Resj  

3.           Schedule Reqi // Schedule using MMS 

4.            if Resj.stopTime < Reqi.endTime 

5.             Resj.stopTime ← Reqi.endTime 

6.            break; 

7.     end for 

8.      if Reqi not scheduled 

9.   UC ← G × ([ci] × [c_pvt]) 

10.   BC ←  ⌈
𝑐𝑖

3600
⌉ × [c_pub] 

11.     if (UC – BC) > 0 or B > Bspec 

12.      startj ← (EST of earliest Reqj) - 300 

13.      stopj ←startj + ⌈
numSeconds

3600
⌉ 

14.              acquireResource(startj,stopj) 
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4.3 Experimental Setup 

This section describes the experimental setup. Section 4.3.1 describes the 

programming language and framework used in the implementation of the prototype. 

Section 4.3.2 describes the details about the implementation and challenges faced while 

deploying the broker on a real cloud environment. 

4.3.1 Programming Language/Framework 

The experimental platform is implemented using the Java programming language. 

Representational State Transfer (REST) [52] is chosen as the architectural pattern for 

designing the distributed framework. The system needs two different communication 

operations: 

• Communication between the client enterprise, SCE and the broker. 

• Communication between the broker and the resources in the private cloud. 

The messages transferred using the REST architecture are in the form of the JavaScript 

Object Notation (JSON) [24]. JSON syntax is used for storing and exchanging data which 

is easier to use alternative to Extensible Markup Language (XML). In comparison to XML, 

JSON is much easier for humans to read or write. Machines also parse JSON faster. 

The framework works with different cloud platforms such as Amazon Web 

Services as well as OpenStack. DRPM, one of the components of the broker, uses a 

Software Development Kit (SDK) to communicate with each of these two cloud providers. 

Other cloud providers can also work with this system, provided DRPM has the correct 

SDK to invoke resource creation operations as well as the correct API keys that allow 

DRPM access to the cloud provider’s resources. More details of DRPM are provided in 

Section 3.1.5. 
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The framework uses Spring [53] as the underlying framework to achieve loose coupling 

between different components. Spring Context is used for providing the dependency 

injection design pattern which removes hard-coded dependencies and make the system 

loosely coupled, extendable and maintainable. The application also uses the Spring Web 

Module to create web components. The application exposes REST end points as web 

services to help communication among the internal components of the broker as well as 

between the broker and SCE and the broker and VPC. Gradle [54] is used for building and 

deploying the application. It is written as a Groovy script. Gradle also helps to support 

external dependencies using Maven [55]. The external projects used by this application are 

listed: 

• Log4J - a Java-based logging utility. 

• Date4J - a Java-based date library for working with nano-second time precision, 

used in all modules that depend on measuring time. 

• SSJ –a Java based stochastic simulation library for generating random numbers 

and distributions. 

• AWS – an SDK by Amazon for controlling resources in the Amazon Cloud. 

• OpenStack4j - an SDK by OpenStack for controlling resources in the 

OpenStack Cloud. 

Initially, a simulator for the same algorithm was created. One of the main benefits of 

the simulation framework is that experiments may be completed in a lesser amount of time 

as compared to the prototype implementation. This is due to the simulator not waiting for 

requests to finish execution and possessing the ability to skip to a point where a request has 

finished its execution. This is an event-driven simulator that simulates the resources of the 
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public cloud by building a mock interface similar to the cloud API used by OpenStack and 

Amazon Web Services. More details about the simulator may be found in Section 4.4. 

4.3.2 Implementation 

This research is based on dual implementation; one with a prototype 

implementation using resources from a real cloud provider and the other using a simulation 

as explained in Section 4.3.1. For the prototype, synthetic requests with a desired set of 

request attributes are generated on a desktop computer outside the cloud environment. This 

computer acts as a source for all requests from the client enterprise and is equipped with 

an Intel Core i7, 4 CPUs (2.8 Ghz) and a 12 GB of RAM. Each request is sent to a broker 

running on the public cloud provider using REST. After generating a single request, this 

user module waits for the given inter arrival time duration before generating a successive 

request. The request characteristics such as earliest start time, service time and deadline are 

generated using the respective distribution discussed in Section 4.4.1 

When the broker receives a new request via RH, it uses MMS to determine whether 

the request can be scheduled on one of the resources available to the broker. Scheduling 

and matchmaking of the request is performed as explained in Section 3.1.4. The decision 

to accept or reject a request is sent back to the user using the REST framework. If MMS 

allows the request to be scheduled, the broker sends the request via REST to the chosen 

resource, where it is queued. The matchmaker selects the first resource in its queue. The 

broker starts executing the request after its earliest start time. The execution of a request is 

emulated by running a for-loop to keep the CPU busy for the predetermined service time 

duration of the request. Once the request finished execution on the resource, the resource 

informs the broker of the request completion. 
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Both the simulation environment and the prototype are tested with various 

combinations of system and workload parameters. More details about the prototype and 

the simulator are found in Sections 4.3.2.1 and 4.3.2.2, respectively. 

4.3.2.1 Prototype 

The resources in the prototype are acquired from the Amazon’s EC2 cloud service. 

The broker ran inside the EC2 cloud on a t2.small instance. This instance is kept in a public 

subnet accessible to the Internet. The rationale behind this is to allow clients to 

communicate with the broker without any restrictions. If the broker was kept inside the 

VPC without direct access to the internet, communicating between SCE and the broker 

would be severely restricted. All ports except 8080 are closed to only allow RH, running 

as a web service, to be available to SCE. The resource pool, controlled by the broker using 

DRPM, is placed in a private subnet without Internet access. Each resource was running 

on an Amazon t2.micro instance.  

Running experiments with a prototype required compute resources from Amazon 

to be acquired and released. In order to complete each experiment in a reasonable amount 

of time and to reduce the costs required to rent resources from Amazon, the run time for 

the experiments were scaled down by a scaling factor of 300 approximately. In order to 

achieve this scaling factor of 300 a request inter arrival time of 450 seconds, for example, 

was scaled down to an inter arrival time of 1.5 seconds. Similarly, an execution time of 

3000 seconds would result in the scaling down of the execution time of the request to 10 

seconds. When running experiments, the requests were generated by scaling all request 

characteristics to their appropriate time durations. Once requests were scheduled on a 

resource, after the start time of the request, the compute resource was kept busy executing 
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the request for the scaled value for the service time specified in the request characteristics. 

4.3.2.2 Simulator 

For the simulator, the properties of the resources are stored in a java class file and 

any request submitted to the resource would be queued until the start time of the request. 

This would be similar to the scheduler on each resource handling a set of requests 

scheduled to be executed on the specific resource. For the simulation, instead of sending 

the requests to a broker running on the cloud, they are sent to a broker which is running on 

the same computer as the one where the requests were being generated from. The resources 

are simulated inside the same computer.  

4.4 Experimental Parameters 

This section presents the different values for parameters used in experiments to 

evaluate the performance of the reactive auto-scaler with other comparable systems. The 

values for each parameter used are given in Table 4.2 and Table 4.3. Each experiment is 

performed by changing one parameter at a time while holding the other parameters at their 

default values. Column 2 specifies the set of all values used for the respective parameter. 

The default values are shown in boldface 

4.4.1 Workload Parameters 

Similar parameter values have been used by other researchers [47] [56]. In these 

experiments, 20% of the requests sent by the user were OD requests while the remaining 

were AR requests. Workloads comprising of a higher and lower proportion of OD requests 

are observed to lead to a similar set of conclusions. While systems having a single mean 

arrival rate have been typically studied in the literature, in some systems λ can vary, based 

on the time of the day or day of the week. In addition to a system subjected to a single 
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arrival rate, a system subjected to two arrival rates (λlow = 0.0027 requests/second and λhigh 

= 0.0053 requests/second) was also experimented with. 

Each simulation was run long enough such that the system operated in a steady 

state. The total number of requests processed by the broker for each experiment has been 

kept at 6000 requests, which allows the system to reach a steady state. Each experiment 

was repeated a sufficient number of times such that an interval less than or equal to ± 5 % 

was achieved at a confidence level of 95% for each performance metric. The confidence 

interval was computed through a Python script that used the method outlined in [57] for 

computing the statistics related to confidences intervals. At the end of each experiential 

run, these statistics were computed, and additional runs were performed if the desired levels 

of these statistics were not achieved. The simulation model comprises of a workload model 

and a system model. The parameters of the workload model are presented first followed by 

the parameters of the system Model. 

Load Factor (f) – is the ratio of the number of requests generated with an arrival rate of 

λlow to the total number of requests generated during the experiment. Thus, if the number 

of total requests is k, then the number of requests with an arrival rate λlow is f ×k and the 

number of requests with arrival rate λhigh is: (1-f) ×k. 

Mean Service Time (S) in minutes – characterizes the execution times of the requests that 

are uniformly distributed [56]. 

Earliest Start Time (EST) – The earliest start time for the request is computed by adding 

a value V, which is uniformly distributed between 0 and 12 hours, to the arrival time of the 

request. Other researchers have used similar distributions [29] [47] for similar request 

types.  
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Deadline (DL) – The deadline for the request is computed as:  

Deadline for a request (DL) = Earliest Start Time of request + Request Service Time + 

Laxity 

Laxity – is defined as the difference between the deadline of the request and the time 

duration of the service time of the request added to the earliest start time.  

Laxity = [Deadline – (Earliest Start Time) - Service Time)] 

Laxity is also known as slack time of a request, or the time the request has in addition to 

its service time before it reaches its deadline. 

Laxity Factor (Lf) – is an integer characterizing the slack time of requests. 

Laxity Factor = (Laxity ÷ Request Service Time) 

Mean Arrival Rate (λ) in requests per second – is the rate at which requests arrive on the 

system. A Poisson distribution is used to model the request arrivals [56]. 

Table 4.2 Summary of Workload Parameters for Reactive System 

Load Factor: f 0,0.2,0.4,0.6,0.8,1 

Mean Service Time (in mins): S 50 

Laxity Factor: Lf 0,1,2,3,4 

Mean Arrival Rate (in reqs/sec): λ 0.0083,0.0067,0.0053,0.0037,0.0027 

 

4.4.2 System Parameters 

The default public cloud provider cost is based on current Amazon charges; 2 cents 

[2] for one hour of using a micro instance. The constant G is fixed at 1.2 and Bspec is fixed 

at 20%. The system parameters are given in Table 4.3.  
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Table 4.3  Summary of System Parameters for Reactive System 

User cost rate (in $ per sec): c_pvt 0.00000694,0.00000833, 

0.00000972,0.0000111, 

0.0000125,0.0000139 

Broker cost rate (in $ per hour) for a micro 

instance: c_pub 

0.02 

 Constant: G 1.2 

Specified Probability of Blocking: Bspec 20% 

 

4.4.3 Performance Metrics 

Broker profit (BP): is the profit a broker earns per hour in dollars.  

Total User cost (UC): is the amount in dollars charged per hour to the user.  

A higher BP and a lower UC indicates good system performance. 

4.4.4 System Overheads 

The average overhead of an operation is characterized as the average time spent by 

all the requests during an experiment on performing the given operation. The overheads 

considered are presented: 

Average Overhead due to Internal Communication: corresponds to the delay in 

communication between the resources and the broker. This overhead accounts for the 

difference between the time at which the response to a message is received by the broker 

and the time at which the request is sent from the broker to a resource. The average 

overhead is calculated by aggregating all the delays in the message communication 

between the broker and the resource and dividing it by the number of such delays that 
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occurred in the experiment. 

Average Overhand due to External Communication: corresponds to the delay in 

communication between the user and the broker. Initially the user sends the request to the 

broker. This overhead accounts for the difference between the time at which the response 

to a message is received by the user and the time at which the request is sent from the user 

to the broker. The average overhead is calculated by aggregating all the delays in the 

message communication between the broker and the user and dividing it by the number of 

such delays that occurred in the experiment. 

4.5 Results 

This section presents the results obtained by simulation framework. In addition to 

the simulator, a proof of concept prototypes for System I-R, System II and System III was 

built and run on a system using Amazon EC2 as the public cloud. System II and System 

III have been described in Section 3.3. The results show that the prototype results are 

similar to the results obtained through the simulation. In addition, these experiments have 

20 % of the requests sent by the user as OD requests while the remaining are AR requests. 

The value of G, which is introduced in Section 4.1, when calculating the profit function, is 

kept at 1.2. This considers the possibility of additional requests arriving to use the idle time 

for the resource after the completion of the request that caused the resource to be acquired. 

The effect of using other values of G was also evaluated. Initially, BP was observed to 

increase with an increase in B. It was observed that increasing G from 1 to 1.2 resulted in 

a 7% increase in BP. However, increasing of G beyond 2 did not result in any significant 

increase in BP. This gives a 20% probability of a new request arriving to use the remaining 

time on the resource. Bspec is maintained at 20% which guarantees that at least 80% of the 
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user requests will be executed. Given the Bspec maintained by the system, auto-scaling 

operations are effective in matching the workload demand by provisioning adequate 

capacity, as demonstrated in Section 4.5.1. 

4.5.1 Demonstration of Auto-scaling Performed on the System 

The expected relationship between capacity and workload demand is captured in 

Figure 1.2 (c), which shows the ideal relationship: capacity always changes to exactly meet 

the demand. The relationship between the number of active requests that approximates 

demand and capacity represented by the number of compute resources in the system is 

presented for the reactive auto-scaler in Figure 4.2. Note that since the proportion of 

rejected requests B for the experiment is very small (0.03) the number of active requests at 

any given time (hour number shown on the x-axis) is very close to the incident workload 

demand that is captured by the number of requests that have arrived on the system in the 

recent past. Figure 4.2 presents the relationship between the number of active requests and 

the number of resources on the system by plotting the data observed on the hour for a 25-

hour period obtained by running the simulation experiment for the default set of system 

and workload parameters. The plot shows a close agreement: for most of the time instances: 

the number of resources is either equal to or slightly higher than the number of active 

requests. The figure demonstrates the effective auto-scaling performed on the system: an 

increase or decrease in the number of active requests is accompanied by a corresponding 

increase or decrease in the number of resources. The trend shown in Figure 4.2 has also 

been observed when using the proactive or the hybrid auto-scaling approaches. 
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Figure 4.2: Relationship between the Number of Resources and Number of Active 

Requests for the Reactive System 

4.5.2 Comparison between the Simulator and the Prototype 

On comparing the simulator and prototype results, a close match was found 

between the measurement results from the scaled prototype and the simulation results. 

Figure 4.3 presents a comparison of BP with Lf. The profit is inversely proportional to f: 

as f increases, profit increases. This is because as f increases, the proportion of requests 

with lower arrival rate increases. Consequently, on average, the broker has a fewer number 

of requests to process per unit time, causing the broker profit per hour to decrease. In most 

cases, a difference of 2% to 5 % was observed with a largest difference of 6 % between the 

simulator and the prototype with the simulator performing better than the prototype. The 

better performance of the simulator may be attributed to the assumption of zero 

communication latencies whereas the communication between the broker and the virtual 

resources as well as between SCE and the broker in the prototype are subject to non-zero 

communication latencies with network latencies due to Amazon’s internal data center 
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network and external networks having a small impact on broker performance for the 

prototype. The latencies for communication between the broker and the resources in the 

simulator are very small. 

 

Figure 4.3: Comparison of the Simulator and Prototype for the Reactive Auto-scaler 

Since the difference in the results for the simulator and the prototype is small, the 

remaining experiments in this chapter have been run using the simulator, thereby saving 

costs associated with acquiring resources on a public cloud as well as saving time to run 

the experiments in the cloud environment. Note that the system overheads reported in 

Section 4.5.8 are based on measurements made on the system prototype. Additionally, a 

close match between the prototype and the simulator results was found for System II as 

well, and hence only the simulator results for System II have been presented in this chapter. 

4.5.3 Impact of Load Factor 

Figure 4.4, compares the profit that accrues on System I-R and System II for 

different values of f. Note that the profits that are accrued by the broker are dependent on 

the request arrival rate. Higher profits will be accrued by a larger system that is subjected 
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to higher arrival rates. In all cases, for a given f, System I-R is able to generate more profit 

than System II. As seen in Section 4.5.1, the profit is inversely proportional to f: as f 

increases, profit increases. For example, when f is 0, BP is the highest. Note that at f = 0, 

the system is subjected to only the higher arrival rate. As f increases, the proportion of time 

for which the system is subjected to the lower arrival rate increases. At f =1 the system is 

subjected to only the lower arrival rate and the profits earned are lower. Overall, for a given 

f, BP for System I-R is 3 - 4 times higher than System II.  

Figure 4.5 presents a comparison of the total user cost incurred in all the three 

systems. As shown in the figure, for a given f, System I-R leads to a lower total user cost 

in comparison to the other two systems. All requests are considered to be arriving from a 

group of users that belong to SCE. As a result, an increase in arrival rate implies a higher 

cost per hour for the user. 

 

Figure 4.4: Effect of f on Broker Profit for the Reactive Auto-scaler 
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Figure 4.5: Effect of f on User Cost for the Reactive Auto-scaler 

4.5.4 Impact of Arrival Rate 

A performance analysis of a system subjected to a single arrival rate is performed 

to investigate the impact of λ on profit. Figure 4.6, presents the effect of λ on the profit 

generated on System I-R and System II. BP in both systems is directly proportional to the 

arrival rate. This is because at higher arrival rates, the system receives a higher number of 

requests per unit time, thus increasing the potential for earning a higher profit/hour. For a 

given λ, System I-R earns in between 2 to 6 times the profit earned by System II. 

4.5.5 Impact of Laxity Factor 

In Figure 4.7, Systems I-R and II are subjected to different values of Lf. A Lf of 0 

implies that there is no additional slack time for the requests. This renders the auto-scaling 

technique ineffective because the system cannot schedule multiple requests without 

missing some of the deadlines. Consequently, the profit accrued is almost 0. However, as 

the laxity in the system increases, BP also increases. A 150 % improvement in BP is 

observed as the Lf is increased from 1 to 4. Overall, for a given Lf, System I-R perform 3 



 67 

to 6 times better than System II. Another interesting observation is that as Lf increases from 

1 to 2, there is a considerable change in BP. 

 

Figure 4.6: Effect of λ on Broker Profit for the Reactive Auto-scaler 

 

Figure 4.7: Effect of Lf on Broker Profit for the Reactive Auto-scaler 

However, the increase in BP seems to flatten as Lf is further increased. An 

explanation for this may be that at lower Lf values, the requests have stricter deadlines 

leading to more requests being rejected. The auto-scaler benefits significantly from an 
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increase in Lf, as the slack time for scheduling the requests is increased thus enabling the 

broker to schedule more requests. As Lf increases, most requests have a longer deadline, 

which makes it easier for the broker to schedule them. Having extremely large deadlines 

at the highest Lf values do not contribute to the broker scheduling more requests per hour, 

thus leading to an only small increase in BP. 

4.5.6 Impact of Service Time 

Figure 4.8 captures the impact of S on the performance of System I-R and System 

II. The figure shows that the profit increases with an increase in S. This is because the 

larger the service time of a request, the higher the utilization of the resources. This 

enables the broker to exploit the pricing difference and earn a greater profit at a higher 

value of S.  For a mean service time of 12.5 minutes, however, the system accrues almost 

no profit. Note that for the parameters used in this experiment it would take at least 40 

minutes of requests running on a resource per hour for the system to break even and lead 

to a broker profit. This is because at the default rate of 0.00000833 $/sec charged to the 

user by the broker, executing requests for 40 minutes earns the broker $0.02 which is 

also the same amount the public cloud provider charges the broker per hour. System II 

follows a similar trend as displayed by System I-R. For any given S between 25 and 75 

minutes, broker profit for System I-R is 1.5 to 4 times that for System II. 
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Figure 4.8: Effect of S on Broker Profit for the Reactive Auto-scaler 

4.5.7 Impact of User Cost Rate  

In Figure 4.9, the effect of changing values of the user cost rate, c_pvt, on BP is 

presented for a fixed broker cost rate, c_pub, held at 0.2 dollars per hour. The user is 

charged between 0.00000694 and 0.0000139 cents per second. Profit is observed to 

increase monotonically with an increase in the user cost. 

Since a higher value of the user charge generates a higher charge to the user, the 

profit accrued for the broker also rises. It may be noted that when the user is charged 

0.00000694, there is very little profit accrued by the broker. This is because the user 

effectively pays $ 0.025 / hour for a resource while the public cloud provider charges the 

broker $ 0.02 /hour. Hence, for the broker to register any profit, each instance must be kept 

busy for 48 minutes every hour (for the same reason why it takes 40 minutes for a charge 

of $0.02 as explained in Section 4.5.6). As the user charge increases, the broker margins 

also increase. 
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Figure 4.9: Effect of c_pvt on Broker Profit for the Reactive Auto-scaler 

4.5.8 System Overheads 

An experiment was conducted with all the system and workload parameters held at 

their default values. The average overhead due to internal communication (defined in 

Section 4.4.4) is measured to be 63 milli-seconds whereas the average delay due to external 

communication (also defined in Section 4.4.4) is measured at 182 milli-seconds. The 

overheads are very small in comparison to the mean service time of a request, which is 50 

minutes, or 3000 seconds. 

4.5.9 Impact of Other factors on Total User Cost 

Table 4.4 presents some of the parameters and the highest percentage cost saving 

among all experiments of a particular parameter for System I-R over Systems II and III. 

For each experiment, System I-R led to a smaller total user cost in comparison to Systems 

II and III. Table IV presents the savings in cost achieved with System I-R in comparison 

with Systems II and III.  The first column specifies the experiment by describing the 

parameter that was varied during the experiment. The highest improvement in total user 



 71 

cost achieved by System I-R over System II and by System I-R over System III are 

presented in columns 2 and 3 respectively.  

Table 4.4  Highest Percentage Cost Savings of System I-R Over System II and System III 

Experiment System II System III 

Impact of λ 34 % 40 % 

Impact of S 10 % 71 % 

Impact of Lf 8 % 16 % 

 

4.6 Observations 

As demonstrated through simulation experiments and measurements, the proposed 

reactive auto-scaling technique can generate a profit for the intermediary enterprise hosting 

the broker while reducing the cost incurred by users. The auto-scaling framework is 

capable of handling both AR and OD requests. The chapter also discusses the various 

overheads associated with the system and demonstrates that these overheads are small. A 

number of important features of the technique as well as key insights into system behaviour 

and performance obtained for the performance analysis described in Section 4.5 are 

presented: 

• The number of resources in the pool used by the user requests need not be 

determined a priori and are controlled dynamically thereby reducing the cost 

for capacity planning. 

• The framework allows users in an enterprise for example, to submit AR as well 

as OD requests to a private cloud provided by the intermediary cloud provider 

where resources from a public cloud are used to handle the workload. 
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• The framework provides a minimum grade of service to ensure that a certain 

percentage of user requests are guaranteed to be executed. 

• The experimental results demonstrate that using the proposed reactive broker 

can lead to a higher profit as compared to other non-reactive systems. For 

example, as shown in Figure 4.8, an improvement in BP up to 300 % has been 

observed. The broker profit is observed to depend on parameters, such as load 

factor, arrival rate, mean service time, laxity factor and user cost. 

• A higher mean arrival rate enables the broker to earn a higher profit. As a result, 

lower the load factor higher is the difference between the profit generated by 

the reactive system and that generated by a conventional system. 

• The broker profit is directly proportional to the user charge of the client 

enterprise and to the mean service time of the request. 

• Using a per second billing rate for the user led to a lower user cost achieved by 

the reactive technique (System I-R) in comparison to a conventional system that 

rents resources directly from the public cloud provider (System III). 

• A minimum of 40 minutes needs to be utilized per hour of resource use to ensure 

that the broker does not incur a loss. This is because the broker is charged 

$0.02/hour by the cloud provider. The amount the broker charges the SCE for 

executing a request is $0.00000833/second. The broker would need to schedule 

a request on every resource for at least 40 minutes to recover the amount it paid 

to the cloud provider to rent the resource for an hour.  Here, the minimum time 

for which one or more requests must be executed on a resource to enable the 

broker to be profitable is dependent on the values of c_pvt and c_pub. 
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• The total user cost for the reactive technique is observed to be inversely 

proportional to the load factor. 

• The broker profit seems to increase with the increase in the laxity factor. Most 

laxity factors experimented with lead to a significant broker profit. However, 

with a laxity factor of 0, the requests have no additional slack time to meet their 

deadlines. In such a situation, the profit earning mechanism does not work well.  
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Chapter 5 The Proactive Auto-scaling Technique 

The proactive auto-scaling technique deploys an auto-scaler that uses a machine 

learning engine (MLE) to predict requests arriving at the system in the future. The 

algorithm decides whether or not to acquire additional resources based on the predictions 

made by MLE. On every request arrival, a decision maker decides on whether to accept or 

reject the incoming request based on resource availability. Upon acceptance, the request 

must be completed by the deadline specified by the SLA. Although the proactive algorithm 

may reject requests occasionally, our results for the workload and system parameters 

experimented with show that the proportion of requests rejected by the broker in a given 

experiment remain below the specified GoS. This chapter describes the components of 

proactive auto-scaling technique in Section 5.1. The proactive auto-scaling algorithm is 

described in Section 5.2. The experimental setup for performing the performance analysis 

of the auto-scaling technique is present in Section 5.3 while the workload and system 

parameters for the experiments are described in Section 5.4. Next, in Section 5.5, the 

chapter presents the results of the performance analysis. The observations from the 

experimental analysis of the proactive auto-scaling techniques are summarized in Section 

5.6. 

5.1 Broker Architecture 

The following sections describe the components of the broker system which is 

shown in Figure 5.1. The system is divided into four distinct components. The first 

component is the request handler (RH) that handles user requests. The second component 

known as MatchMakeSched (MMS) makes the decision to accept or reject a request. The 

request handler and MMS were described in Section 3.1.3 and Section 3.1.4 respectively. 
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The third component is the Decision Maker which manages auto-scaling operations. To 

decide when resources need to be scaled up, DM uses a fourth component known as 

Machine Learning Engine. MLE uses past workloads to predict future request arrival 

patterns. The final component is the GoS module, which maintains the grade of service. 

This section describes the operations performed by DM as well as MLE and the GoS 

module. 
R
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Figure 5.1: Proactive Broker Architecture 

5.1.1 Operations 

The broker that is a part of IE is operated as a service on the public facing side in the 

public cloud environment as part of IE. Users from a single client enterprise send their 

requests to the broker which utilizes resources from the private cloud to satisfy the requests. 

All the incoming requests are first directed to RH. As described in Section 3.1.1, the broker 

controls N resources at a given point in time: Res = {Res1, Res2, … ResN}, similar to the 

case of the reactive broker, where N changes dynamically with user demand. Once requests 

have been scheduled, they cannot be cancelled from the scheduler. Thus, the broker 

guarantees execution of a request which has been accepted by the system, within the 
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specified deadline. The broker is run in two separate threads as shown in Figure 5.2. RH is 

running in thread 1, listening for incoming requests from the User module. Thread 2 

performs the auto–scaling operations. 

 

Figure 5.2: Proactive Broker: Collaboration Diagram 

5.1.1.1 Machine Learning Engine 

Figure 5.2 also shows the collaboration among the different components in the auto-

scaler (thread 2). At the beginning of each prediction operation, the next k requests, denoted 

by Rk, are sent from MLE to DM. MLE predicts all the five characteristics, AT, EST, ST, 

DL and T for all k requests, as described earlier in Section 3.1.2. A time-series analysis 

[58] has been used by MLE. Such an analysis is a natural fit because the available training 

data occurs in increasing order of time sequence. The training data is a sequence of tuples, 

each of which is characterized by a request arrival time, an earliest start time, an execution 

time, a deadline and a request type. We have experimented with two machine learning 

algorithms which use time series analysis: Linear Regression (LR) and Support Vector 

Regression (SVR). The machine learning algorithms predict the characteristics of future 

requests based on historical data. 

After receiving the response for the characteristics of the k predicted requests from 
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MLE, DM invokes a simulation of the MMS to simulate the resource management 

operations for these predicted future requests using MMS. This is done by using the module 

MatchMakeSchedule Sim in Figure 5.2. Based on the output of MMS Sim, DM decides 

whether to acquire new resources or extend the stop time for existing resources. 

Once DM decides to acquire a resource, it must procure the resource from a public 

cloud provider using DRPM. Additionally, each new resource acquired by the system has 

the following characteristics: 

• Start time for the ith resource (starti) – 

 starti = ESTj – T minutes (6) 

▪ Here, ESTj is the EST of the jth request expected to execute earliest 

on the ith resource. 

▪ [Note that EST was described in Section 3.1.2 and T was described 

in Section 4.1] 

• Stop time for the ith (stopi) – 

 
stopi = starti + ⌈ 

𝒏𝒖𝒎𝑺𝒆𝒄𝒐𝒏𝒅𝒊
𝒑

𝟑𝟔𝟎𝟎
⌉ 

(7) 

o where numSecondsp
i is the difference in seconds between the expected 

completion time of the last predicted request on resource i and starti. Since 

a typical public cloud provider charges by the hour, the resource is held until 

the end of this “paid hour” period. The superscript ‘p’ is to denote that the 

numSeconds is the predicted value for which the resource will be utilized. 

The scale-up operation of the proactive auto-scaler is described in Figure 5.3 through a 

sequence diagram. Each existing resource is represented by a variable in the simulator, 
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which enables the simulator to store the pending requests in each resource, and each of the 

k predicted requests is processed by a simulated version of MMS. If the predicted request 

can be scheduled on an existing resource, no changes are made to the resource list and a 

boolean value b is returned as true by MMS. However, if a new resource (Resj) is needed 

to accommodate the request, DM suggests Resj may be acquired. At the end of the 

simulation of k requests, each new resource Resi, suggested by DM, serves q requests {sti
1, 

sti
2,…. sti

q}, where sti
q is the amount of time in seconds that the ith resource spends servicing 

the qth request. At the end of this simulation, DM decides to acquire actual resources using 

the scale up operation based on a profit calculating function given in Equation (10) . This 

is shown in the loop which cycles through all predicted resources and acquires those 

resources that are profitable. 

 

Figure 5.3: Proactive Broker: Sequence Diagram 
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5.1.2 Auto-scaling Rules 

As mentioned earlier in Section 3.2, c_pub and c_pvt are the broker cost and user cost 

respectively. The following factors determine the predicted profit for the broker: 

• Predicted Broker Cost (BCp
i) – The predicted cost for running the ith resource is 

given by: [(stopi – starti)] × c_pub 

• Predicted service time (si) – The predicted total service time for q requests on the 

ith resource is given by: ∑ 𝑠𝑗 
𝑖𝑞

𝑗=1  in seconds. 

The predicted broker cost is computed by considering the predicted start time (startpm) 

and predicted end time(stoptpm). Since the resource is already running, the predicted start 

time is the same as stop time of the resource (stopm). 

• Predicted Total User Cost (UCp
i) – The predicted cost for the users to execute 

requests on the ith resource is given by: [si] × c_pvt 

• Predicted Broker Profit (BPp
i) –The predicted profit earned by servicing user 

requests on the ith resource is given by: 

 BPp
i = (UCp

i – BCp
i) (8) 

Note that the superscript p denotes predicted values. The actual values of these 

parameters are denoted by superscript a. BP may be calculated for any time period and is 

referred to as BPa and BPp signifying the actual and predicted values respectively. The 

reason for having two values for broker profit is due to the proposed system having a 

prediction stage which auto-scales resources based on predicted profit from future 

workload. Hence, this predicted profit is associated with a superscript ‘p’ whereas the 

actual profit accrued by the broker during its operation is associated as the profit with the 

superscript ‘a’. The total cost saving for all requests sent by SCE is computed as the sum of 
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savings achieved with all the requests that were processed by the system. The cost saving 

for a single request, with a service time of c seconds is the difference between the cost that 

would be incurred if the resource were procured directly from the public cloud provider and 

that incurred when it is acquired from IE. 

If BPp
i is less than 0, DM must check with the GoS module to ensure that the GoS 

criterion remains satisfied. The GoS criterion that was introduced in Section 3.1.1 is based 

on the blocking ratio. An explanation for B may be found in Section 4.1. Bp is continuously 

monitored on the system. Irrespective of whether a profit will accrue, a resource is acquired 

if: 

Bp > Bspec (9)  

Similar to Section 4.1,  the desired value of Bp is maintained by the broker and is 

stored in the GoS component. Note that, Bp is the predicted value of B, since the value is 

computed by accounting for requests which are predicted by MLE. 

 The predicted broker profit is used in the following way by DRPM that handles 

the task of communicating with the public cloud provider and acquiring or releasing 

resources. Acquiring and releasing a resource is based on these two rules: 

• Rule I: When, 

 BPp
i > 0 (10) 

o acquire ith resource 

• Rule II: When, 

 stopi = current time (11) 

o release ith resource 

• Rule III: If BPp
i < 0 and rejecting the request would violate the GoS 
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criterion, acquire jth resource 

Rule I states that the ith resource is acquired if a profit is predicted to be generated for 

the broker. Rule II specifies the release of the ith resource at its stop time. Rule III states 

that even if the calculated value of BPi ≤ 0, DM needs to ensure that the GoS criterion 

remains satisfied. 

A limitation of the proactive auto-scaling technique is that it requires a training 

period to function properly. An alternate system may be proposed that functions in a 

reactive mode (System I-R), explained in Chapter 4, during the training and switches to the 

proactive system (System I-P) at the end of the training period. 

5.2 The Proactive Auto-Scaling Algorithm 

The proactive auto-scaling algorithm presented in Table 5.1 is described next. The 

algorithm determines whether new resources need to be acquired or not, based on predicted 

workload. The stop times are set in two cases, when a new resource is started or when an 

existing resource is determined to be profitable in the future and the stop time is extended. 

Acquisition of resources suggested by MMS follow Rule I. In the algorithm, variables used 

in computation are initialized in line 1. Next, DM invokes MLE to predict the next set of k 

requests (line 2a). DM also creates a temporary variable containing information about the 

current system state the current resources and makes them available for simulation by 

MMS (line 2b). System state is characterized by the list of resources acquired by the system 

and the list of requests for each resource. Lines 3 – 13 show the first loop, right after the k 

requests are predicted, in the sequence diagram given in Figure 5.3. DM sends each request 

to MMS which decides whether the current set of resources can meet the request deadline. 

If not, a new resource is suggested to be acquired. Lines 14 – 21 show the second loop in 
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the sequence diagram given in Figure 5.3. 

Table 5.1  Proactive Auto-Scaling Algorithm 

1.  Initialization: nRes ← {}, count ← 0 

2a. Predict the next k requests using  MLE: {Req1, Req2, …  Reqk} 

2b. Acquire the system state with N resources {Res1,.., ResN} 

3. for each request Reqi, from  i = 1 to k do 

4.     for each resource Resj, from  j = 1 to N + count do 

5.         if Reqi can be scheduled on Resj 

6.            Schedule Reqi 

7.             if Resj.stopTime < Reqi.endTime 

8.               Resj.stopTime ← Reqi.endTime 

9.              break; 

10.      end for 

11.      if Reqi not scheduled 

12a.         Increment count by 1. 

12b.     Schedule Reqi on ResN+count;   

12c.     nRes ← ResN+count. 

13. end for 

14. for all nResi, from i = 1 to count, do 

15.    UCp
i ← [si] × [c_pvt] 

16. starti ← (EST of earliest Req on nResi) - T 

17. stopi ←starti + ⌈
numSeconds𝑖

𝑝

3600
⌉ 

18.  BCp
i ← [(stopi – starti)] × [c_pub] 

19.       if (UCp
i – BCp

i) > 0 

20.         acquire(starti,stopi) 

21. end for 

22. for all Resm, from m = 1 to N, do 

23.   UCp
m ←[sm] × [c_pvt] 

24.  startp
m ←stopm 

25.  stopp
m ←startp

m + ⌈
numSeconds𝑚

𝑝

3600
⌉  

26.  BCp
m ←[(stopp

m – startpm)] × [c_pub] 

27.  if (UCp
m – BCp

m) > 0 

28.         stopm ←stopp
m 

29. end for  

 

Profit calculation is performed by comparing UCp
i for using the ith resource with BCp

i 

for that resource. Only if there is a profit (using Rule I) a new resource is acquired (line 

20) by setting a start and a stop time for the resource. Next, the algorithm loops through 
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the existing resources to determine whether an extension in the stop time of a resource is 

profitable (lines 22 – 29). If there are further requests pending on the resource, which make 

the resource profitable for further use (lines 27 – 28), the stop time is extended. A request 

is rejected if there are no resources available to service the request. 

5.3 Experimental Setup  

This section describes the experimental setup used for analyzing the proactive auto-

scaling technique. Section 5.3.1 describes the programming language and framework used 

in the implementation of the simulator and the prototype. Section 5.3.2 describes the details 

about the implementation and challenges faced while deploying the broker on a real cloud 

environment. 

5.3.1 Programming Language/Framework 

The experimental platform is similar to the one described for the reactive system described 

in Section 4.3.1. One additional external project known as WEKA [59] has been used in 

this project. 

• WEKA is a machine learning software used during the prediction operations 

performed by MLE. 

5.3.2 Implementation 

The implementation for the prototype is similar to the one described in Section 

4.3.2.1 while the implementation for the simulator is similar to the simulator presented in 

Section 4.3.2.2 for the reactive technique. The difference is in the auto-scaler for the 

proactive and reactive techniques. While the proactive framework employs MLE to predict 

requests using the WEKA library and then acquires resources based on predicted broker 

profit, the reactive framework auto-scales based on profit for the broker on request arrival.  
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5.4 Experimental Parameters 

This section focuses on describing parameter values which are expected to affect 

the performance of the system as described in Section 5.5. Each experiment is performed 

by changing one parameter at a time while holding the other parameters at their default 

values (see Table 5.2). The default values are shown in boldface. Column 2 specifies the 

set of all values used for the respective parameter. 

5.4.1 Workload Parameters 

The workload parameters for the proactive system are identical to the parameters 

defined by the reactive system in Section 4.4.1. 

5.4.2 System Parameters 

The default public cloud provider cost is assumed as 2 cents for one hour of using 

a micro instance, the same used in Section 4.4.2. The same user cost described in Table 4.3 

for the reactive auto-scaling technique is used. Table 5.2 describes two additional system 

parameters used by MLE for prediction. 

• Linear regression (LR) is selected as the default machine learning algorithm (MLA) 

when running the experiments to analyze the performance of the proactive auto-

scaling system. To compare the system performance when using other machine 

learning algorithms, one experiment is performed which compares the broker profit 

accrued while using the Support Vector Regression (SVR) machine learning 

algorithm with that of the Linear Regression (LR) machine learning algorithm 

(please refer to Figure 5.12). 

o The training data for these experiments were gathered for 40% of the total 

requests to assess the workload characteristics. During this time, the auto-
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scaling was not performed. The features predicted by MLE were the request 

characteristics defined in Section  3.1.2. 

• The number of requests that arrive between two successive predictions for requests 

(P) is varied during the experiments. This is the number of requests which must 

arrive at the system to trigger another prediction operation. The entire history of the 

request arrival patterns is used for this prediction. The default value of 10 used for 

P is small enough to account for any changes that may occur in the workload 

demand without running the machine learning algorithm too often. 

Table 5.2: Summary of System Parameters for Proactive System 

Machine Learning Algorithm: MLA Linear Regression, Support Vector 

Regression 

Number of requests between Predictions: P 10,20,30,40,50,100 

 

5.4.3 Performance Metrics 

The performance metrics are the same as described in Section 4.4.3.   

5.4.4 System Overheads 

As indicated in Section 4.4.4  the average overhead of an operation is characterized 

as the average time spent by all the requests during an experiment on performing the given 

operation. The average overheads due to internal and external communication that were 

introduced in Section 4.4.4 are used in the context of the proactive system. The chapter 

introduces a new overhead caused by executing the machine learning algorithm (MLA). 

Average Overhead due to MLA: corresponds to the delay caused the Prediction 

Engine. It is defined as the difference between the time at which the MLE operation ceases 
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and the time at which MLE operation starts. The overhead is aggregated over all predictions 

made during one experiment. The average overhead is calculated by aggregating all the 

delays caused by MLE during an experiment and dividing the sum by the total number of 

such delays in the experiment. 

5.5 Results 

This section presents the results obtained by the simulation framework. In addition 

to the simulator, the proof of concept prototypes for System I-P, System II and System III 

were run on a system using Amazon EC2 as the public cloud. The simulator and prototype 

are similar to those described in Section 4.3.2.1 and Section 4.3.2.2 respectively for the 

reactive system. However, the broker used in the proactive system is different from the 

broker used in the reactive system. This section presents the results obtained by framework 

using a prototype implementation using Amazon EC2 resources. 

5.5.1 Comparison between the Simulator and the Prototype 

A comparison of the measurement results with those of a simulated system showed close 

agreement. The system used a discrete event-based simulator that simulated the acquisition 

and release of resources using the same workload conditions. In most cases of f, a 

difference of 3% to 5% between the simulator and the prototype was observed with a 

largest difference of 6%. A reason for this difference may be attributed to the time required 

in the prototype to send and receive requests using the network, which is not present in the 

simulator. However, the difference is small because the delay in communication is only a 

few hundred milliseconds and does not significantly affect the broker profit. The better 

performance of the simulator may be attributed to the assumption of zero communication 

latencies whereas the communication between the broker and the virtual resources as well 
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as between SCE and the broker in the prototype are subject to non-zero communication 

latencies with network latencies due to Amazon’s internal data center network and external 

networks having a small impact on broker performance for the prototype. Figure 5.4 

presents a comparison between the broker’s profits determined through measurements on 

the prototype system with that observed on a simulated system. The greatest difference 

between the two systems is 6% at f = 0. At lower values of f, the difference between the 

BPa values determined in both systems is much smaller: for example, a difference of 3% 

is observed at f = 0.6. 

Since the difference in the results for the simulator and the prototype is small, the 

remaining experiments in this chapter have been run using the simulator, thereby saving 

costs associated with acquiring resources on a public cloud as well as saving time to run 

the experiments in the cloud environment. Note that the system overheads reported in 

Section 5.5.7 are based on measurements made on the system prototype. Additionally, a 

close match between the prototype and the simulator results was found for System II as 

well, and hence only the simulator results for System II have been presented in this chapter. 

5.5.2 Impact of Arrival Rate 

A performance analysis of a system subjected to a single arrival rate is performed to 

investigate the impact of λ on profit. Figure 5.5, presents the effect of λ on the profit 

generated on System I-P and System II. These systems have been introduced in Section 

3.3. BPa in both systems seems to be directly proportional to the arrival rate. This is because 

at higher arrival rates, the system receives a higher number of requests per unit time, thus 

increasing the potential for earning a higher profit/hour by accepting a higher number of 

requests. System I-P earns in between 2.5 to 4 times the profit earned by System II. 
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Figure 5.4: Comparison of the Simulator and Prototype for the Proactive Auto-scaler 

 

Figure 5.5: Effect of λ on Broker Profit for the Proactive System 

5.5.3 Impact of Load Factor 

This sub-section describes the impact of f on the various systems described in Section 

3.3. In Figure 5.6, different values of f, discussed in Table 4.2, are used to compare the 

profit earned by the broker using Systems I and II. In all cases, System I-P performs better 

than System II, earning as high as 3.5 times the profit earned in System II. For any given 
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system, the profit is inversely proportional to f: as f increases, profit decreases. For 

example, when f is 0, the profit/hour is the highest. Note that at f = 0, the system is subjected 

to only the higher arrival rate. As f increases, the proportion of requests with lower arrival 

rates decreases. At f =1 the system is subjected to only the lower arrival rate and the BPa 

earned are lower.  

 

Figure 5.6: Effect of f on Broker Profit for the Proactive System 

Figure 5.7 presents a comparison of all the three systems. As shown in the figure, 

System I-P leads to a lower UCa in comparison to the other two systems. All requests are 

considered to be arriving from a group of users that belong to the client enterprise. Hence, 

an increase in arrival rate, the broker received more requests per unit time. This enables the 

broker to schedule more requests per unit time, thereby increasing broker profit by making 

the collective users pay a higher amount per unit time, increasing UCa. Consequently, as 

seen in Figure 5.7, a lower f results in a higher UCa thus enabling the broker to earn a higher 

BPa.  
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5.5.4 Impact of Laxity Factor 

In Figure 5.8, Systems I and II are subjected to different values of Lf. A Lf of 0 

implies that there is has no additional slack time for the requests. This renders the auto-

scaling technique ineffective because the system cannot schedule multiple requests without 

missing some of the deadlines and thus the broker must reject a portion of the requests to 

guarantee satisfying the deadline requirement for accepted requests. Consequently, the 

profit is below 0 if most requests are rejected, providing the broker a lower opportunity for 

accruing a profit. However, as the laxity in the system increases, BPa also increases. A 150 

% improvement in BPa is observed at Lf of 5 in comparison to keeping the Lf at 2. Overall, 

for a given value of Lf between 2 and 5, System I-P performs 3.5 to 4 times better than 

System II. 

 

Figure 5.7: Effect of f on User Cost for the Proactive System 

5.5.5 Impact of Service Time 

Figure 5.9 captures the impact of S on the performance of System I-P and System II. 

The figure shows that the profit/hour increases with an increase in S. This is because the 
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larger the S, the higher the utilization of the resources that leads to a higher revenue for 

the broker. For any given S, System I-P exhibits a significantly superior performance in 

comparison to System II. Note that for the default parameters used in this experiment, it 

would take at least 40 minutes of requests running on a resource per hour for the system 

to break even and avoid a loss. More details about why 40 minutes is the key time period 

between registering a profit or a loss may be found in Section 4.5.6. 

5.5.6 Impact of User Cost Rate 

In Figure 5.10, the effect of changing values of user cost rate, c_pvt, on BPa is 

presented for different values of broker cost rate, c_pub. Varying the broker cost rate 

(c_pub) from to $ 0.02 to $ 0.03 per hour, the user is charged between $ 0.00000694 and 

$ 0.0000139 per second. Profit is observed to increase proportionally with an increase in 

the user cost. Since a higher value of c_pvt generates a higher charge to the user, the 

profit accrued by the broker also rises. When the value of c_pvt is equal to or less than 

c_pub, the algorithm does not incur any profit. 

 

Figure 5.8: Effect of Lf on Broker Profit for the Proactive System 
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Figure 5.9: Effect of S on Broker Profit for the Proactive System 

5.5.7 System Overheads 

An experiment was conducted with all the system and workload parameters held at 

their default values. The average overhead due to internal communication (discussed in 

Section 5.4.4) is measured to be 69 milli-seconds whereas the average delay due to external 

communication (also discussed in Section 5.4.4) is measured at 195 milli-seconds. The 

average overhead caused due to running the machine learning algorithm (defined in Section 

5.4.4) is measured to be 6.2 seconds. The overheads are very small in comparison to the 

mean service time of a request, which is 50 minutes, or 3000 seconds. 

5.5.8 Other Results 

• Impact of Number of Requests between Predictions: Profit is observed to increase 

initially with an increase in the number of requests between predictions used by 

MLE. This is shown in Figure 5.11. 

However, it reaches a peak at 50 and then decreases as the number of 

predictions is increased further. Small values of P do not allow MLE to properly 
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learn the request behaviour. Also, when P is too large, stale information may get 

included in the prediction process, thus reducing the accuracy of predictions. 

 

Figure 5.10 Effect of c_pvt on Broker Profit for the Proactive System 

 

Figure 5.11: Effect of P on Broker Profit for the Proactive System 

• Impact of Machine Learning Algorithm: The improvement in BPa achieved by SVR 

over LR is marginal: 2% to 4% and is shown in Figure 5.12. The prediction error 

for the four AR request characteristics AT, EST, ST and DL observed at the default 
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value of f = 0.4 is presented in Table 5.3. For any given characteristic X, associated 

with a specific request arrival, the percentage error is computed as: 

Error = |
predicted X – actual X

predicted X
| × 100 

 

Figure 5.12: Effect of changing the MLA on Broker Profit for the Proactive System 

Table 5.3: Average Percentage Error in Prediction using LR and SVR 

Request Characteristic AT EST DL ST 

Linear Regression 1.2% 13% 9.6% 22% 

Support Vector Regression 0.8% 6% 5.3% 15% 

 

Note that predicted X is noted when MLE generates a prediction and actual 

X is obtained after the request arrives on the system. The average error for X 

computed across all the requests generated in the experiment is reported in Table 

5.3. A lower prediction error achieved with SVR leads to a marginally higher 

proportion of accepted requests. The proportion of accepted requests (1 – B) for LR 

and SVR for f = 0.4 is 0.91 and 0.94 respectively. This leads to a slightly higher 
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broker profit achieved with SVR in comparison to LR (see Figure 5.12). 

5.6 Observations 

The proactive auto-scaling technique introduced in the chapter combines a machine 

learning based predictive approach with a deadline driven algorithm for auto-scaling 

resources. The proposed framework is implemented as a prototype on a real cloud 

provider’s system to demonstrate that a significant profit can be generated for the 

intermediary enterprise managing a virtual private cloud for a client enterprise while 

reducing the cost incurred by the users. The chapter also discusses the various 

overheads associated with the system and demonstrates that these overheads are small. 

A detailed performance analysis (broker profit and user cost) based on measurements 

made and a number of key observations achieved with a given set of system and 

workload parameters experimented with is presented: 

• The experimental results demonstrate that using the proposed proactive broker can 

lead to a higher profit as compared to other non-proactive systems. For example, as 

shown in Figure 5.6, an improvement in BPa up to 250% of System I-P over System 

II has been observed.  The broker profit is observed to depend on parameters, such 

as load factor, arrival rate as well as number of requests used in arriving at the 

predictions. 

• A higher mean arrival rate enables the broker to earn a higher profit. As a result, 

lower the load factor, higher is the difference between the profit generated by the 

proactive system and that generated by a conventional system. 

• The broker profit is directly proportional to the cost charged to the users of the 

single client enterprise and is thus observed to increase with increase in S. 
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• The broker profit increases with the increase in Lf. 

• The user cost is observed to be directly proportional to the load factor while the 

broker profit is observed to be directly proportional to mean service time. 

• Changing the machine-learning algorithm has a small impact on the broker profit 

with an algorithm such as SVR performing marginally better than linear regression.  
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Chapter 6 The Hybrid Auto-scaling Technique 

The hybrid auto-scaling technique described in this chapter combines the previous 

reactive and proactive auto-scaling techniques presented in Chapter 4 and Chapter 5 

respectively. The motivation behind investigating a hybrid approach to auto-scaling is to 

deal with the limitations of the purely proactive and reactive methods. In a pure reactive 

auto-scaler, the scaling of resources takes time and the auto-scaler may miss opportunities 

to meet request deadlines. In a proactive auto-scaler, resources are available prior to request 

arrival. The required number of resources is predicted using a machine learning algorithm. 

However, errors in the prediction technique may cause requests to be dropped due to 

unavailability of resources when the requests actually arrive. The hybrid approach 

combines both approaches by proposing an auto-scaler that can scale both proactively and 

reactively, thereby striving to improve the system performance measured by broker profit 

and user cost in comparison to the pure proactive and pure reactive approaches. 

The components of the framework that implements the hybrid auto-scaling 

algorithm is described in Section 6.1. The hybrid auto-scaling algorithm is described in 

Section 6.2. The experimental setup for performing the analysis of the auto-scaling 

technique is present in Section 0 while the workload and system parameters for the 

experiments are described in Section 6.4. Next, Section 6.5 presents the results obtained 

by experimenting with this auto-scaling framework. An analysis to find the profitability of 

the broker is made in 6.6. The key observations and insights resulting from the 

investigation of the hybrid auto-scaling technique are presented in Section 6.7. 

6.1 Broker Architecture 

The broker architecture is similar to that introduced in Section 3.1.1. The most important 
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component in this broker is the hybrid auto-scaler. Similar to the reactive auto-scaler, this 

auto-scaler is run on every request arrival and it decides whether or not to acquire additional 

resources and whether or not the incoming request is to be accepted. Upon acceptance of a 

request, the broker guarantees that the request will be completed by the deadline included 

in the SLA. Another auto-scaler, similar to the proactive auto-scaler described in Chapter 

5 runs periodically. after a predetermined number of request arrivals, and attempts to 

acquire resources proactively. 
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Figure 6.1: Hybrid Broker Architecture 

The broker is responsible for the matchmaking and scheduling operations for an 

incoming request as well as auto-scaling a pool of resources. The following subsections 

describe the components of the broker system which is shown in Figure 6.1 . The system 

comprises of five distinct components. The first component is the Request Handler (RH) 

that accepts requests from SCE. The primary responsibility of RH is to receive requests 

from users and forward the requests to MMS which decides whether to accept or reject the 

request. Operations of RH and MMS have been described in Section 3.1.3 and Section 

3.1.4 respectively. The third component is Decision Maker (DM) which controls when 
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resources are scaled. DM uses the fourth component known as Machine Learning Engine 

(MLE) to predict future requests based on past workloads. The final component is the GoS 

module, which stores the grade of service set by SCE, responsible for maintaining a QoS. 

6.1.1 Auto-scaling criteria 

Upon request arrival, the hybrid algorithm determines whether the incoming request is 

to be accepted (determined by MMS) and if accepted, whether additional resources need 

to be acquired to satisfy the request. Upon acceptance of an AR request, this request must 

be completed by a deadline included in the SLA. On request arrival, a resource is acquired 

if:  

(i) No available resource satisfies the request SLA   AND  

The acquisition of the resource will lead to a profit  

OR 

(ii) Rejecting the request will lead to a B that is higher than the specified GoS. 

Note: A resource is released after the timer set on the resource expires and no further 

requests are scheduled on that resource. Further details on resource timer may be found in 

Section 4.1. 

After every k request arrivals, the broker also runs the proactive algorithm to calculate 

the appropriate number of resources needed in the future to satisfy the workload demands. 

The proactive auto-scaling approach used in the proposed technique is based on a time 

series analysis [60] using different machine learning algorithms. The machine learning 

engine (MLE), utilizes the functions of a software library called Weka [59]. The request 

characteristics described in Section 3.1.2 are predicted by MLE. The algorithm 

accomplishes the prediction by looking at past workload trends and predicts the workload 
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in the future. The prediction is performed by extrapolating the appropriate number of 

resources required to satisfy the demand while maintaining the GoS as well as accruing a 

profit for the broker. A set of resources are acquired if: 

(iii) No available resources satisfy one or more of the upcoming requests  AND 

The upcoming predicted set of requests accrue a profit for the broker. 

OR 

(iv) Rejecting the upcoming predicted requests leads to a B that is higher than the 

specified GoS. 

The reactive and proactive auto-scaling techniques incorporated in the hybrid auto-

scaler are presented next.  

6.1.2 Reactive Auto-scaling 

Even though the incoming request is handled by RH, the request handling process 

involves other modules of the broker. At any time, the broker controls a set of N resources 

in the VPC: Res = {Res1, Res2, … ResN}, where N changes dynamically with user demand. 

The broker is run in two separate threads and each thread runs independently of the other 

thread. The two threads decide on when auto-scaling operations are required without being 

influenced by the functions of the other thread. RH runs in Thread 1, listening for incoming 

requests from the User module and is activated on every request arrival. Thread 1 also runs 

a reactive auto-scaling component. This component decides to scale up and add an 

additional resource when the current resources controlled by the broker are not adequate to 

satisfy the request. To acquire a new resource, auto-scaling criteria (i) or (ii), defined in 

Section 6.1.1 are used. 

Each thread can trigger a change in the number of resources and thus helps perform the 
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auto-scaling operations (although they run independent of one another). Once requests 

have been scheduled, they cannot be cancelled from the scheduler. The decision to accept 

or reject the request is sent back to the user. 

Thread 1 also uses MMS, DM as well as the GoS module. One of the components of DM 

is the Reactive Auto-scaler (RA). MMS, running inside Thread 1 determines whether the 

request can be scheduled on an existing resource such that its SLA is satisfied (see Section 

3.1.4). If so, the request is accepted. If no existing resource can satisfy the SLA 

requirements of the request, criteria (i) and (ii) described in Section 6.1.1 are used to 

determine whether an additional resource is to be acquired so that the request can be 

accepted. If no additional resource can be acquired, the request is rejected. For calculating 

the broker profit, used by the criteria, equation (13)  is used. It is similar to equation (1) 

used in Section 3.2. except that the equation is modified to accommodate the characteristics 

of a particular request i. For this ith request having a service time of ci seconds, RA checks 

it against the following condition: 

 𝑩𝑷𝒊 >  𝟎 (12) 

Where BPi is defined as: 

 BPi = 𝑮 × (𝒄𝒊 × 𝒄_𝒑𝒗𝒕) − (⌈
𝒄𝒊

𝟑𝟔𝟎𝟎
⌉  × 𝒄_𝒑𝒖𝒃) (13) 

As mentioned earlier in Section 3.2, c_pub and c_pvt are the broker cost and user cost that 

are incurred by the broker and SCE respectively. G is a constant greater than 1. A more 

detailed discussion of G is presented in Section 4.1. This equation for calculating the broker 

profit determines whether the cost of acquiring the resources from the public cloud by the 

broker is lower than the fees earned from the SCE. When the criterion is met and BPi is 

greater than 0, and DM issues a command to DRPM, a new resource is acquired. However, 
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the resource must be acquired only for the time interval required by the request. This is to 

ensure that the broker does not have idle resources wasting money for IE. Hence, to achieve 

this, each new resource acquired by the system has the following characteristics: 

• Start time for the jth resource (startj) –  

o Startj = (EST of the request expected to execute earliest on the jth resource) – 

T 

o Resources are not made available immediately after a request is submitted by a 

public cloud provider and the additional T seconds is used to account for the time 

to start a resource by the public cloud provider. More details may be found in 

Section 4.1. 

• Stop time for the jth (stopj) –  

o stopj = startj + ⌈ 
𝒏𝒖𝒎𝑺𝒆𝒄𝒐𝒏𝒅𝒔

𝟑𝟔𝟎𝟎
⌉ 

Here, numSeconds is the difference in seconds between the expected completion time of 

the last request on resource j and startj. A ceiling function converts an integer to return the 

next highest integer value by rounding up value, if necessary. Since a typical public cloud 

provider charges by the hour, the resource is held until the end of this “paid hour” period. 

Each resource j has an internal timer which is set to expire at the time stopj. Hence, even 

though the resource must be switched off after the request finishes execution, any 

remaining time might be used by another request. 

If BPi is less than 0, RA must check with another component that makes use of Thread 

1. This component is known as the GoS component. Even though the broker does not 

accrue a profit from the request, RA needs to check whether the GoS criterion is satisfied. 

RA consults with the GoS component that contains configuration details set by SCE. The 
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GoS criterion used in this research is based on the blocking ratio. An explanation for B may 

be found in Section 4.1. B is continuously monitored on the system. Irrespective of whether 

a profit will accrue, a resource is acquired if: 

B > Bspec (14)  

Similar to Section 4.1,  the desired value of B is maintained by the broker and is stored in 

the GoS component.  

Hence, if none of the available resources can satisfy the SLA for request i the broker 

uses the following rules to decide whether to acquire a resource from the public cloud. 

• Rule I: When BPi > 0, acquire jth resource 

• Rule II: When B > Bspec, acquire jth resource 

To release a resource, this rule is followed: 

• Rule III: When (stopj) = current time, release jth resource 

 

Rule I states that the jth resource is acquired if a profit is generated for the broker. Rule 

II states that the request must be accepted if the system is failing to meet the specified grade 

of service guaranteed by IE. Rule III specifies the release of the jth resource occurs when 

the current system time is equal to the stop time of the resource. 

6.1.3 Proactive Auto-scaling 

Thread 2 is responsible for proactive auto-scaling and is periodically invoked. The 

hybrid auto-scaler running inside DM auto-scales proactively using two helper modules, 

GoS and MLE. When auto-scaling proactively, DM uses MLE to predict user demand. 

MLE uses a machine learning algorithm to predict future workload. Initially, MLE requires 

a training period to operate accurately. In this research, the training period is chosen as 
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10% of the total experiment run time. During this phase, no requests are accepted by the 

system. However, the system may be modified to accept requests and schedule them during 

this period in a reactive manner. Once the training phase is completed, the system can start 

normal operations. DM invokes the operation of MLE after every k requests. MLE predicts 

the characteristics of the upcoming k requests, Req = {Req1, Req2, …, Reqk}. 

In this chapter, the majority of experiments are conducted using Linear Regression (LR) 

[61] as the machine learning algorithm. Each request characteristic is predicted separately 

using a time series analysis. MLE allows other machine learning algorithms to work, in 

place of LR. In addition to LR, another machine learning algorithm known as Support 

Vector Regression (SVR) [62] has also been discussed in Section 6.5.7.2. 

The operations of Thread 2 are discussed next. At the beginning of each prediction 

operation, DM requests for the next k requests, denoted by Rk, to arrive from MLE. All the 

five characteristics, AT, EST, ST, DL, that is predicted by MLE, have been described 

earlier in Section 3.1.2, for each of the k predicted requests. After getting a response, DM 

simulates the resource management operations for these predicted future requests using 

MMS. This invokes a mock scheduling and matchmaking operation. However, from the 

perspective of MMS, it works the same way and does not differentiate between a real 

request sent by SCE and the predicted request sent by DM. 

Based on the output of MMS, DM decides whether to acquire new resources or change 

the stop time for existing resources in order to schedule the requests on the existing 

resource, similar to the purely proactive technique described in Section 5.1. After receiving 

the characteristics of the k predicted requests from MLE, DM invokes MMS and gets back 

a true or false response. If MMS can successfully schedule the request on one of the 
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existing resources, it returns a true value and DM takes no further action (except adjusting 

the stop time of the resource, if required). However, if MMS is unable to schedule the 

predicted request, DM has to decide whether a resource will need to be procured in the 

future using the auto-scaling criteria (iii) and (iv) described in Section 6.1.1. It should be 

noted that even though the requests are only predicted, DM needs to ensure that it consults 

the GoS module to avoid a request rejection that can cause B to violate the agreed threshold. 

The system avoids the situation of B crossing the threshold set by Bspec by deciding to 

accept the request when it arrives on the system. 

Each new resource, acquired based on the predictions, has the same start and end time 

characteristics as described for the situation in which a new request arrival triggers a 

resource acquisition Hence, the following factors must be taken into consideration when 

determining the predicted profit for the broker, finally leading to a predicted profit 

function:  

• Predicted Broker Cost (BCp
i) – The predicted cost for using the ith resource is given by: 

[(stopi – starti)] × c_pub. This should be kept as low as possible to maximize broker 

profit. 

• Predicted service time (si) – The predicted total service time for k requests on the ith 

resource is given by: ∑ 𝑆𝑇𝑗 
𝑖𝑘

𝑗=1  in seconds 

• Predicted Total User Cost (UCp
i) – The predicted cost for the users to execute requests 

on the ith resource is given by: [si] × c_pvt 

• Predicted Broker Profit (BPp
i) –The predicted profit earned by servicing user requests 

on the ith resource is given by: 

o BPp
i = (UCp

i – BCp
i) 
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 If BPp
i is greater than 0, then the request is accepted. Note that the superscript p 

denotes predicted values. The actual values of these parameters are denoted by 

superscript a and used in Section 6.5. The predicted broker profit is used in the 

following way by DRPM that handles the task of communicating with the public cloud 

provider and acquiring or releasing resources as described in Section 3.1.5. Acquiring 

and releasing a resource is performed by using rules that are similar to the rules 

described in Section 6.1.1. 

To acquire resources, these two rules are followed: 

• Rule IV: When BPp
j > 0, acquire jth resource 

• Rule V: When Bp > Bspec, acquire jth resource 

To release resources, the following rule is followed: 

• Rule VI: When (stopj) = current time, release jth resource 

 

6.2 Hybrid Algorithm 

The hybrid auto-scaling algorithm is divided into two sections. The first section 

describes the reactive component of the auto-scaling algorithm whereas the second 

describes the proactive component. 

6.2.1 Reactive Component 

The reactive auto-scaling algorithm given in Table 6.1 is described next. For each 

incoming request Reqi, the algorithm is executed. Before a resource can be acquired, MMS 

must determine whether the existing set of resources can accommodate the request. This is 

shown in Lines 1 – 7. DM sends each request to MMS which decides whether one of the 

resources in the current set of resources can be allocated to meet the request deadline. 

Acquisition of resources is based on the RA algorithm that follows Rule I and Rule II, 
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specified in Section 6.1.2. 

Table 6.1  Hybrid Auto-Scaling Algorithm: Part 1 

1.  for each resource Resj, from j = 1 to N do 

2.    if Reqi can be scheduled on Resj  

3.       Schedule Reqi // Schedule using MMS 

4.        if Resj.stopTime < Reqi.endTime 

5.           Resj.stopTime ←  Reqi.endTime 

6.         break 

7.  end for 

8.  if Reqi not scheduled 

9.     UCi ← 𝐺 × (ci × c_pvt) 

10.     BCi ←  ⌈
𝑐𝑖

3600
⌉ × c_pub 

11.    if (UC – BC) > 0 or B > Bspec          

12.          startj ← (EST of earliest Reqj) - 300 

13.         stopj ←startj + ⌈numSeconds/3600⌉  
14.         acquireResource(startj,stopj) 

 

If the request cannot be accommodated by the existing set of resources, the reactive 

auto-scaling algorithm must be executed to determine whether a profit may accrue from 

the request after acquiring a new resource from the public cloud provider and scheduling 

the new request on that resource. An exception to this case is when the value of B goes 

above Bspec. This follows from Rule II that is associated with a scaling up operation. In this 

case, the resource is acquired, irrespective of whether a profit is generated by scheduling 

the new request on a newly acquired resource in order to meet the GoS. The process of 

resource acquisition is shown in lines 8 – 14. The start and stop time of the resource to be 

acquired are set in line 12 and line 13 respectively. Line 14 performs the action of acquiring 

the new resource by communicating the request with DRPM. Resources are released when 

the current time reaches the stop time computed in line 13 and stored in the resource’s 

respective timers.  

The algorithm describes only the scale up operation. Resources are scaled down 
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automatically when the current time becomes greater than the stop time of the resource as 

described in Rule III. The resource stop time is set in two cases, when a new resource is 

started or when the stop time is extended for an existing resource when executing a new 

request on the resource is deemed profitable. 

6.2.2 Proactive Component 

The two parts of the reactive auto-scaling algorithm (Table 6.2 and Table 6.3) are 

described next. The algorithm in Table 6.2 determines whether new resources need to be 

acquired or not, based on predicted workload. The stop time is set in two cases, when a new 

resource is started or when an existing resource is determined to be profitable in the future 

by executing a newly arrived request and the stop time is extended. The first part of the 

algorithm described in Table 6.2 presents the scenario of re-using existing resources 

without acquiring any new resources. The second part of the algorithm is presented in Table 

6.3 and is only required if the current set of resources controlled by the broker cannot serve 

the upcoming requests. 

Acquisition of resources suggested by MMS follow Rule IV and Rule V. DM invokes 

MLE to predict the next set of k requests before starting this algorithm. The system state is 

characterized by the list of resources acquired or currently controlled by the broker and the 

list of requests for each resource. Lines 1 – 13 describes how DM sends each request to 

MMS which decides whether the current set of resources may meet the request deadline. If 

not, a new resource may be acquired if Rule IV and Rule V are satisfied. Each predicted 

request is sent to MMS to predict whether the request may be scheduled on an already 

existing resource. If the request cannot be scheduled using the existing set of resources, DM 

uses the algorithm (shown in Table 6.3) to determine whether acquiring a resource is 
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profitable. Profit calculation is performed by comparing UCp
i for using the ith resource with 

BCp
i for that resource. Only if there is a profit (using Rule IV) a new resource is acquired 

(line 5) by setting a start and a stop time for the resource. Resources are scaled down 

automatically when the current time becomes greater than the stop time as described in 

Rule VI. 

Table 6.2  Hybrid Auto-Scaling Algorithm: Part 2a 

1. for each pred. request Reqi, from  i=1 to k do 

2. for each resource Resj, from  j = 1 to N do 

3.  if Reqi can be scheduled on Resj 

4.   Schedule Reqi 

5.        if Resj.stopTime < Reqi.endTime 

6.   Resj.stopTime ←  Reqi.endTime 

7.     break 

8. end for 

9.   if Reqi not scheduled 

10.      Schedule Reqi on ResN+count;  

11.      Increment count by 1.  

12.     nRes ←  ResN+count. 

13. end for 

14. Call selectResource () 

 

Table 6.3  Hybrid Auto-Scaling Algorithm: Part 2b (SelectResource) 

1.    for all nResi, from i = 1 to count, do 

2.      UCp
i ← [si] × [c_pvt] 

3.      BCp
i ←  [(stopi – starti)] × [c_pub] 

4.        updateB() 

5.     if BCp
i > 0 or Bp >Bspec  

6.        acquire(starti,stopi) 

7.  end for 

 

6.3 Experimental Setup  

Experiments are performed using both the simulator and the proof of concept 

prototype developed for the hybrid system. The simulator and prototype developed for the 
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reactive component are similar to those for the pure reactive technique described in Section 

4.3.2. The simulator and prototype developed for the proactive component are similar to 

those for the pure proactive technique described in Section 5.3.2. Additional code is 

included in the hybrid system to make the proactive and reactive components run 

simultaneously. 

6.4 Experimental Parameters 

This section focuses on how changing parameter values affects the performance of 

the system. The workload parameters for the hybrid system are identical to the parameters 

defined for the pure reactive system in Section 4.4.1. Similarly, the system parameters are 

identical to the ones described in Table 4.3 and Table 5.2 for the pure reactive and pure 

proactive respectively. 

6.4.1 System Overheads 

As indicated in Section  4.4.4, the average overhead of an operation is characterized 

as the average time spent by all the requests during an experiment on performing the given 

operation. The average overheads due to internal and external communication that were 

introduced in Section 4.4.4 and the average overhead due to MLE introduced in Section 

5.4.4 are used in the context of the hybrid system. 

6.5 Results 

This section focusses on experimental results. In addition to a simulator, the proof 

of concept prototypes for Systems I-III were run on a system using Amazon EC2 as the 

public cloud. The results show that the prototype results are similar to the results obtained 

through the simulation. Both user cost and broker profit are compared for all three systems. 

In these experiments, the purely reactive system of Chapter 4 is referred as System I-R and 
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the purely proactive system of Chapter 5 is referred to as System I-P. The hybrid system is 

referred to as System I-H. 

6.5.1 Comparison between the Simulator and the Prototype 

Experimental results that capture the variation in Broker Profit (BP) for different values 

of f, or Load Factor, are presented in Figure 6.2. Results obtained from both the simulator 

and the prototype are presented. For most values of f, a difference of 3% to 5% was 

observed between the values obtained from the simulator and the prototype. The better 

performance of the simulator may be attributed to the assumption of zero communication 

latencies whereas the communication between the broker and the virtual resources as well 

as between SCE and the broker in the prototype are subject to non-zero communication 

latencies with network latencies due to Amazon’s internal data center network and external 

networks having a small impact on broker performance for the prototype. The greatest 

difference observed is 6% that was achieved at f = 1. At lower values of f, the difference 

between the BPa values achieved in both systems is much smaller: for example, a difference 

of 3% is observed at f = 0.0.  Using a simulated system is less expensive and faster in terms 

of execution time in comparison to using a prototype. 

Since the difference in the results for the simulator and the prototype is small, the 

remaining experiments in this chapter have been run using the simulator, thereby saving 

costs associated with acquiring resources on a public cloud as well as saving time to run 

the experiments in the cloud environment. Note that the system overheads reported in 

Section 6.5.6 are based on measurements made on the system prototype. Additionally, a 

close match between the prototype and the simulator results was found for System II as 

well, and hence only the simulator results for System II have been presented in this chapter. 
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Figure 6.2: Comparison of the Simulator and Prototype for the Hybrid Auto-scaler 

6.5.2 Impact of Load Factor 

Figure 6.3, compares the profit that accrues on System I-H and System II for different 

values of f. In all cases, System I-H is able to generate more profit than System II. The 

profit is inversely proportional to f: as f increases, profit decreases. For example, when f is 

0, BPa is the highest. Note that at f = 0, the system is subjected to only the higher arrival 

rate. As f increases, the proportion of time for which the system is subjected to the lower 

arrival rate increases. At f =1 the system is subjected to only the lower arrival rate and the 

profits earned are lower. Overall, for any given f, BPa for System I-H is 3 - 4 times higher 

than System II (see Figure 6.3). This is due to the fact that an increase in f implies that the 

broker has to handle a lower number of request arrivals per unit time and thus has a lesser 

opportunity to accrue a profit by executing a lower number of requests. 

Figure 6.4 presents a comparison of the total user cost incurred in all the three 

systems. As shown in the figure, System I-H leads to a lower total user cost in comparison 

to the other two systems. The experiments show that an increase in f leads to a lower cost 
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per hour for the user. This is due to the fact that an increase in f implies that the broker has 

to handle a lower number of request arrivals per unit time and is forced to scheduling a 

lower number of requests, leading to a lower UCa. 

 

Figure 6.3: Effect of f on Broker Profit for the Hybrid System 

 

Figure 6.4: Effect of f on User Cost for the Hybrid System 

6.5.3 Impact of Arrival Rate 

A performance analysis of a system subjected to a single arrival rate is performed to 
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investigate the impact of λ on profit. Figure 6.5, presents the effect of λ on the profit 

generated on System I-H and System II. BPa in both systems is directly proportional to the 

arrival rate. This is because, as indicated earlier, at higher arrival rates, the system receives 

a higher number of requests per unit time, thus increasing the potential for earning a higher 

profit/hour. System I-H earns in between 2 to 6 times the profit earned by System II. 

6.5.4 Impact of Laxity Factor 

In Figure 6.6, Systems I and II are subjected to different values of Lf. A Lf of 0 

implies that there is no slack time for the requests. This renders the auto-scaling ineffective 

because the system cannot schedule multiple requests without missing some of the 

deadlines. Consequently, the profit accrued is almost 0. However, as the laxity in the 

system increases, BP also increases. A 150 % improvement in BP is observed as the Lf is 

increased from 1 to 4. Overall, System I-H performs 3 to 6 times better than System II for 

a given laxity. 

6.5.5 Impact of Service Time 

Figure 6.7 captures the impact of S on the performance of System I-H and System 

II. The figure shows that profit increases with an increase in S. This is because the larger 

the service time of a request, the higher the utilization of the resources. This enables the 

broker to exploit the pricing difference and earn a greater profit at a higher value of S.  

For a mean service time of 12.5 minutes, however, the system accrues almost no profit. 

Note that for the parameters used in this experiment it would take at least 40 minutes of 

requests running on a resource per hour for the system to break even and lead to a broker 

profit. System II follows a similar trend as displayed by System I-H. For any given mean 

service time between 25 and 75 minutes, broker profit for System I-H is 1.5 to 4 times 
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that for System II. 

 

Figure 6.5: Effect of λ on Broker Profit for the Hybrid System 

 

Figure 6.6: Effect of Lf on Broker Profit for the Hybrid System 

6.5.6 System Overheads 

An experiment was conducted with all the system and workload parameters held at 

their default values. The average overhead due to internal communication (defined in 

Section 4.4.4). is measured to be 59 milli-seconds whereas the average delay due to 
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external communication (also defined in Section 4.4.4) is measured at 179 milli-seconds. 

The average overhead caused due to running the machine learning algorithm (defined in 

Section 5.4.4) is measured to be 6.3 seconds. The overheads are very small in comparison 

to the mean service time of a request, which is 50 minutes, or 3000 seconds. 

 

Figure 6.7: Effect of S on Broker Profit for the Hybrid System 

6.5.7 Other Parameters 

This sub-section describes the impact of a number of additional parameters that 

were varied to analyze the performance of the hybrid system. 

6.5.7.1 Impact of Number of Requests between Predictions 

Figure 6.8 captures the impact of varying the number of P upcoming requests 

predicted on the performance of System I-H. Profit is observed to increase initially with an 

increase in the value of P used by MLE. However, it reaches a peak at P=50 and then 

decreases to 26% of the BP as P is increased to 100. Small values of P do not allow MLE 

to properly learn the request characteristics. Also, when P is too large, stale information 

may get included in the prediction process, thus reducing the accuracy of predictions. Thus, 
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profit seems to be maximized at an intermediate value of P. 

 

Figure 6.8: Effect of P on Broker Profit for the Hybrid System 

6.5.7.2 Impact of Machine Learning Algorithm 

The impact of changing the machine learning algorithm on BPa is presented in 

Figure 6.9. As shown in Figure 6.3, as the load factor increases, the broker profit decreases. 

Changing the machine learning algorithm while also changing the load factor has the same 

effect form both machine learning algorithms. For any given value of f, the improvement 

in BPa achieved by SVR over LR is marginal: 2% to 4%. 

6.5.8 Comparison with Pure Reactive and Pure Proactive Approaches 

This section compares the performance of the hybrid techniques with pure proactive 

and pure reactive techniques discussed in Chapter 4 and Chapter 5 respectively. The goal 

of this section is to compare performance metrics: UCa and BPa by for the hybrid auto-

scaling framework to those achieved with these other frameworks.  

In Figure 6.10, BPa for the hybrid system (shown as System I-H), is compared  with 

that of the pure reactive system, System I-R and the pure proactive system, System I-P. 
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As in the experimental results presented in Figure 24, as the load factor increases, the 

broker profit decreases. The graph shows that in almost all cases, the hybrid system 

performs better than the other two systems. The hybrid system generates up to 11% and 

60% more profit than System I-R and System I-P respectively. 

 

Figure 6.9: Effect of changing the MLA on Broker Profit for the Hybrid System 

In Figure 6.11, presents a comparison of UCa for System I-H, System I-R and System 

I-P. As in case of the experimental results presented Figure 6.4, as the load factor 

increases, the user cost decreases. In most cases, the hybrid system performs worse than 

the other two systems. The reason for the hybrid auto-scaler  performing worse than 

System I-R and System I-P is that in the other cases, the brokers accepted fewer number 

of requests, and led to a lower profit as discussed in Figure 6.10. However, since the 

hybrid broker for System I-H accepted a higher number of requests per hour, the users 

had to pay a higher amount to the broker. The hybrid system makes the users pay 7% 

and 59% more than System I-R and System I-P respectively in the worst case. However, 

the higher cost for the user implies that a higher number of requests are accepted by the 
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System I-H in comparison to System I-R and System I-P. 

 

Figure 6.10: Effect of f on Broker Profit 

 

Figure 6.11: Effect of f on User Cost  

Figure 6.12, BPa, presents a comparison of BPa achieved with System I-H, System I-R 

and System I-P for different values of λ. As, expected, as the arrival rate increases, the 

broker profit increases. The graph shows that in all cases, the hybrid system performs better 

than the other two systems. The hybrid system accrues 5% and 72% more profit than 

System I-R and System I-P respectively. 
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Figure 6.12: Effect of λ on Broker Profit  

Figure 6.13, BPa, presents a comparison of S achieved with System I-H, System I-R and 

System I-P for different values of S. As S increases, the broker profit increases. The graph 

shows that in almost all cases, the hybrid system performs better than the other two 

systems. The hybrid system accrues up to 5% and 321% more profit than System I-R and 

System I-P respectively.  

Figure 6.14, BPa, presents a comparison of Lf achieved with System I-H, System I-R and 

System I-P for different values of Lf. As Lf increases, the broker profit increases. The graph 

shows that in all cases, the hybrid system performs better than the other two systems. The 

hybrid system generates up to 13% and 27% more profit than System I-R and System I-P 

respectively. An interesting observation is that in some cases, System I-R performs better 

than System I-P and worse in other cases. However, the hybrid system, System I-H, always 

achieves a performance better than the two other systems or close to the best performance 

achieved for a given value of Lf.  
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Figure 6.13: Effect of S on Broker Profit 

 

Figure 6.14: Effect of Lf on Broker Profit 

Additionally, when comparing the three techniques, the proportion of requests 

rejected, or B is an important metric to consider. Table 6.4 presents the different values of 

B for the reactive, proactive and hybrid techniques when using the default set of system 

and workload parameters. The reactive and hybrid auto-scalers reject a much smaller 

proportion of requests in comparison to the proactive auto-scaler, which may be a reason 
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why the proactive auto-scaler accrues lower profits in comparison to the other auto-scalers. 

Table 6.4 Comparison of B 

Auto-scaling Technique Reactive Proactive Hybrid 

B 0.03 0.09 0.02 

 

6.6 Profitability and Cost Analysis 

 Two important questions in the context of the proposed Intermediate Enterprise 

based system concern the relationship between the workload, system and price parameter 

values that lead to (i) a broker profit and (ii) a lower cost to the user in comparison to the 

situation in which the user acquires a resource directly from the public cloud provider. 

Analyses of broker profitability and user cost are presented in this section 

6.6.1 Analysis of Broker Profitability 

This section compares the Profitability (for the broker/IE) Analysis. Let, tr be the time in 

seconds that a given resource r is used during the period of Tr hours, the time for which the 

resource was “rented” by IE from the cloud service provider). 

IE (broker) earning during this period = tr × c_pvt 

The cost incurred by IE for paying the public cloud service provider during this period = 

Tr × c_pub 

For IE to remain profitable for a given resource r, broker earning must exceed the cost 

incurred by the broker: 

tr × c_pvt > Tr × c_pub 

• 
𝑡𝑟

𝑻𝒓
 > 

𝑐𝑝𝑢𝑏

𝑐𝑝𝑣𝑡
 

Dividing both sides by 3600 implies: 



 123 

• 
𝑡𝑟

𝑻𝒓 × 𝟑𝟔𝟎𝟎
 > 

𝑐𝑝𝑢𝑏

𝑐𝑝𝑣𝑡×𝟑𝟔𝟎𝟎
 

• 𝑼𝒓 > 
𝑐_𝑝𝑢𝑏

𝑐_𝑝𝑣𝑡×𝟑𝟔𝟎𝟎
 

Where Ur is the utilization of the given resource r. Thus, if Ur for every resource exceeds 

𝑐_𝑝𝑢𝑏

𝑐𝑝𝑣𝑡×𝟑𝟔𝟎𝟎
, IE is guaranteed to remain profitable. But this bound is conservative (i.e. IE may 

remain profitable even if Ur for some resources do not satisfy the inequality). Hence, to 

determine the conditions under which the overall profit is greater than zero, a new 

inequality that leads to a tighter bound is formulated: 

• ∑ ( 𝑹
𝒓=𝟏  tr × c_pvt ) > ∑ ( 𝑹

𝒓=𝟏  Tr × c_pub ) 

• 
∑ ( 𝑹

𝒓=𝟏  𝑡𝑟 × 𝑐_𝑝𝑣𝑡 )

∑ ( 𝑹
𝒓=𝟏  𝑇𝑟 × 𝑐_𝑝𝑢𝑏 )

 > 1 

Note that the broker will not remain profitable if this inequality is not satisfied 

6.6.2 Analysis of User Cost 

Let, sr be the time in seconds that a given resource r is used by request s during the period 

of Tr hours. 

For the price model to be attractive to the user: User cost (with IE) must be lower that 

the User Cost (direct) (the cost incurred when the resource is acquired directly from a 

public cloud provider) 

sr × c_pvt > (⌈
𝐬𝐫

𝟑𝟔𝟎𝟎
⌉× c_pub) 

The user can use this inequality to determine which system is better for executing the 

request:  the IE based system or the public cloud provider. For example, with the defaults 

values of c_pvt ($0.00000833/second) and c_pub are ($0.02/hour) used by the IE based 

system, it remains more attractive as long as sr < 2400 seconds. For a higher ratio of c_pub 
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and c_pvt, with c_pvt = $0.00000694444/second and c_pub = $0.02/hour for example, the 

IE based system will be more attractive to the user if sr < 2880 seconds. 

6.7 Observations 

As demonstrated through simulation experiments and measurements made on a 

prototype, for a range of workload and system parameters experimented with the proposed 

framework can generate a profit for the intermediary enterprise hosting the broker while 

reducing the cost incurred by users. The hybrid auto-scaling technique introduced in the 

chapter combines a machine learning based proactive approach with a reactive approach 

for scaling resources. The chapter also discusses the various overheads associated with the 

hybrid auto-scaling system and demonstrates that these overheads are low. The key feature 

of the framework is presented:  

• The novel hybrid auto-scaling technique introduced in this research combines a 

proactive approach by utilizing machine learning algorithms and a reactive 

approach that scales resources based on a Grade of Service criterion.  

A number of insights were gained by performing simulation experiments. Some of the 

important observations are presented: 

• The experimental results demonstrate that using the proposed hybrid broker can 

lead to a higher profit as compared to other proactive and reactive systems. The 

broker profit is observed to depend on parameters, such as load factor, arrival rate, 

mean service time, laxity factor as well as the number of requests between 

predictions. 

• A higher mean arrival rate enables the broker to earn a higher profit. Additionally, 

lower the load factor, higher is the difference between the profit generated by the 
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hybrid system and that generated by System II that leads to better performance for 

the hybrid system. 

• The broker profit is observed to be directly proportional to mean service time. 

• The broker profit seems to increase with the increase in the laxity factor. Most laxity 

factors experimented with lead to a broker profit. However, at a laxity factor of 0, 

the requests have no slack time to meet their deadlines. In such a situation, the profit 

earning mechanism fails.  

• As in the case of the pure proactive system disused in Chapter 5, changing the 

machine-learning algorithm from linear regression to SVR has a small impact on 

the broker profit. However, the additional computation time for using a more 

compute intensive algorithm increases the system overhead considerably. 

• The hybrid system performs better by accruing more broker profit than a purely 

proactive or purely reactive system in most cases experimented with, each of which 

corresponds to a given combination of system and workload parameters. As a 

consequence of accruing more broker profit, the hybrid system, in most cases, 

charges the user more than the pure proactive and pure reactive systems. 

• The reactive broker performs better than the hybrid broker in a few cases, for 

example, when the load factor is at 0.6. The reactive broker also performs better 

than the proactive broker in all cases except when laxity factor is kept at 4. The 

hybrid broker always performs better than the proactive broker.  
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Chapter 7 Extending the Auto-Scaling Approach to Network 

Resources 

The auto-scaling techniques introduced in the previous chapters deal with scaling 

only compute resources. The objective of this chapter is to discuss the extendibility of the 

auto-scaling techniques to allow scaling both compute and network resources in a cloud 

environment. In line with the techniques described in the previous chapters, auto-scaling 

operations will be performed using a reactive approach that was used in Chapter 4. Only a 

discussion of how to extend the reactive auto-scaling technique described in Chapter 4 to 

handle network resources is presented in this chapter. A complete investigation for auto-

scaling network resources using other auto-scaling techniques introduced in this thesis, 

such as proactive and hybrid techniques is not performed in this thesis. Section 7.1 

introduces a traditional Data Center Network (DCN) architecture while Section 7.2 

describes the broker architecture to allow the system to control network resource, in 

addition, to compute resources by introducing new components that are required to achieve 

network auto-scaling. The auto-scaling algorithm is introduced in Section 7.3 while the 

system and workload parameters that are used to analyze the performance of the technique 

are described in Section 7.4. Section 7.5 presents the results of the experiments for 

analyzing system performance while Section 7.6. states the observations from performing 

the experiments. 

7.1 Introduction 

Most research presented in the thesis has focused on investigating techniques that 

auto-scale only compute resources. This is due to the ubiquitous availability of compute 

resources, and also because cloud providers readily provide mechanisms to provision and 
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de-provision compute resources. Network resources, on the other hand, are not offered by 

any service providers as on-demand resources that may be rented publicly. Other 

researchers have started looking at network resources as a candidate for auto-scaling, and 

some of the research on network auto-scaling has been discussed in Section 2.5. This 

chapter focusses on demonstrating the reactive auto-scaling technique introduced in 

Chapter 4 to handle both compute and network resources simultaneously. 

One of the challenges when handling network resources in the cloud is 

understanding how the network resources are organized in the data center of a cloud 

provider. A traditional Data Center Network (DCN) connects virtual servers [63] to deliver 

services to cloud end-users. In such a cloud, the DCN must be able to meet demands for 

transferring data to compute resources running applications. The network can become a 

bottleneck for computing on such a system [63].  Such bottlenecks arise due to traffic 

patterns inside a Data Center (DC). Traffic in the DC generally flows in three directions 

[15]. North-South traffic is limited to traffic that enters and exits the DC. This traffic 

crosses the DC boundary using the edge firewalls and/or routers and communicates over 

the Internet. Hence, most DC security solutions focus on handling this type of traffic. East-

West traffic, on the other hand, flows between DC resources and applications and never 

leaves the DC. Finally, Inter-DC traffic flows between multiple DCs, and between DCs 

and the private/public cloud. The work in [15] introducing Cisco’s Global Cloud Index 

says that, unlike in campus networks, the dominant volume of traffic in the DC traverses 

in an East-West direction (76%), followed by North-South traffic (17%), and finally, inter-

DC traffic, which currently accounts for only 7% of the total traffic. The high percentage 

of East-West traffic indicates that more network traffic is flowing inside a data center and 
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may be attributed as the primary cause for the DCN bottlenecks. With applications based 

on a distributed computing model, minimizing the completion time of application requests 

depends on moving data using the DCN in a timely manner. This chapter aims to introduce 

techniques to reduce the East-West traffic by reducing the average number of links over 

which network traffic needs to traverse. East-West traffic is the network traffic flowing 

within DCN and is introduced in Section 1.1.4.3. 

DCN is the communication infrastructure used in a data center and is described by 

the network topology, routing/switching equipment, and the communication protocols 

(e.g., Ethernet and IP). Figure 7.1 shows a conventional data center network topology. In 

this topology, the Top-of-Rack (ToR) switch in the access layer provides connectivity to 

the servers mounted on every rack. Each aggregation switch (AS) in the aggregation layer 

(sometimes referred to as the distribution layer) forwards traffic from multiple access layer 

(ToR) switches to the core layer. Every ToR switch is connected to multiple aggregation 

switches for redundancy. The core layer provides secure connectivity between aggregation 

switches and core routers (CR) connected to the Internet. 

Real data centers may have 1000s of servers with close to 100,000 VMs and 

numerous routers and different levels of the network topology. However, Figure 7.1 tries 

to present this topology on a smaller scale. Each server is connected to a Top of Rack (ToR) 

router which connects to the aggregation router (AR). The AR connects to the core router 

(CR). The CR has an interface to the WAN and the Internet and allows the flow of North-

South data. The techniques discussed in this chapter are dependent on the architecture of 

the network having multiple layers. Using other DCN architectures will require a different 

cost function to enable the broker to accrue a profit. 
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Figure 7.1: Traditional Data Center Topology 

7.1.1 Supporting Technology for enabling auto-scaling network resources 

An important requirement for network auto-scaling performed in the algorithm 

described in Table 7.1 is the ability to handle bandwidth reservation. A challenge when 

dealing with traditional DCNs is that there is no performance isolation between different 

requests using the same network links. Performance isolation is important for achieving 

bandwidth reservation. While isolation can be achieved by enforcing strict rate limits on 

certain types of traffic, this leads to inefficient use of DCN because the traffic is not present 

at a steady rate. Current DCN operators use admission control that works with the 

Transmission Control Protocol (TCP) to allow network requests to share the network 

bandwidth using a strategy known as max-min fair sharing [64]. However, max-min fair 

sharing at the TCP level is not the appropriate model for sharing data center services. This 

is because certain network requests cannot be given priority over other requests and some 

selected network requests may get an unfair share of the bandwidth. 
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To share the network bandwidth among multiple network requests, DCN operators 

may partition the network bandwidth over the network links that connect the internal 

routers. Partitioning the network bandwidth forms another important consideration for 

achieving bandwidth reservation. Such partitioning aims at creating multiple virtual 

networks (VNs) on top of a shared physical network allowing each VN to be implemented 

and managed independently. By separating logical networks from the underlying physical 

network, it is possible to introduce customized network protocols and management 

policies. Also, since VNs are logically separated from one another, implementing 

performance isolation and application QoS is facilitated. Management procedures of VNs 

will be more flexible because every VN has its own control and management system. 

Developing new technologies for addressing these issues has started receiving 

attention from developers of certain cloud platforms that allow users to manage the network 

infrastructure. An example is the open-source cloud platforms known as OpenStack, that 

allow users to control network resources used in the Neutron project [18]. Public cloud 

providers that decide to build their cloud infrastructure with OpenStack in the future may 

allow end-users API access to reserve network bandwidth by charging network 

reservations on a pay-as-you-go basis, similar to renting out compute instances. Note that 

many VMs are hosted by a Hypervisor, in which providing bandwidth guarantees from one 

VM to another is still not possible using OpenStack. Neutron only provides bandwidth 

reservation from one host to another host. Some VM to VM bandwidth reservation 

techniques has been discussed in literature [65] and implemented in real-world scenarios. 

The ability to reserve bandwidth becomes more useful when systems can satisfy 

the QoS of network service after reserving network bandwidth. Moreover, keeping cost 
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low while satisfying the QoS is challenging inside a data-center. One of the challenges is 

related to the dynamic nature of the workload the systems is subjected to. The network 

traffic can also be bursty and the resources in a data-center need to handle the peak traffic 

without breaking the SLAs associated with the user requests. Service providers should 

make a prompt decision to acquire additional cloud resources to meet higher demands and 

avoid QoS degradation or further system corruption. The algorithm presented in this 

chapter in Section 7.3 is directed at addressing this challenge and the algorithm assumes 

that network bandwidth is reserved. 

In addition to providing bandwidth guarantees for each request, the algorithm 

described in Table 7.1 is directed at reducing the East-West traffic in the DCN and meet 

the SLA specified by the user request while attempting to minimize the time to complete 

the request, thereby saving on user costs. These benefits will be shown experimentally in 

Section 7.5. 

7.2 System Architecture 

The overview of the system is given in Figure 7.2. Readers may compare this to 

Figure 3.1 presented in Chapter 3. One of the key differences between Figure 3.1 and 

Figure 7.2 is the introduction of a network topology of the Internal Resource Manager 

(IRM). The role of the component is to accept control requests from the broker using the 

DRPM module and reserve bandwidth for user requests. IRM achieves network isolation 

by creating logical networks inside the DCN. The cloud provider guarantees the 

performance isolation for any data being transferred by separate requests. VMs inside a 

single server can communicate without any network cost as communication occurs 

internally without using physical network links. To communicate with VMs in a different 
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server, the VMs must use network links inside the data center. VMs within a single 

aggregation router can communicate using two hops, one from the source VM to the source 

ToR to the aggregation router and the other from the aggregation router to the destination 

ToR and finally to the destination VM. Communication between two VMs using a single 

ToR is not considered as a communication cost because the ToR is directly connected to 

the server hosting the VMs, involving a fixed overhead which does not affect traffic inside 

the DCN. Finally, communication that occurs between VMs belonging to separate 

aggregation routers needs four hops, as traffic needs to flow to the core router and then 

back to the destination VM. 

The broker component is similar to the other brokers described in previous chapters 

along with additional internal components to handle network resources. A request is sent 

by the SCE and scheduled by the broker on one of the resources acquired from the cloud. 

To keep the broker consistent with previous brokers, the broker can perform no additional 

functionalities to control the data center running resources in the cloud. In order to 

maximize the profit for the broker as well as reduce costs for the user, the broker needs to 

reserve the network bandwidth by allocating network share of a link to the request. 

The components of the broker are shown in Figure 7.2. Components such as the 

request handler, MMS, GoS and DM have been described in Chapter 3. The broker includes 

a new component called the network controller to compute the cost of transferring data 

between to the storage resource and the VM where the request is executed. The broker 

needs to query the current state of the data center with respect to servers and network 

topology and the core, aggregation and ToR levels. The broker also requires the current 

capacity of the DCN to compute a network path over multiple links to minimize the East-
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West traffic. The capacity of each network link in the DCN is provided by IRM, which 

communicates with the cloud provider, and relays the current DCN usage to the Decision 

Maker (DM). 
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Figure 7.2: Broker Architecture for Handling Network Resources 

7.2.1 Request Handling and Updated Pricing 

Although the broker pricing model has been described in detail in Section 3.2, this 

chapter revisits the concept in order to address the pricing for network resources. The goal 

for the broker, as with other chapters, is to maximize the profit for the VPC provider 

(intermediary enterprise) while attempting to reduce the cost for the client and meeting the 

desired SLA. The broker continues to rent resources from the public cloud provider by 

paying c_pubcompute per hour and rents out compute resources to SCE at c_pvtcompute per 

second for representing the compute costs for the broker and SCE respectively. However, 

the broker also deals with auto-scaling network resources, which it leases from the cloud 

provider in a similar manner to compute resources. The network resources are priced in 

terms of the dollar amount per Gb per time interval. The cloud provider charges the broker 

c_pubnetwork per Gb per hour. The broker charges the user c_pvtnetwork per second. These 
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amounts need to be appropriately chosen such that user charge is considerably more per 

hour than c_pub. Otherwise the broker may accrue a loss. Since the total user cost incurred 

by the client enterprise is also the earning for the intermediary enterprise provider (broker), 

the broker profit is calculated with the same equation as given in (1). 

Users submit requests to the broker. The requests comprise of compute as well as 

network demands. User requests are characterized by AT, EST, ST, DL and T, already 

described in Section 3.1.2. To allow users to specify the network requirements, each 

request also specifies a list of data stores from which data must be transferred to the 

compute resource before the execution of the request can start. Data stores (DS) are 

resources in a data center that offer an API to transfer requested data to a virtual machine. 

Typical examples of data stores can be database systems or network storage devices. 

 There are two phases in the data transfer between the compute resource where the 

request would be executed and the various DS, spread across the data center. An init phase 

and a final phase. An init phase characterizes the initial data transfer phase. This phase 

allows the request to specify a set of DSs and the amount of data to be retrieved from each 

DS, characterized by a network demand. Each of the network demands specified inform 

the broker to use the DCN links to transfer data from a DS to a compute resource where 

the request will execute. The broker needs to calculate the most economical network path 

to transfer the data. Once the execution of the request has completed, the broker transfers 

data back to one of the data stores. This is characterized by the final phase. This phase 

allows the request to specify one DS to which the computed data is sent back to, from the 

compute resource. The request must also contain the following information: 

• Network Demand (ND) – The location of data stores in each phase as well as the 
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amount of data to be transferred to and from the data store. For representing the 

bandwidth requirements of each request, a Tenant Application Graph (TAG) model has 

been used. 

The Tenant Application Graph (TAG) is a model proposed by [66] which is essentially a 

directed graph that cloud users can use to describe bandwidth requirements for 

applications. This work uses the TAG abstraction to model the actual communication 

patterns of requests. Users request specify a bandwidth B between a storage and a compute 

node. This is modelled by placing a directed edge between the corresponding vertices in 

the TAG model. Each directed edge e = (u, v) from say, a compute resource u to a storage 

resource v is labeled with an ordered pair <u, v> that represents network demand. The init 

phase specifies multiple DS and the amount of data to be transferred to a compute resource. 

Consequently, the demand for this phase is expressed as a collection of multiple TAGs, 

where the destination VM is always consistent whereas the source DS may change based 

on the network request requirements. The final phase has only one TAG associated with it 

since this thesis assumes the result needs to be sent back to only one data store. 

Public cloud providers like AWS have not adopted alowing end-users to request a portion 

of the bandwidth. However, this paper [67] formulates a mathematical model for leasing 

network resources. The network resource leasing by the broker takes place in one-hour 

increments. This is similar to model used by Telecom providers whereby they lease out the 

use of their network to smaller companies for a time period. For a given set of k requests 

with service times {c1, c2, …, ck} seconds, and total data transferred {d1, d2, …, dk}, where 

the kth request generate j link demands {ld1k, ld2k, …, ldjk}. Each link demand specifies the 

data transferred from one network link to another. For data to be transferred from one DS 
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to a compute resource, one or more network links must be used. 

The cost savings per request is calculated by subtracting the amount the user would pay 

the broker to service the request from the amount the user would need to pay if they were 

to service the request by renting resources directly from the cloud provider. Summing up 

the saved amounts for all requests gives the total cost savings and is expressed as given by: 

Total Cost Saving (CS) = 

 ∑ [(⌈
𝒄𝒊

𝟑𝟔𝟎𝟎

𝒌
𝒊=𝟏 ⌉  × 𝒄_𝒑𝒖𝒃𝒄𝒐𝒎𝒑𝒖𝒕𝒆 − 𝒄𝒊 × 𝒄_𝒑𝒗𝒕𝒄𝒐𝒎𝒑𝒖𝒕𝒆) +  ∑ (⌈

𝒍𝒅𝒍

𝟑𝟔𝟎𝟎

𝒋
𝒍=𝟏 ⌉ ×

𝒄_𝒑𝒖𝒃𝒏𝒆𝒕𝒘𝒐𝒓𝒌− 𝒍𝒅𝒍 × 𝒄_𝒑𝒗𝒕𝒏𝒆𝒕𝒘𝒐𝒓𝒌)] 

(15) 

The broker controls N resources at a given point in time: Res = {Res1, Res2, … ResN}, where 

N changes dynamically with user demand. The broker also controls a portion of the network 

links and a slice of their bandwidth at a given point of time: Net = {Net1
B1, Net2

B2 , … 

NetQ
BQ}, where Q also changes dynamically. B = {B1, B2, … BQ} are the bandwidths 

reserved by the broker on links 1, 2, … Q respectively. Once requests have been scheduled, 

they cannot be cancelled from the scheduler. During the scheduling of the request, the 

broker decides on the network path chosen by the request TAG requirements and 

determines a final price of the request for the broker. Thus, the broker guarantees the 

execution of a request which has been accepted by the system, within the specified 

deadline. 

7.2.2 Matchmaking and Scheduling 

The MMS component used by RH and by DM is similar to that described in previous 

chapters (see Section 3.1.4 for more details). The matchmaking component, however, uses 

a best fit (BF) strategy instead of the First Fit (FF) for matchmaking and an Earliest 

Deadline First (EDF) strategy for scheduling. This is different from the previous chapters 
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in terms of matchmaking since previous work did not have an incentive to select one 

compute resource over another. This is because the chapter also focusses on reducing the 

amount of East-West traffic flowing through the DCN. Selecting a compute resource that 

reduces the number of links over which the data traverses helps achieve this goal. The best 

fit algorithm scans resources acquired by the system sequentially and allocates the request 

to the resource capable of handling the request with the minimum number of network links 

utilized to transfer data to the compute node from the DS. Each compute resource currently 

acquired by the broker is considered by the matchmaker to determine whether the current 

request can be scheduled on one of those resources. Once a resource is selected, scheduling 

the request on the resource is performed using EDF, which is described in Section 3.1.4. 

7.2.3 Decision Maker 

If MMS accepts the request, it is scheduled to be executed on the selected resource at 

the time computed by MMS. However, if the request cannot be scheduled in the existing 

resources by MMS, DM invokes the Reactive Auto-scaler (RA) to decide whether the 

request, after a new resource is acquired, would be profitable for the broker. For a request 

i, the broker needs to calculate whether the request accrues a profit for the broker or not.  

The request has a service time of ci seconds, and di is the total time for which all network 

requests are transferred generating j link demands {nd1, nd2, …, ndj}. To determine whether 

the request is profitable, RA checks the broker profit for the ith request against the following 

condition: 

 𝑩𝑷𝒊 > 𝟎 (16) 

The condition determines whether the amount being paid to the public cloud to reserve 

the compute resource as well as all the network links is lower than the amount being 
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charged to the End User by the broker. 

Here, 

 
𝑩𝑷𝒊 = 𝑮 × [(𝒄𝒊 × 𝒄𝒑𝒗𝒕𝒄𝒐𝒎𝒑𝒖𝒕𝒆

) − (⌈
𝒄𝒊

𝟑𝟔𝟎𝟎
⌉ × 𝒄𝒑𝒖𝒃𝒄𝒐𝒎𝒑𝒖𝒕𝒆

)] 

+[ ∑ (⌈
𝒏𝒅𝒍

𝟑𝟔𝟎𝟎

𝒋
𝒍=𝟏 ⌉ × 𝒄_𝒑𝒖𝒃𝒏𝒆𝒕𝒘𝒐𝒓𝒌− 𝒏𝒅𝒍 × 𝒄_𝒑𝒗𝒕𝒏𝒆𝒕𝒘𝒐𝒓𝒌)] 

(17) 

G is a constant greater than 1 that allows the system to account for the broker’s ability 

to produce an earning that is more than that accrued from only servicing the current request 

by time-sharing the compute resources amongst multiple requests. Since the broker 

operates by sharing the acquired resources with other requests, G is introduced to account 

for the possibility of the resource being utilized by other requests in the time remaining to 

earn a higher amount of money. The broker profit is computed by first analyzing the 

amount paid by the broker to the cloud provider for reserving the compute resource and its 

associated network resources in order to satisfy the ith request. This amount is then 

subtracted from the amount paid by the user for handling the request to determine the 

broker profit for the ith request.  

The decision maker computes the j link demands by iterating over each TAG in the init 

and final phases for the request’s ND. Each TAG requirement may be met by selecting 

several possible network link combinations from the compute resource to the storage 

resource. Moreover, the decision maker can also decide to select a compute resource from 

a list of compute resources under the broker’s control. The decision maker decides to 

minimize user costs by selecting the compute resource that uses the least number of links 

to transfer data between the compute and storage resources. Hence, if the decision maker 

can schedule the request on two different compute resources under the broker’s control, it 

will select the compute resource with the least number of network link traversals. This 
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ensures the minimization of East-West traffic in the DCN, one of the goals of this paper, 

by placing the compute request on a compute resource near the storage resources. 

7.2.4 Internal Resource Manager 

The Internal Resource Manager (IRM) is a module running inside the broker that 

communicates with the network controller of a DCN to provide a more detailed 

understanding about the data-center resources and DCN topology in order for the broker to 

make a decision regarding the leasing of network resources. IRM possesses information 

about all the links in the DCN with their allocations and bandwidth guarantees which helps 

in deciding to accept or reject a request. To allow such leasing operations of network 

resources, there exists APIs from the various open standards and vendors (OpenStack, 

OpenFlow, VSphere, NSX etc.). However, it is still challenging for enterprises to build 

applications that can leverage a heterogeneous data-center infrastructure. Current public 

cloud providers like Amazon’s AWS and Microsoft’s Azure do not provide an API to lease 

network resources, although they have implemented and exposed APIs to rent compute and 

storage resources. For the technique presented in this paper to be viable, the broker would 

need to lease network resources from the public cloud provider. The broker should also be 

able to retrieve the DCN topology which will allow it to determine the appropriate links 

from the public cloud provider. The IRM Comm. module inside the broker implements a 

communication module for communicating with IRM to make network link acquisition 

decisions. 

7.3 The Auto-scaling Algorithm with Network Resources  

This section introduces the auto-scaling algorithm that is similar to the reactive 

auto-scaling algorithm used for compute resources with some differences. As network 
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resources are introduced, the algorithm must account for these resources as well as the time 

at which they have been acquired and must be released. The other major part of the 

algorithm involves deciding which links to reserve. In the previous algorithm where only 

compute resources were involved, the cloud provider assigned a compute resource when 

requested. However, in this case, there may exist many link paths, only a few combinations 

of which minimize East-West traffic and thereby reduce user cost. Finally, the decision to 

select a compute resource to execute user requests depends on reducing East-West traffic 

by reducing the number of links. These differences need to be accounted for in the modified 

algorithm when auto-scaling compute and network resources simultaneously. 

As explained in this section, Section 7.2, DM inside the broker controls the N 

compute and Q network resources in the VPC, where N and Q change dynamically with 

user demand. Once requests have been scheduled, each new compute resource that is 

acquired by the system has the following characteristics: 

Start time for the jth compute resource is denoted by startj and is computed as –  

startj = (EST of the request expected to execute earliest on the jth compute resource) – T 

seconds 

Note that compute resources are not made available immediately by the public cloud 

provider and the additional T seconds is for handling the delay involved in starting a resource. 

Our observation with Amazon’s EC2 was that that the service provider took 120 to 240 seconds 

to start a resource (t2 type instances). Generally, researchers agree that provisioning compute 

resources may take up to 15 minutes [8]. 

Stop time for the jth compute resource stopj and is computed as –  

stopj = startj + ⌈ 
𝒏𝒖𝒎𝑺𝒆𝒄𝒐𝒏𝒅𝒔𝒄𝒐𝒎𝒑𝒖𝒕𝒆

𝟑𝟔𝟎𝟎
⌉ 
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where numSecondscompute is the difference in seconds between the expected completion time of 

the last request on resource j and startj. Since a typical public cloud provider charges by the hour, 

the compute resource is held until the end of this “paid hour” period. Each resource j has an 

internal timer which is set to expire at the time stopj. 

Additionally, after the requests have been scheduled, new network resources that are acquired by 

the system have the following characteristics: 

Time at which the kth network resources is acquired is denoted by acquirek.  

Before DM accepts the request, it reserves the different links to transfer the input data from the 

DS to the compute resource. The DM also reserves links to transfer the output data from the 

compute resource to one DS. Each link is reserved exactly at the time when data is required to be 

transferred. 

Release time for the kth network resource is denoted by releasek and is computed as –  

releasek = acquirek + ⌈ 
𝒏𝒖𝒎𝑺𝒆𝒄𝒐𝒏𝒅𝒔𝒏𝒆𝒕𝒘𝒐𝒓𝒌

𝟑𝟔𝟎𝟎
⌉ 

where numSecondsnetwork is the difference in seconds between the expected completion time of 

the last data transfer on the kth network resource and acquirek. 

Acquiring and releasing a resource is based on the three following rules:  

Rule I: When BPi > 0, acquire jth compute resource and k network resources 

Rule II: When (stopj) = current time, release jth compute resource and k network resources 

Rule III: If rejecting the request would violate a Grade of Service (GoS) criterion specified by the 

user, acquire jth compute resource and k network resources 

Rule I states that the jth compute resource and k network resources are acquired if a profit 

is generated for the broker. Rule II specifies the release of the jth compute resource and k 

network resources at their stop time. Rule III states that even if the calculated value of BPi ≤ 0, 



 142 

DM needs to check whether the GoS criterion is satisfied. Although the system described in this 

research uses the blocking ratio for describing the GoS, the framework can be adapted to other 

metrics as well. The auto-scaling algorithm (presented in Table 7.1) is described next. The goal 

of the auto-scaling algorithm is to allocate the necessary resources for the request to complete 

before its specified deadline. To execute a request, the following steps need to be achieved: 

1. Transfer input data from the DS to the resource where the request will be executed. 

2. Execute the request. 

3. Transfer the output data back from the resource to DS. 

When a user sends a request, the broker needs to predetermine whether it would be 

profitable to accept the request, schedule the request by reserving the compute and network 

resources and inform the user about the cost.  The broker controls a set of N compute resources 

and a set of Q network links with a corresponding set of Q bandwidth reservations. 

Res = {Res1, Res2, … ResN} is a set of N compute resources acquired by the broker 

Link = {Link1, Link2, …, LinkQ} is a set of Q links available to the user with bandwidths B 

= {B1, B2, …, BQ}. The bandwidth reservation for the Q links controlled by the broker. 

Here are the input and output parameters for the algorithm. 

Input Data: Reqi is the incoming request sent by SCE 

DSIi = {DSIi1, DSIi2, …, DSIip} 

DSIi is a set of input data stores from where data is to be transferred to the jth compute 

resource which will execute the ith request. 

DSOi is the output data store for storing the result of the computation for the ith request. 

Output data: {Resj, {Linkk, Bk}} 

Resj is the resource selected for executing the ith request. 
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Linkk is the set of links connecting Resj with the input datastore DSIi and the output 

datastore DSOi. Bk is the set of bandwidth requirements that are met when reserving the set 

of network links given by Linkk. 

The auto-scaling algorithm is described in Table 7.1 After a request arrives at the broker, 

the broker loops through all compute resources that it controls to find a resource that can 

accommodate the request with the cheapest network cost. The costForRequest stores the cost for 

request i to be executed on resource j. It then determines the lowest network cost from each of the 

p DS resources using the findCheapestRoute sub-algorithm, which is based on Dijkstra's shortest 

path algorithm, which computes the lowest link cost based on the current network resources 

acquired by the broker. Since the cost of network links is the same, reducing the cost also reduces 

the number of network links used, thus reducing the East-West traffic. The computation of 

minimum cost for the request obtained by selecting the cheapest route between the data stores 

and the compute resource is shown from lines 3 – 5. If the request i cannot be scheduled on the 

resource j, the total cost is set to infinity. Finally, the cost to transfer the data back to DSF is 

calculated. This is shown in lines 6 – 10. Lines 11 – 17 determine whether scheduling the request 

on the selected resource leads to a profit for the broker. Line 12 uses a sub-algorithm 

computeUserCost for determining the cost the End User pays the broker for using the same 

resources being reserved by the broker, computed by replacing the broker costs with the user 

costs. 

This algorithm loops through all the compute resources in order to determine the best fit 

for the request on the resource and selects the resource with the minimum cost for the user. If the 

request does not lead to a profit for the broker but the request needs to be accepted for meeting 

the GoS criterion, the broker acquires a new resource from the cloud as shown in line 19. Selection 
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of compute resources work in a similar fashion to previous chapters, where the broker has no 

control over the physical location in the cloud data center where the compute resource is assigned 

from. Network resources are chosen by the broker directly. 

Table 7.1  Auto-Scaling Algorithm with Network Resources 

1. for each resource Resj, from  j = 1 to N do 

2.     costForRequest = ComputeCost(Resj) 

3.     for each init data store DSIid, from  d = 1 to p do 

4.          costForRequest = costForRequest + findCheapestRoute(DSIid,Resj) 

5.     end for  

6.     if Reqi cannot be scheduled on Resj 

7.  costForRequestj = INFINITY 

8.     end if 

9.     costForRequestj = costForRequest + findCheapestRoute(DSOi,Resj) 

10. end for 

11. BCj =  min(costForRequestj) 

12. UCj = computeUserCost(BCj) 

13. BPj = UCj – BCj 

14.  if (BPj) > 0 or GoS > B 

15.   schedule Reqi on Resj 

16.   return {Resj, {Linkk, ldk}} 

17. end if 

18. if Reqi not scheduled 

19.  Request for Resource Location at j, Reqj, from Cloud Provider 

20. costForRequest = ComputeCost(Resj) 

21. for each init data store DSIid, from  d = 1 to p do 

22.       costForRequest = costForRequest + findCheapestRoute(DSIid,Resj) 

23.  end for  

24.  BCj = costForRequest + findCheapestRoute(DSOi,Resj) 

25         BPj = computeUserCost(BCj) – BCj 

26.  if (BPj) > 0 or GoS > B 

27.      schedule Reqi on Resj 

28.      return {Resj, {Linkk, ldk}} 

29.  else 

30.       return { } // Empty Set, Request is rejected. 

31.  end if 

32. end if  

 

 Once the broker has been assigned a compute resource and corresponding network 

resources, the broker tries to validate if the request accrues a profit for the broker or not and 
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returns the resources with the selected network links or an empty set, signifying no compute nor 

network resources were reserved, and the request was rejected, as shown from lines 18 – 31. As 

with previous approaches presented in chapters Chapter 4, Chapter 5 and Chapter 6, each resource 

is only acquired for the paid hour, and resources are released after the end of the paid hour. 

7.4 Performance Analysis 

A simulation-based analysis of the performance of the algorithm presented in Table 

7.1 was performed. Each simulation experiment was sufficiently long to ensure that the 

system had reached steady state. An experiment was repeated a sufficient number of times 

to achieve an interval that is less than ±5% for the performance metrics broker profit, user 

cost and DCN utilization described in Section 7.4.1.4 for a confidence level of 95%. A 

description of the performance metrics, workload parameters, the data-center configuration 

and system parameters used in the simulation experiments are presented next. The results 

of the experiments are discussed in Section 7.5. 

7.4.1 Experimental Parameters 

This Section focuses on discussing the experimental parameters that are used in 

analyzing the performance of a simulation-based system that implements the proposed 

auto-scaling algorithm and compares its performance with that of another system from the 

literature [68]. The performance analysis presented in Section 7.5 includes a discussion on 

how changing parameter values affect the performance of the system. Each experiment is 

performed by changing one parameter at a time while holding the other parameters at their 

default values (see Table 7.2 and Table 7.3). Column 2 in each table specifies the set of all 

values used for the respective parameter. The default values described in the table are 

shown in boldface. The data center setup used for running the simulation is presented in 
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Section 7.4.1.3. Section 7.4.1.1 presents the workload parameters whereas the system 

parameters are presented in Section 7.4.1.2. 

7.4.1.1 Workload Parameters 

The values for each parameter used are given in Table 7.2. Most parameters have 

been described in Section 4.4.1. The newer workload parameters involving the network 

and data resources are described next. 

Mean number of Input Data Stores (DSI) – is p number of data stores that the request needs 

data from before it can begin its execution. The number of DS for a request is uniformly 

distributed between 1 and 5. Although the number depends on the characteristics of the 

workload, typical data-center application requests transfer data from up to 5 nodes [69]. 

The mean volume of total data transfer to all DS per request is 500 Gb, generated using an 

exponential distribution. 

Table 7.2  Summary of Workload Parameters 

Load Factor: f 0,0.2,0.4,0.6,0.8,1 

Mean Service Time (in mins): S 50 

Laxity Factor: Lf 2 

Mean Arrival Rate (in reqs/sec): λ 0.0083,0.0067,0.0053,0.0037,0.0027 

Mean Number of Input n DS: DSp 1 – 5, Uniform Distribution 

Number of Output DS: DSo 1 

Mean Data Transferred init 500 Gb, Exponential Distribution 

Mean Data Transferred final 50 Gb, Exponential Distribution 

 

Number of Output Data Stores (DSO) – is the number of data stores that the request transfers 
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data to after completion of execution. Each request has 1 DSF. The mean size for the data 

transferred to the DSO is 50 Gb, also modelled using an exponential distribution. 

7.4.1.2 System Parameters 

As used in Chapter 4, Chapter 5 and Chapter 6, the default public cloud provider 

cost is 2 cents for one hour of using a compute instance. Other compute costs for system 

parameters are the same as described in Section 4.4.2. New system parameters are 

described next. The network cost for the broker is given is 0.5 cents per hour per Gbps, 

being charged by the public cloud provider to the broker. The speed of the routers is given 

for the routers, along with the total number of routers of a type used in a system. The system 

parameters are given in Table 7.3. 

Table 7.3  Summary of System Parameters 

User Compute cost rate (in $ per sec): c_pvtcompute 0.00000833 

Broker Compute cost rate (in $ per hour) for a micro instance: 

c_pubcompute 

0.02 

Broker Network cost rate (in $ per hour per 1 Gbps): c_pvtnetwork 0.005 

User Network cost rate (in $ per second per 1 gbps): c_pubnetwork 0.0000055 

 

7.4.1.3 Data center Configuration 

The data center configuration used in the simulation for the experiments is given in 

Table 7.4. There is one core router, 5 aggregate routers and 20 Top of the rack routers. 

Each AR is connected to the CR with 5 Gbps links. Each TOR is connected to some of the 

ARs, with link speeds of 10Gbps. Each TOR has 5 hosts connected and each one data store.  
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Table 7.4  Data Center Configuration 

Core Router (CR) 1 

Aggregate Routers (AR) 5 

TOR/Servers 20 

Compute Hosts 100 

Data Stores 20 

 

7.4.1.4 Performance Metrics 

The performance metrics BP and UC have been described previously in Section 

4.4.3. However, this work also auto-scales network resources. One of the goals of this 

chapter is to reduce the East-West traffic, and DCN Utilization is used to measure the 

reduction in such traffic. 

DCN Utilization (DU) – measures the total utilization for all the links in DCN and is 

computed by taking the average number of DCN links used by the broker divided by the 

total number of links in the DCN multiplied by 100. 

A higher BP and a lower UC indicates good system performance. A lower DU indicates 

better DCN performance. 

7.4.2 Alternate Systems 

The system described in Section 3.3 also referred to as System I-RN is compared 

with other systems. A simulation of this system is created to aid in the comparison, instead 

of a prototype, since most cloud providers do not support auto-scaling network resources 

yet. This system is compared with an alternative system which is discussed in the previous 

chapters [68]. This system is referred to as System II-RN. System II-RN has much of the 
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same properties as System II discussed in Section 3.3 but was discussed in context with 

compute resources. We extend the work to acquire and release network resources in a 

similar manner so as to compare with System I-RN. In System III-RN, users get the 

resources, both network and compute, directly from the public cloud provider without 

going through any broker (in the intermediary enterprise). As in the previous chapters, 

System III-RN, only total user cost is compared to that of System I-RN and System II-RN 

because there is no broker involved with System III-RN and hence no profit to be accrued 

for that system. 

7.5 Experimental Results 

Simulation experiments were performed to analyze the effect of various system and 

workload parameters on the efficacy of the auto-scaling technique described in the previous 

sections. The results of experiments provided in the following subsections demonstrate the 

extendibility of the auto-scaling approach described for handling compute resources in a 

cloud (discussed in the earlier chapters) to the autoscaling of both compute and network 

resources. 

7.5.1 Impact of Arrival Rate 

A performance analysis of a system subjected to a single arrival rate is performed to 

investigate the impact of λ on profit. Figure 7.3, presents the effect of λ on the profit 

generated on System I-RN and System II-RN. BP in both systems is directly proportional 

to the arrival rate. This is because at higher arrival rates, the system receives a higher 

number of requests per unit time, thus increasing the potential for earning a higher 

profit/hour. System I-RN accrues up to 69% to 98% more profit earned by System II-RN. 

So far, the broker profit has considered the total profit earned by leasing both the compute 
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and network resources. Figure 7.4 shows a breakdown of the profit earned by each system 

by network and compute resources. The broker in System I-RN earns 81% to 111% higher 

than the profit earned by the broker in System II-RN in terms of compute cost. The broker 

in System I-RN also earns 64% to 93% % higher than the profit earned by the broker in 

System II-RN in terms of network cost. However, for any given arrival rate, the total 

amount of network profit seems to be higher than the compute profit, since the pricing for 

the two resources are different and network resources cost more to lease per hour. 

7.5.2 Impact of Load Factor 

Figure 7.5, compares the profit that accrues on System I-RN and System II-RN for 

different values of f. For all the values of f presented in the figure, System I-RN can 

generate more profit than System II-RN. The profit is inversely proportional to f: as f 

increases, profit decreases. For example, when f is 0, BP is the highest. Note that at f = 0, 

the system is subjected to only the higher arrival rate. As f increases, the proportion of time 

for which the system is subjected to the lower arrival rate increases. At f =1 the system is 

subjected to only the lower arrival rate and the profits earned are lower, since a lower 

number of requests per hour reduces the potential of the broker to accrue a higher profit. 

Overall, for a given f, BP for System I-RN is up to 99% higher than System II-RN (see 

Figure 7.5). Figure 7.6 presents a comparison of the total user cost incurred in all the three 

systems. As shown in the figure, System I-RN leads to a lower total user cost in comparison 

to the other two systems. System I-RN provides cost savings up to 74% and 80% in 

comparison with System II-RN and System III-RN respectively. All requests are 

considered to be arriving from a group of users that belong to the client enterprise, 

abstracted as the user module in the simulation experiments. As a result, an increase in 
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arrival rate implies a higher number of user requests per unit time resulting in a higher cost 

per hour for the user. 

 

Figure 7.3. Impact of λ on BP 

 

Figure 7.4. Impact of λ on BP by Resource 

7.5.3 Measure of East-West Traffic 

In Figure 7.7, the effect of changing the matchmaking algorithm to select compute and 
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network resources is studied to observe the impact of East-West traffic generated. The goal 

of this work is to reduce the East-West traffic and in turn, reduce the utilization of the DCN. 

All the parameter values are kept at their default values. The default matchmaking 

algorithm used in this paper is the best fit matchmaking algorithm. 

 

Figure 7.5. Impact of f on Broker Profit 

 

Figure 7.6. Impact of f on User Cost 

The performance of the best fit strategy is compared to that of first fit and best fit 
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strategies. The best fit strategy selects the compute resource that reduces the number of 

links used to transfer all data during a request. The first fit strategy chooses the first viable 

compute resource that is able to meet the SLAs of the request. As shown in Figure 7.7, the 

best fit matchmaking algorithm uses the fewest links in the DCN. However, it incurs more 

overhead in comparison to the first fit, because it computes the shortest path and hence is 

more time consuming to compute than the first fit matchmaking strategy. The worst fit 

strategy uses the longest path and the greatest number of links. As expected, the worst fit 

approach performs the worst as shown in Figure 7.7. 

 

Figure 7.7. Comparison of Match-making Algorithms 

The effect of increasing the number of data sources for each request on DU is presented 

in Figure  7.8. It is observed that as the number of data sources increases, the average DCN 

becomes saturated and the utilization for DCN reaches close to 100%. However, for any 

given value of the number of data sources lower than 50, using the best fit algorithm results 

in a lower DU. The average DU achieved by best fit is observed to be up to 60% lower 

than that achieved by first fit and up to 150% lower than that achieved by worst fit. This is 
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because the best fit algorithm uses the fewest number of links to transfer data specified in 

the TAG requirements. Although this work does not support placement of data stores, the 

best-fit algorithm chooses the compute resource with the fewest number of links to the 

majority of the data sources for a given request. This demonstrates the reduction in East-

West network traffic achieved by the proposed technique that uses the best fit algorithm in 

comparison to a system that is based on the first fit technique for matchmaking. 

 

Figure  7.8. Impact of Changing the Number of Data Sources 

7.6 Experimental Observations 

This chapter focuses on auto-scaling of compute and network resources on clouds. It 

describes a novel algorithm and framework for auto-scaling performed by the broker that 

provisions compute and network resources from a public cloud on-demand. The proposed 

technique automatically determines the number of compute and network resources to 

acquire based on the profit earned by an intermediary enterprise while also monitoring the 

system state to ensure the system maintains a minimum grade of service. The system also 

reduces the amount of East-West traffic in the DCN by placing compute requests close to 
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the data-stores in order to minimize network requests. As demonstrated through simulation 

experiments, the proposed technique can generate a profit for the intermediary enterprise 

hosting the broker while reducing the cost incurred by users, for the cost parameters chosen 

in this work. The framework is capable of handling both AR and OD requests.  A number 

of important features of the technique are summarized: 

• The work presented in this chapter demonstrates the ability of the reactive auto-scaling 

approach to handle both network and computing resources: the number of compute and 

network resources in the pool used by the user requests need not be determined a priori 

and can be controlled dynamically thereby reducing the cost for capacity planning. The 

additional mechanisms introduced for handling network resources in the algorithm 

described in Table 7.1 can be easily adopted for the proactive and hybrid auto-scaling 

algorithms. It is thus expected that the reactive, proactive and hybrid approaches 

discussed in Chapter 4, Chapter 5 and Chapter 6 respectively can be extended to handle 

network resources in addition to compute resources. A detailed investigation forms an 

important direction for future work. 

• East-west traffic is reduced by placing compute jobs near the data storage locations. 

• The auto-scaling technique leverages network virtualization to create multiple virtual 

networks (VNs) on top of a shared physical network enabling bandwidth sharing of 

individual links belonging to a DCN. 

• The framework allows users in an enterprise for example, to submit AR as well as OD 

requests to a private cloud provided by the intermediary cloud provider where resources 

from a public cloud are used to handle the workload. 

• The framework provides a minimum grade of service to ensure that a certain percentage 
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of user requests are guaranteed to be executed. 

A number of insights into system behaviour and performance obtained for the performance 

analysis are presented next. 

• The experimental results demonstrate that using the proposed broker can lead to a 

higher profit as compared to other auto-scaling systems. For example, as shown in 

Figure 7.3, an improvement in BP up to 98 % has been observed. The broker profit is 

observed to depend on parameters, such as load factor, arrival rate, mean service time, 

laxity factor and user cost. 

• A higher mean arrival rate enables the broker to earn a higher profit. As a result, lower 

the load factor higher is the difference between the profit generated by the proposed 

system and that generated by a conventional system. 

• The broker profit is directly proportional to the user charge incurred by the client 

enterprise and to the mean service time of the request. 

• For all the experiments performed, and for all the given parameters, the total network 

profit is observed to be higher than the compute profit. 

• The techniques described in this chapter reduces the East-West traffic and in turn, 

reduces the utilization of the DCN by employing a best fit matchmaking algorithm. 

However, it incurs additional computational overhead in comparison to systems using 

the first fit matchmaking algorithm. The additional overhead did not lead to a 

significant increase in the proportion of jobs rejected in the experiments described in 

the chapter.  
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Chapter 8 Summary and Conclusions 

This chapter concludes the thesis. Section 8.1 summarizes the proposed techniques 

and algorithms. An alternative pricing model is discussed in Section 8.2 that explains how 

the work presented in this thesis may be useful in the context of changes to the pricing 

structure that may be made by cloud providers. Finally, Section 8.3 provides a closing 

discussion with insights into system behavior and performance based on the experimental 

results and presents a list of topics that can form directions for future research. 

8.1 Summary 

This research focuses on auto-scaling resources in a data center. Auto-scaling is a 

technique where the amount of resources utilized in supporting request execution in a cloud 

environment, changes automatically based on system load. Most of the chapters focus on 

auto-scaling only compute resources. Chapter 7 discussed the capability of the proposed 

auto-scaling techniques to handle network resources in addition to compute resources. The 

thesis introduces a broker that is operated by an organization referred to as the Intermediary 

Enterprise. The broker auto-scales the number of resources acquired from a cloud provider 

based on the workload demand from requests sent by an organization known as the Single 

Client Enterprise. 

This research handles Service Level Agreements for the workload by allowing 

requests to specify an earliest start time and deadline for the requests. These types of 

requests are also referred to as advance reservation requests. The research also handles 

requests without an SLA requirement. These requests are known as on-demand requests 

and have no deadline associated with them.  

SCE sends requests to IE on behalf of these users. IE is charged by the public cloud 
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provider to rent resources, and IE in turn charges SCE. The broker auto-scales the resources 

in order to increase the profit earned from its operations while attempting to reduce the cost 

incurred by SCE. A request may be rejected by the broker if the request does not accrue a 

profit for the broker. The research also introduces a grade of service that ensures that a 

minimum proportion of requests, specified by the SCE, is always accepted by the broker 

in order to maintain a desired Quality of Service. Thus, the broker maintains a specified 

GoS set by SCE, thereby providing SCE with a service level GoS guarantee. A high-level 

overview of the research contributions is presented next. 

• Three novel auto-scaling algorithms have been devised that make use a price model 

that leads to an increase in the profit for the broker (intermediary enterprise) and a 

reduction in the user cost at the same time. These are briefly described. 

o A reactive auto-scaling algorithm that changes the resources for the SCE in 

response to a change in the system workload is proposed in Chapter 4. This 

algorithm is executed on each request arrival and auto-scaling is based on the 

demands specified by the request and the current system load. 

o A proactive auto-scaling algorithm that uses past workload for the system to 

predict the characteristics of the requests that are expected in the future. The 

proactive algorithm, which uses this forecast to decide on the number of 

resources to be deployed when these predicted requests arrive, is described in 

Chapter 5.  This algorithm is executed periodically. When new requests arrive, 

they are scheduled on the available resources. 

o A hybrid auto-scaling algorithm that combines the advantages of both reactive 

and proactive techniques and is described in Chapter 6. This technique acquires 
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resources before request arrivals to ensure most arriving requests have 

resources to be executed on. This technique also allows for accommodating 

errors in the prediction by scaling up reactively for incoming requests, if 

resources are unavailable. 

• A detailed performance analysis of the algorithms using a prototype implementation as 

well as a simulation is undertaken. The analysis provides insights into broker profit and 

user cost for various combinations of system and workload parameters. 

• A reactive auto-scaling framework discussed in Chapter 7 allows network resources to 

be handled in addition to compute resources. This increases the capability of the auto-

scaling frameworks to handle different resources. 

• The auto-scaling technique introduced in Chapter 7 also helps reduce the East-West 

traffic in the Data Center. This, in turn, reduces the utilization of the Data Center 

Network. 

8.2 Using Alternate Resource Pricing 

The thesis research that started in 2013 is based on a pricing scheme in which the 

public cloud provider charges the consumer on a per hour basis. Incurring an hourly charge 

was the only way an on-demand instance could be rented by the consumer at that time. 

This is still the practice today for renting instances running enterprise-level operating 

systems such as Microsoft Windows, SUSE Linux Enterprise Server and Red Hat 

Enterprise Linux instances, where users pay an hourly charge for renting instances running 

those OS types. More recently (after September 2017), some cloud infrastructure providers 

such as Amazon and Microsoft have started offering compute instances with non-enterprise 

OS licenses, typically with a Linux OS that is free for non-commercial use, that may be 
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rented on a per second basis by a service consumer [70]. Although the same techniques 

described for broker scheduling for handling the SLAs associated with client requests, as 

well as maintaining a GoS for the application can be used in order to generate a profit for 

IE, a different type of pricing scheme needs to be used for the broker to rent instances from 

the public cloud provider. 

 Another instance type with an alternate pricing scheme is popular among most 

cloud providers. These instance types are known as Reserved Instances and have been 

mentioned in Section 1.1.4.2. A Reserved Instance leads to a reservation of resources and 

capacity, for either one or three years [71]. Unlike on-demand instances that require users 

to only pay for the hours (or seconds) used, users renting reserved instances must commit 

to paying for the entire 1 or 3 year terms. In exchange, the hourly rate is lowered 

significantly by the cloud provider. 

Furthermore, the cloud provider typically offers a discounted price when a user 

rents a reserved instance in comparison to on-demand prices. For example, Amazon offers 

a significant discount (up to 75%) compared to On-Demand instance pricing [72]. 

Although most cloud providers only offer a 1 year or a 3 year leasing term, Amazon has a 

marketplace where users rent reserved instances for a much shorter period. Hence, it is 

possible to lease reserved instances for a month, by still paying lower than acquiring the 

same instance with on-demand pricing.  

This research can use reserved instances in a similar manner as on-demand instances by 

renting reserved instances when required. However, the drawback with adopting this 

approach is forcing the broker to keep paying for the infrastructure even though the 

resources may remain unutilized. A conservative estimate of the number of resources 
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required to handle the workload needs to be made. The broker must acquire only a portion 

of the total number of reserved instances that are deemed to be required for handling the 

workload. For example, if the broker determines that the number of instances required for 

handling the peak workload is 10 for the next month, it can suggest renting 70% of the 

required capacity, or 7 resources. If an increase in the workload at a given point in time 

requires additional resources for maintaining the GoS, on demand instances can be 

acquired by the broker for satisfying these requests. Although these on-demand resources 

(rented on a per second basis), will not lead to any broker profit and overall broker profit 

will still be accrued from the use of cheaper reserved instances. 

8.3 Conclusions 

A proactive, a reactive and a hybrid approach for auto-scaling were proposed. The 

three auto-scaling approaches introduced in this thesis were analyzed through simulation 

and prototyping and measurement. The results of this analysis demonstrate the 

effectiveness of these techniques.  

A detailed discussion of the performance of the three techniques including the 

impact of various workload and system parameters on performance are presented in 

Chapter 4, Chapter 5 and Chapter 6. A number of key insights resulting from the 

performance analysis are presented. 

• For a range of system and workload parameters experimented with the three 

techniques gave rise to an improvement in both user cost and broker profit 

in comparison to a conventional system. 

• A threshold value for the execution times for requests seems to exist. In 

order for the broker to remain profitable the execution time for request must 
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be higher than this threshold value. 

• The hybrid auto-scaling strategy effectively combines the advantages of 

both reactive and proactive auto-scaling. In most cases investigated (see 

Chapter 6) the hybrid auto-scaling technique seems to demonstrate superior 

performance in comparison to the pure reactive and proactive auto-scaling 

techniques. 

• Three components of system overhead have been measured and discussed 

in Chapter 4, Chapter 5 and Chapter 6:  

o Internal Communications overheads. 

o External Communications overheads. 

o Machine Learning Algorithm overheads. 

The total overhead seems to be a very small proportion of the 

experimental run time. The maximum overhead is measured to be small. 

• The thesis has focused primarily on the auto-scaling of compute resources. 

As discussed in Chapter 7, the auto-scaling techniques can be extended to 

include the auto-scaling of network resources as well. 

• By reserving compute resources in close proximity to storage resources, this 

thesis managed to show a reduction of the East-West traffic in the DCN. 

8.3.1 Future Work 

Directions for future research include the following: 

• This research is based on a synthetic workload. Evaluation of the proposed 

auto-scaling techniques for real-workload traces forms an interesting direction 

for future research. 
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• As previously indicated in Section 7.6, a detailed investigation of the 

extension of the proactive and hybrid auto-scaling techniques to handle 

network resources is important. 

• The computing resources used in this thesis are assumed to be identical to 

one another. Handling heterogeneous systems comprising of multiple types 

of computing resources warrants investigation. 

• The auto-scaling techniques also need to be adapted with other system 

resources that include main memory and secondary disk storage. 

• The proactive auto-scaling technique introduced in this research needs a 

training period during which no profit is incurred by the broker. Running a 

reactive auto-scaler concurrently during the training phase may enable the 

broker to earn a profit during this training phase. Such a system warrants further 

investigation. 

• The auto-scaling approaches discussed in this thesis use only horizontal 

auto-scaling techniques in which the number of resources is increased or 

decreased for handling changes in the workload. A combination of 

horizontal scaling with vertical scaling of compute resources needs further 

investigation.  

• Although the broker was not observed to be a performance bottleneck for 

the combination of system and workload parameters experimented with, 

such bottlenecks may occur on systems subjected to a higher workload 

intensity. Techniques for improving the scalability of the broker on such 

systems through vertical scaling and migrating the broker to a large CPU 

instance in response to an increase in workload intensity need investigation. 
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The broker may also be re-engineered to use multiple compute instances to 

speed up its computations thus alleviating any performance bottleneck. 

• Estimates of job run times provided by a user submitting an AR can be 

inaccurate. Previous work in [50] has described techniques for handling 

such inaccuracies in the context of grids. Adaptation of these techniques to 

auto-scaling on clouds forms a direction for future research. 
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