


Abstract

Collection and dissemination of data are common tasks motivated by a number of benefits attained
through the analysis of rich datasets. Yet many datasets contain sensitive information about in-
dividuals which must be duly protected if the data is to be used or shared. Differential privacy
is a commonly used disclosure control method for protecting sensitive information while allowing
for queries to be posed on databases. The driving idea behind differential privacy is to use a ran-
domization mechanism to add controlled noise to query responses. This is done in order to provide
a guarantee on the distinguishability between potential configurations of the underlying sensitive
data which gave rise to the noisy mechanism output. In this thesis, we focus on two major topics
relating to the design and application of differentially private mechanisms. In the first, we focus
on the design of mechanisms which employ a range of noisy responses matched to the range of the
query posed on the database. Adherence to the range of the query offers the potential for improved
utility in a mechanism, yet attaining improved utility in a manner which preserves the differential
privacy guarantee is not straightforward. We propose two different approaches to the design of
range-adherent mechanisms, one of which is based on the use of a truncated and normalized Laplace
distribution, while the other employs linear programming. The second major topic of the thesis
covers the application of differential privacy to the task of obfuscating facial identity in images.
Often, depiction of identity in images may be seen as a breach of privacy, yet the preservation of
other information in the images may be desirable. We propose a framework for the application of
a distance-based generalization of differential privacy via generative models for images. We pro-
vide details on the configuration of a mechanism to achieve a differentially private guarantee in
this setting and show how to achieve photo-realistic obfuscated images through the use of various
generative models. Within both topics of our work, we implement our proposed approaches and
analyze the results of experimental comparisons between our work and other relevant approaches
from the literature. We demonstrate improvements in the utility of obfuscated data achieved via
our methods.
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Chapter 1

Introduction

1.1 Background

The collection, dissemination and usage of a wide variety of data are indispensable activities within
both the public and the private sector. The availability of data has increased greatly over recent
decades, coming from a broad range of sources including government programs such as surveys
and censuses [34], medical records from hospitals and clinics [201], personal information from social
networks [61], and usage data from smart devices [200]. Along with the rise in the availability
of data has come increased attention in studying methods to exploit the potential value of data
[209]. Effective usage of data is beneficial for a broad range of applications including governmental
decision-making [14], public and private sector research [128], and corporate decision-making [177].

Public sector information refers to data that is collected by a government. This covers a wide
range including agricultural, geographic, environmental, economic, social and scientific data [34].
Despite the large amount of data collected by governments, it has traditionally been kept solely for
internal usage. However, there have been increasing demands to allow for open access to public
sector information and some countries have shifted towards policies that make this data available
to the general public [22, 143]. Allowing for open access to public sector information can be highly
beneficial to private companies and researchers for whom this type of valuable data may otherwise
be much more difficult or costly to obtain. This is desirable from an economic point of view as it
promotes growth in the private sector [199]. The usage of this data by a broader audience is in turn
advantageous to the the general population and the government as they benefit from the growth of
local companies and the dissemination of knowledge and results from new research [63, 163, 195].
Beyond this, the sharing of data between different countries can produce similar benefits [14].

To protect privacy, released information must be devoid of directly identifiable information about
individuals [104]. However, it may still be tabulated in a microdata format [22] (at the granularity of
individuals). The increase in the technological ability to gather and compile this type of individual-
level data over the years has led to richer and more accessible sources of microdata gathered by
organizations related to financial services, education, health care, law enforcement, retail and number
of others [177]. Even social networks are now seen as valuable source of information about individuals
[61]. Some uses of this type of microdata include enabling better research in the socio-economic
domain and informing policy-making decisions both for governments and private companies [128].

While the individual-level data of interest to most companies relates to information about
lifestyles, purchases and social and economic status, there is also a high demand in other areas
for health and medical-related data. Readily available health data can greatly impact research by
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reducing the burden of initially collecting data for studies and improving the quality of subsequent
work by enriching collections of data that are available [98]. Having access to larger databases with
greater numbers of attributes allows for more meaningful studies to be conducted by taking into
consideration greater numbers of factors [158]. Genome-based data can be particularly useful for
studies involving genetic diseases [21, 52]. There also exist initiatives to combine health records
from different institutions in order to create data that gives a more complete and informative view
of individuals’ health [201]. The creation of centralized repositories for individual-level health data
is seen as an approach to provide a patient-centric model of health care referred to as personalized
medicine [9, 81, 132].

Another valuable source of data comes in the form of visual data such as photos and video. This
type of data is becoming available in staggering quantities due to the rapidly increasing presence of
data capturing devices, e.g., cameras and closed-circuit television systems [26], visual sensor networks
[202] and a host of other devices and methods [167]. Systems that employ these devices have many
benefits including mitigation of crime [26, 202], improved care in assisted-living [160], and useful
services such as Google Street View [80].

Further to this, the majority of teenagers and adults in countries with advanced economies own
smartphones [191] and many of them actively share images on social media platforms [50]. Facebook
now has over 2 billion users [2] with more than 350 million image uploads per day [3] and Instagram
has over 1 billion users [4] with more than 100 million images and videos uploaded per day [5]. There
are various social motivations, such as the desire to connect with others and share experiences, that
encourage users to consistently share images on these platforms [156].

Despite the broad spectrum of benefits from the collection and sharing of data, it is essential
to protect the privacy of the individuals to whom the data pertains. Many forms of information
such as financial or health data may be considered highly personal and thus should be appropriately
protected. Similarly, the depiction of a human face in visual data provides strong identifier of who
the individual is [160, 167] and the potential for infringement on personal privacy must be taken
seriously. To this regard, the privacy-related implications of data sharing has become a major field
of study.

1.2 Motivation

When collecting and releasing individual-level data of a sensitive nature, it is necessary to protect
the privacy of the individuals to whom the data pertains. This general idea can be stated as the goal
of preventing the disclosure of sensitive information about specific individuals where sensitive infor-
mation refers to any information that the individuals might not wish to share with the recipient(s)
of the released data. To achieve this, a process of data sanitization is required. In such a process,
any directly identifying information, such as names and identification numbers, must be stripped
from any data that is to be released [51]. This alone, however, is insufficient as re-identification
(the re-association of identities with their corresponding sensitive values) may be achieved by cross-
referencing the remaining attributes with other data sets such as voter registries [189]. Yet, if any
useful data is to be released, the risk of disclosure cannot be nullified [44, 204]. The concept of
disclosure risk has long been studied in the context of analysis on statistical databases [40, 41, 66].
Even if a database itself is not released, simply allowing for queries to be posed on the database,
presents a similar risk of disclosure [7].

With the ubiquity of computers and the increase in their processing power, re-identification of
records and the extraction of sensitive information has become an easier task for a wider audience.
Developments in the computational extraction of previously unknown patterns in databases, known
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as data mining, has had a large impact on the potential for drawing new inferences from individual-
level databases [181]. While this can be highly beneficial for many research applications, it also
greatly increases the risk of disclosure of sensitive information [62]. As a result, a field of privacy-
preserving data mining has emerged with the intent of developing methods of data mining that
mitigate the risk of disclosure [209]. Regardless of how data is released, it is essential to provide
evidence that the level of protection against disclosure is demonstrably sound in some way, generally
by showing that some limitation is imposed on the risk of disclosure [203].

Issues of disclosure risk are particularly important in the context of health care data. Due to
the highly sensitive nature of this type of data, special interest is often afforded. For example, the
Health Insurance Portability and Accountability Act (HIPAA) provides legislation in the United
States on specific requirements to be met for the sanitization and release of health care data [196].
Despite the strong requirements put in place by HIPAA, re-identification risk remains an issue on
databases that it deems safe [19]. Studies have been performed to analyze the levels of risk that
exist within different models of release for adverse drug event records [59] and hospital prescription
records [60]. For data of such a sensitive nature, general policies remain insufficient for effective data
sanitization [170].

Sensitive information also often resides within visual media such as images and video. In cases
where potentially sensitive visual data is disseminated to the public, it is imperative to hide the
identities of individuals depicted in the data. For example, with the large quantities of images
published by Google Street View, face blurring is applied to hide identities [71]. Failure to sufficiently
protect privacy may allow undesirable inferences to be drawn about individuals or enable malicious
activities such as voyeurism or stalking. In the context of online image platforms and social media,
users must constantly weigh the benefits of sharing images against the risks to privacy [105]. It is
clear that users want to be able to control how, and with whom, their images are shared [100, 133].
Furthermore, individuals appearing in images taken by others often want some say in what happens
to the images. In cases involving multiple parties, conflicts are often resolved either through unaltered
release of the image or complete redaction [186]. Yet this type of all or nothing approach is not
ideal for handling nuanced cases and is likely unsatisfactory for some of the parties. It is also not
uncommon for individuals to be captured accidentally or without authorization in the backgrounds
of images, making the issue of privacy more complex.

Beyond privacy concerns regarding images being seen by others, rapid advances in machine
learning approaches to computer vision also pose threats to privacy. Detection and identification of
faces in images are now tasks that can be accomplished with great accuracy. Recent neural networks
have achieved over 99% accuracy in tasks of facial verification and classification [161, 174] and are
increasingly able to handle difficult conditions such as low resolution, non-frontal poses and poor
illumination [1, 117]. These advances enable the development of software that can readily track and
profile mass populations. This may, for example, raise concerns over the ability of governments and
authorities to track populations on a highly personal level [96]. In some areas, closed-circuit cameras
are present in the millions, capturing vast quantities of visual data [26]. While these technologies no
doubt have benefits such as improved quality of services [110, 160] and prevention of crime [160, 198],
these benefits must be carefully weighed against the infringement on personal privacy. Furthermore,
as with other types of sensitive information about individuals, the collection of visual data must be
conducted in a manner that is compliant with privacy-centric laws such as GDPR [17, 97].

Although effective methods of data sanitization are necessary to protect the privacy of individuals,
this requirement is at odds with the notion of releasing databases with greater levels of detail.
Methods of data sanitization induce modifications on the data that negatively impact the utility of
the data [10]. As such, there exists a trade-off between privacy protection and utility. Examples
of this detrimental effect on utility can be seen in the impact that HIPAA has had on health and
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medical research [111, 144, 154, 157]. There has been much attention given to the study of methods of
data sanitization that aim to protect privacy while maintaining a high level of utility [72]. Similarly,
it is difficult to strike a good balance between privacy and information sufficiency when applying
methods of protection such as blurring and pixelization to visual data [92, 121]. With the continued
evolution of data collection and dissemination, the identification of new disclosure risks, and the
issue of levels of data utility that remain not fully satisfactory, privacy preserving data publishing
remains a very active field of research.
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Chapter 2

Literature Review

In this chapter, we provide a review of the material related to our work. All of the work throughout
this thesis is centered around the study and application of differential privacy. We review this topic
in Section 2.1, both at a high level and at finer granularity within the subtopics of greatest relevance
to our work. In Section 2.2, we then turn to the topic of facial obfuscation. There, we cover literature
on the theoretical approaches to privacy in facial images as well as the machine learning tools that
are employed to realize the privacy guarantees.

2.1 Differential Privacy

Within the context of privacy-preserving data analysis, the main focus is to derive useful results and
models from sensitive data without having full access to the original, unaltered data. The nature of
the limitations enforced on access to the data characterizes the extent of the privacy that is achieved.
This area of study has a long history as can be witnessed by the many different research directions
that have been investigated. For a survey of early such works, see [7]. In the current state of the
field, methods can be roughly categorized as being either syntactic or semantic in nature. Syntactic
privacy requires the alteration of data prior to its release in order to adhere to syntactic conditions
on the state of the released data such as limited distinguishability between the records of a sanitized
database (see e.g., [131, 150, 190]). The syntactic conditions apply strictly to the released data
and are therefore oblivious to the potential for disclosure of sensitive information when the released
data is combined with other unmodeled sources of data. Due to this, a release offers only protection
against specific attack models that are thwarted by the chosen syntactic properties of the data; there
is no guaranteed protection against other unmodeled attacks.

Semantic privacy takes a different approach, aiming instead to enforce a guarantee limiting what
can be inferred about the original data when presented with the altered release, regardless of the
attack model and prior knowledge of the attacker. However, it has been recognized that it is neither
practical nor possible in most cases to offer utility in the released data while protecting against all
possible attack models [43, 55]. An attacker with particularly detailed background knowledge may
be able to accurately infer sensitive information when presented with a seemingly harmless release.
Therefore, most semantic approaches tend to rely on stochastic operations such as the controlled
perturbation of data in order to limit the accuracy with which inferences can be drawn about the
original data [29, 62]. In this context, perturbation refers to the addition of noise to the data in order
to hide sensitive information. Thus, rather than making an assertion regarding protection against
specific attacks, a semantic privacy guarantee tends to characterize how accurately the released
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data reflects the original data. One can subsequently analyze such a guarantee in the context of
specific attack models to perform more targeted forms of risk analysis if necessary. The framework
of differential privacy has quickly become one of the most widely-studied approaches to semantic
privacy and is often favoured over syntactic approaches by virtue of a robust and provable privacy
guarantee [45].

We begin this section with a review of syntactic privacy in order to provide a broader view of the
background in the field of privacy-preserving data analysis. We then turn our focus to the topic of
differential privacy, giving first an overview of the general framework. We follow this with a review of
mechanisms that have been proposed to achieve differential privacy and measures of utility related to
these mechanisms. We then cover work on the design of constraint adherence in differential privacy.
We close the section with a brief review of some specialized topics in the field of differential privacy
that are relevant to our work.

2.1.1 Syntactic Anonymity

Syntactic anonymity refers to a method of publishing sensitive databases by producing a sanitized
database that satisfies certain required properties to protect against specific types of attacks [33].
The required database properties, and thus the attacks against which protection is achieved, are
determined by the model of syntactic anonymity that is chosen. Generally, these models deal with
properties of equivalence classes of database records. Equivalence classes are groups of records that
possess identical values across their quasi-identifiers. Quasi-identifiers are attributes that do not
directly identify records but can still be linked to other databases to assist in re-identification [190].
These are generally demographic type attributes such as age and gender. Thus, records that share
the same values across all of their quasi-identifiers are members of the same equivalence class. In
order to prevent certain types of unwanted inferences from being drawn, equivalence classes are
required to satisfy different properties depending on which model of syntactic anonymity is being
applied. Typically, operations of generalization (the reduction of data precision) and suppression
(the deletion of data) are applied to the database to achieve the desired properties. Such operations
preserve the truthfulness of the data as they do not introduce any changes that are inconsistent with
the original data [171].

One of the most well-known models of syntactic anonymity is k-anonymity [190]. In this model,
each equivalence class is required to have a cardinality of at least k, where k is a user-specified
parameter. The basic idea is that the indistinguishability of records within the same equivalence
class induces a degree of uncertainty in any attempts made at cross-referencing the records with
another database. When attempting to match an identity to a record, it becomes necessary for
the attacker to guess which record from the equivalence class matches the chosen identity. When
selecting at random, the chance of a correct association is thus upper-bounded by 1

k .
A common assumption in syntactic models of privacy is that the attacker initially has no knowl-

edge about any of the sensitive information. In practice, however, attackers may have already gained
knowledge about sensitive information related to some of the population. Use of this additional in-
formation can lead to inferences with a probability of success that exceeds the worst-case bounds
asserted by the parameters of the syntactic models [18]. Furthermore, syntactic anonymity is sus-
ceptible to both composition attacks which use anonymized data released from multiple sources in
combination [73] and to inferences that draw on general knowledge about trends in sensitive data
such as rates of incidence among demographic groups [205].

While stronger models of syntactic anonymity (e.g., l-diversity [131] and t-closeness [150]) ame-
liorate the situation with respect to the protection of anonymity, they greatly increase the level of
information loss and remain susceptible to some forms of attacks [45]. Furthermore, as the number
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of attributes to be release in a database increases, the number of equivalence classes induced by the
partitioning over these attributes grows very quickly. This has the effect of greatly increasing the
level of information loss required to achieve the syntactic conditions necessary for the release of an
anonymized database [8]. For this reason, syntactic anonymity is seen as inappropriate for releases
involving large numbers of attributes.

2.1.2 Overview of Differential Privacy

Privacy via data perturbation can be achieved either through direct perturbation of database records
or through perturbation of responses to queries posed on an unaltered version of the database [7].
The later of the two options has been widely studied as a method to achieve semantic privacy. A
key challenge with this approach is to determine what is an appropriate amount of perturbation to
apply to the query responses. An important result in this area showed that for subset sum queries,
it is possible to calculate a required magnitude of perturbation such that any perturbation beneath
this level would result in a privacy violation [43]. More specifically, insufficient perturbation was
shown to allow an attacker to reconstruct the original database with a high degree of accuracy using
a polynomial number of queries.

The notion of calculating an appropriate amount of noise to add to query responses was later
extended to be applicable for general query functions [55]. The key idea was that the standard devi-
ation of the required amount of noise could be calculated using a measure of sensitivity of the query
function. The sensitivity was defined in this context to be the maximum amount the unperturbed
query response could differ between two adjacent databases (adjacency meaning that they differ by a
single row). This was applied to develop the notion of ε-indistinguishability which is the requirement
that the respective probabilities for two adjacent databases to produce the same perturbed query
response may differ by at most a multiplicative factor of 1 + ε, where ε is a user-selected privacy
parameter. The reasoning behind this requirement was that a greater degree of indistinguishabil-
ity between potential configurations of the underlying database induces greater uncertainty in an
attacker who is trying to determine what the true configuration is.

Further development and formalization of the concept of perturbing the responses of general
queries led to the creation of the framework that is now known as differential privacy [53]. The
basic idea in differential privacy is to add noise to query responses using a randomization mecha-
nism configured according to the query sensitivity and the user-selected privacy parameter ε. A
randomization mechanism is a stochastic function used to perturb its input value. Within the con-
text of differential privacy, a mechanism is said to be ε-differentially private if, when applied to the
query responses of any pair of adjacent databases, the difference between the probabilities of the
two databases producing the same noisy response is bounded by a factor of eε. As such, smaller
values of ε imply a stronger level of privacy. This condition is referred to as the privacy guarantee.
For a formalized definition of the framework, see Section 4.2.

The noisy responses produced by a differentially private mechanism are immune to post-processing
[56]. This means that without gaining access to the original sensitive data itself, there exists no func-
tion an attacker could apply to the noisy response to render it less differentially private. Furthermore,
the privacy guarantee composes linearly across repeated uses of the mechanism. The composition the-
orem states that the combination of the responses from the independent usage of an ε1-differentially
private mechanism and an ε2-differentially private mechanism is (ε1 + ε2)-differentially private [56].
This shows the degradation of privacy over repeated uses of differentially private mechanisms. To
guarantee privacy over multiple uses, it is therefore necessary to enforce an upper bound on the
composition of ε. A total value of ε deemed acceptable to be spent over any number of queries is
referred to as a privacy budget.
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There are two main settings in which differential privacy can be applied - an interactive setting
and a non-interactive setting [56]. In the interactive setting, users pose queries one at a time
and receive a noisy response after each query. In the non-interactive setting, some form of task is
performed using a batch of queries known in advance. Knowledge of the query workload in the non-
interactive setting allows for more sophisticated mechanisms and steps of post-processing that take
advantage of relationships between the queries to be developed. The non-interactive setting covers
goals such as answering batches of queries [116], producing sanitized marginals [16] (i.e., projections
of record counts over subsets of the database attributes) as well as more complex learning tasks
including classification and clustering [149]. While the non-interactive setting can offer improved
accuracy over interactively posing each query individually, it is also more restrictive in terms of what
the user is able to do.

Since its inception, there has been a great deal of work done on differential privacy in both
settings with a wide range of new developments and applications [54, 149, 210]. Relaxations of
the privacy guarantee have also been explored as a means to improve utility. For example, (ε, δ)-
differential privacy includes an additive constant δ in the allowable difference between probabilities
considered in the privacy guarantee [56]. In our work, we do not deal with such relaxations of
the differential privacy guarantee. Furthermore, we primarily focus this review on developments in
interactive differential privacy as this is the setting within which our work falls.

2.1.3 Mechanisms and Measures of Utility

One of the most well-known differentially private mechanisms is the Laplace mechanism [55]. The
mechanism is implemented using a Laplace distribution parameterized with the true query response
as its location parameter and the query sensitivity over ε as its scaling parameter. Although this
mechanism is widely used due to its applicability to a broad range of tasks, there has also been
a great deal of research into the development of mechanisms that are better suited to specific
goals. Most commonly, the intent in such research is to improve upon the utility of the noisy query
responses. Utility has often been considered in terms of distortion, measured in terms of expected
distance between true query responses and noisy query responses. Reduction of distortion has been
a common goal in the design of mechanisms [30, 87] and minimization of distortion has also been
used as a criterion for optimality [184].

For counting queries (the query of how many records in a database satisfy a particular predicate),
the geometric mechanism has been proposed [77]. The geometric mechanism is a discrete variant of
the Laplace mechanism and has been proven to be universally optimal for counting queries. Universal
optimality refers to the fact that the mechanism is simultaneously optimal in utility for every user
regardless of the prior knowledge they possess about the database. The users are considered to be
Bayesian users, meaning when given a noisy query response, they will apply Bayesian post-processing
(described in [77]) to map the response to another response (which may or may not be the same) in
order to minimize their expected loss. The remapping is guided by user-specific loss function which
is monotonically increasing as the distance between the remapped guess and the true query response
increases. For any rational user who applies Bayesian post-processing to minimize their expected loss
over all possible true query responses, it is shown that the geometric mechanism attains the lowest
possible level of expected loss. The result of universal optimality with the geometric mechanism has
also been extended to a broader class of risk-averse users [86]. This class of users seeks to minimize
the worst-case expected loss over all noisy query responses. The authors show that, in fact, the
geometric mechanism is universally optimal within the context of counting queries for the class of all
users who measure expected loss using any function that monotonically increases with the distance
between the guess and true response.
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Another study examining the measure of expected loss for Bayesian users shows that counting
queries are essentially the only type of query for which such a universally optimal mechanism can
be designed [23]. Given this result, subsequent studies have focused on the design of non-universal
optimality. The staircase mechanism [76] has been proposed to minimize the worst-case expected
loss across all query responses. However, unlike the geometric mechanism, the staircase mechanism
assumes the loss function is applied to noisy query responses taken at face value rather than being
subject to post-processing. A family of staircase-shaped probability density functions has been
applied to create a mechanism which is optimal within this context for real-valued query responses.
Other goals in mechanism design have included a mechanism that is optimal for a particular subset
of users [58], a mechanism that bounds worst-case accuracy on noisy responses [89] and non-optimal
mechanisms intended to provide increased utility for more general usage [88, 135].

Due to the variety of utility measures available, a number of these measures have been studied
within the context of axioms of information preservation introduced in [123]. A distinction is made
between the utility of a mechanism in terms of usability (i.e., ease of use for specific tasks) and
information preservation (i.e., how much of the original information is maintained in the noisy
query responses). The results of the study show that distortion-based measures of utility do not
satisfy all axioms of utility whereas measures of expected loss for Bayesian users do.

2.1.4 Constraint Adherence

Often, queries have natural constraints associated with them which can be exploited to improve the
utility of the noisy query responses. Broadly speaking, these types of constraints can be divided
into two categories: 1) constraints for consistency between the responses of a set of queries in the
non-interactive setting, and 2) range constraints for responses to individual queries in the interactive
setting. We briefly review the work in both of these areas, focusing on the later, within which our
work falls.

In the non-interactive setting, where batches of related queries are posed, known relationships
between the responses to a batch of queries should be preserved. This was first considered in the
context of the queries needed to break a contingency table for a database up into marginals. Linear
programming was applied after a transformation to the Fourier domain to ensure consistency such
that the noisy marginals do not appear to have been derived from different databases [16]. A
subsequent study has shown that for values of ε needed to ensure a reasonable level of privacy, the
noise induced by the aforementioned method leads to inadequate statistical inferences [68]. Other
studies have developed alternate methods to improve the utility in marginals through adherence
to consistency constraints. Post-processing has been proposed to remap a vector of noisy query
responses to a new vector that satisfies known relationships between the elements of the vector
while minimizing the L2 distance between the vectors [93]. In [113], it is shown that more accurate
responses can be obtained by instead minimizing the L1 distance as this accounts for the distribution
of the noise added to each element of the vector. Constraints have also been considered in the
context of constrained optimization problems that require a sanitized database to offer a solution to
an optimization problem within a specified factor of the optimal solution on the clean data [69].

In the interactive setting in differential privacy, independent queries are answered on an individual
basis. There, it may be desirable to ensure that noisy responses are consistent with a (known) valid
range of the query. A well-known implementation of this is the truncated geometric mechanism
[86], a variant of the geometric mechanism [77] which snaps out-of-bounds values to the nearest
valid response. In many cases, this approach can lead to a high density of noisy responses on the
boundaries of the valid range of the query. To avoid undesirable properties such as these types
of spikes in probability density, the explicit fair mechanism [37] was designed to answer queries in
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a range-adherent manner while providing properties such as a monotonically decaying probability
density function (PDF). Both the geometric and the explicit fair mechanisms are specifically designed
to answer counting queries (i.e., the number of database records satisfying a particular predicate).
As such, they only produce integer-valued responses and cannot be applied to more general numeric
queries. However, the concept of snapping out-of-bounds noisy responses to the nearest valid value
can be equally applied to any type of randomization mechanism and has also been studied in the
context of the Laplace mechanism in order to handle more general numeric queries [124].

The Laplace mechanism has also been applied to answer queries in a range-adherent manner by
truncating the PDF to the valid range of query responses and then normalizing it. This avoids the
issue of inflated probability mass at the boundaries of the range while allowing for general numeric
queries to be answered. This has been proposed to be the equivalent of redrawing from a non-
truncated Laplace distribution until a valid noisy response is obtained [124]. However, the study
neglected to consider the impact of the information leakage inherent in the process of normalization.
In independent work, concurrent to our own, Holohan et al. [99] have also proposed an alternate
calculation for the scaling parameter used in a truncated and normalized Laplace distribution to
guarantee differential privacy. By calculating the maximum possible change between the normal-
ization factors for any pair of adjacent databases, they provide a method for calculating the lowest
fixed scaling parameter that satisfies the privacy guarantee.

Other instances of truncated Laplace mechanisms have been proposed in the literature, however,
their intent has not been adherence to a query range. In the context of approximate differential
privacy [55], a truncated variant of the Laplace mechanism has been designed to maximize the
probability mass decay rate of the distribution [74]. A truncated-uniform-Laplace mechanism has
also been proposed for the purpose of uniformly most powerful tests on binomial data [15]. In both
cases, truncation is based on mechanism parameters and is symmetric around the location parameter
(i.e., the true query response). Thus, although these forms of truncation are related to utility, they
do not enforce adherence to the query range.

2.1.5 Specialized Topics

We conclude our review of differential privacy with a look at a couple of specialized topics which
we draw on in our own work. Generalized differential privacy offers a useful extension to the
applicability of differential privacy, allowing for the protection of sensitive data outside the context
of databases. Principal component analysis (PCA) serves to produce compact representations of
data which preserve much of the original information content. These tools are of particular use to
us in the obfuscation of images.

Generalized Differential Privacy

One direction in which the study of differential privacy has progressed is the generalization of the
privacy guarantee. One such generalization replaces the notion of adjacency between databases
with an arbitrary distance metric [27]. In this way, different measures of distance can be applied to
allow for different representations of distinguishability between databases. Should the protection of
specific values in the database be necessary, a metric based on the distance between values in the
databases can be used. Furthermore, this allows for differential privacy mechanisms to be employed
for the protection of arbitrary sensitive information outside the context of statistical databases. By
selecting an appropriate measure of distinguishability, a mechanism can be configured to draw noise
such that the differential privacy guarantee holds for any pair of values according to the level of
distinguishability between the two values as determined by the specified measure. See Section 6.1.1
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for the formal representation of the generalized privacy guarantee.

Principal Component Analysis

Principal component analysis (PCA) is a machine learning approach used to calculate an alternate
basis within which to represent points of data (i.e., multivariate observations) such that the dimen-
sions of the new basis are orthogonal and are arranged in descending order of explained variance over
a training dataset [178]. This technique is widely used as a method to greatly reduce dimensionality
of data while preserving the most important information by dropping trailing dimensions in the
new basis. The reduction is dimensionality is often useful for visualization, analysis, and machine
learning tasks (e.g., facial recognition [194]).

PCA has also been recognized as a useful tool in the field of differential privacy. To reduce the
heavy loss of information that is often incurred in differentially private data publishing, a sensitive
database can first be transformed to a PCA basis with reduced dimensionality. The reduction in
dimensionality allows for the privacy budget (which controls how much noise must be injected) to
be spent in a manner better suited to the preservation of useful information. Most research on this
topic has focused on how to perform the PCA learning process in a differentially private manner
(e.g., [28, 57]) since the training data is private. Once the data has been transformed to the PCA
basis, noise can be added and the obfuscated results can then be transformed back to the original
basis and released. Although less prominently addressed in the literature, the step of adding noise
in the PCA basis requires care to ensure that the magnitude of the noise is controlled based on the
sensitivity of the data in its new representation. This sensitivity can be calculated using information
about the PCA transformation and the queries posed on the data [103].

2.2 Facial Obfuscation

The task of facial obfuscation is the modification of facial images such that recognition of the
depicted identity is prevented. We have provided discussion in Section 1.2 on threats to privacy in
facial images which motivate this task. Perhaps the most well-known and earliest studied alterations
to images for the prevention of human recognition of faces are pixelization [91] and blurring [90].
Pixelization decreases the information conveyed in an image by dividing the image into a grid of cells
and setting all pixels within each cell to a common pixel intensity. Blurring involves the addition
of, typically Gaussian, noise to the image. While these methods have been successful at foiling
human recognition, they have been shown to be highly ineffective against machine recognition [146].
Other ad hoc methods of privacy protection involving variations on blurring [114], warping [108],
morphing [107] and face swapping [20, 142] have since been studied. However, the methods that
have gained the most momentum are those that offer a formal guarantee of privacy. This trend has
been reinforced by the legal and legislative demands in the broader context of the release of sensitive
data [22, 167, 196].

In this section, we first review the early work on formalized approaches to facial obfuscation
and the subsequent developments and improvements over the years. We then change track and
provide a review of the major advances in the field of neural networks applied to the generation and
modification of images. These networks have become an indispensable tool for many computer vision
tasks and have recently shown promising results when applied to the facial obfuscation problem. To
this end, we conclude the section with a review of recent works that tackle facial obfuscation via
generative neural networks.
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2.2.1 Formalized Approaches to Facial Obfuscation

The most prominently studied approach to formalized privacy in facial images has been the k-same
framework [146], an adaptation of the k-anonymity [190] guarantee from the field of database privacy.
The first application of this concept to image obfuscation worked by aligning a set of input images
on their facial features, partitioning the set into clusters of k or more similar images, and then
averaging the pixels within each cluster to produce an obfuscated face which would replace each of
the original faces in the cluster [146]. By releasing only the averaged faces, a guarantee is provided
which states that neither human nor machine recognition can do better than identifying the cluster
of identities that produced the image. This limits the probability of successful re-identification to
an upper bound of 1

k .
One issue with the original k-same averaging of pixels was poor visual quality due to inexact

alignment of facial features, leading to superimposed features. The k-same-m [82] approach improved
upon this by using an active appearance model (AAM) [35] to obfuscate faces. AAMs are generative
machine learning models for the approximation of visual representations of a particular class of
objects (e.g., human faces). A model is trained on a set of images in order to learn about visual
patterns and minimize differences with respect to shape and texture between the original images and
the generated output of the model. The k-same-m approach first trains an AAM and then performs
the clustering and averaging process within the parameter space of the model representations of
faces to be obfuscated, thus eliminating the issue of superimposed features. Subsequent variants of
k-same obfuscation via AAMs have since been proposed such as k-same-furthest [137] which instead
partitions images into subsets such that images within the same subset have highly dissimilar model
parameters, making re-identification of the averaged identities more challenging.

Efforts have also been devoted to the preservation of utility in the obfuscated images. The
k-same-select approach [83] proposed partitioning the input images into classes based on the infor-
mation to be preserved (e.g., male and female identities). By running a separate clustering process
within each partition, images within each cluster would share the same class, thus preserving this
information in the averaged version. This idea has been extended to the k-same-m model by training
a different AAM for each combination over the demographic attributes of age, gender and race [48].
By using the appropriately trained AAM for obfuscation, the attributes for which it was trained can
be preserved in the output. An alternative approach to the explicit specification of classes to be pre-
served involves the use of multimodal discriminant analysis to allow for the representation of identity
and other attributes in orthogonal subspaces [179]. This allows for k-anonymity to be applied within
the identity subspace while preserving or modifying other attributes relevant to utility, such as age,
gender and race, as desired within each of their subspaces. In the context of preservation of facial
expressions, an approach has been proposed to calculate the difference between AAM parameters of
original instances having a neutral expression and the target expression (e.g., happiness) and then
add this difference to an obfuscated instance with a neutral expression [138]. In this way, the target
expression can be transfered to the obfuscated image.

Recently, differential privacy has been applied in the context of obfuscation of images. Through
the addition of sufficient noise to pixel intensities, uncertainty is induced regarding the original
content of the image [65]. However, direct modification of pixels in this way leads to severe visual
distortions in the images, rendering them highly unnatural. This has been improved upon through
the use of an invertible transformation applied to images via singular value decomposition [64].
Noise is instead added to the feature representation of the image obtained through singular value
decomposition and the noisy features are then passed through the inverse transformation to produce
the obfuscated output image.
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2.2.2 Neural Networks

As neural networks are becoming an increasingly popular tool for image processing, methods of
facial obfuscation are now making use of them. These networks are able to offer impressive visual
quality, often at a photo-realistic level, and provide convenient ways to manipulate parts of images
while preserving desired aspects. We provide a brief review of relevant networks.

While not a particularly new area of study, convolutional neural networks have recently enjoyed
a number of advances that have greatly improved their effectiveness in computer visions tasks such
as classification of images [84]. These networks primarily consist of a layered combination of convo-
lutional filters and non-linear activation functions which accepts an image as input and produces a
compact encoding that is well-suited for the intended task. Recent variations on this concept have
essentially inverted the architecture by using transpose convolutions to take encodings as input and
produce images as output. This has been applied to generate novel images having specific proper-
ties, potentially in combinations not seen in the training data [47]. This architecture has also been
extended by pairing the generator network with a discriminator network that aims to distinguish
between real or generated images [79]. The model, referred to as a generative adversarial network
(GAN), uses an adversarial training scheme in which the two networks compete in a minimax game,
forcing the generator to learn how to produce realistic instances from a targeted distribution.

The concept of GANs has spawned a rich body of work on the generation and manipulation
of highly realistic images. The DCGAN [166] architecture improved training stability, allowing for
deeper network models and better image quality. DCGAN was also applied to demonstrate the
ability to generate novel images by performing interpolation and arithmetic in the latent encoding
space. Conditional GANs [140] extended the training process by teaching the network to generate
images from a conditional distribution, allowing for the specification of desired properties to be
present in the generated images.

The concept of an encoder network was later included, allowing GANs to take an image as input
and produce an encoding which could then be decoded (by the generator) back to an approximation
of the input image [46, 162]. This concept enabled the use of GANs for image editing tasks. Networks
such as StarGAN [32] and AttGAN [95] have shown impressive results in the modification of specific
features (e.g., gender or hair colour) in facial images while preserving all other information in the
images. It is these types of networks that are particularly useful for approaches to facial obfuscation.

2.2.3 Facial Obfuscation via Generative Neural Networks

The advances in generative neural networks (i.e., neural networks that generate data from a learned
distribution), particularly those applied in the context of facial images, have provided a highly
convenient tool for the task of facial obfuscation. We review here a number of recent works that
have explored the potential applications of such networks to produce obfuscated images.

Using a model that learns facial features that are invariant to pose and illumination, k-same
obfuscation has been applied to generate obfuscated faces from averaged clusters of facial features
[31]. A similar concept has been applied to create averaged faces via a transpose convolutional
architecture while maintaining separate features for facial expressions in order to allow for control
and preservation of expressions in the obfuscated images [136]. To provide a stronger level of privacy
than what k-same offers, GANs have been applied to achieve other types of formal privacy guarantees.
Using modified approaches to the k-same clustering process, stronger instances of syntactic privacy
such as l-diversity or t-closeness can be provided [119]. Alternately, privacy can be guaranteed by
completely removing faces from images and then applying a GAN to in-paint the redacted area
such that it produces a novel face. Approaches of this type have employed a decoder network that

16



takes as input the redacted image along with either facial landmarks [102, 187] or 3D facial model
parameters [188] in order to generate a replacement face.

The ability of neural networks to realistically manipulate facial features has also been exploited
in contexts outside of formal privacy guarantees. Examples include the use of a training objective
function that promotes changes in facial identity [206] and the application of a transformation to
image encodings that induces large changes to identity-specific features while preserving certain
desirable attributes [155]. Another informal approach to privacy protection in facial images is the
concept of face swapping [20] which has recently been applied using neural networks to perform the
transfer and blending process [122, 151].

We note that differential privacy has also been applied in the context of training GANs in a
privacy-preserving fashion. However, this goal is fundamentally different from that of facial ob-
fuscation. To protect sensitive training data, noise is added to the gradients calculated for the
discriminator network during training [207, 208]. This allows for control over the influence of the
sensitive information on the weights and distribution learned by the generator network in the form of
a differential privacy guarantee. The generator can then produce new samples from the learned dis-
tribution while protecting the privacy of the training samples. Variations on this concept have been
applied to generate synthetic datasets of facial images in a differentially private manner [193, 211].
However, none of these applications of differential privacy are suitable for the task of facial obfusca-
tion in which privacy must be guaranteed for new images presented to the network after training is
complete.
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Chapter 3

Thesis Overview and Contributions

The work presented in this thesis can broadly be categorized as falling within the field of study of
differential privacy. More specifically, we focus on two major topics: 1) the design of range-adherent
differentially private mechanisms, and 2) the application of differential privacy to generative models
for facial images. These topics are each treated in their own chapter of the thesis with further
subdivision into sections covering our major contributions.

In Chapter 5, we present our work on the design of range-adherent differentially private mech-
anisms. We study this problem first in terms of the design of truncated and normalized Laplace
mechanisms and later in terms of linear programming mechanisms. The specific contributions we
make throughout the chapter are as follows:

• Section 5.1: We demonstrate that the process of truncation and normalization of a Laplace
distribution is not sufficient on its own to preserve the differential privacy guarantee. The
main reason for this results from the data-dependent nature of the normalization.

• Section 5.1: We show how this can be corrected by carefully calculating the scaling parameter
for the Laplace distribution. For this, we generalize the differential privacy guarantee in the
context of a Laplace mechanism to incorporate data-dependent normalization factors.

• Section 5.1: We use our privacy guarantee to guide a study of range-adherent mechanisms
with respect to different classes of range constraints they are able to adhere to. For each class
we show how to derive an optimal scaling parameter or an approximation thereof.

• Section 5.2: We provide a theoretical discussion on the desirable properties of range-adherent
mechanisms and formalize a matrix representation of range-adherent mechanisms for general
numeric queries.

• Section 5.2: We propose two variants of a range-adherent linear programming mechanism
using our discretized mechanism representation. By employing a user-independent criterion
for optimal utility, we produce mechanisms that are useful to a broad range of users.

• Section 5.3: We demonstrate the benefits of our proposed truncated and normalized Laplace
mechanisms through experiments using a differentially private Näıve Bayes classifier. We
show that our mechanisms are able to achieve higher classification accuracy than other range-
adherent alternatives.
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• Section 5.3: We conduct experiments on our proposed linear programming mechanisms and a
variety of existing mechanisms using a number of measures of utility to assess the usability and
information preservation of the mechanisms. We compare the performance of the mechanisms
and demonstrate improvements in the utility of our linear programming mechanisms over the
commonly used boundary-snapping method.

In Chapter 6, we present our work on the obfuscation of facial images via generative models.
This work covers the development of a framework to apply differential privacy in this setting and
the application of our proposed framework to different generative models. In particular, we focus
on design and training details to achieve obfuscation via a generative adversarial network (GAN).
Our contributions throughout the chapter are as follows:

• Section 6.2: We discuss deficiencies in existing methods of facial obfuscation and examine
susceptibilities of k-same obfuscation to composition attacks and background knowledge. We
demonstrate how the k-same privacy guarantee can be violated and discuss the implications
this has on privacy in images.

• Section 6.3: To improve upon the deficiencies we have identified in other methods of facial
obfuscation, we propose as an alternative, the formal guarantee of differential privacy. We
develop the first framework to apply differential privacy for the obfuscation of facial identity
in images via generative machine learning models. We then derive the configuration of a
Laplace mechanism to achieve the privacy guarantee in this setting.

• Section 6.4: We propose architecture and training details that allow for the application of
differential privacy to GAN image encodings. Our proposed approach allows for photo-realistic
obfuscation of facial images from an input distribution that is largely unconstrained.

• Section 6.5: We propose how to apply distance-generalized differential privacy to image
encodings transformed to a principal component analysis (PCA) basis in order to preserve a
high degree of utility in obfuscated images. We explain how to manage the GAN training
process in order to generate realistic images from noisy PCA-basis encodings.

• Section 6.6: We provide details on both theoretical and practical interpretations of the
formal privacy guarantee that we achieve for obfuscated images. We relate our instantiation
of the privacy guarantee to that of standard differential privacy (for databases) and offer some
intuition on the interpretation of the privacy parameter ε as used in our setting.

• Section 6.7: We additionally propose a method to enforce differential privacy via the direct
modification of pixel intensities. By giving up the high visual quality provided by generative
models, this allows for a much more versatile approach that can obfuscate any image. We
employ a process guided by an image quality function in order to improve the visual quality
over the existing results for differential privacy in pixel-space.

• Section 6.8: We conduct a series of experiments to compare differential privacy to k-same
obfuscation on two well-known datasets. We demonstrate the resilience of differential privacy
to composition and parrot attacks. Furthermore, the results of our experiments suggest that
differential privacy offers a comparable level of utility in the obfuscated images to k-same
obfuscation while providing a stronger privacy guarantee.

• Section 6.8: We provide an experimental evaluation of our proposed GAN using our approach
for obfuscation within a PCA basis. We demonstrate improved privacy-utility trade-offs over
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implementations of other methods of facial obfuscation which also offer formal guarantees of
privacy.
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Chapter 4

Notation and Definitions

In this chapter, we provide notation and definitions that are relevant to the thesis as a whole. The
differential privacy guarantee is central to any mechanism that aims to enforce differential privacy.
Satisfaction of this guarantee (or variants thereof) is a requirement that spans across all of our work.
We provide here the basics on the definition of the guarantee and two commonly-used randomization
mechanisms which satisfy this guarantee. We then provide details on a well-known method of range-
adherence, boundary-snapping. Throughout the remainder of the thesis, we provide extensions and
refinements on these concepts in order to apply them to the specific settings in which we perform
our work.

4.1 Absolute Value and Set Cardinality Notation

Throughout this work, we employ the notation | · | in different contexts. When applied to a scalar
value, this implies an absolute value operation. When applied to a set, typically denoted using a
capital letter variable, this implies a set cardinality operation.

4.2 The Differential Privacy Guarantee

Differential privacy [56] (Definition 1) enforces the guarantee that similar databases must have
similar probabilities of producing the same noisy query responses. Similarity between databases is
interpreted using an adjacency relation such that a pair of databases D1 and D2 are considered to
be adjacent (denoted by D1 ∼ D2) if they differ by a single record.

Definition 1. Let D be the set of potential database configurations, f : D→ R be a query function,
K : R → R be a randomization mechanism and ε be a privacy parameter. For K to satisfy the
differential privacy guarantee [56], the following condition must hold for all pairs D1, D2 ∈ D
such that D1 ∼ D2 and for all subsets S of the mechanism range R:

Pr (K (f (D1)) ∈ S) ≤ eε Pr (K (f (D2)) ∈ S) , ∀S ⊆ R. (4.1)

This guarantees that for every pair of adjacent databases and every subset of noisy query re-
sponses, the respective probabilities of the two databases to produce a response within the given
subset must be within a multiplicative factor of eε of each other, where ε is a privacy parameter
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specified by the data custodian. The lower the value of ε is set, the stricter the guarantee becomes
as the distributions over the noisy query responses are forced to become more similar to each other.

4.3 Query Sensitivity

In order to guide the design of differentially private mechanisms, the concept of query sensitivity
[56] (Definition 2) is often used to measure the greatest impact the presence or absence of a database
record can have on the query response.

Definition 2. Given a set of potential database configurations D and a query function f : D → R,
the query sensitivity ∆F is defined to be the largest possible difference between the query responses
for any pair of adjacent databases:

∆F = max
D1,D2∈D|D1∼D2

|f(D1)− f(D2)| . (4.2)

4.4 The Laplace Mechanism

For answering general numeric queries in a differentially private manner, the Laplace distribution
[109] (Definition 3) is commonly used to implement the Laplace mechanism [53] (Definition 4).

Definition 3. The univariate, continuous Laplace distribution [109] is a probability distribution
given by the following probability density function:

Lap (x|µ, σ) =
e−
|µ−x|
σ

2σ
, (4.3)

where µ is a location parameter and σ is a scaling parameter. The variance of the distribution
is 2σ2.

To satisfy the differential privacy guarantee, the scaling parameter must be set in terms of the
chosen value of ε and the query sensitivity, ∆F .

Definition 4. For a database D ∈ D, the Laplace mechanism [53] draws from Lap
(
x|f(D), ∆F

ε

)
to generate noisy query responses.

The resulting probability densities of the Laplace mechanism, interpreted through a union bound,
satisfy the differential privacy guarantee [53].

4.5 The Exponential Mechanism

In some cases, it may be preferable to control the application of noise to query responses via a
quality function which indicates the usefulness of a noisy response given the true query response.
This may be of particular use when query responses are categorical or have their utility interpreted
through more complex functions than distance between the true response and the noisy response.
The exponential mechanism [135] (Definition 5) satisfies the differential privacy guarantee by drawing
noisy query responses from an exponential distribution using a quality function as the exponent.
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Definition 5. Given a database D ∈ D, a privacy parameter ε, a range R of possible query re-
sponses, a quality function q : R × D → R and a base distribution µ over R, the exponential
mechanism [135] is a randomization mechanism that generates noisy responses r ∈ R with proba-
bility proportional to:

eεq(r,D)µ(r). (4.4)

4.6 Boundary-Snapping

Often, it is desirable to ensure that noisy query responses conform to a valid range of potential true
query responses. Boundary-snapping [86, 124] (Definition 6) provides a simple scheme of remapping
query responses to achieve such range-adherence.

Definition 6. Boundary-snapping [86, 124] is a post-processing operation applied to the output
of a randomization mechanism in which out-of-bounds noisy query responses are remapped to the
nearest valid response.

This operation can be directly incorporated into the probability distribution of a mechanism
by reallocating all out-of-bounds probability mass to the nearest noisy response value. Since this
alteration is equivalent to a post-processing operation and differential privacy is immune to privacy
breaches induced by post-processing [56], the privacy guarantee is preserved under this modification.
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Chapter 5

Constraint-Aware Mechanisms

Adherence of differentially private mechanisms to publicly known constraints can affect the utility
of the mechanisms. Particularly in the non-interactive setting, where batches of queries are posed,
known constraints over the set of query responses can be used to enforce consistency on the noisy
responses in order to improve utility [16, 69]. For example, the sum of the responses for counting
queries (i.e., the number of records that satisfy a given predicate) over disjoint subsets of a database
should be equal to the response to the same counting query over the union of the same subsets.
In the interactive setting, where unrelated queries are answered individually, such constraints are
not present since there are no other query responses with which relationships must be preserved.
However, knowledge about the range of the query can still be exploited to ensure that noisy query
responses fall within the valid range [37, 124]. This typically improves the utility of the noisy
responses and is beneficial for the compatibility of the mechanism with downstream software used
to analyze the responses.

In many applications, queries will have natural and publicly known constraints on their range.
For example, the percentage of satisfied (or dissatisfied) customers in a survey must fall in the range
of 0 to 100. Inferences about the range of a query can often be drawn with ease. The sum (or mean,
median, etc.) of positive-valued attributes cannot be less than zero and the number of records in
a database that satisfy a particular predicate cannot be greater than the size of the database. If a
valid range is known for a particular attribute, a valid range for most queries posed on that attribute
can be calculated. Often, the range of attribute values can be easily determined. For example, a
database may contain signal measurements from a device that has a known range on the values it
can produce, or record values may be timestamps within a specified interval of time. In practice,
most differentially private mechanisms add noise without consideration for such constraints. This
implies that noisy responses may be generated outside of the valid range of the query.

Since range constraints are quite natural in many cases (e.g., positive-valued query responses),
this information should be leveraged for the design of mechanisms better suited to the preservation of
data utility. Adherence to range constraints could be achieved through post-processing of noisy query
responses, either via boundary-snapping or by performing Bayesian post-processing [77]. However,
these approaches may not always be appropriate in practice. Boundary-snapping leads to pooling of
probability mass at the boundaries of the valid range, which may not be near the true query response,
and Bayesian post-processing may not be computationally tractable for queries with a continuous
range. Alternatively, mechanism design can integrate information about the valid range of the
query in order to adhere to the range constraints while also taking the utility of the noisy responses
into consideration. In this chapter, we study the problem of designing range-adherent, interactive
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mechanisms that offer improvements in utility over boundary-snapping and other alternatives in the
literature.

We propose two different approaches to the design of range-adherent mechanisms. In the first
approach (Section 5.1), we truncate the probability density function (PDF) of a Laplace distribution
to the valid range of the query and then normalize it. Since normalization involves the multiplication
of the function by a factor greater than 1 and the Laplace distribution has higher probability density
around the location parameter, this process leads to greater increases in probability density for noisy
responses nearby the true response compared to those farther away. This is beneficial for the utility
of the mechanism as it leads to a lower level of expected distortion when noise is drawn from the
new distribution.

In the second approach (Section 5.2), we use a matrix representation of discretized probability
density functions and a user-independent criterion for optimal utility to apply linear programming
to produce range-adherent mechanisms. We propose two variants of this mechanism: one that offers
optimal utility under the restriction of range-adherence, and one that places additional restrictions
on the properties of the probability distribution of the mechanism in order to ease analysis performed
on the mechanism output.

The remainder of the chapter is structured as follows: In Section 5.1, we provide our work on
the design of differentially private truncated and normalized Laplace mechanisms. We follow this
with our work on the design of range-adherent linear programming mechanisms in Section 5.2. We
provide experimental comparisons for our proposed mechanisms in Section 5.3. Finally, we discuss
future work in Section 5.4 and conclude the chapter in Section 5.5.

The content of Section 5.1 is derived from our submission to the Journal of Computer Science
and Technology titled “Differential Privacy via a Truncated and Normalized Laplace Mechanism”.
The content from Section 5.2 comes from our submission to Transactions on Data Privacy titled
“The Impact of Range Constraints on Utility in the Design of Differentially Private Mechanisms”.
The experimental comparisons in Section 5.3 are derived from both of these papers. We refer the
reader back to Chapter 3 for details on these submissions.

5.1 Normalized Laplace Mechanisms

In this section, we propose an approach to generate range-adherent query responses where we first
truncate the PDF of a Laplace distribution to the valid range of the query and then normalize
it. This subsequent normalization is required to restore the truncated function to a valid PDF.
Since the probability density in the Laplace distribution exponentially decays as distance from the
location parameter increases, multiplication by the normalization factor will induce greater increases
in probability density for noisy query responses that are closer to the true response than those that
are farther away. This is favourable for the utility of the mechanism as it is conducive to a low level
of expected distortion in the noisy query responses.

The method of truncation and normalization has been previously applied [124] in the context of
the Laplace distribution. However, the study did not account for the fact that the normalization
factor is a function of the true query response, which is sensitive information. Due to this, normal-
ization in fact leaks further information. Verifying the privacy guarantee becomes more complex
and requires further modification of the PDF. We propose an alternative method (to that which is
used by the standard Laplace mechanism) for the calculation of the scaling parameter in the Laplace
distribution. Our proposed alternative accounts for the data-dependent normalization in order to
preserve the privacy guarantee of differential privacy.

In this work, we adapt the privacy guarantee in the context of the Laplace distribution to
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account for data-dependent normalization factors and study this guarantee for different classes of
range constraint configurations. We provide derivations of the optimal scaling parameter (i.e., the
minimal value that preserves differential privacy) for each class or provide an approximation thereof.
Our work thus provides a novel approach to apply the Laplace distribution to answer queries in a
range-adherent and differentially private manner.

5.1.1 Preliminaries

We begin by providing the preliminaries that are needed to study the impact of truncation and
normalization of a Laplace PDF with respect to the privacy guarantee. We first formalize our
treatment of range constraints and lay out the calculations of normalization factors for classes of
constraint configurations. We then examine the impact of adherence to range constraints and data-
dependent normalization on the privacy guarantee. We define an adapted privacy guarantee to
use in this setting which provides a stronger level of privacy than the standard differential privacy
guarantee. With these components laid out, we provide a small example to demonstrate the violation
of the privacy guarantee when truncation and normalization are applied without further modification
to the PDF.

In Table 5.1, we provide a quick reference for the definitions of the variables used throughout
this section.

Constraint Configurations

Given constraints on the range of a query represented as a set of ranges within which query responses
cannot occur, the goal is to truncate a Laplace PDF to remove these constrained ranges. This can
be achieved via boundary-snapping by shifting all out-of-bounds probability mass to the nearest
boundary response. However, the pooling of probability on the boundaries is undesirable for queries
in which the true response is not near a boundary. Instead, we propose to calculate an appropriate
normalization factor to restore the integral over the truncated span(s) to 1 and then calculate
an appropriate scaling parameter. The required scaling parameter is dependent upon a privacy
parameter ε specified by the data custodian, the query sensitivity ∆F , and the position of the
location parameter (i.e., the true query response) relative to the constraints.

The scaling parameter must be selected such that the differential privacy guarantee is satisfied.
The higher the scaling parameter is set, the farther the probability mass becomes spread from the
location parameter. Therefore, calculating the lowest possible scaling parameter that satisfies the
privacy guarantee is one of the core aspects of our work. We consider the selection of the lowest
possible scaling parameter to be the criterion for optimal utility within the class of mechanisms
using a truncated and normalized Laplace PDF. While this form of optimality aims to minimize
the expected noise of the mechanism, it may lead to biased responses compared to a non-optimal
approach. The direction of bias-variance trade-offs is not explored in this work.

Allowing for truncated spans in a PDF provides a natural way to incorporate range constraints
into a randomization mechanism. Given the wide variety of queries that can be posed on a database,
many different configurations of constraints may arise in practice. To simplify the work required
in designing appropriate mechanisms for the various constraint configurations, we categorize these
configurations into classes such that for each class, a corresponding mechanism can be developed.
Visual representations of possible constraint configurations from each class are shown in Figure 5.1.
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Table 5.1: Definitions of variables
R The set of real-valued numbers

D The set of potential database configurations

K A function K : R→ R representing a randomization mechanism

f A function f : D→ R representing a query posed on a database

∆F Query sensitivity - The maximum possible difference between the query responses of
two adjacent databases. This is a non-zero, positive, real value.

ε Privacy parameter - The user-specified, desired level of privacy. This is a non-zero,
positive, real value.

σ Scaling parameter (for cases where all PDFs share the same scaling parameter) - A
value calculated to determine the scale of noise required to release a database query.
This is a non-zero, positive, real value.

x The value taken on by the continuous random variable of a PDF

nj The normalization factor required for database Dj

σj The scaling parameter required for database Dj

∆xj The distance between f(Dj) and the value x of a continuous random variable

CLj The set of finite constraints to the left of f(Dj)

CRj The set of finite constraints to the right of f(Dj)

IL A boolean variable used to indicate the presence of a constraint spanning to negative
infinity

IR A boolean variable used to indicate the presence of a constraint spanning to infinity

∆Rj The distance between f(Dj) and the right endpoint of a constraint spanning to neg-
ative infinity

∆Lj The distance between f(Dj) and the left endpoint of a constraint spanning to infinity

∆Rjk The distance between f(Dj) and the right endpoint of a constraint Ck

∆Ljk The distance between f(Dj) and the left endpoint of a constraint Ck

Lj The summation of the integrals of all constraints to the left of f(Dj)

Rj The summation of the integrals of all constraints to the right of f(Dj)

i A real-valued variable used to indicate the number of spans of ∆F between two
databases
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Figure 5.1: An example from each class of constraint configurations is shown. The black line
represents a real-valued, one-dimensional range and the shaded red blocks represent constraints.
Constraints shown on the endpoint of the line span infinitely in that direction. The constraints
classes are: a) a single infinite constraint, b) arbitrary finite constraints, and c) arbitrary constraints.

The first class is characterized by a single constraint that begins at any point and spans either
to infinity or to negative infinity (Figure 5.1-a). An example of this is a query that has the set of
natural numbers or positive real numbers as its range.

The second class may have any number of finite spans of constraints (Figure 5.1-b). These
configurations would be typical of queries in which the range is subject to a periodic function. For
example, a query may be posed about dates on which individuals visited a particular medical clinic
where it is known that the clinic is closed during certain periods of the year.

We also consider a final class of arbitrary constraint configurations to handle any combination
of the first two classes (Figure 5.1-c). Common instantiations of this class are queries that have a
single finite span of valid responses. For example, a query may have a single finite range of possible
age values.

Normalization Factors

Since constraints represent infeasible spans in the range of the query, the PDF must be truncated
to remove these spans. This has the effect of producing a piece-wise function whose integral is no
longer equal to 1. In order to restore this to a PDF, it must be scaled by a normalization factor such
that the integral over the valid space is equal to 1. For a PDF with a location parameter at f(Dj),
let Lj be the sum of all integrals of the constraints to the left of f(Dj) and let Rj be the sum of all
integrals of the constraints to the right of f(Dj). The normalization factor for this PDF can then
be calculated as shown in Formula (5.1). An example of a truncated and normalized Laplace PDF
is shown in Figure 5.2.

nj =
1

1− (Lj +Rj)
. (5.1)
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Figure 5.2: A graph of two Laplace PDFs with location parameters of 0 and scaling parameters of
1. The shaded blocks show an example of different types of constraints (infinite and finite on both
the left and right of the location parameter). The red line shows the original Laplace PDF and the
blue line shows one that has been truncated and then normalized.

To calculate the values of Lj and Rj , we use the Laplace cumulative distribution function (CDF).

Definition 7. The cumulative distribution function corresponding to a Laplace distribution of
Lap (x|µ, σ) is given by:

CDF (x|µ, σ) =
1

2
+

1

2
sgn (x− µ)

(
1− e−

|µ−x|
σ

)
, (5.2)

where sgn : R→ [−1, 0, 1] is the sign function.

We define the following notation for the representation of constraints. Let CLj be the set of
finite constraints to the left of f(Dj) for any database Dj ∈ D. For any constraint Ck ∈ CLj , let
∆Ljk and ∆Rjk be the distance between f(Dj) and the left and right endpoints, respectively, of
Ck. Let IL be an indicator variable set to either 0 or 1 to denote the absence or presence of a
constraint that spans to negative infinity and let ∆Rj be the distance between the right endpoint of
such a constraint, if it exists, and f(Dj). These concepts are all defined analogously for a set CRj
of finite constraints to the right of f(Dj) with IR acting as the indicator variable for a constraint
spanning to infinity and ∆Lj acting as the distance between the left endpoint of such a constraint, if
it exists, and f(Dj). Finally, let σj be a data-dependent scaling parameter to be used when querying
a database Dj .

The integral of a finite constraint Ck ∈ CLj can be calculated as CDF (−∆Rjk|f(Dj), σj) −
CDF (−∆Ljk|f(Dj), σj). The integral of a constraint that spans to negative infinity can be cal-
culated as CDF (−∆Rj |f(Dj), σj). Using this, we can now calculate the value of Lj as shown in
Formula (5.3).

Lj =
∑

Ck∈CLj

e−∆Rjk
σj − e−

∆Ljk
σj

2

+ IL
e
−

∆Rj
σj

2
. (5.3)
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Analogous calculations for the integrals of finite constraints Ck ∈ CRj and a constraint spanning
to infinity are used in Formula (5.4) to calculate Rj .

Rj =
∑

Ck∈CRj

e−∆Ljk
σj − e−

∆Rjk
σj

2

+ IR
e
−

∆Lj
σj

2
. (5.4)

Generalized Differential Privacy Guarantee

When using the basic Laplace distribution to implement the randomization mechanism, the privacy
guarantee of Definition 1 can be simplified to the form shown in Formula (5.5) for all pairs D1, D2 ∈ D
such that D1 ∼ D2, where ∆xj is the distance between the value x taken on by a continuous random
variable and f(Dj) for any database Dj ∈ D. For ease of notation, we represent all subsequent forms
of the privacy guarantee in terms of probability densities rather than probabilities for reporting a
subset of the mechanism range. This is done with the understanding that a union bound can be
applied [53] to interpret the guarantee in terms of the typical form using subsets (i.e., as it is
represented in Formula (4.1)).

e
∆x2
σ ≤ eεe

∆x1
σ , ∀x ∈ R. (5.5)

When using normalization factors induced by constraints and allowing for differing scaling pa-
rameters, we obtain a new general form of the privacy guarantee for all pairs D1, D2 ∈ D such that
D1 ∼ D2, as shown in Formula (5.6).

σ2

σ1

(
n1

n2

)(
e

∆x2
σ2

e
∆x1
σ1

)
≤ eε, ∀x ∈ R. (5.6)

To simplify the analysis, we assume that when two databases, D1, D2 ∈ D are being compared
in a privacy guarantee, it will always be the case that f(D1) ≥ f(D2). As a result, a form for the
symmetric case of the guarantee (i.e., where f(D1) ≤ f(D2)) must also be considered; this is shown
in Formula (5.7). To assert the differential privacy guarantee, both forms must be satisfied for all
pairs of adjacent databases that apply to their respective cases.

σ1

σ2

(
n2

n1

)(
e

∆x1
σ1

e
∆x2
σ2

)
≤ eε, ∀x ∈ R. (5.7)

Adaptation for Arbitrary Distances

The differential privacy guarantee is generally interpreted in terms of pairs of adjacent databases.
For such databases, the distance between their true query responses is upper bounded by the query
sensitivity ∆F . Although not typically done, the privacy guarantee can also be interpreted in
terms of the actual distance between query responses of arbitrary databases (i.e., pairs that are not
necessarily adjacent). This is a useful interpretation for our setting since the distance between the
databases can be used as a means to calculate the difference between their normalization factors as
well.
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For a pair of databases D1, D2 ∈ D having PDFs with location parameters in the same span of
truncated space, the constraint endpoint distances of D2 can be written in terms of the variables
used for D1. This can be done by applying an offset equal to the distance between the two location

parameters. We define a distance variable i = f(D1)−f(D2)
∆F , representing the number of spans of ∆F

between the location parameters, which we utilize to create a new representation of the constraint
integral calculations. Since we assume that f(D1) ≥ f(D2), we know that f(D2) will be closer to all
constraints to the left and farther from all constraints to the right compared to f(D1). We therefore
use an offset of −i∆F for distances to the left and an offset of i∆F for distances to the right. The
distance offset versions of the constraint integral calculations are shown in Formulae (5.8) and (5.9).

L2 =
∑

Ck∈CL1

e−∆R1k−i∆F
σ2 − e−

∆L1k−i∆F
σ2

2

+ IL
e−

∆R1−i∆F
σ2

2
. (5.8)

R2 =
∑

Ck∈CR1

e−∆L1k+i∆F

σ2 − e−
∆R1k+i∆F

σ2

2

+ IR
e−

∆L1+i∆F
σ2

2
. (5.9)

To use these integral calculations in the privacy guarantee, we must consider how the required
multiplicative bound between the probabilities of the databases producing the same noisy response
should reflect this modification. Since eε is the multiplicative bound when |f(D1)− f(D2)| ≤ ∆F ,
it follows that when ((i−1)∆F ) ≤ |f(D1)− f(D2)| ≤ i∆F for i ∈ Z, the multiplicative bound must
be eiε. In fact, i does not need to be an integer; it can be real-valued. In this case, we specify the
requirement that when |f(D1)− f(D2)| = i∆F for i ∈ R, the multiplicative bound must be eiε.

To apply this adaptation to the privacy guarantee, we use L1 and R1 defined according to
Formulae (5.3) and (5.4) as well as L2 and R2 defined according to Formulae (5.8) and (5.9) to
produce the form of the privacy guarantee shown in Formula (5.10).

σ2

σ1

(
1− (L2 +R2)

1− (L1 +R1)

)(
e

∆x2
σ2

e
∆x1
σ1

)
≤ eiε, ∀x ∈ R. (5.10)

The guarantee we work with is in fact slightly stronger than the standard guarantee of Formula
(4.1). It is clear that for a pair of adjacent databases with maximally distant query responses (i.e.,
when i = 1), we enforce the standard multiplicative bound of eε. Yet for other pairs of adjacent
databases where i < 1, we require a stronger guarantee for a multiplicative bound of eiε. This form
helps us to calculate variable-valued scaling parameters. As we show in our experiments (Section
5.3.1), this often allows us to achieve better utility than an approach that calculates the optimal
fixed-value scaling parameter for the standard form of the guarantee.

Continuous Random Variable Worst-Case Analysis

In the privacy guarantee of Formula (5.10), we can see that the variables related to the value taken
on by the continuous random variable of the PDFs appear only in the third fraction of the left-hand
side of the inequality. We now look for the worst case with respect to the value of the continuous
random variable in order to eliminate the need for explicit quantification over this variable in the
privacy guarantee. Since the left-hand side of the guarantee must always be less than or equal to
the right-hand side, the worst-case occurs when the fraction is maximized.
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Applying identities, the fraction containing the variables related to the value taken on by the
continuous random variable can be re-written as:

e
∆x2
σ2
−∆x1

σ1 . (5.11)

This expression is maximized when the exponent is maximized. If we redefine ∆x2 in terms of
∆x1 based on the distance i∆F between the location parameters, we can write out three different
cases which cover the possible values of the continuous random variable. These cases are shown in
Formula (5.12). Recall that f(D1) ≥ f(D2) and f(D1)− f(D2) = i∆F .

e
∆x2
σ2
−∆x1

σ1 =


e

∆x1−i∆F
σ2

−∆x1
σ1 x ≤ f(D2)

e
i∆F−∆x1

σ2
−∆x1

σ1 f(D2) < x < f(D1)

e
∆x1+i∆F

σ2
−∆x1

σ1 f(D1) ≤ x.

(5.12)

Of these cases, the third will produce the highest value, thus the value of the continuous random
variable should be set in the interval [f(D1),∞). In order to determine which position within this
interval maximizes the value of the expression, we must consider the relationship between σ1 and
σ2.

If σ1 = σ2 then the value of the continuous random variable within the identified interval would
have no impact on the value of the expression. However, we would ideally like to take advantage
of the fact that the farther a location parameter is from a constraint, the less of the PDF integral
is lost during truncation. A larger remaining integral means that a lower normalization factor is
needed. As we later show, higher scaling parameters are needed to compensate for the increased
normalization factors. However, higher scaling parameters lead to higher levels of expected noise.
Therefore, it is desirable to allow the scaling parameters to decrease as the normalization factors
decrease.

We first consider the case of a single constraint spanning to infinity (note that this can be
analogously treated for a constraint spanning to negative infinity). If the constraint spans to infinity,
this implies that in this configuration, σ1 ≥ σ2. A greater σ1 value means that the value of the
expression goes up as ∆x1 increases. We must therefore work with the highest possible ∆x1 value.
If the guarantee can be satisfied for this value then any other possible ∆x1 value will cause the value
to the left-hand side to decrease, meaning that the guarantee will hold. We therefore place x on the
border of the constraint going to infinity (if one exists). This means that ∆x1 = ∆L1. The fraction
can be updated to:

e−
∆L1
σ1

e−
∆L1+i∆F

σ2

. (5.13)

In constraint configurations where there are no infinite constraints, the worst-case with differing
scaling parameters is undefined since the value of the continuous random variable can always be
further increased. In such a configuration, it becomes necessary to use the same scaling parameter
everywhere to avoid this problem. When this occurs, the fraction can be written as:

e
i∆F
σ . (5.14)

We must also consider the form for the symmetric case of the privacy guarantee. This time, the
worst-case occurs when we maximize:
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e
∆x1
σ1
−∆x2

σ2 . (5.15)

When redefining ∆x2 in terms of ∆x1 based on the distance between the location parameters,
the three possible cases are as shown in Formula (5.16).

e
∆x1
σ1
−∆x2

σ2 =


e

∆x1
σ1
−∆x1−i∆F

σ2 x ≤ f(D2)

e
∆x1
σ1
− i∆F−∆x1

σ2 f(D2) < x < f(D1)

e
∆x1
σ1
−∆x1+i∆F

σ2 f(D1) ≤ x.

(5.16)

The first and second cases will be larger than the third. The worst-case occurs when the second
term of the exponent is minimized. The smallest possible value it can take on is 0, which occurs
when ∆x1 = i∆F . The fraction can therefore be re-written as:

e
i∆F
σ1 . (5.17)

For cases where the same σ values are used for the worst-case analysis with the symmetric form,
this would be:

e
i∆F
σ . (5.18)

Motivating Example

We conclude this section with an example to illustrate the need for an alternate calculation of the
scaling parameter when the Laplace PDF is truncated and normalized. Consider a case with a single
constraint spanning to negative infinity where a fixed value for σ is used regardless of the value of
f(D). The privacy guarantee would be written as shown in Formula (5.19).

2− e−
∆R1+i∆F

σ

2− e−
∆R1
σ

(
e
i∆F
σ

)
≤ eiε. (5.19)

The regular calculation of the scaling parameter for a Laplace mechanism is to set σ = ∆F
ε .

When making this substitution, we have the form shown in Formula (5.20).

2eiε − e−
ε∆R1
∆F

2− e−
ε∆R1
∆F

≤ eiε. (5.20)

Now we consider the comparison of a database with a location parameter on the border of the
constraint to any other database. To do so, we set ∆R1 to 0 and simplify to produce the form shown
in Formula (5.21).

2eiε − 1 ≤ eiε. (5.21)

We can see that for any i > 0 (i.e., any pair of databases that do not share the same true query
response), the privacy guarantee is not satisfied. This shows that the regular calculation of the
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scaling parameter cannot be applied when normalization has occurred. In the remainder of this
section, we show how to calculate appropriate scaling parameters to preserve the differential privacy
guarantee. Furthermore, since different location parameters induce different normalizations factors,
we allow for the scaling parameter to be calculated as a function of the position of the location
parameter relative to the constraints in order to achieve lower scaling parameters and thus better
utility.

5.1.2 Single Infinite Constraint

Having defined classes of range constraints and their corresponding normalization factors, we now
study these classes in the context of our privacy guarantee. This form of the privacy guarantee
captures the information leakage induced by data-dependent normalization, allowing us to investigate
the impact that normalization has on the probabilities for any pair of databases to produce the
same noisy query response. We show how it is still possible to achieve differential privacy as long
as the scaling parameter of the Laplace distribution is carefully chosen to account for the additional
information leakage induced by normalization. For conciseness, we provide sketches of the proofs
for the lemmas and theorems used throughout this section. The full proofs related to the class of a
single infinitely spanning constraint can be found in Appendix A1.

We begin with the class of single infinitely spanning constraints. In this class, there is a single
span of infeasible space extending either to infinity or to negative infinity. The complement of this
space is a single span of feasible space. Without loss in generality, we assume the constraint extends
to infinity. The case of going to negative infinity can be seen as a horizontal reflection of this, in
which all analysis is the same.

Since there is only a single constraint, the normalization factor can be calculated as the reciprocal
of the integral of the truncated space. We apply this normalization factor to the privacy guarantee of
Formula (5.6) along with the adaptation for arbitrary distances of Section 5.1.1 and the continuous
random variable worst case in the third case of Formula (5.12). The privacy guarantee can now be
written as:

σ2

σ1

(
2− e−

∆L1+i∆F
σ2

2− e−
∆L1
σ1

)(
e

∆L1+i∆F
σ2

e
∆L1
σ1

)
≤ eiε. (5.22)

The formulae in this section make use of the multi-valued LambertW function [36].

Definition 8. The LambertW function [36] is given by the inverse function of f(x) = xex where
x is a complex number.

The function is defined by multiple branches which map input values to output. An overlap in
the domain of the branches gives rise to the multi-valued nature of the function. As we are interested
only in real-valued output, we restrict our attention to the primary and -1 branches. We refer to
these function branches as W and W−1 for shorthand and use WZ for instances where either branch
may be applied. The real-valued outputs of the function are determined by the primary branch
of Formula (5.23), and the -1 branch of Formula (5.24). For the branches to be single-valued, the
following conditions apply: W (x) ≥ −1 and W−1(x) ≤ −1.

W (xex) = x − 1

e
≤ xex. (5.23)
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W−1(xex) = x − 1

e
≤ xex < 0. (5.24)

Lemma 1. For any PDF with a location parameter at distance i∆F > 0 from the constraint, bounds
on the possible values of its scaling parameter are determined by the following four inequalities:

σ2 ≤ −
i∆Feiεσ1

W

(
− 2i∆Fe−iεe

− i∆Fe−iε
σ1

σ1

)
eiεσ1 + i∆F

, (5.25)

σ2 ≥ −
i∆Feiεσ1

W−1

(
− 2i∆Fe−iεe

− i∆Fe−iε
σ1

σ1

)
eiεσ1 + i∆F

, (5.26)

σ2 ≥
i∆F

W
(−1

2e

)
iεe1−iε −W

(
2W

(−1
2e

)
iεeW(−1

2e )iεe1−iε−iε+1
) , (5.27)

σ2 ≤
i∆F

W
(−1

2e

)
iεe1−iε −W−1

(
2W

(−1
2e

)
iεeW(−1

2e )iεe1−iε−iε+1
) . (5.28)

Proof. By isolating σ2 in Formula (5.22), we obtain an inequality which contains the LambertW
function. Since the LambertW function has two branches, this gives two restrictions on the possible
values that the σ2 values can take on. By setting ∆L1 = 0, we determine that σ2 must fall in
the intersection of the two spans specified in Formulae (5.25) and (5.26) in order for the privacy
guarantee to be satisfied for a pair of PDFs with location parameters at distances of 0 and i∆F > 0
away from the constraint.

Since the LambertW function does not produce real-valued output for any input values less than
− 1
e , we are also able to derive restrictions on the allowable σ2 values that produce valid input for the

LambertW function. For this, we first study the modality of the input as a function of the distance
variable i by taking the derivative of the input with respect to i, as shown in Formula (5.29).

− 2 (iε∆F + ε∆L1 −∆F ) e

− 2iεσ1e

∆L1
σ1 +e−iεi∆F−iεσ1+e−iε∆L1

σ1

2e

∆L1
σ1 −1



(σ1)
2
(

2e
∆L1
σ1 − 1

)2 (
−2σ1e

∆L1
σ1 + (i∆F + ∆L1) e−iε + σ1

)−1 . (5.29)

From the factors in the derivative, we determine that zeros can only occur at the values of i
shown in Formulae (5.30) and (5.31).

i = −

∆L1ε+ ∆FWZ

− εσ1

(
2e

∆L1
σ1 −1

)
e−

∆L1ε
∆F

∆F


ε∆F

. (5.30)
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i = −∆L1ε−∆F

ε∆F
. (5.31)

The value of the input at the two zeros (determined by the two branches of the LambertW
function) of Formula (5.30) both simplify to − 2

e , placing them outside of the valid range of input.
The zero of Formula (5.31) is valid and is a minimum of the resultantly unimodal function of the
input. Using this result, we are able to assert that if the function of input to the LambertW function
is greater than or equal to − 1

e at this zero, then this also holds for all other values of i. We therefore
begin from the restriction on the LambertW input as shown in Formula (5.32) where the input is
the left-hand side of the inequality.

− 2 (i∆F + ∆L1) e

− 2iεσ1e

∆L1
σ1 +e−iεi∆F−iεσ1+e−iε∆L1

σ1

2e

∆L1
σ1 −1



σ1

(
2e

∆L1
σ1 − 1

) ≥ −1

e
. (5.32)

We substitute the instances of i with the zero of Formula (5.31) and isolate σ1. Since we are
interested in bounds on σ2, we then substitute all instances of ∆L1 with i∆F . This allows us to
interpret σ1 as the required scaling parameter at distance i∆F from the constraint boundary. This
corresponds to the location of σ2 as interpreted in Formulae (5.25) and (5.26) and therefore acts as
two further constraints on a scaling parameter at this location. The result of the substitutions is
the pair of additional inequalities given in Formulae (5.27) and (5.28).

Lemma 2. Through the selection of an appropriate σ1 value when ∆L1 = 0, it is possible to calculate
σ2 values for any PDF with a location parameter at distance i∆F > 0 away from the constraint such
that the inequalities of Lemma 1 are satisfied.

Proof. Following the same approach as in Lemma 1, we assert that the input to the LambertW
function in Formulae (5.25) and (5.26) must be greater than or equal to − 1

e . Furthermore, as a
function of i, the input is unimodal, with the mode being a minimum. Since we are interested in
bounds on σ1 when ∆L1 = 0, we substitute i with the value at which the minimum occurs, set ∆L1

to 0, and then isolate for σ1 to obtain the inequalities of Formulae (5.33) and (5.34).

σ1 ≥ −
∆F

W
(
− 1

2e

)
eε
. (5.33)

σ1 ≤ −
∆F

W−1

(
− 1

2e

)
eε
. (5.34)

We then select the lower bound given by Formula (5.33) as the value to use for σ1 when ∆L1 = 0,
giving us the calculation shown in Formula (5.35). Intuitively, it is desirable to select the lowest
possible values for the scaling parameters in order minimize the amount of noise added by the
resultant PDF. One might ask whether this choice for σ1 forces the values calculated for σ2 (namely,
scaling parameters at other locations) to be higher than they could otherwise be. We later justify
this choice by showing that we calculate the lowest σ2 values that satisfy the privacy guarantee.

σ1 = − ∆F

W
(
− 1

2e

)
eε
. (5.35)
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Finally, by substituting this value for σ1 into Formulae (5.25) and (5.26), the right-hand sides of
the inequalities become equivalent to the right-hand sides of Formulae (5.27) and (5.28), respectively.
As a result, in order to satisfy all four inequalities of Lemma 1, a PDF with a location parameter at
distance i∆F > 0 from the constraint can be assigned one of the two possible σ2 values (by setting
Z to either 0 or -1) calculated using Formula (5.36).

σ2 = − i∆Feiεσ1

WZ

(
− 2i∆Fe−iεe

− i∆Fe−iε
σ1

σ1

)
eiεσ1 + i∆F

. (5.36)

In the next four lemmas, we identify properties of the σ2 calculation of Lemma 2 as a function
of the distance variable i. These properties are of use in proving the correctness and optimality of
our proposed σ calculations.

Lemma 3. The sign of the denominator in the derivative taken with respect to i of the σ2 calculation
of Lemma 2 depends on which branch is indicated by the branch index variable Z.

Proof. We first take the derivative of the σ2 calculation (Formula (5.36)) with respect to i to obtain
Formula (5.37).

−

(
WZ

(
− 2i∆Fe−iεe

− i∆Fe
−iε

σ1

σ1

)
+ iε

)
∆Feiεσ1(

WZ

(
− 2i∆Fe

− i∆Fe−iε
σ1

σ1eiε

)
eiεσ1 + i∆F

)(
WZ

(
− 2i∆Fe

− i∆Fe−iε
σ1

σ1eiε

)
+ 1

) . (5.37)

The first parenthesized factor in the denominator is always negative due to the fact that its first
term is a negative value that is always of greater magnitude than its second positive term of i∆F .
The sign of the second parenthesized factor in the denominator is determined by the branch used
for the LambertW function. Since the output of the principal branch of a LambertW function is
always greater than or equal to -1, this factor will always be positive when Z is 0. Whereas, if Z is
-1 then the output of the LambertW function is always less than or equal to -1, making the sign of
the factor negative. As a result, the overall sign of the denominator will always be negative for the
principal branch and will always be positive for the -1 branch.

Lemma 4. As a function of i, the σ2 calculation of Lemma 2 is unimodal for either branch index.

Proof. Since the sign of the denominator of its derivative cannot change when restricted to the same
branch index, a sign change could only be induced by the numerator. The variables outside of the
parenthesized factor of the numerator will always have positive values. We therefore check for the
presence of a zero in the parenthesized factor to determine if a sign change occurs in the numerator.
We take the two terms of the factor and check for when they are equal in magnitude but opposite
in their sign. By isolating for i in this equation, we obtain Formula (5.38).

i = −
WZ

(
ln( εσ1

2∆F )εσ1

∆F

)
ε

. (5.38)

Since we are considering each branch individually, the value of Z in this equation is fixed for
whichever branch we are currently using. Therefore, there is exactly one sign change in the derivative

37



per branch. As a result, the σ2 calculation of Formula (5.36) is unimodal as a function of i for each
branch of the LambertW function.

Lemma 5. As a function of i, the input to WZ in the σ2 calculation of Lemma 2 is unimodal and
is initially decreasing.

Proof. When i = 0, the input is equal to 0 and is initially decreasing as i increases. We take the
derivative of the input as a function of i, as shown in Formula (5.39), in order to determine its
modality.

−
2∆Fe−iεe−

i∆Fe−iε
σ1 (iε− 1)

(
i∆Fe−iε − σ1

)
σ1

2
. (5.39)

Since the unparenthesized portion of the numerator and the denominator are all variables having
positive values, they cannot induce a sign change. For the two parenthesized factors in the numerator,
there can be a sign change in the first but not in the second. Therefore, the derivative has exactly
one sign change at i = 1

ε , making the function unimodal.

Lemma 6. As a function of i, the mode of the σ2 calculation of Lemma 2 is a minimum for the
principal branch and a maximum for the -1 branch.

Proof. From Lemma 3, we know that the sign of the denominator in the derivative of Formula 5.36
with respect to i will always be negative for the principal branch and will always be positive for the
-1 branch. From Lemma 4, we know that a single sign change occurs in the numerator. Based on
the properties of the input to the LambertW function determined in Lemma 5, the numerator of
the derivative is initially positive until its zero, from which point it is negative. This results in the
mode being a minimum for the principal branch and a maximum for the -1 branch.

Theorem 1. The σ calculation method of Lemma 2 provides a solution which optimally satisfies
the differential privacy guarantee.

Proof. To show that the worst-case analysis of Section 5.1.1 holds, we show that the σ values are
monotonically decreasing as i increases. When using the σ1 value of Formula (5.35), the mode
specified in Formula (5.38) reduces to i = 1

ε for both branches of Formula (5.36). By Lemma 6, the
principal branch is decreasing until its mode and that the -1 branch is decreasing after its mode.
Thus, by using the principal branch to calculate the values of σ2 prior to i = 1

ε and the -1 branch
after this point, all σ values will be monotonically decreasing as i increases.

Since the privacy guarantee of Formula 5.22 is non-symmetric, we also apply the σ calculations
to an alternate formulation which represents the symmetric case and we show that this formulation
holds. Finally, we must consider the optimality of the σ values. Since lower σ values are preferable,
we show through further examination of the four inequalities of Lemma 1 that it is not possible to
calculate lower σ2 values that could satisfy the privacy guarantee. This justifies the choice in Lemma
2 to use the smallest valid σ1 value.

5.1.3 Arbitrary Finite Constraints

In this configuration, we have an arbitrary set of finite spans of infeasible space. The complement of
these spans is the feasible space, thus it extends to both positive and negative infinity. Once again,
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we provide sketches of the proofs here. The full proofs for this class of constraints can be found in
Appendix A2.

As stated in Section 5.1.1, since we have no constraints that go to infinity, the continuous
random variable worst-case analysis requires that we use the same scaling parameter everywhere.
The normalization factors that we use here correspond to summations using finite integrals. We start
by considering pairs of PDFs with location parameters in the same span of truncated space. Since
the scaling parameters are all the same, we can apply the identities L2 = L1e

i∆F
σ and R2 = R1e

− i∆Fσ

to produce the privacy guarantee shown in Formula (5.40). Note that since there are no infinite
constraints present, the indicator variables for such constraints inside L1 and R1 are equal to 0.

1−
(
L1e

i∆F
σ +R1e

− i∆Fσ
)

1− (L1 +R1)

(
e
i∆F
σ

)
≤ eiε. (5.40)

For pairs of PDFs with location parameters in different spans of truncated space, the sets of
constraints to their left and right will differ. This would require each normalization factor to be
written in terms of its own sets of constraints. As we will see later, there is only one specific case of
PDFs with location parameters in different spans of truncated space that we must explicitly consider
in order to prove the guarantee for any pair of databases.

Lemma 7. For each span of truncated space, there exists a value of σ for which the privacy guarantee
is satisfied for any pair of PDFs with location parameters within that span.

Proof. When comparing the left and right-hand sides of the privacy guarantee for i = 0, both sides
are equal to 1. In order for the inequality of the privacy guarantee to be satisfied, it is therefore
a necessary condition that the left-hand side is increasing at a lower rate than the right-hand side.
We show this in two steps. We first take the derivative with respect to i of each side of the privacy
guarantee and form a new inequality which asserts that the derivative of the left-hand side must
be less than or equal to the derivative of the right-hand side. By setting the value of i to 0 and
rearranging the inequality, we identify a condition on the value of σ shown in Formula (5.41). This
condition ensures that the left-hand side of the privacy guarantee is growing less quickly than the
right-hand side at i = 0.

σ ≥ ∆F

ε− ∆F (L1−R1)
σ(L1+R1−1)

. (5.41)

Although this form does not isolate σ, it can still be interpreted as an identity for a lower bound
on the value of σ. We then show that by setting σ to this lower bound, the privacy guarantee
is achieved. For this, we use the lower bound to substitute the instance of σ appearing in the

parenthesized factor of
(
e
i∆F
σ

)
from the privacy guarantee of Formula (5.40). Despite the fact that

only one of the instances of σ has been substituted, we show that it is now possible to prove the
guarantee regardless of value of these other instances. We first rearrange and simplify the inequality
to obtain Formula (5.42).

1−
(
L1e

i∆F
σ +R1e

− i∆Fσ
)

1− (L1 +R1)
≤ e

i∆F (L1−R1)

σ(L1+R1−1) . (5.42)

Since the use of the lower bound causes the derivatives of the left and right-hand sides of the
privacy guarantee to be equal to each other and to have the same derivative at i = 0, we must then
show that the second derivative of the left-hand side is less than or equal to the second derivative of
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the right-hand side. This second step will ensure that the right-hand side grows more quickly. The
inequality of the second derivatives is shown in Formula (5.43).

∆F 2
(
L1e

i∆F
σ +R1e

− i∆Fσ
)

σ2 (L1 +R1 − 1)
≤ ∆F 2 (L1 −R1)

2

σ2 (L1 +R1 − 1)
2

(
e
i∆F (L1−R1)

σ(L1+R1−1)

)
. (5.43)

Since the variables L1 and R1 represent the summations of the integrals of the finite constraints
to the left and right, respectively, of the location parameter f(D1), both of them have a range
of [0, 0.5). When L1 and R1 are restricted to these ranges, the expression on the left-hand side
will always be negative and the expression on the right-hand side will always be positive. This
means that the derivative of the left-hand side is decreasing and the derivative of the right-hand
side is increasing. As such, the left-hand side will always be less than or equal to the right-hand
side, meaning that the guarantee is satisfied when using the σ value taken as the lower bound from
Formula (5.41).

Lemma 8. Within each span of truncated space, the σ value determined from Lemma 7 acts as a
lower bound for the value of σ required to satisfy the privacy guarantee.

Proof. Starting from the value of σ obtained by using Formula (5.41) as an equality (as was done in
Lemma 7), we can represent a larger value of σ by subtracting some value α from the denominator
such that α is not greater than or equal to the original value of the denominator. This form is shown
in Formula (5.44)

σ ≥ ∆F

ε− ∆F (L1−R1)
σ(L1+R1−1) − α

. (5.44)

Taking this lower bound as the value to use for σ, we substitute this into the privacy guarantee,
as was done in Lemma 7, to obtain the inequality in Formula (5.45).

1−
(
L1e

i∆F
σ +R1e

− i∆Fσ
)

1− (L1 +R1)
≤ e

i∆F (L1−R1)

σ(L1+R1−1)
+iα

. (5.45)

The only difference between Formula (5.42) and Formula (5.45) is that the exponent of the right-
hand side has become larger, making the guarantee easier to satisfy. It therefore follows that any σ
value larger than that which was determined in Lemma 7 will also satisfy the privacy guarantee.

Lemma 9. For each finite constraint, there exists a value of σ that satisfies the privacy guarantee
for the pair of PDFs with location parameters on the endpoints of the constraint.

Proof. The guarantee form employed thus far has used the same sets of finite constraints to the
left and right of both location parameters, implying that they must both lie within the same span
of truncated space. We must also be able to show that the privacy guarantee holds for location
parameters in different spans of truncated space. To show this, we first consider a pair of PDFs
with location parameters that lie on opposite endpoints of a finite constraint (with f(D1) as always
being the point on the right). We provide this instantiation of the privacy guarantee in Formula
5.47, using Formula 5.46 to calculate the value of the integral corresponding to the span covered
by the finite constraint. Since both location parameters are adjacent to this span, the value of the
integral is the same for both PDFs.
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S =
1− e− i∆Fσ

2
. (5.46)

1−
(
e
i∆F
σ (L1 − S) +R1e

− i∆Fσ + S
)

1− (L1 +R1)

(
e
i∆F
σ

)
≤ eiε. (5.47)

We know from Lemma 7 that a sufficiently high value of σ can satisfy the guarantee without the
modification made here and from Lemma 8 that raising the value of σ beyond the requirement will
not cause that form of the privacy guarantee to be violated. Increasing σ reduces the influence of S
in Formula 5.47 by causing the value of S to asymptotically approach 0. It therefore follows that a
sufficiently high value of σ will also satisfy this form of the privacy guarantee and that increasing σ
beyond that value will not violate the guarantee.

Lemma 10. All lower bounds on σ identified in Lemmas 7 and 9 are less than 2∆F
ε .

Proof. The calculations for lower bounds on σ can be handled by treating Formulae (5.41) and (5.47)
as equalities and solving for σ. We can identify bounds on the possible values of σ by studying the
bounds on the variables L1 and R1. Since L1 represents the sum of the integrals of the constraints
to the left of f(D1) it can be as low as 0 (if no constraints are present to the left of f(D1)) and can
approach but not reach 0.5 (since half of the integral exists on the left hand side). The bounds on
R1 are characterized in the same way. Based on these bounds, the calculations for σ will fall in the
range of

(
0, 2∆F

ε

)
.

Theorem 2. The optimal σ value that satisfies the privacy guarantee for all pairs of databases
can be found by taking the maximum out of 3n + 2 lower bounds, where n is the number of finite
constraints.

Proof. Lemma 7 provides a lower bound on σ for pairs of PDFs with location parameters in the same
span of truncated space. This applies to a form of the privacy guarantee in which f(D2) ≤ f(D1)
holds. The symmetric case can be handled in the same way after an application of horizontal
reflection to the configuration. Lemma 9 provides an additional lower bound on σ for PDFs with
location parameters on opposite endpoints of a constraint. In Formula (5.47), if the fraction on the
left-hand side is inversed, as it would be in a symmetric form, the left-hand side decreases. Thus, if
the form in Formula (5.47) is satisfied, the symmetric form will be as well. For n constraints, there
are n + 1 lower bounds on σ in Lemma 7 from the regular form of the privacy guarantee and an
additional n + 1 lower bounds for the symmetric form. From Lemma 9, there are n lower bounds,
giving a total of 3n + 2. By selecting the largest of these, the guarantee is satisfied for all pairs of
PDFs with location parameters in any same span of truncated space and for all pairs of PDFs with
location parameters on opposite endpoints of a constraint. Since each of the lower bounds must be
adhered to, it is not possible to select a lower value of σ than this. The chosen value of σ is therefore
optimal assuming it also satisfies the privacy guarantee for arbitrary pairs of databases.

The protection of arbitrary pairs of databases follows from the transitive property of multiple
applications of the guarantee forms used throughout the lemmas. For any pair of PDFs with location
parameters at arbitrary points in truncated space, it is possible to represent this as a sequence of
points where each adjacent pair of points in the sequence corresponds to a pair of PDF location
parameters in the configuration used in either Lemma 7 or Lemma 9. The multiplicative bound for
the arbitrary pair is therefore the product of the bounds of the adjacent pairs in the sequence. Since
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each of the adjacent pairs satisfy the privacy guarantee, the product will also satisfy the guarantee
for the arbitrary pair.

Theorem 3. The optimal value of σ for any configuration of n arbitrary finite constraints can be
calculated to a precision of d decimal places in O

(
n2
(
d+ log

(
∆F
ε

)))
time.

Proof. As stated in Theorem 2, σ must be chosen as the maximum value out of the O (n) lower
bounds calculated from Formulae (5.41) and (5.47). The variables L1 and R1 in these inequalities
represent summations of O (n) exponential functions where each function contains an instance of σ
in the denominator of its exponent. We know of no method to isolate σ for such configurations. It
therefore takes O

(
n2
)

time to check whether a given value of σ is above all lower bounds.
From Lemmas 8 and 9, we know that any value of σ larger than the required value will also

satisfy the privacy guarantee. This implies that once the inequality is satisfied, increasing σ further
will never violate the inequality. Lemma 10 indicates that the value of σ will always be between 0

and 2∆F
ε , meaning that for a decimal precision of d, there are 10d(2)∆F

ε possible values for σ. By
performing a binary search for the optimal value, the logarithm of the number of possible values of
σ must be checked, leading to an overall time complexity of O

(
n2
(
d+ log

(
∆F
ε

)))
.

Corollary 1. The computational complexity for the calculation of the optimal value of σ for any
configuration of n arbitrary finite constraints can be more practically interpreted as O(n2).

Proof. From Theorem 3, the complexity is O
(
n2
(
d+ log

(
∆F
ε

)))
. In many practical settings, when

d and ∆F
ε are small constant numbers, an optimal value for σ can be determined in O

(
n2
)

time.

5.1.4 Arbitrary Constraints

While the privacy guarantee forms in the configurations covered thus far have been manageable in
their complexity, configurations with multiple constraints where at least one spans infinitely lead
to much more complex expressions due to an increase in the number of exponential functions that
appear in the normalization factors combined with variable scaling parameters. The expressions
that must be worked with take the form of transcendental functions having differing polynomials as
coefficients and exponents. Exact calculations necessary for determining optimal scaling parameter
values now become very difficult, if not impossible, due to the necessary step of root-finding for
these functions. Unlike the case of the single infinite constraint, there is no function such as the
LambertW that can be easily substituted in these expressions to allow for solutions to be calculated.

When the number of constraints is small, it may still be possible to apply some form of analysis
to produce very good approximate solutions which can approach the optimal values within a desired
level of precision. We leave the analysis of such configurations as an open problem. For cases with
greater numbers of constraints, it is likely that the analysis becomes unmanageable. For such cases,
we thus assign the same scaling parameters for every PDF instead of considering variable scaling
parameters. In essence, we sacrifice the better utility obtained by the calculation of variable scaling
parameters for the ability to calculate the optimal value when using the same scaling parameter
for all PDFs such that we are able to satisfy the privacy guarantee. The corresponding privacy
guarantee is shown in Formula (5.48). This is a modified version of Formula (5.10) using same
scaling parameters and the appropriate continuous random variable worst-case analysis of Section
5.1.1.

1−
(
L1e

i∆F
σ +R1e

− i∆Fσ
)

1− (L1 +R1)

(
e
i∆F
σ

)
≤ eiε. (5.48)

42



Theorem 4. When at least one infinitely spanning constraint is present, the optimal uniform value
of σ for a configuration of arbitrary constraints is 2∆F

ε .

Proof. The calculation of σ and the related proofs required here are almost identical to those of
Section 5.1.3. The only difference is that L1 and R1 may now contain integrals of constraints that
span to negative infinity and infinity, respectively. Due to this, it is now possible for L1 and R1

to be equal to 0.5, whereas before they could only approach this value. Note however that they
cannot be simultaneously equal to 0.5 as this would imply that no feasible space exists. This implies
that rather than the upper bound on σ being one that approaches 2∆F/ε, is it now equal to this
value. The algorithm for the approximation of the optimal value of σ from Theorem 3 can thus be
employed here as well.

Consider when the algorithm treats the inequality of the form stated in Formula (5.41) for the
span of feasible space adjacent to an infinitely spanning constraint. Without loss of generality,
assume the constraint spans to positive infinity. Since the value of R1 will be 0.5 in this case, the
inequality simplifies to the form stated in Formula (5.49).

σ ≥ ∆F

ε− ∆F
σ

. (5.49)

Since σ must be at least ∆F
ε , this simplified inequality indicates that we must use 2∆F

ε as the
scaling parameter.

We note here a close relationship between our result in this setting and the exponential mechanism
(Definition 5, [135]).

Corollary 2. The use of our truncated and normalized Laplace mechanism for arbitrary constraints
corresponds to an instantiation of the exponential mechanism.

Proof. One can use the exponential mechanism in a range-adherent manner by restricting the domain
of the quality function (and thus the range of the mechanism) to the feasible space for noisy responses
and scaling the distribution by the corresponding normalization factor for this space. When the
quality function is set to the negative distance between the true response and the noisy response,
the exponential mechanism becomes a Laplace distribution and provides 2ε differential privacy [135].
Therefore, to achieve ε differential privacy, the scaling parameter must be set twice as high, at 2∆F

ε .
This corresponds exactly to the configuration of our truncated and normalized Laplace mechanism
for arbitrary constraint configurations.

Corollary 3. For constraint settings with an arbitrary set of finite constraints or a single infinitely
spanning constraint, our proposed mechanisms require lower scaling parameters than the exponential
mechanism to achieve ε differential privacy. Specifically:

• The exponential mechanism requires a scaling parameter of 2∆F
ε

• Our mechanism for arbitrary finite constraints requires a scaling parameter strictly less than
2∆F
ε

• Our mechanism for a single infinitely spanning constraint requires a scaling parameter less
than or equal to 1.586∆F

ε

Proof. These results follow directly from Corollary 2 for the exponential mechanism, Lemma 10 for
the setting of arbitrary finite constraints, and Lemma 2 and Theorem 1 for the setting of a single
infinitely spanning constraint. Note that 1.586∆F

ε is simply the evaluation of Formula (5.35) using a
rounded constant in place of the LambertW function to allow for a more intuitive interpretation.
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5.1.5 Summary of Results

Through the study of query range constraints, we have presented a framework for the design of
mechanisms that allow for the truncation and normalization of the Laplace PDF according to the
configuration of constraints. We have provided a detailed analysis of the impact of constraints on the
mechanisms in our framework. An important characteristic of this framework is that it maintains
the ability to apply an arbitrary discretization to the truncated range of the mechanisms.

We have provided an adaptation of the differential privacy guarantee which accounts for the
data-dependent operation of normalization and enforces differential privacy in this context. Using
this, we have applied our method of design to various classes of constraint configurations. For each
mechanism, we have proven its correctness and where applicable, we have also proven optimality
with respect to the calculation of the scaling parameters. Information on the calculation of scaling
parameters and their bounds is summarized in Table 5.2 for each of the constraint configuration
classes that we have studied.

Table 5.2: Summary of information on σ for each constraint configuration.

Constraint Configuration σ Calculation Bound(s) Notes

Single Infinite Constraint σ1: Formula (5.35) σ1 ≈ 1.586∆F
ε Optimal σ values

σ2: Formula (5.36) σ2 <
1.586∆F

ε

Arbitrary Finite Constraints Section 5.1.3 σ < 2∆F
ε Approximation of

optimal σ values

Arbitrary Constraints Section 5.1.4 σ = 2∆F
ε Optimal uniform σ

values

5.2 Linear Programming Mechanisms

In this section, we consider an alternate approach to the design of range-adherent, interactive mecha-
nisms for general numeric queries. We study the design of mechanisms that use a matrix representa-
tion for a discretized probability density function. Within this setting, we apply linear programming
to produce range-adherent mechanisms that optimize a user-independent criterion for utility.

We open the section with a discussion on the desirable properties of range-adherent mechanisms.
We then formalize a matrix representation of range-adherent mechanisms. We redefine boundary-
snapping within this representation and study some of the properties it provides. Finally, we propose
a linear programming approach for the creation of range-adherent mechanisms to optimize a user-
independent criterion for utility.

5.2.1 Design Considerations

We propose that the design of interactive mechanisms should incorporate publicly known range
constraints of queries by restricting the noisy output to fall within the valid range of the query. Our
goal is to design more useful mechanisms in terms of downstream compatibility and utility. There
are a number of ways to approach this task and the design decisions will impact the resultant utility
of the mechanism. It is important to first consider the intended meaning of the term “utility”. We
therefore begin this section with a theoretical discussion on the design of range-adherent interactive
mechanisms. We then describe the impact the design decisions have on utility.
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The utility of a mechanism may refer to either information preservation or usability [123]. The
former refers to how much of the original information is carried in the noisy responses, whereas
the later refers to how directly useful the noisy responses are to a particular user. The axiom of
sufficiency [123] states that for any mechanism M1 that can be composed with an arbitrary function
to simulate another mechanism M2, the information preservation of M1 is greater than or equal to
that of M2. This is because any inferences that could be drawn from the behaviour of M2 could
equally be drawn from M1 by simulating M2 if desired. An important consequence of this axiom is
that although post-processing of the noisy responses (without further access to the database) may
improve usability, it cannot improve information preservation and may even be detrimental in that
regard.

A commonly used method of adherence to range constraints is the post-processing step of
boundary-snapping in which out-of-bounds query responses are snapped to the nearest valid value
[86, 124]. By the axiom of sufficiency, incorporation of boundary-snapping into a mechanism pro-
duces a new mechanism with degraded information preservation. The non-constrained mechanism
can simulate the one that uses boundary-snapping but the opposite is not true. Although adherence
to range constraints is achieved, there is no other consideration made for how this affects the utility
of the mechanism.

An alternative method of post-processing that achieves adherence to range constraints is Bayesian
post-processing [77]. This involves remapping noisy query responses to valid values in order to
optimize a user-specific measure of utility. This form of post-processing relies on the specification
of the user’s prior knowledge of the sensitive data (represented as a probability distribution over
the valid query responses) and the user’s utility goal (represented as a loss function). Although this
improves the usability of the responses for the target user, its reliance on specific user settings causes a
degradation in information preservation which can negatively impact users operating under different
settings. As such, this should be kept as a separate step which is either handled independently by
the user or is provided as an optional operation on a per-user basis.

Although Bayesian post-processing applied as a separate step may be an appropriate solution
in some situations, there are also scenarios where it cannot be applied. If the mechanism is used
as a building block in a larger system that does not allow for the specification of additional user
settings, post-processing cannot be properly applied. The use of default settings can be detrimental
for the utility of many users and thus should not be used. In other cases, users may simply not
yet be aware of the ideal objective function to apply for their data analysis and are thus unable
to apply post-processing. Furthermore, only the remapping process is optimal with respect to the
user’s objective function; the underlying mechanism provides no such guarantee and may not be
well-suited to a range-constrained setting. Ideally, a mechanism should be able to adhere to range
constraints while optimizing a general goal for utility that is independent of user settings.

5.2.2 Formalization of Range-Adherent Mechanisms

To facilitate the incorporation of range-adherence into mechanism design, we next provide a formal
representation of range-adherent mechanisms. To this end, we employ a matrix representation of
mechanisms along with a set of requirements for range-adherence. We also consider the inclusion of
additional, optional constraints on the matrix which may be conducive to higher levels of utility.

Mechanism PDF Discretization

In practice, the range of a query may correspond to a particular subset of R. We refer to such a
correspondence as query range constraints. We wish to define requirements for the adherence of
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mechanisms to query range constraints. For this, we first consider the treatment of the underlying
PDF used by the mechanism to generate noise. We discretize the range of the PDF such that it can
be mapped to a set of discretized response categories. Each discretized response category represents
a range of values such that reporting the category indicates a noisy query response that falls within
the corresponding range. Let PK(f(D)) : R→ R be the PDF used by the mechanism K for a query f
posed on a database D ∈ D and let R ∈ R be the finite, continuous range that we wish to discretize.
We define rl and ru to be the lower and upper bounds, respectively, of R.

Definition 9. Let R be a set of discretized response categories over a range R. Each Ri ∈ R
is a finite, continuous range, having lower and upper bounds ri

l and ri
u respectively such that rl ≤

ri
l ≤ riu ≤ ru. The probability of a noisy response Ri ∈ R is given by:

Pr (K (f (D)) ∈ Ri) =

∫ ri
u

ril
PK(f(D))(x) dx. (5.50)

Matrix Representation

The discretization of a mechanism’s PDF allows for the representation of the mechanism as a matrix
having true query responses as columns, noisy query response categories as rows and conditional
probabilities as the matrix entries. The matrix representation provides a convenient format for
considering mechanism modifications for adherence to query range constraints.

Definition 10. Let F ⊂ R be the set of true responses for a query f and let R be the set of discretized
noisy response categories. A mechanism matrix M is an |R| × |F | matrix such that its entries
Mi,j correspond to the conditional probability distribution, defined by a mechanism K as follows:

Mi,j = Pr (Ri|Fj) = Pr (K (Fj) ∈ Ri) , i = 1, ..., |R| , j = 1, ..., |F | . (5.51)

In order for a mechanism matrix to be considered a valid differentially private mechanism, it
must satisfy the differential privacy guarantee and provide a column for each possible true query
response such that each of these columns constitutes a valid probability distribution. To be consid-
ered range-adherent, we additionally assert that the mechanism must use a discretization of noisy
response categories that is finite and that covers all of the true query responses. We formalize these
requirements for a mechanism matrix as follows:

• R.1 The conditional probability distribution must be differentially private:

Mi,j ≤ eεMi,k, ∀D1, D2 ∈ D such that f (D1) = Fj , f (D2) = Fk, D1 ∼ D2. (5.52)

• R.2 The noisy response categories must be disjoint and their union must be finite and must
contain all of the true query responses:

Ri
⋂
Rj = ∅, i = 1, ..., |R| , j = 1, ..., |R| such that i 6= j, (5.53)

rl 6= −∞, ru 6=∞, (5.54)

Fj ∈
|R|⋃
i=1

Ri, j = 1, ..., |F | . (5.55)
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• R.3 Each true query response must correspond to a column representing a valid probability
distribution:

Mi,j ≥ 0, i = 1, ..., |R| , j = 1, ..., |F | , (5.56)

|R|∑
i=1

Mi,j = 1, j = 1, ..., |F | . (5.57)

We note that in some cases, one might additionally require that the union of all the noisy query
responses covers the full span of the chosen range R. We omit this requirement for the sake of
a more general representation as it may be desirable in some cases to allow for some portions of
the range to never be reported. For example, with counting queries, it is reasonable to only report
integer values as the noisy query responses.

Optional Mechanism Constraints

The matrix representation also allows for the inspection of further mechanism properties which may
help to improve utility in certain cases. We use the notation ij to indicate the index of the noisy
response category in which the true query response of index j falls (i.e., Fj ∈ Rij ). We now consider
properties that have been previously studied in the context of mechanisms designed for answering
counting queries on constrained ranges [37]. We generalize these properties here in the context of
mechanism matrices for general numeric queries:

• Column Monotonicity - For any fixed true response Fj , the probability of reporting a noisy
response Ri given Fj monotonically decreases as the distance between between Fj and Ri
increases:

Mi,j ≤Mi+1,j , i = 1, ..., ij − 1, j = 1, ..., |F | , (5.58)

Mi,j ≥Mi+1,j , i = ij , ... |R| − 1, j = 1, ..., |F | . (5.59)

• Row Monotonicity - For any fixed noisy response Ri, the probability of reporting Ri given
a true query response Fj monotonically decreases as the distance between between Ri and Fj
increases:

Mi,j ≤Mi,j+1, i = 1, ..., |R| , j = 1, ..., |F | − 1 such that Fj+1 ≤ rui , (5.60)

Mi,j ≥Mi,j+1, i = 1, ..., |R| , j = 1, ..., |F | − 1 such that Fj ≥ rli. (5.61)

• Symmetry - The matrix has 2-fold rotational symmetry (equivalent to centrosymmetry in
this context):

Mi,j = M|R|−i+1,|F |−j+1, i = 1, ... |R| , j = 1, ... |F | . (5.62)

47



• Fairness - The probability of reporting the noisy response category containing the true query
response is the same for all true query responses:

Mij ,j = Mij′ ,j
′ , j = 1, ... |F | , j′ = 1, ... |F | . (5.63)

Under the assumption that the range of a mechanism spans infinitely, many interactive mech-
anisms already satisfy these properties. Row and column monotonicity follow from the use of any
PDF that monotonically decreases as distance from the location parameter increases (referred to
henceforth as a monotonic PDF). Any data-independent mechanism will also satisfy the property
of fairness since the true query response will not impact the probability of reporting the original
value. These properties apply to well-known interactive mechanisms such as the Laplace mechanism
[53], the staircase mechanism [76] and the geometric mechanism [77]. However, the adaptation of
a mechanism to a finite range necessitates modification to the discretized PDF in order to achieve
Requirement R.3. It is through such modification that the aforementioned properties may be lost.

These properties are considered to help avoid certain pathological behaviours that may result
from blindly following optimization of an objective function in the design of a mechanism [37]. For
example, although the geometric mechanism provides optimal utility for all Bayesian users [77], the
well-known truncated variant (which snaps out-of-bounds responses to the nearest valid value) does
not maintain column monotonicity as it induces spikes in probability mass on the noisy response
categories at the query range boundaries. This behaviour has been shown to lead to poor utility
for cases where the true query responses are near the center of the range, particularly in the case of
small databases [37]. An alternate range-adherent mechanism for counting queries, the explicit fair
mechanism, offers an improvement in utility in that context by adhering to the above four properties.

5.2.3 Boundary-Snapping

Next, we redefine the concept of boundary-snapping in the context of a mechanism matrix. Using
this representation, we prove certain properties that boundary-snapping mechanisms possess.

The method of snapping out-of-bounds noisy query responses to the nearest valid value is com-
monly used when interactive mechanism responses must conform to a known range [37, 124]. This
operation can be directly incorporated into the probability distribution of a mechanism with a finite
range by reallocating all out-of-bounds probability mass to the nearest noisy response category. In
the context of the discretization defined in Formula (5.50), this entails changing the lower bound of
the first response category to negative infinity and the upper bound of the last response category to
infinity.

Definition 11. For any mechanism K and discretized range R, the boundary-snapping mecha-
nism matrix representation of K is an |R| × |F | matrix M with its entries defined as follows:

Mi,j =



∫ rui
−∞ PK(Fj)(x) dx i = 1∫∞
rli
PK(Fj)(x) dx i = |R|∫ rui

rli
PK(Fj)(x) dx otherwise

i = 1, ..., |R| , j = 1, ..., |F | . (5.64)

Using the matrix representation of boundary-snapping mechanisms from Formula 5.64, we derive
several properties possessed by such mechanisms.

Theorem 5. The boundary-snapping mechanism matrix of Definition 11 satisfies all three require-
ments of a valid differentially private, range-adherent mechanism when applied to any differentially
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private mechanism K for a discretized range R that covers a finite and continuous range R ⊂ R
such that F ⊂ R.

Proof. This implementation of boundary-snapping is equivalent to the post-processing step of snap-
ping the noisy responses to the nearest valid value. Since differential privacy is immune to privacy
breaches induced by post-processing [56], Requirement R.1 is satisfied, provided the original mecha-
nism K is differentially private. Since R is a finite discretization of a range that covers all true query
responses, Requirement R.2 is satisfied. Furthermore, as R is a discretization of a continuous range
R, each matrix column j contains the full probability mass of a valid PDF PK(Fj) broken up over
|R| entries corresponding to integrals of PK(Fj). Since the probability density in a PDF can never
drop below zero and the union of the integrals covers the full range R of PK(Fj), the column entries
correspond to a valid probability distribution and satisfy Requirement R.3.

Theorem 6. For any mechanism K based on a symmetric and monotonic PDF, range-adherence
enforced through boundary-snapping on a mechanism matrix provides row monotonicity and sym-
metry under the assumptions that the discretized response categorizes are uniformly sized and the
true query responses are uniformly spread across the range of the query. It does not guarantee the
preservation of fairness or column monotonicity.

Proof. The inflation of probability mass modifies only the boundary response categories. Prior to
the inflation of probability mass, a mechanism matrix for a discretization using uniformly sized noisy
response categories possesses the property of row monotonicity since each noisy response category
corresponds to an integral of uniform size from a monotonic PDF. If the true query responses are
uniformly spread across the range of the query, this initial matrix will also possess the property of
symmetry. We must show that these properties are preserved after the inflation of probability mass
to the boundary response categories.

The new probability mass associated with any boundary response category is the sum of its
original value and all probability mass beyond its outer boundary. Let x be the original value of
a boundary response category and x′ be the shifted probability mass that is added to it. If the
original mechanism K uses a monotonic PDF, the value of x is determined by a monotonic function
of the distance d between the boundary response category and the location parameter. Similarly,
the newly added probability mass x′ is determined by a monotonic function of the same distance d
as this determines how much probability mass has been shifted. Since both values that contribute
to the sum monotonically decrease as the distance from the location parameter increases, it follows
that the new boundary response categories maintain the property of row monotonicity.

The dependence of the inflated probability mass on distance between the location parameter and
the boundary also ensures that symmetry continues to hold. For an arbitrary response category M1,j

along the lower boundary, the true query response is j−1 indices away from the lower boundary. We
must show that M|R|,|F |−j+1 is subject to the same increase in probability mass. This is a boundary
response category on the upper boundary and the true query response is j − 1 indices away from
this boundary. Since the true query responses are uniformly spread across the range of the query,
it follows by the definition of boundary-snapping that the increase in probability mass will be the
same. The property of symmetry therefore holds.

Column monotonicity may not hold since a boundary response category could have its probability
mass increased beyond that of the adjacent, non-boundary response category despite the adjacent
category being closer to the location parameter. The property of fairness also no longer holds
since any boundary response category that coincides with a true response will now have a different
probability mass from non-boundary response categories containing true responses.
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5.2.4 Linear Programming

The adherence to range constraints achieved by boundary-snapping is an ad-hoc adaptation to
mechanisms that were not designed for a range-constrained setting. As a consequence, it does not
take into account the impact on the utility of the mechanism. Here, we wish to improve on this
by proposing the use of linear programming to derive mechanisms that optimize a general objective
function in order to provide a good level of utility for a broad range of users.

Outside of the context of counting queries, it is well-known that it is impossible to design mecha-
nisms of universal optimality [23] (i.e., optimality for all users). We therefore cannot optimize utility
for all Bayesian users. An alternative to optimality for Bayesian users is the notion of optimal risk-
averse utility in which users wish to minimize the expected loss of the worst-case true query response
[86, 127]. However, the measure of expected loss is taken in terms of user-specific utility goals, mak-
ing the design of universally optimal mechanisms difficult for this form of utility as well. Although
the staircase mechanism [76] offers optimal utility in general numeric queries for risk-averse users, it
requires the assumption that users do not have any knowledge about range constraints of the query
[75]. We note that there is an existing formulation of a linear program for risk-averse users posing
counting queries [86]. However, this applies a user-specific objective function and is only used as an
example rather than a proposed mechanism.

We therefore turn to an alternative criterion for optimality that abstracts from user-specific
utility by considering the concentration of probability mass around the location parameter in the
mechanism’s PDF [184]. Intuitively, the concept is that for a given PDF, any rational user should
prefer an alternative that can be derived from the given PDF by shifting probability mass closer to
the location parameter as this would reduce the expected noise. To formalize this notion, an order
was defined in [184] over PDFs based on the ability to obtain one PDF from another by shifting
probability mass closer to the location parameter.

Definition 12. Let y1 and y2 be two PDFs having the same location parameter µ. The PDF y1

is considered to be smaller than y2, denoted as y1 ≤ y2, if y1 can be obtained from y2 by shifting
probability mass closer to µ.

Definition 13. For any class Y of PDFs, a PDF y ∈ Y is considered to be optimal if it is minimal
within Y .

Under the assumption of data-independence, an optimal, staircase-shaped, differentially private
mechanism was derived for this criterion [184]. The assumption of data-independence was used to
assert that the PDFs used for any true query response differ only in their location parameters. As a
result, the PDFs used by the mechanism are all shaped the same, allowing for the derivation of an
optimal mechanism to be based on the identification of a single optimal (and differentially private)
PDF. In our setting, we cannot make the same simplification as each true query response sits at a
different position relative to the boundaries of the valid range of noisy query responses. As a result,
the mechanism must use a different PDF for each true query response. To reflect this, we propose
an adapted optimality criterion.

Definition 14. For any range-restricted query f having a set F of true query responses, let P1

and P2 be finite, ordered sets of PDFs of size |F | used by two different mechanisms that have been
designed for f . The set P1 is considered to be smaller than P2, denoted as P1 ≤ P2, if each element
P1i is smaller (Under Definition 12) than its counterpart P2i as shown in Formula 5.65.

P1 ≤ P2 ↔ P1i ≤ P2i , i = 1, ... |F | . (5.65)
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Definition 15. For any class P of finite, ordered sets of PDFs, a set P ∈ P is considered to be
optimal if it is minimal within P.

We must adapt this representation of optimality to a form that can be interpreted in a linear
program. To make this change, we first show that the ordering over the elements of any class of
finite, ordered sets of PDFs determined by the measure of expected loss using any monotonic loss
function subsumes the ordering of Definition 14.

Theorem 7. Within a given class of finite, ordered sets of PDFs, the ordering of Definition 14 is
subsumed by the ordering determined by the measure of expected loss over the sets of PDFs when
using any non-decreasing loss function L : R→ R.

Proof. Let y1, y2 be two arbitrary PDFs from the same class Y . The inequality y1 ≤ y2 implies that
there are sets of ranges X and X ′ such that for each xi ∈ X, some probability mass of y2 can be
shifted from this range to another range x′i ∈ X ′ that is nearer to the location parameter in order
to produce y1. For each such shifted range, the decrease in the distance to the location parameter
combined with the non-decreasing loss function implies a decrease in the measure of expected loss.
This leads to the following inequality:∫

x∈R
L(x)y1(dx) ≤

∫
x∈R

L(x)y2(dx). (5.66)

By Definition 14, for any pair of finite, ordered sets of PDFs P1 and P2, such that P1 ≤ P2, the
above inequality must also hold for every pair of PDFs P1i and P2i . As a result, P1 ≤ P2 implies an
expected loss for P1 that is less than or equal to that of P2. It follows that the ordering determined
by any non-decreasing loss function subsumes that of Definition 14.

Corollary 4. For any class P of finite, ordered sets of PDFs, a set P ∈ P is optimal under
Definition 15 if it minimizes expected loss for a non-decreasing loss function.

Proof. By Theorem 7, the ordering of Definition 14 is subsumed by the ordering determined by any
non-decreasing loss function. As a result, any finite ordered set of PDFs that minimizes expected
loss must also be minimal in the ordering of Definition 14, making it optimal under Definition 15.

With this result, we are now ready to formulate the linear programming objective function.
Given that any non-decreasing loss function can be applied to achieve the required ordering, we
apply L1 distance between the true query response and the center of the noisy response category,
and accordingly set the objective function as the minimization of the expected L1 distance. Setting
the conditional probabilities Mi,j of the mechanism as the variables for the linear program, we define
the objective function as follows:

Minimize :

|R|∑
i=1

|F |∑
j=1

Mi,j

∣∣∣∣rui + rli
2

− Fj
∣∣∣∣ . (5.67)

To ensure that the linear program produces a valid differentially private mechanism, we apply
Requirements R.1 and R.3 of the matrix representation as constraints for the linear program. The
inequalities of Formulae (5.52), (5.56) and (5.57) can be directly carried over without any changes
in notation.
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In some cases, users may wish to enforce additional properties in the mechanism in order to pre-
vent certain pathological behaviours [37]. To address these concerns, we define an alternative linear
program that is identical to the first but employs additional constraints to provide the properties
of row and column monotonicity, symmetry and fairness. Once again, we can directly apply the
inequalities and equations as specified in Formulae (5.60) - (5.63). To distinguish between these two
linear program formulations, we will refer to the formulation without the additional constraints as
Variant 1 and the formulation with the additional constraints as Variant 2.

We provide a small example to illustrate the resultant mechanism matrix for a counting query
with a range of 0 - 5. For counting queries, it is natural to use the same set of integers from the
possible true query responses as the set of noisy responses (i.e., R = F ). The matrix for Variant
1 is shown in Table 5.3. We note that Variant 1 has assigned a probability of zero to the noisy
response categories on the boundaries of the valid range. Although this means that these responses
will never be reported by the mechanism, it allows for a more favourable level of expected utility
overall. Given that it is expected for a randomization mechanism to frequently report noisy values
that are not equal to the true query response, the impossibility of reporting a particular value may
not be problematic as long as noisy responses nearby the true value have a high probability of being
reported. The matrix for Variant 2 is shown in Table 5.4. The additional constraints have forced
the entries with a probability of zero in Variant 1 to now take on non-zero values. The additional
properties of this variant may be desirable for some data analysis tasks but they come at the cost
of less flexibility in the optimization of the objective function.

f(D) = 0 f(D) = 1 f(D) = 2 f(D) = 3 f(D) = 4 f(D) = 5

K(f(D)) = 0 0 0 0 0 0 0

K(f(D)) = 1 0.771 0.622 0.378 0.229 0.139 0.084

K(f(D)) = 2 0.090 0.149 0.245 0.149 0.091 0.055

K(f(D)) = 3 0.055 0.090 0.149 0.245 0.149 0.090

K(f(D)) = 4 0.084 0.139 0.229 0.378 0.622 0.771

K(f(D)) = 5 0 0 0 0 0 0

Table 5.3: Mechanism matrix for the linear programming Variant 1 solution of a counting query
with a range of 0 - 5 and ε = 0.5

f(D) = 0 f(D) = 1 f(D) = 2 f(D) = 3 f(D) = 4 f(D) = 5

K(f(D)) = 0 0.315 0.191 0.116 0.070 0.043 0.026

K(f(D)) = 1 0.315 0.315 0.191 0.116 0.070 0.043

K(f(D)) = 2 0.231 0.265 0.315 0.191 0.116 0.070

K(f(D)) = 3 0.070 0.116 0.191 0.315 0.265 0.231

K(f(D)) = 4 0.043 0.070 0.116 0.191 0.315 0.315

K(f(D)) = 5 0.026 0.043 0.070 0.116 0.191 0.315

Table 5.4: Mechanism matrix for the linear programming Variant 2 solution of a counting query
with a range of 0 - 5 and ε = 0.5
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5.3 Experimental Comparisons

We now present an experimental comparison between our proposed mechanisms and other range-
adherent alternatives. Through these experiments, we demonstrate the improvements in utility that
our mechanisms provide. We consider two different experimental settings to highlight where each of
our proposed methodologies are most appropriate in practice. Our work on truncated and normalized
Laplace mechanisms is appropriate for scenarios where the mechanism covers a large output range
or where a suitable granularity for the discretization of mechanism responses is not directly obvious.
In these situations, the use of linear programming may be impractical or computationally expensive.
Contrarily, if the range is sufficiently small and discretization of responses is appropriate, our linear
programming mechanisms are likely to provide better utility. We explain each of these settings
in greater detail over the remainder of this section, comparing the performance of our applicable
mechanisms and other range-adherent alternatives in each of them.

5.3.1 Normalized Laplace Experiments

We begin by showing a setting well-suited to our approach for truncating and normalizing the
Laplace distribution. When running Näıve Bayes classification on a differentially private dataset,
it is necessary to obfuscate the output values from the training process of the classifier. Among
these are standard deviation values which must remain positive after obfuscation in order to be used
by the classifier. Since the range of possible values is unbounded towards infinity, an appropriate
discretization of the mechanism range is not obvious without access to further information about
the dataset, which is sensitive and thus not directly available. This makes the normalized Laplace
mechanisms an appropriate choice.

We first describe in detail this experimental setting, providing additional information about
differentially private Näıve Bayes classification. We then describe the other mechanisms to which
we compare ours. Finally, we present our results and provide some discussion on our findings

Experimental Setup

To compare the mechanisms, we set up a Näıve Bayes classifier [141] to measure classification ac-
curacy through differentially private training on datasets for the task of multivariate classification.
The goal of the classifier is to learn from the training records how to use a set of attribute values to
predict a categorical class for other unseen records. In the standard setting (without differential pri-
vacy) for records having real-valued attributes, the training process aims to approximate the means
and standard deviations of normal distributions for each attribute with respect to each potential
class. Using these approximated distributions along with approximations of class probabilities, the
classifier can apply Bayes’ theorem to guess the most probable class for new records when only the
attribute values are known. For a more thorough description of Näıve Bayes classifiers, we refer the
reader to [141].

In instances where the training data is sensitive, differential privacy can be applied to protect
the data. We follow the approach of [197] for the application of noise during the training process. In
particular, noise must be applied to the means and standard deviations of the normal distributions as
well as the class probabilities since these are the outputs of the training process. The means and class
probabilities can be protected by any standard mechanism. We apply the basic Laplace mechanism
here. The standard deviation of a normal distribution must be non-negative. Therefore, a mechanism
that can produce negative values cannot be applied here. The original process [197] recommends
redrawing noisy values from a Laplace mechanism until a non-negative output is obtained. However,
as we have shown in Section 5.1.1, this approach is not differentially private; this has also been
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independently discovered by Holohan et al. [99]. Here, we propose to instead use a truncated and
normalized Laplace mechanism to obtain valid noisy responses in a differentially private manner.

To demonstrate the usefulness of our proposed mechanisms, we compare them against other
range-adherent alternatives for the obfuscation of standard deviation values during the training
process. We run experiments on the Banknote Authentication, Seeds, and Yeast datasets of the
UCI Machine Learning Repository [49]. The Banknote dataset contains 1372 records with 4 real-
valued attributes used for a binary classification task. The Seeds dataset contains 210 records with 7
real-valued attributes used for classification over 3 classes. The Yeast dataset contains 1484 records
with 8 real-valued attributes used for classification over 10 classes. For each experiment, we perform
10000 runs in which the dataset is randomly divided into a 80% training 20% testing split. Each
range-adherent mechanism is applied to the split data to obfuscate the standard deviations (while
using the basic Laplace mechanism to obfuscate the other sensitive values). We split a privacy
budget ε evenly across all values to be obfuscated. By the composition theorem [56], this guarantees
ε differential privacy across all released values. We measure the usefulness of the mechanisms by
the classification accuracy of the resultant classifier. Higher classification accuracy indicates better
preservation of useful information.

Selected Comparison Mechanisms

Among the mechanisms we propose, our calculation of the scaling parameter for a single infinitely
spanning constraint is the most appropriate configuration for the requirement of producing non-
negative values. By setting a constraint that spans from zero to negative infinity, we are able to
calculate optimal scaling parameters to ensure non-negative responses. We use this as our primary
approach to test. For the purpose of comparison, we also apply our results for the setting of arbitrary
constraints. As explained in Section 5.1.4, in the presence of an infinitely spanning constraint, the
calculation of the scaling parameter can be simplified to 2∆F

ε . This coincides with the configuration
that would be required for the exponential mechanism [135] to be applied in this setting. This
mechanism can therefore be interpreted either as a comparison of our results under this setting or a
comparison against the exponential mechanism.

To demonstrate the improvement our mechanisms can provide in the utility of the noisy query
responses over those produced by a boundary-snapping mechanism, we include a Laplace mechanism
with boundary-snapping [124] in our experiments. This mechanism simply draws from a Laplace
distribution using the standard scaling parameter of ∆F

ε and snaps all negative responses to the
nearest valid value. Unlike the approach of continuing to draw new values until a non-negative value
is obtained, this approach is simply post-processing of a noisy response and therefore preserves the
differential privacy guarantee [56].

We additionally include for comparison another truncated and normalized Laplace mechanism
which was independently developed by Holohan et al. [99]. Their work shares the same motivation
as our own, however, the approaches taken are different. They focus on the setting of two infinitely
spanning constraints (a single finite span of feasible query responses) and search for the optimal
uniform scaling parameter that can be applied for a Laplace distribution that has been truncated
and normalized for this span. Since this mechanism requires an upper bound for the range of query
responses, we set a sufficiently high value, 108, to simulate the absence of an upper bound in the
experimental setting. This is the same approach taken in their original work, where an upper bound
of 1010 was employed.

While we use a privacy guarantee that applies to query responses at arbitrary distances from each
other, the work of Holohan et al. maintains the form of a privacy guarantee for adjacent databases.
A key advantage in our work is that the use of a variable scaling parameter allows us in many cases to
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calculate a lower scaling parameter than what is required by their mechanism. However, as we have
explained in Section 5.1.1, the privacy guarantee we employ is slightly stronger than the standard
guarantee for adjacent databases. Therefore, despite the use of a uniform scaling parameter, they
are able in some cases to achieve lower scaling parameters than our own calculations (we explain
conditions under which this can occur in the forthcoming section on our results). This makes their
work an interesting candidate for comparison in our experiments.

Results and Analysis

The results of our experiments are presented in Figure 5.3. We show the baseline classification
accuracy from the original data as well as the accuracies for each mechanism over a range of privacy
budgets (i.e., values for ε). The advantage of using a truncated and normalized distribution over
the post-processing approach of boundary-snapping is made clear by the large gain in classification
accuracy for all normalized mechanisms over the boundary-snapping mechanism. The relatively high
probability for boundary-snapping to report noisy responses on the boundary forces the classifier to
the use many standard deviations that have the same value. This greatly reduces their utility as a
means to distinguish between different potential classes.

In Figures 5.3-a and 5.3-b, we observe that among the normalized mechanisms, our mechanism
for single infinitely spanning constraints offers the highest accuracy, followed by the mechanism of
Holohan et al. and then our mechanism for arbitrary constraints. Given that this would be the
expected order of the mechanisms from lowest to highest scaling parameters used, these results line
up with our expectations.
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Figure 5.3: A comparison of classification accuracies for our mechanisms and other range-adherent
alternatives applied to three different datasets. The x-axis indicates the total privacy budget ε.
Higher classification values on the y-axis indicate better utility.

In Figure 5.3-c, the mechanism of Holohan et al. is able to provide higher classification accuracy
than our mechanisms. This can occur when the true query responses are very close to the constraints
(in terms of distance measured by spans of query sensitivity). This type of configuration requires
high scaling parameters to achieve differential privacy. Due to the stronger privacy guarantee used
by our mechanisms, we end up calculating higher scaling parameters than the other normalized
mechanism here. However, all mechanisms suffer in this type of setting since the high degree of
noise leads to responses that are far from their original values. This results in very low classification
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accuracy unless the value of ε is made unacceptably high. In this example, ε had to be raised
well above 100 to achieve reasonable accuracy. Therefore, we argue that differential privacy is not
appropriate for use in this type of setting in the first place.

With respect to the variance of the responses produced by the mechanisms, one can compare
the normalized mechanisms in terms of the scaling parameters used to configure the mechanisms.
Therefore, the mechanism for arbitrary constraints has the highest variance in its noisy responses,
followed by the mechanism of Holohan et al., and the mechanism for the single infinitely spanning
constraint has the lowest variance for its responses. Given that the boundary-snapping mechanism
requires no modification to its scaling parameter as the other mechanisms do, it offers the lowest level
of variance in its noisy responses. Furthermore, the inflation of probability mass on the boundaries
of the range of the query can often lead to even lower variance when the true query response is near a
boundary. However, despite the lower variance intuitively pointing toward better performance form
the mechanism, it is the inflation of probability mass at a fixed point that ultimately leads to worse
performance. For the task of creating a classifier, a high probability for the same classes to produce
the same standard deviation values on the boundary of the range detracts from the classifier’s ability
to distinguish between such classes. As a result, boundary-snapping performs poorly in this context.

5.3.2 Linear Programming Experiments

Next, we study scenarios in which query response ranges can be reasonably discretized, making the
use of linear programming mechanisms appropriate. We apply the mechanisms to both synthetic
data as well as microdata from Statistics Canada [25]. We investigate a number of factors in the
the performance of range-adherent mechanisms including the size of the dataset, the granularity of
the response discretization and whether or not the mechanism is configured to adhere strictly to the
range of the query.

We first provide details on five other range-adherent interactive mechanisms to which we compare
our linear programming mechanisms. Then, we state the utility measures that we apply. This is
followed by a detailed discussion on our experiments where we give our analysis. By using both syn-
thetic data as well as real data, we gain insight into expected behaviour and practical performance.

Mechanisms

We compare our linear programming approach to boundary-snapping variants of three well-known
mechanisms: the Laplace [53], the staircase [76] and the geometric [77] mechanisms (Mechanisms
1, 2 and 3, respectively). Additionally, we include our normalized Laplace mechanism for arbitrary
constraints and the explicit fair mechanism [37] (Mechanisms 4 and 5, respectively). Whereas the
geometric and explicit fair mechanisms are applicable only to counting queries, all others may be
employed for any numeric query.

Mechanism 1. Laplace - For a database D, noise is drawn from a Laplace distribution using f(D)
as the location parameter and ∆F

ε as the scaling parameter:

Lap

(
x|f(D),

∆F

ε

)
=
εe−

ε|f(D)−x|
∆F

2∆F
. (5.68)

Mechanism 2. Staircase - For a database D, a mechanism drawing from a staircase-shaped PDF
centered at f(D) minimizes the expected distortion of the noisy query response:
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Stair (x|f(D)) =


y |f(D)− x| ∈

[
0, ∆F

1+e
ε
2

]
ye−ε |f(D)− x| ∈
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1+e
ε
2
,∆F

]
e−kεStair (x− k∆F ) |f(D)− x| ∈ [k∆F, (k + 1)∆F ] for k ∈ N,

(5.69)
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2

+ e−ε
(

1− 1

1+e
ε
2

)) . (5.70)

Mechanism 3. Geometric - For a counting query posed on a database D, a mechanism drawing
from a geometric distribution centered at f(D) provides optimal expected utility for Bayesian users:

Geo (z|f(D)) =
eε − 1

eε + 1

(
1

eε

)|f(D)−z|

for z ∈ N. (5.71)

Mechanism 4. Normalized Laplace - For a database D, noise is drawn from a Laplace distribu-
tion truncated to the range of [rl, ru] and normalized within this range, using f(D) as the location
parameter and 2∆F

ε as the scaling parameter:

NormLap

(
x|f(D),

2∆F

ε

)
=


2Lap(x|f(D), 2∆F

ε )

2−e−
ε(f(D)−rl)

2∆F −e
ε(ru−f(D))

2∆F

rl ≤ x ≤ ru

0 x < rl, x > ru.
(5.72)

Mechanism 5. Explicit Fair - For a counting query posed on a database D, a mechanism drawing
from a distribution centered at f(D) provides the properties of row monotonicity, column monotonic-
ity, symmetry and fairness:

EF (x|f(D)) =

{
y

eε|f(D)−x| |f(D)− x| < min (f(D), |D| − f(D))
y

eεd
|f(D)−x|+min(f(D),|D|−f(D))

2
e
|f(D)− x| ≥ min (f(D), |D| − f(D)) ,

(5.73)

y =
1− 1

eε

1 + 1
eε −

2

e
ε( |D|2

+1)

. (5.74)

Utility Measures

To compare the utility of the mechanisms, we employ measures of both usability and information
preservation. Recall that usability indicates ease of use for specific tasks while information preser-
vation indicates how much of the original information is maintained in the noisy query responses.
We therefore consider usability in terms of taking noisy query responses at face value (i.e., without
applying any post-processing). See e.g., [76, 87] for instances of utility measured in this way. Specif-
ically, we measure both the expected absolute error and the expected squared error of noisy query
responses with respect to the true query response. These expected measures are calculated over all
true query responses and over all possible noisy query responses for each true response. We assume a
uniform distribution for the probabilities of the true responses. The probabilities of the noisy query
responses are determined by the conditional probability of the mechanism given a particular true
query response. The expected absolute error acts as a measure of the amount of distortion expected
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to be induced by the mechanism, giving preference to mechanisms that have low distortion in the
expected case. The expected squared error assigns a penalty that grows rapidly as the amount of
distortion increases, giving preference to mechanisms that avoid allowing for high distortion in some
cases in order to achieve low distortion in other cases. We have selected these measures as they
provide a good representation of typical properties that are desirable in terms of the usability of a
mechanism. The two measures are defined as follows:

Ex Err =
∑
f∈F

∑
r∈R

Pr (r|f) |f − r|

|F |
, (5.75)

Ex Sqr Err =
∑
f∈F

∑
r∈R

Pr (r|f) (f − r)2

|F |
. (5.76)

We additionally measure utility for Bayesian users [77] having a uniform distribution over the
true query responses as their prior knowledge. This models a common scenario in which the user
initially has no additional information about distribution of the true query responses. A Bayesian
user will remap noisy query responses according to their prior knowledge about the true query
responses in order to optimize an objective function (e.g., minimization of absolute error). The
measure of expected loss under Bayesian post-processing is appropriate as a measure of information
preservation [123] and is therefore useful as contrast against the measures of usability. For close
correspondence between these measures, we employ instances of Bayesian post-processing for mini-
mization of expected absolute error and expected squared error. Given a noisy response r ∈ R, this
class of Bayesian users will guess a query response f ∈ F that minimizes the expected loss according
to their prior knowledge. We define this measure of loss as shown in Formula (5.77). Note that the
function Loss: R×R→ R may be set to any appropriate loss function and for our experiments, we
use absolute error (Formula (5.78)) and squared error (Formula (5.79)).

Ex Baye Loss =
∑
r∈R

Pr(r) min
f∈F

∑
f ′∈F

Pr (r|f ′)Loss (f ′, f)

|F |
. (5.77)

Err (f, f ′) = |f − f ′| . (5.78)

Err Sqr (f, f ′) = (f − f ′)2
. (5.79)

Experimental Setup

In the following subsections, we use boundary-snapping versions of the Laplace and staircase mech-
anisms to query the mean of an integer-valued scalar attribute that can take on 5 possible values (0
through 4). We use a boundary-snapping version of the geometric mechanism and the explicit fair
mechanisms for a counting query over a binary attribute. We employ our linear programming mech-
anisms for both types of queries in order to compare them to all other mechanism types. To solve
the linear programs needed for our mechanisms, we used WinGLPK [175], a Windows executable
version of the GNU Linear Programming Kit [164]. In all experiments, we assume that the database
sizes and attribute response categories are public knowledge.

With respect to the discretization of the noisy query responses, it is natural to use the set of
integers that correspond to the valid true query responses for counting queries. For a counting query
on a database D, this will be {0, ... |D|}. With most other types of queries, it is necessary to specify
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a set of noisy response categories that cover the full valid range of the query (e.g., no gaps between
noisy response categories) in order to obtain valid probability distributions from mechanisms that
use continuous PDFs. When querying a mean value on a database D with records taking on integer
values from 0 to k, there are k |D|+1 possible true query responses, each of which are evenly spaced
at a distance of 1

k|D| apart over the valid range of [0, k]. To handle the discretization, we set the size

of each noisy response category to 1
k|D| and position them such that each noisy response category

is centered on a true query response. For all distance measures, we consider the value of a noisy
response category to be the midpoint of the span it covers.

In all experiments, we have measured expected absolute error and expected squared error both
with and without Bayesian post-processing. Since the relationships between the plotted curves for
expected squared error showed no significant differences from those of the expected absolute error,
we only show the later for space considerations.

Database Size

We begin our experimental analysis by plotting expected loss as a function of the database size for
fixed values of the privacy parameter ε. In this experiment and all others, lower values indicate
better utility. Through these experiments, we demonstrate that the most notable differences in
utility between the mechanisms occur in small databases. This is in line with the original results on
the explicit fair mechanism [37], which found that, in the context of counting queries, improvements
in utility obtained through alternate methods of adherence to range constraints are most prominent
for queries posed on small databases. Results are shown in Figures 5.4 - 5.7. As the database size
increases, the levels of utility from the mechanisms appear to converge. Given this observation, we
focus our other experiments on small databases (10 records) in order to better observe the differences
in the behaviours of the mechanisms. In practice, small datasets may arise when studying instances
of rare diseases or marginal groups of a population.

Figure 5.4: Expected loss as a function of the database size for a mean query with ε = 0.2
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Figure 5.5: Expected loss as a function of the database size for a mean query with ε = 0.5

Figure 5.6: Expected loss as a function of the database size for a counting query with ε = 0.2
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Figure 5.7: Expected loss as a function of the database size for a counting query with ε = 0.5

Discretization

As we have chosen a specific method for determining the noisy response category size in the mech-
anism discretizations, we include experiments using different sizes for the noisy response categories
to observe the effects that this may have on the utility of the mechanisms. Results are shown in
Figure 5.8 for a mean query. Each plotted line shows a different size of discretized response cate-
gories. The numbers associated with each plot in the legends indicate a scaling factor for the noisy
response category size. Here, lower numbers indicate finer granularity and higher numbers indicate
coarser granularity. Surprisingly, the boundary-snapping Laplace mechanism achieves better levels
of utility with a coarser granularity in high privacy settings. This is due to the fact that the high
level of privacy leads to the probability mass being very spread out from the location parameter
and the impact of boundary-snapping causes this mass to pool at the boundaries of the valid range.
The finer the granularity of the discretization is, the closer that probability mass moves toward the
extremities of the valid range, leading to greater expected distance between noisy query responses
and true query responses. This suggests that boundary-snapping is a poor choice for queries posed
on small databases under high privacy settings. To further illustrate this point, we include an ad-
ditional mechanism that simply uses a uniform distribution over the noisy query responses in these
experiments. In the high privacy setting, even this trivial mechanism performs better than the
boundary-snapping variant.

For the discretization experiments on the linear programming mechanism, we observe the ex-
pected trend of coarser granularity leading to worse levels of utility. We note that for the three
finest levels of granularity tested, the differences in the levels of utility are almost negligible. Intu-
itively, the loss in query accuracy induced by the injected noise negates much of the benefit that
could otherwise be achieved through the use of higher precision. This supports our decision to use

1
k|D| as the size of the noisy response categories in all other experiments. We omit graphs for the

other measures as they display similar trends.
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Figure 5.8: Expected loss as a function of ε for a mean query. Each plot uses noisy responses category
sizes equal to the minimum distance between two different true responses scaled by the postfixed
number in the legend (e.g., a postfix of 5 indicates categories 5 times larger).

Expected Utility

With a fixed size for the database and the noisy query response categories, we are able to plot the
levels of utility as a function of the privacy parameter ε to compare different types of mechanisms.
This allows for a more comprehensive understanding of the behaviours of the mechanisms at varying
levels of privacy. Our results are shown in Figures 5.9 and 5.10.

The linear programming Variant 1 consistently provides the best levels of utility, with the greatest
improvements over other mechanisms appearing in the non-post-processing measures at high levels
of privacy. As the level of privacy is reduced, the utility measures of the mechanisms converge. For
the mean query, the mechanism for Variant 1 has a slight lead over the other mechanisms for the
measures of post-processing while in the counting query, it is on par with the boundary-snapping
geometric mechanism. For the linear programming Variant 2, although it does not reach the same
levels of utility as Variant 1, it still outperforms the other mechanisms in the non-post-processing
measures and is on par with the boundary-snapping variants for the measures of post-processing in
the mean query. For the post-processing measures in the counting query, Variant 2 performs very
marginally worse than Variant 1 and the boundary-snapping geometric mechanism.
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Figure 5.9: Expected loss as a function of ε for a mean query

Figure 5.10: Expected loss as a function of ε for a counting query
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Extended Range

As we have hypothesized that the incorporation of range constraints into the design of a mechanism
will have a positive impact on the level of utility, we provide a comparison between range-adherent
mechanisms and non-adherent variants. Since any computer implementation of a mechanism must
have a finite range, we apply a greatly widened range to model a lack of adherence to range con-
straints. To do so, we widen the range of noisy query responses to 300% of the constrained range,
keeping this span centered on the valid range. Since probability mass is always focused near the
true query response, any further widening of the range beyond 300% has little impact and does not
provide additional insight. Results are shown in Figures 5.11 and 5.12. For visual clarity, we omit
the boundary-snapping variant of the Laplace mechanism and Variant 2 of the linear programming
mechanism from the graphs. The behaviour of the extended range versions of these omitted mech-
anisms matched those of the boundary-snapping staircase mechanism and the linear programming
Variant 1, respectively. Since the explicit fair mechanism is explicitly formulated in terms of the
true range of the query, a range-extended version cannot be created, however we include the original
version in the experiments as a point of reference.

The most notable difference in the range-extended mechanisms is that the boundary-snapping
variants show substantially worse levels of utility in the non-post-processing measures at high lev-
els of privacy. In the measures of post-processing, there are no notable differences between the
range-adherent and range extended version except with the normalized Laplace mechanism which
performs slightly better in the extended-range variant. The linear programming mechanisms show
no differences in any measures of utility between their range-adherent and extended range variants.

Figure 5.11: Expected loss as a function of ε for a mean query. Mechanism variants using an extended
range are marked by the postfix (ext).
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Figure 5.12: Expected loss as a function of ε for a counting query. Mechanism variants using an
extended range are marked by the postfix (ext).

Real Data

Finally, to gain insight on the practical performance of the mechanisms, we have run experiments
on real data. We have used the Statistics Canada 2011 National Household Survey public use
microdata file [25] which we have partitioned into groups of size 10, using only records from the
province of Ontario. In total there are 341,253 such records. As required by Statistics Canada’s
data use regulations, we state that the results or views expressed here are not those of Statistics
Canada. To measure the utility of a query posed on a particular group, we employ each mechanism
variant to generate a noisy response. For the measures of usability, the response is taken at face
value, whereas for Bayesian users, the response is mapped to their best guess. In both cases, the
resultant value is used to measure the loss (as absolute error and squared error) with respect to the
true query response. Since the mechanisms are stochastic functions, this process is repeated 1000
times for each mechanism variant to obtain mean measures of utility. This is done over each of the
groups and once again, mean values are computed across the groups.

We have run this experiment for both query types, mean and counting, in order to test all
mechanisms in this setting. For the mean query, we posed a query for the mean family size of the
respondents. The valid range of responses are integers from 1 (no family) up to 7 (interpreted as 7
or more family members). The mean value over all groups for this query is 2.02. Results are shown
in Figure 5.13. For the counting query, we posed the number of respondents holding a university
degree. The mean value over all groups is 2.27. Results are shown in Figure 5.14.
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Figure 5.13: Expected loss as a function of ε for mean family size

Figure 5.14: Expected loss as a function of ε for total respondents with a university degree

The results for the non-post-processing measures in the mean query follow the same trends
as in the experiments of expected utility on synthetic data. The linear programming Variant 1
performs best with Variant 2 next, most prominently at high levels of privacy. With the measures
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of post-processing in the mean query, the linear programming Variant 1 also performs best at mid-
to-low levels of privacy. Surprisingly, Variant 2 performs best at high levels of privacy for the post-
processing version of mean error. Since most of the data groups are expected to have similar true
query responses, we hypothesize that the mechanism is simply able to perform well on the specific
query responses that were commonly encountered despite having an overall lower level of expected
utility than Variant 1. For our results on the counting query, the trends match those of the synthetic
data with the linear programming variants performing best in the non-post-processing measures and
matching the boundary-snapping geometric mechanism in the post-processing measures.

Discussion

We conclude this section with a discussion on the practical implications of the results from our
analysis. We assess the impact of adherence to range constraints on the utility of the mechanisms
and discuss the performance of our linear programming mechanisms.

Our results indicate that adherence to query range constraints can indeed be beneficial for the
utility of mechanisms, provided adherence is appropriately handled. As with counting queries [37],
the cases where these results are most meaningful appear to be for small group sizes and high levels
of privacy. For cases where queries are posed on small groups, high levels of privacy are arguably the
most important setting as these individuals are likely to be more susceptible to unwanted inferences
than those who are hidden among larger group sizes. From our results on experiments using an
extended mechanism range, we see that adherence to range constraints greatly improves the measures
of non-post-processing, indicating a significant improvement in usability. The correspondence in
the measures of post-processing between the range-adherent mechanisms and the extended-range
variants indicates that the mechanisms have not suffered in information preservation through the
modifications required for adherence to range constraints. This suggests that the explicit adherence
to range constraints offers a favourable improvement in utility with respect to a trade-off between
usability and information preservation.

Overall, the linear programming Variant 1 performs the best both in terms of expected error
and expected squared error, offering superior levels of utility in the non-post-processing measures
and matching or slightly exceeding the levels of utility achieved by boundary-snapping variants in
the measures of post-processing. While not matching the levels of utility achieved by Variant 1,
the linear programming Variant 2 does match or exceed the levels of utility of all other mechanisms
with the exception of the boundary-snapping geometric mechanism in measures of post-processing
for which there is a very minor degradation in the level of utility. These results are also visible in the
experiments on real data with the exception some minor differences in the post-processing measures
of the mean query at high levels of privacy. Given that we are interested both in usability as well as
information preservation, we do not consider this discrepancy to outweigh the overall benefits of the
linear programming Variant 1. For queries posed on small databases at mid-to-high levels of privacy,
we recommend the linear programming Variant 1 for the best levels of utility. For users interested
in mechanisms that offer the additional properties of row and column monotonicity, symmetry and
fairness, the linear programming Variant 2 is a good alternative.

The number of variables in the linear programs is the product of the number of true query
responses and the number of noisy response categories. Due to this, the computational expense of
the linear program will grow rapidly as the size of the database increases, making it impractical
to derive linear programming mechanisms for large cases. Despite this apparent shortcoming, we
expect that this poses little practical significance. Our results suggest that on larger databases
sizes, the utility levels of the different mechanisms begins to converge. The major differences in
utility occurred for input sizes that can be reasonably handled by a linear programming solver. We
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therefore recommend the use of the linear programming mechanisms for small-sized databases (exact
sizes depend also on the chosen discretization and the computational power of the target machine)
and the use of an alternative such as boundary-snapping for larger databases.

Finally, we note that although we expressly chose an optimality criterion that abstracts from
user-specific goals as the basis for the linear programming objective function, the selection of a
specific loss function necessarily imposes some degree of user preference according to the selected
measure of loss. The subsumed ordering of Definition 14 remains the same as long as a non-
decreasing loss function is chosen, however, there are many pairs of finite, ordered sets of PDFs that
are incomparable within this order but are comparable once a loss function is imposed. This implies
that some user-specific preferences leak into the final objective function. As such, it may be the
case that other loss functions or different objective function formulations may offer better results for
general users.

5.4 Future Work

The performance of the normalized Laplace mechanisms relative to the alternatives depends largely
on the trade-off between the improved utility which is achieved through normalization and the reduc-
tion in utility induced by the need for a higher scaling parameter. As we have shown, the increased
scaling parameter is necessary to ensure the preservation of the differential privacy guarantee when
the data-dependent operation of normalization is applied. Yet, the distance-based privacy guarantee
we employ is slightly stronger than the standard guarantee. Although this has allowed us to calculate
variable scaling parameters to achieve good utility in the case of a single infinitely spanning con-
straint, we have not identified a method to similarly calculate variable scaling parameters for fully
arbitrary constraint configurations. Such a calculation would lead to a more versatile mechanism
with improved utility over our current application of 2∆F

ε for the scaling parameter.
Furthermore, we postulate that under an appropriate relaxation of the differential privacy guar-

antee, one may be able to strike a better balance between privacy and utility through the use of
lower scaling parameters as enabled by the chosen relaxation. This has the potential to further im-
prove the utility of normalized Laplace mechanisms. Similarly, one could design new range-adherent
linear programming mechanisms that satisfy relaxed forms of differential privacy. We leave the
investigation of these topics as an open problem.

Lastly, a study of the variance in the noisy responses of the mechanisms, particularly those
produced by the linear programs, may be of interest. While our mechanisms provide lower levels
of expected error than the alternatives, this does not guarantee better performance in all cases.
For example, should true query responses often fall near the boundaries of the range of the query,
boundary-snapping mechanisms are likely to provide better performance. A study of properties such
as variance and expected error as a function of true query responses could help to provide further
insight on the strengths and weaknesses of the mechanisms. Additionally, in appropriate contexts,
incorporation of information about the expected distribution of the true query responses may help
to produce more useful mechanisms.

5.5 Summary

When posing queries on a sensitive database, natural range constraints of the query may be publicly
known. However, most randomization mechanisms do not adhere to range constraints when adding
noise to query responses. Adherence to such publicly known constraints on queries can be an effec-
tive method to improve utility in differentially private mechanisms. We have studied this problem
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from two different design perspectives for range-adherent mechanisms: 1) truncated and normalized
Laplace mechanisms, and 2) linear programming mechanisms.

Truncation and normalization of a Laplace PDF offers a means to generate noisy responses within
a specified range while improving the utility of the mechanism by inducing an increase in probability
density that is greater for noisy responses nearer the true response than for responses farther away.
We have shown that since the normalization of the PDF is a data-dependent operation, this leaks
sensitive information and violates the differential privacy guarantee. We have proposed a method to
correct this which involves determining a scaling parameter then used by the Laplace distribution.
We have introduced an adaptation of the differential privacy guarantee which can be applied to
the Laplace distribution to incorporate data-dependent normalization factors. Using our privacy
guarantee, we have studied different classes of range constraint configurations and provide derivations
of optimal scaling parameters or approximations thereof. Using our proposed calculations, a data
custodian can apply the Laplace distribution to answer general numeric queries in a range-adherent
and differentially private manner. Through experimental comparisons, we have shown that our
proposed mechanisms can offer improvements in utility over other range-adherent alternatives.

In addition to this, we have combined a formalized matrix representation of range-adherent
mechanisms with a user-independent criterion for optimal utility in order to provide a basis for the
derivation of range-adherent linear programming mechanisms. We have proposed two range-adherent
linear programming variants, one of which is subject only to the differential privacy requirement while
the other is additionally subject to constraints providing row and column monotonicity, symmetry
and fairness in the mechanism matrix. Through experimental comparisons, we have shown that the
linear programming mechanisms are able to provide improvements in utility over boundary-snapping
and other range-adherent alternatives.
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Chapter 6

Differentially Private Obfuscation
of Images

When privacy is a concern for individuals depicted in digital images, it is often necessary to obfus-
cate the images in order to remove information that could lead to identification of the individuals.
Many methods of obfuscation focus on the face as it is often the most identifiable piece of infor-
mation [160, 167]. Trivially, the face could be covered by a uniformly coloured rectangle. This
destroys all information about the face, guaranteeing that it can no longer be exploited to reveal an
identity. However, this also destroys a great deal of utility and visual appeal. In scenarios where
images are shared in online platforms, users have expressed a strong aversion to the use of such
rectangles with respect to the visual quality and information content of the images [120, 121]. Less
severe methods such as blurring or pixelization may be employed as an alternative but it is difficult
to find a good trade-off between the aspects of privacy protection, visual appeal and information
sufficiency [92, 121]. Given the aversion of users towards obvious applications of obfuscation, modi-
fications that appear visually natural would be preferable. Ideally, obfuscated images should appear
photo-realistic, with the obfuscated faces imitating natural distributions over facial features that
we encounter in day-to-day life. Effective yet subtle obfuscation is likely to be desirable for use in
contexts where users would directly view the obfuscated results such as on social media and image
sharing platforms.

It is well-known that methods of privacy protection necessitate a trade-off between privacy and
utility [10, 38]. For example, a study on privacy-preserving systems used for visual awareness of
co-workers in remote locations found that the level of privacy protection applied to hide identities
directly impacted the value of the data to those using the systems [101]. Preservation of utility is
especially important for machine learning and data mining. Visual data can be used to learn about
customers in retail environments [110, 125] and to detect anomalous or illegal events [13, 198]. In
such cases, preservation of demographic information may be of particular importance. For example,
gender and approximate age may be particularly useful for performing retail analytics using facial
images captured from CCTV footage. Since not all attributes of interest may be known ahead of
time, a good method of obfuscation should ideally limit its modification of non-sensitive information
as much as possible.

The balance between privacy protection and image quality and utility is further exacerbated by
the fact that many ad hoc methods of privacy protection have been shown to ultimately be inef-
fective. The human visual system has remarkable robustness against blurring in images, allowing
for recognition of faces against all but the most extreme applications of blurring [145, 182]. Fur-
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thermore, super-resolution techniques can offer realistic reversals of pixelization [139] and machine
learning algorithms have been shown to effectively defeat obfuscation via blurring as well as other
forms effective against human recognition such as strong pixelization [134, 146]. While many ap-
proaches lack a formal privacy guarantee, the k-same [146] family of approaches has gained a great
deal of traction, largely thanks to its guarantee that for a chosen privacy parameter k, obfuscated
individuals are indistinguishable within a group of k potential true identities. Although this privacy
guarantee is appealing, it suffers from susceptibilities (e.g., composition attacks [73]) carried over
from the disclosure control method of k-anonymity on which it is based.

We propose an alternate approach to facial obfuscation through the application of differential
privacy to representations of images within generative machine learning models. In this way, we
achieve a strong guarantee of privacy while producing photo-realistic obfuscated images. Differen-
tial privacy provides a robust and provable privacy guarantee regarding the distinguishability of
obfuscated identities. The use of generative models allows for the generation of highly realistic faces
depicting novel, non-existent identities. Furthermore, such generative models allow for the preser-
vation of desired properties in the obfuscated images such as the original pose or gender from the
input image. Our proposed approach is therefore able to offer favourable privacy-utility trade-offs
in the obfuscated output.

The content of this chapter is structured as follows: In Section 6.1, we open with some notation
and definitions which are used throughout the chapter. In Section 6.2, we discuss deficiencies that
are present in the existing methods of facial obfuscation. We then propose our framework for
the application of differential privacy to generative models for the obfuscation of facial images
in Section 6.3. We discuss the benefits of our framework and provide implementation details for
two types of generative models. In Section 6.4, we propose architecture and training details for a
generative adversarial network (GAN) to which we apply our framework. We treat a number of
important considerations in the design of the GAN in order to preserve a high degree of utility
in facial images from a largely unconstrained input distribution. We then show in Section 6.5,
how to apply differential privacy to image encodings within a transformed principal component
analysis (PCA) basis in order to improve the preservation of utility in the obfuscated output. In
Section 6.6, we explore the interpretation of the privacy guarantee we provide, discussing parallels
to other applications of differential privacy and providing guidance on the intuitive implications of
the guarantee. To broaden the applicability of our approaches, we propose in Section 6.7 the use
of an exponential mechanism to alter pixel intensities in images, allowing for the obfuscation of any
image (i.e., not restricted to facial images). In Section 6.8, we give the results from experimental
comparisons of our implementations against other methods of facial obfuscation that also offer formal
privacy guarantees. Finally, in Section 6.9, we discuss potential extensions and continuations of our
work and in Section 6.10, we conclude the chapter.

The content given in Sections 6.2 and 6.3 is largely derived from our publication in the Inter-
national Cross-Domain Conference for Machine Learning and Knowledge Extraction (CD-MAKE)
2019 titled “Differentially Private Obfuscation of Facial Images” [39]. The content given throughout
Sections 6.4, 6.5 and 6.6 comes from our paper titled “Differentially Private Facial Obfuscation via
Generative Adversarial Networks”. The experimental comparisons in Section 6.8 are combined from
both of these papers. We refer the reader back to Chapter 3 for details on these submissions.

6.1 Notation and Definitions

In this section, we provide details on background material of high relevance to our work. We begin
with a distance-based generalization of differential privacy which we employ in order to obtain a
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differentially private guarantee within the domain of generative model encodings. Following this, we
cover the formulation of the training objectives for AttGAN, a GAN used for the modification of facial
attributes in images. We extend and adapt AttGAN in our work in order to handle obfuscation of
facial images from largely unconstrained input distributions. Lastly, we review some details on PCA
which we later draw on to better control the application of noise to image encodings. Throughout
this section, we cover the relevant notation from these sources which we apply and extend throughout
the chapter.

6.1.1 Distance-Generalized Differential Privacy

Often, sensitive information exists in forms other than as records of a database. However, since the
differential privacy guarantee is defined in terms of adjacency, a concept specific to the domain of
databases, it cannot be directly applied outside of this context. A more general conceptualization of
sensitive information is as a structured representation of data, referred to as a secret, pertaining to an
individual. A generalization of differential privacy [27] provides a privacy guarantee for such secrets
by extending the concept of adjacency in databases to distance between secrets. The key intuition
of the generalization is that an appropriate distance metric acts as a measure of distinguishability
between secrets and thus takes the place of query sensitivity in the configuration of noise-adding
mechanisms. By controlling noise according to an appropriate distance metric, the privacy guarantee
is adapted to ensure that similar secrets are highly indistinguishable while very different secrets
remain distinguishable. For a pair of databases, the distance between them is the number of records
by which they differ. For other types of secrets, the distance metric must be carefully chosen in
order to provide an appropriate privacy guarantee.

Let X be the domain of secrets, K : X→ X be a randomization mechanism and d : X×X→ R be
a measure of distance between pairs of secrets. The distance-generalized privacy guarantee is given
as follows:

Pr (K (X1) = R) ≤ eεd(X1,X2) Pr (K (X2) = R) , ∀X1, X2, R ∈ X. (6.1)

Comparing this to the standard formulation of differential privacy (Definition 1), the databases
D1 and D2 have been replaced by secrets X1 and X2 and the distance function now appears in
the exponent of the multiplicative factor eε. The distance between any pair of secrets acts as a
coefficient to ε when interpreting the ratio of their probabilities. Intuitively, the meaning is that the
more similar a pair of secrets are to each other, the harder is it to determine which of them led to a
given obfuscated instance. This hampers the accuracy with which attempts at re-identification can
be made.

6.1.2 AttGAN

Manipulation of facial images is a common task in the machine learning community and has been
treated quite successfully in recent works using GANs. In particular, AttGAN [95] has shown
excellent results in the modification of high level facial attributes (e.g., gender, hair colour, etc.)
while preserving facial identity.

AttGAN uses an encoder/decoder pair which is trained alongside a discriminator in an adversarial
manner. The encoder takes an image as input and passes it through a series of convolutional layers
to generate an encoding which represents high level features detected in the image. The decoder
accepts an encoding along with a vector of supplementary facial attributes (e.g., gender) and passes
the concatenated input through a series of transpose convolutional layers in order to produce a new
image as output. The generated image is intended to resemble the original as closely as possible
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while differing only in the changes to facial attributes specified by the supplementary vector fed to
the decoder.

The discriminator is also a convolutional network which accepts an image as input. It serves
two purposes. After matching the architecture of the encoder, it splits into two branches of fully
connected layers. The first branch acts as the discriminator while the second branch acts as a
classification network for the facial attributes present in the image. The outputs from these branches
act as measures of how successfully the generator (i.e., the encoder/decoder pair) is performing its
task. The generator and discriminator take turns updating their parameters during the training
process in order to learn from each other.

Using the notation as defined in the original paper (with minor adjustments for convenience),
we provide the full formulation of the objective function used to train the model. In Section 6.4, we
extend this formulation to suit our intended usage for facial obfuscation.

Let Genc and Gdec be the encoder and decoder networks, respectively, and let xa be an image
depicting a face that has facial attributes matching the specification of a vector a = [a1, ...am]

of binary attributes. Let z = Genc(x
a) be the encoding of xa and let xb̂ = Gdec(z, b) be the

image produced by the decoder when given an encoding z and a new vector of binary attributes
b = [b1, ...bm]. Finally, let D be the discriminator network (referred to in some works as a critic)
and C be the classification network.

The adversarial loss portion of the objective function employs a Wasserstein critic with a gra-
dient penalty [85]. We denote the gradient penalty function as GP and use λGP to indicate the
hyperparameter that controls the weight of the gradient penalty. For a distribution pdata of training
images and a distribution pattr of binary attribute vectors, the discriminator and generator losses
defined as follows:

Ladvd = −Exa∼pdataD(xa) + Exa∼pdata,b∼pattrD(xb̂)+

λGPExa∼pdata,b∼pattrGP (xa, xb̂),
(6.2)

Ladvg = −Exa∼pdata,b∼pattrD(xb̂). (6.3)

The attribute loss is calculated using cross entropy. The prediction of the classification network
for the ith binary attribute of an image x is given by Ci(x). The losses for the classifier and generator
are defined as follows:

`a(x, a) =

m∑
i=1

−ai logCi(x)− (1− ai) log(1− Ci(x)), (6.4)

Lclsc = Exa∼pdata`a(xa, a), (6.5)

Lclsg = Exa∼pdata,b∼pattr`a(xb̂, b). (6.6)

Finally, reconstruction loss is calculated as mean absolute error between scaled pixel intensities
in the original and generated images to promote accurate reconstruction of non-altered details in
the image:

Lrec = Exa∼pdata
∥∥xa − xâ∥∥

1
. (6.7)

These three objectives are then combined into the full objective function. The λ coefficients
denote hyperparameters used to configure the relative importance of each objective.
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min
Genc,Gdec

λrecLrec + λclsgLclsg + Ladvg . (6.8)

min
D,C

λclscLclsc + Ladvd . (6.9)

6.1.3 Principal Component Analysis

PCA is a method of analyzing a set of observations (e.g., a dataset) in order to identify patterns
and transform the data representation into a format in which is it easier to observe the patterns.
This is typically done to assist in machine learning and data visualization tasks. We provide here
a brief overview of how to extract and apply a PCA transformation matrix. For greater detail, we
refer the reader to [178].

Many patterns in a dataset arise due to correlations between variables and therefore can be
determined through analysis of the covariance matrix of the dataset. PCA involves computing a
decomposition of the covariance matrix, either via eigendecomposition or singular value decompo-
sition. The decomposition is used to calculate a transformation matrix which maps the original
dataset into a new basis defined by the eigenvectors of the covariance matrix. Since the covariance
matrix is a square matrix with dimensions that correspond to the number of variables in the dataset,
the transformed basis will have a number of dimensions that matches the original dimensionality of
the data. The dimensions of the new basis are referred to as principal components. Let D be a ma-
trix representing the original data in row format and let Z be a matrix made from the eigenvectors
of the covariance matrix arranged in descending order of their eigenvalues. The transformed data is
given by D′ = ZT ×D.

The benefits of this transformation are twofold. First, the eigenvectors taken from the covariance
matrix are orthogonal, meaning the principal components are linearly uncorrelated. This can help
to account for redundancy in the data due to highly correlated features. Second, each eigenvector
has an eigenvalue associated with it which reflects the ratio of the variance from the original dataset
that is expressed in the corresponding principal component. The total variance of the dataset is
preserved in the PCA transformation. By comparing the eigenvalues, it is therefore possible to
compare the information content of each of the principal components. Since these are ranked from
largest to smallest, the information content of each transformed data record monotonically decreases
from the first principal component to the last. This allows methods of data analysis to focus on the
leading principal components where the highest information content exists.

Since the ratios of explained variance typically decrease rapidly over the principal components,
many of the later principal components (based on their order) can be dropped to reduce dimension-
ality while incurring very little information loss. The effect of dropping principal components is that
data points in the reduced dimensional representation assume the mean value of the dataset in the
omitted dimensions. For low variance principal components, this alteration has little impact on the
data.

Data that has been transformed to the principal component basis can be transformed back to
its original basis by applying an inverse transformation. This is given as D = ZT × D′. This is
possible to do even when dimensionality reduction has been applied. If all dimensions have been
preserved, the inverse transformation is lossless. If trailing principal components have been dropped,
information loss is minimized in the sense that the omitted principal components were those that
expressed the least amount of variance in the original data.
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PCA and Differential Privacy

When applying differential privacy to multi-variate data that has strong correlations between the
variables, the independent application of noise to each variable can destroy a great deal of useful
information [103]. As the magnitude of noise is increased, the correlations become less pronounced
in the noisy data, leading to perturbed data points that are increasingly likely to lie outside of the
original distribution. This, in turn, is likely to produce obfuscated releases that hold little value
from a data analysis perspective.

The application of noise within a transformed PCA basis of reduced dimensionality can help
to better preserve correlations in the data while simultaneously spending the privacy budget more
efficiently [57, 103]. The use of principal components that maximize explained variance within
the training data ensures that the addition of noise along the axes of the transformed basis will
produce noisy data that more closely resembles the original distribution. Furthermore, the ranking
of the principal components by their explained variance ratios allows for a convenient means to
improve the allocation of the privacy budget. Trailing axes with low explained variance ratios can
be dropped without great loss of information, allowing the privacy budget to be focused on the axes
with greater information content. The property of linearly uncorrelated principal components helps
to avoid spending the budget in a redundant manner (as would be the case when it is distributed
over highly correlated variables) and thus simultaneously reduces the potential for degradation of
correlations in the obfuscated data. We refer the reader to [103] for a visualization of these benefits
realized on a two-dimensional example.

6.2 Weaknesses in Existing Facial Obfuscation

To motivate our decision to apply differential privacy to generative models for images, we first
provide some discussion on weaknesses in other approaches to facial obfuscation. We argue that the
existing approaches to facial obfuscation do not offer a satisfactory trade-off between the aspects of
privacy and utility. We first briefly discuss non-formalized approaches to facial obfuscation in order
to emphasize the need for a formalized privacy guarantee. We then discuss in detail the k-same
privacy guarantee and highlight a number deficiencies in the guarantee when it is interpreted in
practical scenarios. Lastly, we discuss other formalized approaches to facial obfuscation which offer
strong guarantees of privacy at the cost of utility in the obfuscated images.

6.2.1 Non-Formalized Approaches

While ad hoc approaches to facial obfuscation such as blurring and pixelization may be shown to be
empirically effective in some cases [160], they do not formalize an attack model and offer no guarantee
regarding their effectiveness in general. Similarly, methods of face swapping (e.g., [122, 151]) provide
no guarantee regarding potential attacks that might be launched against them. Furthermore, face
swapping raises privacy concerns about the usage of real faces or components of real faces that are
swapped into the released images.

Given the importance of preserving privacy in images, a good method of obfuscation must assert
a meaningful guarantee about the level of privacy it provides. Empirical results may help to gain
intuition on which approaches appear promising. However, without a formal guarantee to back up
the results, it is impossible to assert that privacy will remain protected in untested scenarios or
against unknown attacks. For this reason, we restrict our attention to focus only on methods of
obfuscation that offer a formal privacy guarantee.
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The necessity of this restriction is underscored by the concept of parrot attacks [146]. A parrot
attack uses a machine learning model to classify identities in images using labeled instances of obfus-
cated images as the training set. Having learned about patterns in the obfuscation during training,
the network is made much more effective at defeating the obfuscation. Pixelization, for example,
despite being reasonably effective against human recognition and even naive machine recognition,
can be completely defeated by a parrot attack [134, 146]. This formed a strong basis for the need of
a formal privacy guarantee such as that provided by the k-same family.

6.2.2 The k-same Privacy Guarantee

The k-same [146] family of approaches employs a privacy guarantee derived from k-anonymity [172]
which asserts that the original identity for any obfuscated image is indistinguishable from at least
k − 1 others. This guarantee is a result of the obfuscation process which draws upon clusters of k
or more images to produce averaged instances as replacements for all images in the cluster. This
provides a theoretical guarantee in which the probability of re-identification is upper-bounded by 1

k .
However, the k-same guarantee relies on assumptions about the nature of the attack. We discuss
these assumptions and show why they are often unrealistic in practice, making the guarantee weaker
than it appears to be.

Background Knowledge

A well-known deficiency of k-anonymity is its susceptibility to attacks that employ background
knowledge [18]. This refers to cases where the attacker uses prior knowledge about the sensitive
information to draw inferences that violate the privacy guarantee. For example, in the context of a
database of hospital records, k-anonymity would typically be applied to create groups of database
records that are indistinguishable on their demographic attributes but with the original medical
condition (i.e., the sensitive information) of each record preserved for statistical analysis. If an
attacker already knows the medical conditions of one or more individuals (e.g., friends or family
members), they can eliminate the corresponding records from the anonymized groups by finding the
matching demographic information and medical condition. If the removal of records reduces the size
of an anonymized group to less than k, this violates the privacy guarantee.

This concept carries directly over to the k-same privacy guarantee. If, via prior knowledge, the
attacker knows with certainty that some of the k individuals could not be in the obfuscated image,
they can discount them from the set of k identities. An attacker could come by this knowledge in
a number of ways: personal knowledge about friends and family, information scrapped from other
data sources such as social media, etc. The simple combination of knowledge about the time at
which an photo was taken and the approximate locations of some of the k individuals at that time
can be enough to derive a proper subset of the k individuals which violates the privacy guarantee.

Contextual information in an image can often enable these types of inferences. Using signs,
architecture or landscapes in an image, an attacker might recognize the location or employ software
to determine it. Knowledge about locations that individuals frequent may greatly increase the
probability of some possibilities over others. Similarly, if some of the k identities are known to live
in different cities than where the photo was taken or worse yet, different continents, these identities
become much less probable. Other cues such as accessories or clothing on obfuscated individuals
may also greatly impact the probabilities accorded to the k possible identities. Since the privacy
guarantee asserts that each of the k identities are equally probable, this is also in violation of the
guarantee.
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We note that the original k-same paper does acknowledge this vulnerability to contextual infor-
mation and asserts that the privacy guarantee applies strictly to the information contained within
the face, not to the image as a whole [146]. While this important distinction allows for the privacy
guarantee to be upheld, it is a major restriction on the practical applicability of the k-same guaran-
tee. Most contexts in which facial obfuscation is applied will be rich with contextual information,
making the privacy guarantee much less meaningful.

Composition Attacks

Another deficiency of k-anonymity is a susceptibility to composition attacks [73]. This is a class
of attacks that exploit information from multiple, potentially uncoordinated, obfuscated releases of
data to violate the privacy guarantee. A simple instance of this is the intersection attack. An attacker
first identifies the clusters in which a particular individual exists from two different releases. If the
releases were uncoordinated, the clusters likely differ, allowing the attacker to take their intersection
to achieve a new set with a cardinality less than k.

This attack again carries directly over to the k-same approach. Consider a scenario where
an individual takes a photo that they wish to upload to social media. Privacy protection might
be applied to the individual or perhaps to bystanders who were captured in the background of
the photo. Should the individual decide to upload the same photo to two or more social media
platforms, the issue of uncoordinated obfuscation immediately arises. An attacker needs only scrape
these platforms for similar photos to apply an intersection attack.

Intersection attacks may even be effective for multiple releases from the same organization if care
is not taken. For example, an individual may take consecutive photos and then upload all of them.
Algorithms for k-same determine clusters based on the similarity of faces but many factors beyond
facial identity (e.g., pose, angle and lighting) could impact similarity. It is therefore not unlikely
that multiple images of the same individual will result in different clusters. Sequences of images
uploaded in this way would be an ideal target for intersection attacks.

Most k-same approaches require each individual to appear only once in the gallery of images to
be obfuscated. This prevents intersection attacks for releases from the same organization but does
not protect against uncoordinated releases across multiple organizations. Furthermore, enforcing
this restriction may be very challenging in practice. While the primary subject in a photo might be
determined based on the account used to upload the photo, other individuals in the photo cannot
be correctly identified 100% of the time. Face recognition software has not yet reached this level of
accuracy. Without manual labeling, such a policy cannot be enforced. Beyond this, the restriction
of one image per identity is very severe and does not match typical use cases for image sharing.

Other Difficulties

We discuss here two other difficulties that arise when using k-same obfuscation in practice. Although
these difficulties do not violate the privacy guarantee, they hinder meaningful applications for k-same
obfuscation in some contexts.

The first problem arises from the requirement of an input gallery of images. This may be
appropriate for scenarios where batches of images are obfuscated but it is awkward to apply to
cases where images are sporadically uploaded (e.g., in social media platforms). One might consider
the use of a preloaded static gallery or even a dynamic gallery that gets updated as new images
are uploaded. This, however, is not a good solution since identities can then participate in more
than one cluster. Furthermore, if an attacker records information about identities known to be in
the gallery, those identities can be discounted when an image is uploaded for a new identity. An
alternative solution could rely on buffering uploaded images to form a gallery that can eventually be
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used to release a batch of obfuscated images. However, this necessitates a trade-off between the size
of the gallery (and thus the quality of the output) and ability to deliver a timely service. In an era
where users expect images to be uploaded instantly, this is not likely to be a manageable trade-off.
The release of multiple batches also increases the chances of enabling composition attacks.

The second problem relates to the preservation of utility in the obfuscated output. Approaches
that partition the gallery according to classes to be preserved (e.g., combinations of age and gender)
place an even greater strain on the input gallery requirement. Working separately with the subset
of images from each class greatly reduces the number of images available for clustering. Such an
approach is not scalable for large numbers of classes that would be needed for finely grained attention
to utility. In the worst case, some classes may be outliers in the overall distribution and could lack
sufficient images to form a cluster. These classes would have to be merged with others in order to
achieve the k-same guarantee, thus failing to achieve the desired granularity of classes.

6.2.3 Other Formalized Alternatives

We conclude this section with a brief discussion on some of the more recent works in facial obfuscation
which demonstrate the potential for a stronger guarantee of privacy but which have been unable
to realize a favourable balance between privacy and utility. We re-iterate that perfect privacy can
be achieved through complete redaction of information, yet this is undesirable as it simultaneously
destroys all utility in the image. A good trade-off between these two aspects is of key importance
for facial obfuscation to find practical usage.

Methods of redaction followed by in-painting (e.g., [102, 188]) offer a guarantee of perfect privacy
protection within a redacted area by removing all information and allowing a machine learning
approach to rebuild an appropriate image from contextual information. A well-trained model can
produce visually convincing results that resemble realistic novel faces. Since the process has no
access to the original information from the redacted area, there can be no leakage of this information.
Yet the contextual information around the redacted area (often the contour of the head including
forehead, hair and ears) is likely to reveal too much sensitive information. As such, redaction that is
tightly cropped to the face is insufficient to offer a meaningful level of privacy. The area of redaction
could be increased to account for this, however, this places a greater strain on the ability of the model
to in-paint the area in a manner that is both visually clean and able to preserve utility. Methods of
in-painting, in their current form, do lend themselves well to a balanced trade-off between privacy
and utility.

Some previous works have explored the applicability of differential privacy to the obfuscation
of images. While this gives the potential for strong levels of privacy, the values of ε required to
realize this potential result in poor levels of utility. The application of differential privacy to pixel
intensities [65] leads to highly distorted and pixelized images at the values of ε empirically shown
to achieve low levels of re-identification risk. The application of differential privacy to the singular
value decomposition of a matrix of pixel intensities [64] similarly leads to highly distorted images
that no longer resemble realistic human faces. Furthermore, this approach applies noise only to the
singular values while leaving the other matrices of the decomposition untouched. Due to this, there
is potential for the leakage of sensitive information in a manner that is not captured by the formal
privacy guarantee.

Lastly, we re-iterate a point made in Section 2.2.3. Differential privacy has been applied in the
context of training GANs in a privacy-preserving fashion and has been used in this way for the
generation of synthetic datasets of facial images (e.g., [193, 211]). However, this is fundamentally
different from the goal of facial obfuscation in which privacy must be guaranteed for new images
presented to the network after training is complete.
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6.3 Differential Privacy for Generative Models

Due to the deficiencies of the k-same privacy guarantee in practical applications of facial obfuscation,
we argue that a more robust privacy guarantee is required. Further to this, we argue that the
privacy-utility trade-offs in existing formalized approaches to facial obfuscation are not satisfactory.
Following the advances in the field of database privacy, we consider the potential of differential
privacy to provide a strong privacy guarantee in facial obfuscation. Differential privacy has real
world applications in organizations including the US Bureau of Census, Google and Apple [152] and
has been studied as a means to comply to legal definitions of privacy such as FERPA [153] and GDPR
[165]. In this section, we propose how to apply a distance-based generalization of differential privacy
in order to obfuscate representations of images within generative machine learning models. The
use of appropriate generative models allows us to preserve visual realism and selected types of non-
sensitive information in the obfuscated images. We formalize a framework to achieve differentially
private obfuscation of facial images and discuss how the derived privacy guarantee addresses the
issues identified with the k-same approach. We conclude the section by applying our framework
to implement differentially private facial obfuscation using an active appearance model (AAM) [35]
and a generative neural network (GNN) [47].

6.3.1 Framework for Generative Models

We propose that a strong guarantee of privacy paired with a high level of utility (i.e., visual quality
and preservation of information) can be achieved through the application of diffential privacy to
the encodings of generative models for images. To this end, we begin by considering how differen-
tial privacy can be applied in this context. A generative model can represent images of instances
from specific classes (e.g., human faces) using a numeric representation that abstracts from pixel
intensities. Our goal is to protect the privacy of individuals in images by modifying these numeric
representations to prevent facial identification while maintaining utility and visual quality. Differ-
ential privacy is ideal for this purpose as it provides a robust guarantee against the accuracy of the
inferences an attacker can make about the original data. To suit our setting, in which sensitive data
is represented as a numeric encoding for a generative model, we apply the distance-based general-
ization of differential privacy (Section 6.1.1) which extends the framework of differential privacy to
domains of sensitive data beyond the context of databases. The application of noise to the model
encoding allows for the generation of photo-realistic instances of novel human faces. This avoids the
significant degradation in visual quality that results from the addition of noise to pixel intensities.

The notion of distance between secrets, as defined for distance-based differential privacy, is
appropriate for the representation of images within a generative model. Any model that employs a
numeric representation of images allows for the calculation of distance between images. While the
exact representation of an image differs from model to model, they can generally be mapped to a
vector of fixed length with little difficulty. We provide details on how this concept can be applied
to both AAMs and GNNs in Section 6.3.3. To develop a general framework here, we consider the
representation of an image to be a vector X ∈ Rn, where n ∈ Z+, and the randomization mechanism
to be a function K : Rn → Rn used to produce an obfuscated instance of the image. Thus, we can
apply the distance-generalized privacy guarantee of Formula 6.1 by interpreting the domain of secrets
X as being Rn and by using a distance function d : Rn × Rn → R.

To enforce a meaningful privacy guarantee, we must determine an appropriate distance metric
to measure the distinguishability of the numeric representations of images. A natural choice for
the distance metric is L1 distance, however, we must be wary of the meaning of each element in
the vectors. Should certain elements have differently sized ranges, they should be obfuscated using
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different magnitudes of noise. If one element has a much larger range than the others, the addition
of noise configured to the smaller range would do little to prevent an inference of high accuracy on
the original value of the element. We therefore apply normalization such that the distance between
any pair of elements in the ith position of a pair of vectors falls within the range [0, 1]. Letting
Ri = [imin, imax] be the range of elements in the ith position of a model representation vector, we
define a normalized, element-wise distance metric as follows:

de (x1, x2) =
|x1 − x2|
imax − imin

, ∀x1, x2 ∈ Ri. (6.10)

A distance metric for vectors defined as the sum of the element-wise distances for each position
would be appropriate for images represented by the same model. However, a more useful framework
would allow for reasoning about the level of privacy across different models. Ideally, the meaning
of a privacy parameter ε applied to one model should have a similar meaning for a different model.
For this, we require another normalization to account for models having vectors of different lengths.
We therefore define the distance metric for vectors as follows:

d (X1, X2) =

n∑
i=1

de (X1i, X2i)

n
, ∀X1, X2 ∈ Rn. (6.11)

By using this distance metric in combination with Formula 6.1, we obtain a meaningful privacy
guarantee for the model representations of images. Although this type of metric is, in general,
not novel, its use in this context is. Existing work employing the distance-based generalization
of differential privacy only deals explicitly with one and two-dimensional secrets [27] whereas the
domain of secrets we deal with consists of n-dimensional vectors. We must therefore address how to
configure a mechanism to satisfy this instantiation of the privacy guarantee. This leads to our main
result in the development of a framework for the application of differential privacy to generative
models for images.

Theorem 8. Any image X ∈ Rn can be protected by ε-differential privacy through the addition of
a vector (Y1, ..., Yn) ∈ Rn where each Yi is a random variable independently drawn from a Laplace

distribution using a scaling parameter σi = n(imax−imin)
ε .

Proof. We must satisfy the privacy guarantee (Formula 6.1) using our proposed distance metric
(Formula 6.11). The form this privacy guarantee takes is our starting point in Formula 6.12. Through
manipulation of this inequality and the substitution of mechanism probabilities with a Laplace
distribution, we prove that the selection of an appropriate scaling parameter for each instance of the
Laplace distribution allows for the privacy guarantee to be satisfied.

n∏
i=1

Pr (K (X1i) = Ri) ≤ e
ε
n∑
i=1

de(X1i,X2i)

n

n∏
i=1

Pr (K (X2i) = Ri) ,∀X1, X2, R ∈ Rn. (6.12)

n∏
i=1

Pr (K (X1i) = Ri) ≤
n∏

i=1

e
εde(X1i,X2i)

n

n∏
i=1

Pr (K (X2i) = Ri) , ∀X1, X2, R ∈ Rn. (6.13)

n∏
i=1

e−
|X1i,Ri|

σ

2σ
≤

n∏
i=1

e
εde(X1i,X2i)

n

n∏
i=1

e−
|X2i,Ri|

σ

2σ
, ∀X1, X2, R ∈ Rn. (6.14)

n∏
i=1

e
|X2i,Ri|−|X1i,Ri|

σ ≤
n∏

i=1

e
|X2i−X1i|

σ ≤
n∏

i=1

e
εde(X1i,X2i)

n , ∀X1, X2, R ∈ Rn. (6.15)
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n∏
i=1

e
εde(X1i,X2i)

n =

n∏
i=1

e
ε|X2i−X1i|

n(imax−imin) , ∀X1, X2. (6.16)

From Formula 6.16, it becomes clear that the inequality holds when using an independent Laplace
distribution for each pair of elements X1i, X2i, substituting the scaling parameter σ with a corre-

sponding value σi = n(imax−imin)
ε .

Using the generalization of differential privacy, the notion of query sensitivity is implicitly cap-
tured in the distance metric. Since the distance metric of Formula (6.11) has a range of [0, 1], the
ratio of probabilities for a pair of maximally dissimilar images to produce the same obfuscated out-
put is eε. This is akin to the meaning of the privacy guarantee for a pair of databases that differ on
every record. In order to select an appropriate value of ε, a data custodian must keep in mind that
similar images will have a very small distance between them, requiring much larger values of ε to
provide a reasonable ratio. In Section 6.8.1, we demonstrate the implications of the choice of ε on
the levels of privacy and utility.

6.3.2 Benefits of Differentially Private Facial Obfuscation

We now describe the improvements we obtain from the use of differential privacy for each of the
problems identified in Section 6.2.

Background Knowledge

By removing dependence of the attack model on an absolute level of re-identification risk, we are
able to reason about the level of privacy in the presence of attackers with background knowledge.
If the location in a photo is identified as a particular city, no facial obfuscation can prevent the
inference that individuals living in the identified city have a higher probability of being the obfuscated
identity than individuals living elsewhere. Yet, the differential privacy guarantee continues to hold
as the background knowledge does not impact the conditional probability distribution used by the
randomization mechanism. Since the privacy guarantee concerns only the change in the attacker’s
knowledge when presented with the obfuscated data (e.g., the face), it is unaffected by other sources
of information the attacker may gain access to.

Composition Attacks

Another very important property of differential privacy is its resilience to composition attacks. The
composition theorem [56] states that for two differentially private releases using privacy parameters
ε1 and ε2 respectively, the privacy guarantee holds for a privacy parameter ε = ε1 + ε2. Thus,
even in the case of uncoordinated releases, we still have a valid privacy guarantee. Furthermore,
this removes the restriction on the same individual appearing only once in the release of obfuscated
images.

Input Image Gallery

Differentially private image obfuscation has no need for a gallery of images in order to perform
obfuscation. Since noise is added on a per-image basis, there is no computation of clusters required.
Given a trained model, obfuscation of a single image or a batch of images can be performed with
ease. This makes the obfuscation process much more versatile.
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6.3.3 Implementation Details

AAMs and GNNs have the very useful property of producing photo-realistic images. We now describe
how our framework can be applied to these models. Provided that the addition of noise is properly
controlled, the output will be a photo-realistic image of any newly created identity.

The AAM representation of an image consists of a shape vector and a texture vector. It is
important to note that this gives a representation of the identity that is strictly contained within
the contour of the face, leaving features such as hair and ears as contextual information that is
untouched by the obfuscation. This is not ideal for the goal of hiding an identity since this contextual
information can greatly facilitate inferences about the identity. Although in theory an AAM could
be designed to incorporate the hair and ears, we are unaware of any research in which this has been
done. Thus, although we include AAMs in our experimental comparisons, we recommend the use of
GNNs instead. To include AAMs in our experiments, we take the concatenation of the shape and
texture vectors as the overall model vector.

For GNNs, we consider architectures that take one or more class vectors as input and employ
up-convolution to transform the input into a visual representation in pixel space [47]. By considering
each identity to be a different class, an input vector can specify the individual to be generated. The
identity class vector is an obvious choice as the model vector to be obfuscated. However, this leads
to some form of interpolation between the identities. To apply a finer degree of modification to the
identity, we propose the application of obfuscation at the second layer of the network. Typically,
the second layer applies convolution to the class vector and transforms it into a vector of numeric
representations of high level facial features. By applying obfuscation to these features instead, we
can achieve a richer variety in the potential modifications to the face. We therefore apply obfuscation
to the output of the first convolutional layer of the network and pass the obfuscated feature vector
on as the input to the next layer of the network. A sample architecture is shown in Figure 6.1.

Information about the range of each model vector element can be used as a means to preserve
the visual quality of the obfuscated output. Noisy elements that have gone too far beyond the valid
range may lead to visual artifacts or distortions in the output image. To prevent this, we snap any
out-of-bounds noisy value back to the nearest valid value. Since differential privacy is resistant to
any form of post-processing [56] and the ranges of the elements are non-sensitive information, this
step cannot violate the privacy guarantee.

6.3.4 Obfuscation of Unseen Images

When designing a system for the obfuscate of identities in images, an important consideration is the
ability to obfuscate any identity. If the chosen generative model is an AAM, this is easily achieved
through the ability of the AAM to approximate the model parameters for the representation of any
unseen image. However, the GNN architecture does not directly allow for the representation of
classes that were not learned during the training process. Since each identity is a different class, this
means that the model cannot directly represent unseen identities and thus cannot obfuscate them.

To solve this problem, we propose to formulate the approximation of an appropriate input vector
for an unseen identity as an optimization problem. Since the GNN has learned a representation
of each training identity, a new identity can be approximated as a weighted sum of the known
identities. When provided with these weights as the input identity vector, the GNN would produce
an interpolation between the identities which can act as an approximate visual representation of the
unseen identity. In order to formalize this concept as an optimization problem, we must select an
appropriate representation for the identities. This cannot be done using the GNN feature vectors
since the representation of the target identity is unknown. We therefore employ a secondary neural
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Figure 6.1: Visualization of the layer architecture in an up-convolutional neural network using
differential privacy. Noise is applied to the output of the second identity layer. The numbers and
shapes of the convolutional layers shown here are not exact and represent only the general structure
of such a network.

network that has been trained for classification of facial identity. By removing the final layer of the
classification network, its output becomes a high-level vector of facial features which we can use as
the representation of an identity. The significance of using a classification network for this purpose
is that it need not have seen any of the target identities in its training data in order to produce
feature vectors for them. Such a network is therefore ideal to provide numeric representations of the
identities from the GNN training data as well as the target unseen identity.

We now formalize the optimization problem using real-valued feature vector representations of
identities from a classification network. Let X be a set of n-dimensional feature vectors representing
m identities on which the GNN was trained (i.e., |X| = m) and let Y be an n-dimensional feature
vector representing an identity that is unknown to the GNN. Our goal is to determine a set W of
weights that minimize the distance between a weighted sum of the vectors in X and the vector Y .

min
W

∥∥∥∥∥
n∑
i=1

WiXi − Y

∥∥∥∥∥ . (6.17)

While this optimization problem is similar to the format of an objective function for a linear
program, the necessity of absolute value calculations for the L1 distance between the vectors pre-
vents this from being written as a linear function. However, this problem, known as least absolute
deviations, can be rewritten in an alternate but equivalent formulation that avoids the need for
absolute value functions through the introduction of additional variables [67]. This formulation is
as follows:
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min

n∑
i=1

ui, (6.18)

subject to the following constraints:

ui ≥ yi +

n∑
j=1

WjXj , i = 1, ...,m, (6.19)

ui ≥ −

yi +

n∑
j=1

WjXj

 , i = 1, ...,m. (6.20)

The added constraints ensure that the values assigned to the new variables respect the absolute
value functions from the original problem. This formulation can be given to any linear programming
solver in order to find the optimal weights for the approximation of the unseen identity represented.

6.4 Differentially Private Obfuscation Via a GAN

To truly take advantage of the ability of generative models to realistically capture varied distributions
of images, we focus on applying some of the recent successes from the study of GANs. These
networks have demonstrated excellent results for the task of manipulating facial images (e.g., [32,
95]). However, the model must be carefully designed and trained in order to effectively execute its
intended task. Throughout this section, we cover important considerations for the structure of the
image encoding, model architecture, training process and image pre/post-processing. We describe
these details in the context of an extension and adaptation of AttGAN, however, the concepts
can equally be applied to other models. Samples of obfuscated images are shown in Figure 6.2 to
demonstrate the impact each of our major design considerations have on the obfuscated output.

We define the following additional notation to be used throughout this section. Let xa,p be an
image depicting a face that has facial attributes matching the specification of a vector a = [a1, ...am]
of binary attributes and a pose matching the specification of a vector p = [p1, ...pk] of real-valued

parameters. Let N be a noise-adding function and let x̃b̂,q̂ = Gdec(N(z), b, q) be the image produced
by the decoder when given a noisy encoding N(z), a new vector b = [b1, ...bm] of binary attributes
and a new vector q = [q1, ...qk] of real-valued pose parameters.

6.4.1 Image Encoding and Model Architecture

We begin by considering the design of the image encoding used by the model. Using our proposed
framework from Section 6.3.1, we will be adding noise to the encodings of images in order to induce
changes to high level facial features as a means of obfuscation. The encoding must therefore be
appropriately receptive to such noise. Regardless of the shape of the encoding, it is ultimately a
multi-dimensional representation of numeric features to which noise can be added. However, the
shape plays an important role in determining how visual quality is impacted by the addition of noise.
Consider the 4×4×1024 encoding used in AttGAN. This can be interpreted as 1024 many 4×4 grids
where each grid is a spatially compressed representation of the presence of some type of feature in
the image. The 4× 4 spatial dimensions present two problems. The first is that each cell of the grid
relates to a local part of the image, meaning noise applied to a grid cell will have a localized effect
rather than modifying the image at a global level. The second issue is that when convolutional filters
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Figure 6.2: An example of obfuscated instances of an image with each row showing results from a
different architecture and training configuration. Row a) uses the original 4×4×1024 encoding with
no changes to the model training. Each subsequent row incorporates one cumulative modification to
the model. Row b) uses a 1×1×2048 encoding with no changes to the model training. Row c) adds
noise to encoding samples during training. Row d) uses additional inputs to preserve pose. Row e)
applies background masking.
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are applied to overlapping areas of the output from the previous network layer, the resulting features
(grid cells) describe overlapping areas and are thus highly correlated. Even when applications of
a filter do not overlap (i.e., the convolutional stride matches the filter size), correlation between
features remains likely due to the close spatial proximity of the filter applications. When noise is
added to the encoding, the independent modification of features destroys their correlations with
each other. Since this is done to features representing local areas in the image, the result is a highly
distorted image which no longer resembles a human face. An example of this distortion can be seen
in Figure 6.2-a.

To avoid distortions induced by inconsistencies between previously correlated features represent-
ing local areas in the image, we propose that noise should instead be added to global facial features.
Further compression of the encoding down to 1× 1 spatial dimensions guarantees that each numeric
value in the resultant encoding is a representation of a feature at the global level. This eliminates
the potential for inconsistencies at the local level since the correlations are now compressed into a
single value. Our proposed encoder/decoder architecture which implements this approach is given
in Table 6.1. The improvement in visual quality from this change to the architecture can be seen in
the difference between rows a and b of Figure 6.2.

Encoder Decoder

Input: 128×128×3 Image Input 1×1×2048 Encoding

Conv (4×4×64, Stride=2), BN, LReLU Concat Binary Attributes, Concat Pose Parameters

Conv (4×4×128, Stride=2), BN, Leaky ReLU Transpose Conv (2×2×1024, Stride=1), BN, LReLU

Conv (4×4×256, Stride=2), BN, Leaky ReLU Transpose Conv (4×4×1024, Stride=2), BN, LReLU

Conv (4×4×512, Stride=2), BN, Leaky ReLU Transpose Conv (4×4×1024, Stride=2), BN, LReLU

Conv (4×4×1024, Stride=2), BN, Leaky ReLU Transpose Conv (4×4×512, Stride=2), BN, LReLU

Conv (4×4×1024, Stride=2), BN, Leaky ReLU Transpose Conv (4×4×256, Stride=2), BN, LReLU

Conv (2×2×2048, Stride=1), BN, Leaky ReLU Transpose Conv (4×4×128, Stride=2), BN, LReLU

Transpose Conv (4×4×3, Stride=2), Tanh

Table 6.1: Encoder and decoder architectures. BN refers to batch normalization while LRelU refers
to the leaky rectified linear units activation function.

We note also that while the use of shortcut connections [168] is a common strategy in en-
coder/decoder pairs to help retain finer details in the image by bypassing the encoding bottleneck,
we do not employ this strategy. Since our intent is to obfuscate images through the addition of
noise to the encoding, any information that bypasses this bottleneck leads to leakage of sensitive
information regarding the identity depicted in the image. This would render the differential pri-
vacy guarantee meaningless. Although one could potentially apply noise to the information passed
through the shortcut connections, this would present a number of additional challenges including
the degradation of newly introduced correlations, obfuscation applied at a local level, and the re-
quirement for a more complex privacy budget management scheme. We expect that this would not
be a worthwhile venture but we leave the possibility open as a potential extension of our work.
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6.4.2 Loss Calculations for Noisy Encodings

In addition to using an encoding amenable to the application of noise, the decoder network must also
be trained on how to handle noisy encodings. Networks such as DCGAN [166] have demonstrated
that appropriate manipulation of encodings can lead to novel, realistic images within the targeted
data distribution. However, since our modification of the encoding is stochastic by design, this
makes the task of producing realistic images more difficult. Furthermore, despite the compression of
features to a global level, each encoding feature is independently perturbed, leaving the possibility
for unrealistic output images due to resulting combinations of noisy features that fall outside of the
data distribution.

Specifically, the decoder must be trained to accept noisy encodings and produce realistic faces
depicted in the output images. The adversarial nature of the training process can be leveraged to
achieve this. To this end, we modify the training process by injecting noise into the encodings of
training samples before passing the encoding to the decoder. We modify the adversarial losses for
the training process as follows:

Ladvd = −Exa,p∼pdataD(xa,p)+

Exa,p∼pdata,b∼pattr,q∼pposeD(x̃b̂,q̂)+

λGPExa,p∼pdata,b∼pattr,q∼pposeGP (xa, x̃b̂,q̂),

(6.21)

Ladvg = −Exa,p∼pdata,b∼pattr,q∼pposeD(x̃b̂,q̂). (6.22)

The preservation of specific facial attributes in obfuscated images is also one of the goals for our
model. To ensure that the injection of noise does not alter the attributes we wish to preserve, we
modify the classification loss of the generator such that it is also calculated for training samples to
which noise has been injected (note that `a remains as defined in Formula 6.4):

Lclsg = Exa,p∼pdata,b∼pattr,q∼ppose`a(x̃b̂,q̂, b). (6.23)

The loss for the classification network remains as it originally was with the exception that the
pose parameters are now added to the notation:

Lclsc = Exa,p∼pdata`a(xa,p, a). (6.24)

The change from row b to row c in Figure 6.2 demonstrates the improvements in the visual
quality and realism of the obfuscated faces using noisy samples during the training process.

6.4.3 Pose Preservation

Given that images in unconstrained settings capture individuals with a wide variety of poses, it is
desirable to preserve this information in the obfuscated images. Unless care is taken in the design
and training of the model to manage specific types of information, it will remain entangled in the
encoding of the image. As a result, it is also subject to perturbation when noise is applied to the
encoding. For example, if an image depicts an individual with their head turned to the side, the
addition of noise to the encoding may alter the pose of the head, likely changing it to a forward-facing
pose as this is typically the predominant orientation in training data. This produces an output that
may look unnatural and destroys important contextual information in the image. To address this,
we extend the model architecture and training process to accommodate for additional decoder inputs
that capture pose information.
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In order to extract pose information from images, we employ RingNet [173], a neural network
which is able to regress 3D facial model parameters from 2D input (images). An important aspect of
these parameters is a separation of identity-specific information, captured in shape parameters, from
the non-identity-specific information of camera position, pose and facial expression. This separation
allows us to target the non-sensitive information that is of interest to us. The RingNet model uses
3 parameters that capture axis-angle representations of the global rotation for the depicted head.
Since we align all input images to our model (as later described in our training details, Section
6.8.2), we require only the yaw and pitch angles. We use RingNet to annotate these two parameters
for both training images as well as the images to be obfuscated.

We modify the decoder architecture to concatenate these parameters along with the vector of
facial attributes. We modify the discriminator by adding an extra branch (parallel to the branches
of the discriminator/critic and the classifier) with two fully connected layers to approximate the
parameters. Details on the architecture of these networks can be found in Tables 6.1 and 6.2.

Discriminator Classifier Pose Regressor

Input: 128×128×3 Image

Conv (4×4×64, Stride=2), IN, LReLU

Conv (4×4×128, Stride=2), IN, LReLU

Conv (4×4×256, Stride=2), IN, LReLU

Conv (4×4×512, Stride=2), IN, LReLU

Conv (4×4×1024, Stride=2), IN, LReLU

Fully Connected (1024), LReLU Fully Connected (1024), LReLU Fully Connected (1024), LReLU

Fully Connected (1) Fully Connected (1) Fully Connected (2)

Table 6.2: Discriminator, classifier and pose regressor architectures. IN refers to instance normal-
ization while LRelU refers to the leaky rectified linear units activation function.

Let P denote the pose regression network embodied by the added branch and let Pi(x) denote
the output of P for the ith parameter of an image x. In order to train the model on these new
parameters, we introduce an additional loss function to minimize of the mean squared error in the
approximated values:

`p(x, p) =

k∑
i=1

(Pi(x)− pi)2

k
, (6.25)

Lposer = Exa,p∼pdata`p(xa,p, p), (6.26)

Lposeg = Exa,p∼pdata,b∼pattr,q∼ppose`p(x̃b̂,q̂, q). (6.27)

The change from row c to row d in Figure 6.2 demonstrates the impact of pose preservation in
the obfuscated images.

6.4.4 Objective Function

With the new loss calculations laid out, we are now able to put together the full objective function
for the model training process. We leave the reconstruction loss essentially untouched, updating

89



only the notation to reflect the use of unmodified pose parameters as input for the decoder:

Lrec = Exa,p∼pdata
∥∥xâ,p̂ − xa,p∥∥

1
. (6.28)

While high fidelity reconstruction of images is not explicitly a goal in our setting, it is desirable
for the model to learn that noiseless images should resemble the original image for the sake of
preserving utility in features that are not captured in the other loss calculations. In this way, under
a low-privacy setting, the injected noise will only make minor adjustments to the depicted identity,
which may be desirable in many cases.

The full objective function is given below. The λ coefficients denote hyperparameters used to
configure the relative importance of each objective.

min
Genc,Gdec

λrecLrec + λclsgLclsg + Ladvg + λposegLposeg , (6.29)

min
D,C,P

λclscLclsc + Ladvd + λposerLposer . (6.30)

6.4.5 Image Background

While the focus of our model is on the face depicted in an input image, it is inevitable that portions
of the image will also capture the background behind the individual. The image could be tightly
cropped to the face, however this is undesirable since it excludes major portions of the head, such
as hair and ears, which would leak identifiable features. Although accurate representation of the
background can be handled by many GANs, allowing the background to appear in the input image
leads to an entanglement of background-specific features in the image encoding. The primary concern
when this happens is the undesirable distortion of the background upon injection of noise, which
negatively impacts visual quality. Additionally, the inclusion of background details in the image
encoding wastes encoding capacity on features that are irrelevant to the goal of facial obfuscation.
This, in turn, leads to a wasteful use of the privacy budget which is intended only to be spent on
the facial features.

To address these issues, we use Mask R-CNN [94] to mask the area covered by the head in each
image, allowing us to subtract all background content. By pre-processing all training images in
this way, the model learns a distribution in which all images depict a head in a space with a white
background. This also avoids the need for features to capture complex patterns in the background
of the image. When an image is to be obfuscated, we similarly apply masking and background
subtraction prior to passing the image as input to the trained model. When noise is added to
the encoding, the obfuscated image is likely to remain in the learned distribution, depicting a new
identity over a white background.

Once an image has been masked and obfuscated, the new head must be recombined with the
original image background. During the pre-processing step, we store the image background so that
it can be later recombined. Some care must be taken to do this in a clean way. A simple overlay
of the obfuscated head onto the original background leaves the possibility for gaps to occur in the
image where the new head no longer covers areas previously occupied by the original head. To fill in
these gaps in a visually realistic manner, we apply Pluralistic Image Completion [212], a GAN-based
approach to facial image in-painting.

Row e of Figure 6.2 shows obfuscated images using the background masking and merging process.
Unlike the obfuscated images in all other rows, the background remains untouched; only the depicted
identity is changed. The pipeline for the process of masking, obfuscation and recombination is
illustrated in Figure 6.3.
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Figure 6.3: Pipeline for the obfuscation process using masking. Step 1: the input image is masked
to separate the head and the background. Step 2: Obfuscation is applied to the masked head.
Step 3: The obfuscated head and masked background are recombined using an in-painting GAN.

6.5 Obfuscation Within a PCA Basis

While image encodings can be directly treated as the sensitive information to be obfuscated, better
utility, can be achieved by instead performing the obfuscation within a PCA basis. Since we employ
distance-generalized differential privacy, we must carefully examine the measure of distance used in
the new basis to ensure that a meaningful level of privacy is achieved. In this section, we explain how
to manage the obfuscation process within a PCA basis and how to efficiently allocate the privacy
budget. We then discuss how to update the training process for our proposed GAN to accommodate
these changes to the manipulation of image encodings such that we retain the ability to generate
realistic obfuscated images.

6.5.1 Proposed Usage of PCA

As discussed in Section 6.1.3, the application of differential privacy within a transformed PCA basis
offers a number of benefits related to the preservation of utility and the management of the privacy
budget. To obtain these benefits, we use the image encodings of our training data to learn a PCA
transformation that is well-suited to the data we aim to obfuscate. When presented with a new
image that requires obfuscation, we then encode it, transform the encoding to the PCA basis, apply
noise, and transform the noisy data back to its original basis. This provides an obfuscated encoding
that has been restored to a representation in its original basis, allowing for it to then be passed
through the decoder as usual to generate the output image. This process is illustrated in Figure 6.4.

Our usage of PCA with differential privacy differs from existing works on two counts. First,
our training data is not private, therefore the task of learning the PCA transformation need not be
done in a differentially private manner in our setting. Second, since we employ a distance-based
generalization of differential privacy, we no longer deal with the concept of query sensitivity and
cannot apply approaches such as [103] to determine the required magnitude of noise within the PCA
basis.

In order to properly control the addition of noise to encodings represented in the PCA basis, we
employ our obfuscation framework (Section 6.3.1) to set up a distance measure and a mechanism
appropriate for the protection of secrets in the form of encodings of facial identities. Let X =
[x1, ...xn] be the representation of an image encoding in the PCA basis. We use the distance measure
defined in Formula 6.11 to interpret distinguishability between the PCA basis encodings. Recall
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Figure 6.4: Pipeline for the PCA training and image obfuscation process. The image obfuscation
process can be seen as an expansion of Step 2 in Figure 6.3.

from Section 6.3.1 that an encoding can be made differentially private by independently adding
Laplace noise to each element of the encoding vector such that the element at the ith position uses

a distribution with a scaling parameter of σi = n(maxi−mini)
ε , where (maxi −mini) is a scaling

factor used to ensure that the range of element is [0, 1]. The element-wise range scaling prevents
features with large ranges from dominating the distance measurement, ensuring each element receives
noise configured to the appropriate magnitude. Furthermore, the use of an L1 distance measure
is well-suited to representations in a PCA basis given that the principal components are linearly
uncorrelated. We provide practical details for the interpretation of the resultant privacy guarantee
in Section 6.6.1.

6.5.2 Privacy Budget Allocation

Beyond determining an appropriate distance measure, allocation of the privacy budget should also
be considered. In a setting where each element of the secret carries roughly equal information, it
is logical to evenly distribute the privacy budget across the elements. However, in the case of an
encoding represented in a PCA basis, the information content of the elements decreases monotoni-
cally, and often quite significantly, from the first element to the last. We can take advantage of this
property by selectively dropping trailing principal components in order to focus the privacy budget
on the remaining components with higher information content.

Dropping components has the effect of reducing the dimensionality of the PCA basis representa-
tion. When data is transformed from the PCA basis back to its original basis, dropped components
are treated as if they had assumed their mean value from the training dataset. For low variance
components, this can have the effect of introducing relatively little error in the data while attaining
perfect privacy protection since the original value of an encoding within the component is entirely
removed form the released data. This is particularly valuable for dealing with components that have
a low variance in relation to their overall range since the range-based scaling used in the config-
uration of the privacy mechanism would likely lead to a scaling parameter much higher than the
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standard deviation of the component. Given that such a high scaling parameter would induce heavy
perturbation of the data, use of the mean value (calculated from a set of low variance points) is
likely to induce a much smaller error on average. As a result, carefully choosing which components
to drop can achieve lower expected error on these components while simultaneously providing them
with perfect privacy. Further to this, the privacy budget that would have been spent on these
components is freed up to instead be spent on components with greater information content.

To guide the process of determining which components to drop, we propose the use of a binary
search. Given a user’s privacy budget ε, the algorithm will search the range of [1, n], where n is the
number of features in the original encodings, to find the best choice for how many of the leading
components to retain. The search is guided by a user-specified threshold on the acceptable ratio of
each scaling parameter used by the mechanism to the standard deviation (within the training data)
of the corresponding component. For example, the user may specify that the scaling parameter
used for each retained element may be at most 1.5 times the standard deviation of its component.
Since the dimensionality of the PCA basis appears in the numerator of the scaling parameters, a
reduction in dimensionality leads to a reduction in the magnitude of required noise. If the ratio
for any of the leading components exceeds the threshold, the privacy budget is spread too thin and
more components must be dropped. If none of the ratios exceed the threshold, the budget can
allow for a greater number of components to be retained. The search terminates when the boundary
between these two cases is found. Recall that the principal components are ordered according to
their explained variance in the training data. This approach therefore determines the selection of
components that retains the maximum explained variance in the data subject to the constraint on
the scaling parameter threshold. We provide the steps in Algorithm 1.

Algorithm 1: Budget Allocation

Input: Encoding size n, Privacy budget ε, Ratio threshold α, Component standard
deviations s1, ...sn, Component ranges (min1,max1), ..., (minn,maxn)

cmin ← 1
cmax ← n
cmid ← d cmin+cmax

2 e
while cmid 6= cmax do

reduce ← False
for i← 1 to fmid do

if cmid(maxi−mini)
ε ≥ αsi then

reduce ← True
break

end

end
if reduce then

cmax ← cmid
else

cmin ← cmid
end

cmid ← d cmin+cmax
2 e

end
return cmid
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6.5.3 Model Training

With the details for the mechanism configuration and budget allocation laid out, we must next
ensure that the GAN is trained to handle encodings that have been accordingly perturbed. As per
the loss functions given in Section 6.4, our training process requires the addition of noise to training
samples in order to teach the decoder how to produce realistic images from noisy encodings. Yet
the addition of noise requires the use of the PCA transformation matrix while the calculation of
this matrix (refer back to Figure 6.4) requires a training set of encodings from the target model. In
short, there exists a circular dependence between the GAN and the PCA transformation. Although
one could first train a model without noise and use this to generate the PCA training encodings,
the model later trained with noise will differ in its learned parameters, rendering the PCA training
data inaccurate with respect to the target distribution of encodings.

To handle this, we propose to compute the PCA transformation matrix at the end of each epoch
of training using a snapshot of the current encoder. The transformation matrix can then be used
during the next epoch of training. During the first epoch of training, we simply forgo the addition
of noise and during each subsequent epoch, we add noise using the most recent transformation
matrix. In this way, the noise-adding process is periodically updated throughout the training period
to reflect the changes in the encoder. This allows for the model to always have access to a reasonable
approximation of how it would currently be used to add noise in practice.

Since the mechanism is intended to allow for a configurable level of privacy based on the user
selected parameter ε, we train the model for a range of different privacy budgets. Each time training
data is sampled, we draw a privacy budget uniformly at random from a range of typical budgets.
This helps to train the decoder for the preservation of utility at different levels of privacy. We
provide more specific details on the training configuration in Section 6.8.2.

6.6 Privacy Interpretation

Although differential privacy offers a formalized guarantee of privacy, the implications of the guar-
antee are not always directly obvious. In particular, the interpretation of the distance-generalized
guarantee we employ, and thus the selection of an appropriate privacy parameter, may be difficult
for most users. In this section, we first provide information on how our privacy guarantee relates to
other applications of differential privacy, one of which provides a bound on the change in knowledge
(regarding the sensitive information) of attackers. We use this to offer some intuition on the meaning
of the privacy guarantee in relation to the choice of ε. We then discuss, in terms agnostic to any
particular method of obfuscation, how sensitive information can leak from portions of images that
are left unobfuscated (e.g., the background of the image) and how an attacker can exploit this.

6.6.1 Differential Privacy Guarantee Interpretation

The differential privacy guarantee in Formula 6.1 provides an upper bound on the allowable difference
between the probabilities of different inputs to the mechanism producing the same obfuscated output.
This allows us to make an assertion that similar inputs have similar probabilities of producing the
same output and are thus difficult to distinguish between. Since this is strictly a property of the
mechanism, it holds regardless of the attacker’s background knowledge. This is a useful property
since it allows for reasoning about the level of privacy in a manner that is largely agnostic to the
attack model. However, this degree of abstraction prevents the calculation of an actual level of
re-identification risk for an obfuscated release. As a result, the privacy guarantee may be difficult
for most users to interpret, making the task of selecting a value for ε rather challenging.
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To help interpret the privacy guarantee, we first highlight a strong parallel between the distance
measure we use and the concept of query sensitivity in standard differential privacy. Recall that

we configure the randomization mechanism using a scaling parameter of σi = n(maxi−mini)
ε for the

ith element of the image representation. The numerator of the scaling parameter acts as a measure
of sensitivity for each element of the image representation, capturing its potential for influence in
the overall distance measure. This serves as a surrogate for the concept of query sensitivity used
in standard differential privacy for databases. Contrast this scaling parameter against that of the
standard Laplace mechanism for databases, σ = ∆F

ε , where ∆F is the query sensitivity. Both scaling
parameters are linear functions of a measure of sensitivity that captures the maximum amount by
which a value can change. They are both, therefore, similarly sensitive to a worst-case interpretation
of how much information could be revealed in the released data.

An important distinction in the interpretation of the distance-based guarantee is that without
any notion of adjacency between secrets, we are considering a worst-case over all possible image
encodings. This is akin interpreting the standard differential privacy guarantee in terms of maximally
distant databases as opposed to adjacent databases. As such, it is important to recognize that the
values of ε applied to our mechanism will have an entirely different meaning than those commonly
seen in differential privacy for databases. It is in fact possible to capture the standard differential
privacy guarantee in the distance-generalized framework by 1), considering the domain of secrets to
be the set of all possible database configurations, and 2) using the Hamming distance between pairs
of databases as the distance measure [27]. Within this setting, the range of the distance measure
is [1, n], where n is the number of records in the database. The privacy guarantee for adjacent
databases corresponds to pairs of secrets at distance 1, a small fraction of the total range of the
distance measure. Although there is no precise correspondence between Hamming distance and our
distance measure, it is clear that the guarantee would be most meaningfully interpreted in terms of
a small fraction of the range of the distance measure.

Moving away from the concept of differential privacy for databases, we can also contrast our
privacy guarantee against that of geo-indistinguishability [12]. Geo-indistinguishability is an ap-
plication of distance-generalized differential privacy to protect location data, using a measure of
physical distance to configure the privacy mechanism. A key intuition in geo-indistinguishability is
that location data is desirable to reveal at an approximate level in order to allow for utility in the
released information. Only pairs of locations that are nearby should remain highly indistinguish-
able. The same notion applies to our setting of facial obfuscation in the sense that distinguishability
between “distant” pairs of of facial identities is acceptable and desirable for the sake of utility. To
help interpret the practical implication of this, we highlight a bound used in geo-indistinguishability
that reveals a limitation on the greatest possible change in the ratio of probabilities for a pair of
candidate locations. We present the bound here, adapted to our context of facial identity in im-
age encodings. Let X be a random variable that represents the unknown (to the attacker) image
encoding to be protected. Let Pr(X ′) be the probability with which an attacker believes X = X ′

prior to seeing the obfuscated release and let Pr(X ′|R) be the probability with which they believe
X = X ′ after observing an obfuscated release R. The distance-based privacy guarantee enforces the
following condition:

Pr(X1|R)

Pr(X2|R)
≤ eεd(X1,X2) Pr(X1)

Pr(X2)
, ∀X1, X2, R ∈ Rn. (6.31)

The usage of this bound is necessarily dependent on assumptions regarding an attack model due
to the use of probabilities representing the attacker’s prior beliefs about the likelihood of candidate
identities. However, we provide an example of a possible scenario. Consider and attacker with
no prior knowledge regarding the candidate identities, thus all prior probability ratios are equal to
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1. Since the guarantee is intended to offer strong protection for similar secrets while allowing for
some distinguishability between distant secrets, we may be interested in representations of image
encodings that are roughly at a distance of 0.01 from each other (recall that the total range of
the distance measure is [0,1]). From our experiments (later shown in Section 6.8), we have found
empirically that ε < 300 offers a strong level of privacy. If we want a formalized interpretation of
these settings, we can apply the bound of Formula 6.31 using a budget such as ε = 200 to find
that the ratio of probabilities representing an attacker’s belief after observation of the obfuscated
information is upper bounded by e200∗0.01 = e2. Similarly, the multiplicative bound obtained for the
guarantee in Formula 6.1, which is agnostic to the assumption made about the attack model, would
also be e2. This is comparable to the implication of the privacy guarantee in standard differential
privacy when ε is set to 2, a common choice in the context of databases.

6.6.2 Contextual Information in Images

Beyond information that is discerned from the obfuscated data, other information will typically be
revealed when an image depicting an obfuscated face is released. It is important to be aware that
the privacy guarantee we provide applies strictly to the obfuscated portion of the image. Since the
face is one of the most identifiable parts of a person, this is often the most crucial part of an image
to be obfuscated. However, when obfuscation is focused only on the face or head in an image, a
great deal of other information is left untouched and can be exploited by an attacker.

The remainder of the body is a prime source of such information. Details such as skin tone,
tattoos, body size and shape, clothing, accessories and more can all be used as queues to help
identify an individual. Even if the head is fully redacted, these pieces of information alone may be
enough to achieve a high degree of re-identification accuracy [159]. The background of the image
can also give away many revealing queues. Information such as natural or man-made landmarks
and signs may help to determine the location of the image. Clocks, the position of the sun or even
the weather may give away the time at which the image was taken. Furthermore, some images may
be released with metadata that directly provides some of these pieces of information. An attacker
possessing background knowledge about cities in which individuals live, or worse yet rough ideas of
individuals’ itineraries, may use this information to narrow down the candidates for an obfuscated
identity.

When an obfuscated image is to be released, the user or data custodian should carefully consider
all potential sources of information that an attacker can exploit. Facial obfuscation is an essential
component for a system of privacy protection but may not always be sufficient by itself. Our
work provides a method of achieving a provably strong level of privacy with respect to the facial
information released but we do not necessarily advocate that this is a comprehensive solution to
privacy protection in sensitive images. Depending on the other information present in the image,
facial obfuscation may be used as one component in a larger system. For example, a method of
obfuscation for bodies [24] could be applied in conjunction with our facial obfuscation.

6.6.3 Information Leakage via Auxiliary Model Inputs

In some generative models of facial obfuscation, such as ours, auxiliary inputs beyond the facial
identity are provided to the model for the purpose of utility. These are inputs such as gender and
facial expression which are considered useful pieces of information that are intentionally conveyed in
the released image. Although some information about the identity is revealed via personal attributes
such as gender, this is considered acceptable and the inputs are otherwise seen as being benign.
However, there exists potential for unintended leakage of information if the auxiliary inputs are
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generated from other machine learning models. Recent work [183] has shown that representations
learned by a neural network model can be re-purposed to perform unintended tasks that reveal
sensitive information about the input data. For example, a binary classifier for gender in facial
images will learn high level facial features that are used to perform the gender classification task. The
representation of these features in the penultimate layer of the network may also reveal information
about other facial attributes such as ethnicity.

The attacks studied in [183] rely on access to an intermediate representation of the model input
prior to its final classification output (i.e., hidden layer outputs). Such intermediate representations
carry significantly more information about the input image than the final output of the model,
which is highly specialized for a particular task. In the context of facial obfuscation, it is strictly
the outputs of the final layer that an attacker could access. Yet, since a typical model enforces no
formalized guarantee on the absence of information leakage in its outputs, it stands to reason that
some minor degree of sensitive information may yet be present. This may occur due to imperfect
disentanglement of features by the model or known bias in the model outputs. We do not study this
aspect of information leakage but leave it as an open problem as to how much of a concern it may
be for facial obfuscation.

We emphasize that this is not something unique to our application of differential privacy for facial
obfuscation. Any method of obfuscation that relies on the use of automated generation of auxiliary
inputs for utility-related objectives has the same potential for information leakage. Although we do
not investigate these, we propose three different approaches to address this concern, should it be
deemed necessary in practice:

• Require manual entry of auxiliary inputs wherever possible. This avoids the potential
for inferences based on knowledge about models that generate the inputs. A practical example
is the use of a user profile that requires entry of desired facial attributes only once and then
applies the attributes each time an image of the user is to be obfuscated.

• Apply differential privacy to the auxiliary inputs. The degree of perturbation can be
configured based on the expected risk associated with the inputs. Our approach to generalized
differential privacy in a PCA basis can be applied to continuous values such as the RingNet
parameters. For categorical values such as facial attributes, the exponential mechanism [135]
could be applied.

• Train a model to only use the image encoding without auxiliary inputs. This ensures
that all sensitive information is subject to the formalized privacy guarantee. In the context
of differential privacy, the degree of utility preserved then becomes entirely dependent on the
configuration of the mechanism.

6.7 Differential Privacy in Pixel-Space

While we have thus far considered the application of differential privacy to the numeric representa-
tions of generative models, it can also be applied directly to the pixel intensities of an image. Such an
approach suffers in the visual quality of the obfuscated images. Noise added in this way is no longer
guided to obfuscate only specific aspects such as identity. Yet, by operating within the pixel-space,
the randomization mechanism can be applied to any image, regardless of what is depicted. This
versatility can be beneficial when obfuscation is required for images that are not readily captured
by available models. For example, it may be desirable to obfuscate signs, license plates or com-
plete vehicles. A pixel-space randomization mechanism provides a means to directly achieve privacy
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protection on any image. Furthermore, since this approach obfuscates all of the visual information
captured in the image, this addresses the concerns of contextual information raised in Section 6.6.2.

Differential privacy via a Laplace mechanism has previously been applied in combination with
pixelization to achieve pixel-space obfuscation [65]. Using an adjacency relation for images based on
a threshold of differing pixels, the privacy guarantee as used for databases was directly applied for
the obfuscation of images. The Laplace mechanism was configured with respect to the maximum
possible difference in pixelized grid intensities between adjacent images. We propose to instead apply
the exponential mechanism (Definition 5) in order to achieve higher utility. We measure utility with
respect to the reduction of a visual quality loss function in the obfuscated output. Since we wish
to obfuscate a sequence of pixels, we represent both the input and the output of the randomization
mechanism as vectors of pixel intensities. Let P be the set of valid pixel intensities (e.g., integers
from 0 to 255) and Pn be the set of potential configurations a sequence of n pixels can take on.
Formally, for any function q : Pn × Pn → R that measures the quality of a given obfuscated output
for a given original instance, the probability distribution over all obfuscated instances of an original
image P ∈ Pn is defined as:

Pr (P ′) ∝ eεq(P,P
′), ∀P ′ ∈ Pn. (6.32)

In practice, we would not use the exponential mechanism to obfuscate a full image in a single
application as this would require the definition of a prohibitively large probability distribution.
Consider, for example, a 100×100 pixel image in a grayscale colour-space having 256 pixel intensities.
This would give 25610000 possible obfuscated instances to be measured with the quality function.
Instead, we propose to apply the mechanism to either small groups of pixels or individual pixels in
an iterative manner until the full image has been obfuscated. For a quality function such as mean
squared error (MSE), there is no downside to obfuscation at the individual pixel level since the
overall measure of loss is simply an average over per-pixel measures. Since MSE is a loss function
rather than a quality function, we take the negative MSE to obtain the quality function to use for
the mechanism implementation.

Another natural choice for a quality measure is the structural similarity index measure (SSIM)
[213]. This provides a human-centric measure of image quality which is designed to match up
with how the human visual system perceives information. SSIM incorporates aspects of luminance,
contrast and structure into a measure that is averaged over a sliding window intended to mimic how
human eyes scan a large area but focus only on local areas. We hypothesize that the use of SSIM
as the quality function could lead to improvements in visual quality in the obfuscated output over
the MSE variant. However, computational complexity is a roadblock for the implementation of an
SSIM variant. The measure is typically taken as an average over applications within an 11 × 11
pixel sliding window. A single application of the window for a colour-space with 256 pixel intensities
requires a probability distribution over 256121 possible obfuscated instances of the window. We
have explored reductions of the obfuscated instances through the application of pixelization to the
image, coarsening of pixel intensity granularities, and modification of the window size. However, the
reductions we explored that ran efficiently did not offer superior image quality to the MSE variant.
We leave the development of an efficient SSIM variant as an open problem.

6.8 Experimental Comparisons

In this section, we present the results of experimental evaluations of our proposed methods of ob-
fuscation and comparisons against other alternatives which also offer a formal guarantee of privacy
in order to gain insight on the performance of our methods in practice. We begin with our proposed

98



implementations of differentially private obfuscation using an AAM and a GNN. We have imple-
mented both differential privacy as well as k-same obfuscation using the same generative models and
compare their performance with respect to privacy and utility over a range of different experiments.
Following this, we turn to a comparison of GAN-based models in which we employ our proposed
GAN coupled with our approach for differentially private obfuscation within a PCA basis. We com-
pare this model against GAN-based implementations of k-same obfuscation and in-painting facial
redaction. Finally, we compare our implementations of the more general pixel-space exponential
mechanisms to the Laplace mechanism [65].

6.8.1 Comparisons Using AAM and GGN-Based Methods of Obfuscation

We begin with a comparison of our proposed AAM and GGN implementations of Section 6.3.3 to
k-same implementations following the designs of k-same-m [82] and k-same-net [136]. We employ
these comparisons to observe the relative performances of differential privacy and k-same obfuscation
in terms of a trade-off between re-identification risk and utility. We additionally test the resilience
of differential privacy against parrot attacks and composition attacks.

Generative Model Training and Datasets

We have implemented AAM obfuscation using AAM-API [185] for model training and generation
of output. For GNN obfuscation, we have built on top of the DeconvFaces [70] network which
implements the concept of up-convolution for the generation of images of input classes [47]. For
both models, we have applied differential privacy as described in Sections 6.3.1 and 6.3.3. For the
k-same implementation in the AAM, we have followed the process of k-same-m [82]. For the GNN,
we have followed the approach of k-same-net [136]. In both cases, we have implemented clustering
as described for k-same-m. This deviates from the use of a proxy gallery as described for k-same-
net. It is important to note that, while a proxy gallery can reduce re-identification risk, it involves
a step that is not captured by the k-same privacy guarantee. Thus, in the absence of a privacy
guarantee that incorporates this detail, we omit the use of a proxy gallery in order to focus our
experiments on the formalized aspects of the privacy guarantees. Similarly, although we have shown
in Section 6.3.4 how a GNN can be used to apply differential privacy to unseen identities, we use
only identities from the training set in our experiments. Deviations from an original identity induced
by the approximation process may lead to a decrease in re-identification risk in a manner that is not
captured by the formal privacy guarantee. We have therefore made these choices in the interest of
comparing strictly the privacy protection achieved due to the formalized aspects of the methods of
obfuscation.

We apply each method of obfuscation to two different datasets - RAFD [112] and KDEF [129].
These datasets provide frontal facial images of subjects wearing same coloured shirts. The use of
same coloured shirts prevents bias in re-identification from the exploitation of information in unique
clothing. The RAFD and KDEF datasets contain images of 67 and 70 subjects, respectively, and
provide a variety of facial expressions. Due to apparent issues with lens exposure in the KDEF
dataset, we have removed two of the subjects from our experiments.

The GNN architecture accepts class vectors for identity and facial expression as input. The
RAFD and KDEF datasets are therefore highly suitable for this network. We have trained the
network for 1000 epochs on each of the datasets to obtain models capable of reproducing these
identities. An example of obfuscated output is shown in Figure 6.5. The AAM has the advantage
of being able to approximate previously unseen identities. To use this in our experiments, we have
trained a model for each dataset using the other dataset (e.g., RAFD as training data for KDEF)

99



with pre-processing to adjust the colour saturation of the training data in order to better match the
target data. Since the training requires annotations of facial landmarks, we have employed OpenFace
[11] to compute high accuracy approximations of the landmarks.

Although we do not employ the GNN approximation of unseen identities in our experiments,
we include an example of some approximations in Figure 6.6 for reference. These approximations
were produced by setting aside 10 identities from the RAFD dataset and training the GNN on the
remaining 57. We then ran a linear program for each of the 10 omitted identities to approximate
them as a weighted sum of the 57 training identities. As the training set is relatively small, we
expect that the quality of the approximation can be improved through the use of larger and more
diverse training sets. We also note that any minor deviations in the approximated identity are not
of great significance since the depicted identity is ultimately to be obfuscated.

Figure 6.5: Obfuscation via the GNN on the RAFD dataset. The top row employs differential
privacy and the bottom row employs k-same obfuscation.

Figure 6.6: Approximation of unseen identities. Original images are shown in the top row with the
corresponding approximations in the bottom row.

Re-identification Risk

To measure re-identification risk, we have employed VGGFace D [161], a deep convolutional neural
network which has been shown to achieve excellent facial identity classification accuracy. This
simulates how an attacker might leverage machine learning models to launch an attack on obfuscated
images. We have trained a separate model for each dataset, using the neutral and sad expressions
for each identity for validation and the remaining expressions for training. Following a later released
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Figure 6.7: Identity classification accuracy for the methods of obfuscation

note about the network training [180], we employ Xavier initialization [78] for the layer weights.
To improve the robustness of the models, we have also augmented the datasets by creating two
additional versions of each image - one with increased contrast and one with decreased contrast.

In our experiments, we generate obfuscated images having a neutral facial expression. We mea-
sure re-identification risk based on the accuracy of the top 1 guesses of the VGGFace network. Given
that differential privacy is a stochastic process, for each combination of a privacy parameter and an
identity to be protected, we have generated 10 obfuscated instances over which we take the average
of the re-identification risk. We measure overall re-identification risk for a given privacy parameter
as the average risk over all individuals in the dataset. Since the k-same approaches are deterministic,
we produce only a single output image per identity and then take the average re-identification risk
over the whole dataset. We additionally measure the baseline identity classification accuracy on the
original (i.e., unobfuscated) data for reference. The results are shown in Figure 6.7.

Under differential privacy, a lower value of ε implies a stronger level of privacy whereas with
k-same obfuscation, a higher value of k implies stronger privacy. The plotted data in Figure 6.7
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shows the expected trend of reduced re-identification risk as the level of privacy, determined by
the respective privacy parameters, is strengthened. In contrast to the typical ε values applied to
differentially private mechanisms for databases, the values used in our experiments may appear
unusually high. The larger magnitude is simply a side-effect of the normalization for the model
vector, resulting in the interpretation of ε on a different scale. Refer back to Section 6.6.1 for
discussion on the interpretation of ε in this context.

It is immediately notable that the AAMs (the red plots in Figure 6.7) are ineffective at privacy
protection, even under severe privacy settings (i.e., low values of ε and high values of k). This is
due to the contextual information outside of the facial contour such as the hair, ears and neck.
In an alternative setting, the obfuscated face could be released on its own (e.g., against a black
background) to prevent leaking this contextual information. While this would greatly improve the
privacy protection, it would omit a great deal of useful information in the image and would lead
to an output that is not very visually pleasing. We expect that in most practical situations, it is
desirable to release a full version of the image. We therefore recommend against the use of AAMs
for obfuscation, at least in a form that does not obfuscate the full head.

The k-same AAM results clearly demonstrate the violation of the k-same privacy guarantee since
the re-identification risk is well above the theoretical maximum of 1

k . We again note that if we only
consider information within the contour of the face, the guarantee is not violated, however, such
a guarantee is not useful in most practical situations. With differential privacy, we maintain a
meaningful privacy guarantee for images that contain such information.

Preservation of Utility

To compare the methods of obfuscation in terms of utility, we focus on the ability to extract use-
ful, non-sensitive information from the obfuscated output. Specifically, we measure classification
accuracy for gender and facial expression in the obfuscated images.

We begin with the popular task of gender recognition [147]. As forms of demographic classifica-
tion may be desirable for data mining purposes, we consider high classification accuracy to reflect
good utility. To this end, we employ a pre-trained model of convolutional neural network for the
classification of gender in facial images [115]. Our intent is to compare differential privacy and
k-same obfuscation in terms of a privacy-utility trade-off. Yet, the two methods of obfuscation use
proprietary privacy parameters which cannot be directly compared as a measure of privacy. We
therefore plot the gender classification accuracy as a function of identity classification error in order
to abstract away from the proprietary privacy parameters.

Given the poor obfuscation achieved by the AAMs, we omit them from this comparison. To
highlight the ability of GNNs to incorporate properties relevant to image utility into the network
architecture, we have also created a modified version of the architecture that preserves gender in
the obfuscated output. To do so, we have created an input layer having two classes that specify
the gender in the image. By training a model with gender labels, it learns to separate features
relevant to gender from those relevant to identity. This enables us to focus obfuscation only on
the features relevant to identity while leaving the gender feature vector untouched. An example of
gender-preserving obfuscation is shown in Figure 6.8. In the interest of a fair comparison between
the methods of obfuscation, we employ the modified architecture both for differential privacy as well
as k-same obfuscation.

The results of the gender classification comparisons are shown in Figure 6.9. From these results,
we see that the basic models for differential privacy and k-same obfuscation (shown by the blue
and red plots, respectively) suffer a degradation in classification accuracy as the level of privacy is
strengthened (i.e., as identity classification error increases). Comparing the gender-preserved models
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Figure 6.8: Gender-preserving obfuscation via the GNN on the RAFD dataset. The top row employs
differential privacy and the bottom row employs k-same obfuscation.

Figure 6.9: Gender classification accuracy for the methods of obfuscation
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to their basic counterparts (shown by the yellow and purple plots), we see a large improvement in the
classification accuracy, suggesting that this is an effective approach for the preservation of specific
properties in the obfuscated output. In some cases, the classification accuracy of the obfuscated
images has surpassed that of the original data. This is a result of the explicit specification of gender
labels in the network input which can lead to obfuscated identities that more prominently display
these features.

Another common task is the detection of facial expressions in images [192]. To compare utility
in this context, we measure the classification accuracy for facial expressions by using pre-trained
neural network models [6] intended for this task. For these experiments, we perform classification
for six expressions: happiness, sadness, surprise, disgust, fear and a neutral expression. As the
pre-trained models have different strengths and weaknesses with respect to their abilities to classify
different expressions, we have employed them in combination to achieve high levels of classification
accuracy on our data. We have found that the best results are achieved by first using the Model-4
[6] architecture trained on the RAFDB [118] dataset to detect disgust, followed by the Model-4
architecture trained on the SFEW [42] dataset to detect fear. If neither of these expressions were
detected, we then take the sum of the two vectors of model predictions and select the highest
prediction as the detected expression. As the models are not trained to detect contempt and give
very poor accuracies for detection of anger in our datasets, we exclude these two expressions from
our experiments.

For each expression, we generate a full set of obfuscated images as described in the experiments
for re-identification risk (Section 6.8.1), providing the expression label as input to the network in
order to apply the chosen expression to the obfuscated output. An example of expression-preserving
output is shown in Figure 6.10. We measure both identity classification accuracy and expression
classification accuracy as the average over all six expressions for each privacy parameter used in both
differential privacy and k-same obfuscation. We then plot the expression classification accuracy as a
function of the identity classification accuracy in order to once again abstract away from the privacy
parameters and compare the utility of the two methods of obfuscation. The results are shown in
Figure 6.11. As with the experiments on gender classification accuracy, when the chosen attributes
are expressly preserved by the network, we observe classification accuracies that exceed the baseline
accuracies measured on the unobfuscated datasets. This is again likely due to the network displaying
the relevant features more prominently than the original images, making the task of the classification
network easier. In these experiments, differential privacy (shown by the blue plot) generally shows
better utility than k-same obfuscation (shown by the red plot).

Across both utility experiments, the overall comparison between the information preserved in
differential privacy and k-same obfuscation appears to be inconclusive in these results. Some exper-
iments show better results for differential privacy while other experiments show better results for
k-same obfuscation. The k-same results are also more difficult to assess given the sporadic nature
of the plots. This is likely due to changes in clusters between each level of obfuscation which can
greatly impact classification accuracy. It is clear that the utility is also data-dependent given the
variations in the results seen on the two datasets. Notably, many subjects in the KDEF dataset,
including some males, have long hair whereas all subjects in the RAFD dataset have short hair. The
males with long hair in KDEF may have contributed to the lower gender classification accuracy.

Parrot Attacks

Methods of k-same obfuscation are resistant to parrot attacks as a direct consequence of the pro-
cess of obfuscation. Differential privacy, due to its resistance to breaches via post-processing of
obfuscated data, similarly possesses a theoretical resistance to parrot attacks. Yet, the implications
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Figure 6.10: Expression-preserving obfuscation via the GNN on the RAFD dataset. The top row
employs differential privacy and the bottom row employs k-same obfuscation.

Figure 6.11: Facial expression classification accuracy for the methods of obfuscation
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of parrot attacks in practical terms are less clear. A standard classification network applied to
images obfuscated via differential privacy is unlikely to perform as well as it could if it exploited
public knowledge about how randomization mechanisms function. An attacker could instead train
a classification network for facial recognition using instances of (differentially private) obfuscated
images as the training set. In this way, the network might achieve higher classification accuracy
than a network trained on unobfuscated instances as it has learned to better identify features in
the presence of noise. Yet, differential privacy is a stochastic method of obfuscation, so beyond
the presence of noise and its approximate magnitude, there is little the network can learn in terms
of predictability of differentially private output. We therefore hypothesize that a sufficiently high
degree of noise induced by a differentially private mechanism can render the practical implications
of a parrot attack negligible.

To observe the degree to which re-identification risk is impacted on differentially private output
by parrot attacks, we have trained the VGGFace network for classification of obfuscated instances
at specific privacy parameter (ε) values. This requires training a separate model for each privacy
parameter value on each dataset. We then compare the classification accuracy achieved by the
parrot attacks (shown by the red plot in Figure 6.12) to the accuracy of the models trained on the
unobfuscated instances (shown by the blue plot in Figure 6.12). At high values of ε, there is an
increase in classification accuracy for the parrot attacks as the network has become better suited
to ignoring small amounts of noise. However, as the value of ε decreases, the gap rapidly closes
and the trend reverses (at roughly ε = 300 for the datasets we have employed), with the parrot
attack showing lower classification accuracy than the model trained on unobfuscated data. This is
likely due to the higher magnitude of noise destroying many of the useful patterns that the network
otherwise learns in the training data. As a result, we expect that for reasonable configurations
of privacy parameters that would be used in practice, parrot attacks would provide little, if any,
advantage to an attacker.

Figure 6.12: Identity classification accuracy for a parrot attack

Composition Attacks

One of the key advantages that differential privacy provides over k-anonymity is the property of
secure composition, which ensures that the privacy guarantee is never violated in the scenario of
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uncoordinated releases of sensitive data. To demonstrate the resilience of our proposed method
of obfuscation against composition attacks, we simulate such an attack and measure the identity
classification accuracy for both our implementation of differential privacy and k-same obfuscation.

We consider a scenario in which an image is uploaded to two different platforms, each of which
apply facial obfuscation in an uncoordinated manner. Through observation of the non-obfuscated
portions of the image (e.g., the background of the image), an attacker could determine that the two
obfuscated images originally depicted the same individual, enabling them to perform a composition
attack. To simulate this, we split a dataset into two subsets of equal size. We select the subsets
such that they have a non-empty intersection but also contain many identities that are not found in
the other subset. We then train a generative network model on each of the subsets of individuals.
This provides us with two models which have some identities in common but which will obfuscate
those identities in different ways due to having been trained on differing subsets. These models
represent two organizations which will perform obfuscation in an uncoordinated manner. We then
use the models to obfuscate only the identities that are present in both subsets. The two obfuscated
images produced for each identity represent the two images that an attacker would examine in a
composition attack.

As the RAFD and KDEF datasets are too small to achieve any reasonable diversity of identities
once they are further reduced to subsets, we combine both datasets together and draw the subsets
from the combined dataset. To mitigate bias in identity classification from differences in the con-
trolled settings of the two original datasets, we first crop all images to capture only the faces and
then adjust the saturation and contrast of the images to match more closely. From the combined
dataset of 135 individuals, we select 50 individuals to be shared across both subsets and split the
remaining individuals evenly between them. We match the male to female ratios of both subsets to
the full set of images but otherwise select the individuals for each subset at random.

To perform a composition attack on a pair of obfuscated images, we first provide both images as
input to the VGGFace network and add together the two resultant vectors of prediction values for the
full set of identities. For k-same obfuscation, we then take the intersection of the identities from each
cluster used by the two models during obfuscation and select the identity within this intersection
that has the highest prediction value from the summed vectors. In practice, an attacker will not
necessarily know the exact identities used in each cluster with certainty but could likely determine
them with reasonable accuracy by taking the top k predictions from their facial recognition network
on each of the obfuscated images. By using the exact identities in our experiments, we effectively
test the worst-case scenario.

When launching a composition attack against differentially private output, the attacker no longer
has the concept of clusters of identities to use to their advantage. The original image may have
depicted any of the potential identities. The attacker may still use the two images to increase the
accuracy of their prediction but the additional information does not provide them with any means to
violate the differential privacy guarantee. To simulate an attacker using the additional information
in this context, we select the highest prediction value from the summed vectors of predictions for
each pair of images. Since we generate ten instances of obfuscated output for each identity, we
average the prediction accuracy over all ten pairs of images for each identity.

The results are shown in Figure 6.13, comparing the re-identification risk in each method of
obfuscation for a single obfuscated image (shown by the blue plot) to the risk from a pair of images
on which a composition attack has been performed (shown by the red plot). With the k-same obfus-
cation, we observe a significant increase in re-identification risk which greatly exceeds the theoretical
maximum value of 1

k . This clearly demonstrates a violation of the k-same privacy guarantee. With
differential privacy, we also observe an increase in re-identification risk, as would be expected due
to the additional information provided to the attacker, however, the property of secure composition
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ensures that the privacy guarantee is preserved. Furthermore, the gap between the single image re-
identification risk and composition risk is less significant on the differentially private images than the
k-same images, and becomes marginal at high levels of privacy (e.g., when ε < 300 in Figure 6.13).
Since privacy parameters that are conducive to a high level of privacy would typically be selected
in most realistic scenarios, we expect that the degradation in privacy due to multiple instances of
differentially private output being distributed in practice would be minimal.

Figure 6.13: Identity classification accuracy for a composition attack

6.8.2 Comparisons Using GAN-Based Methods of Obfuscation

We now turn to a comparison of GAN-based methods of obfuscation. Here, we have implemented
our proposed GAN of Section 6.4 combined with our approach to PCA-basis obfuscation of Section
6.5. Unlike the methods of obfuscation compared in Section 6.8.1, our GAN-based approach to facial
obfuscation is able to handle a much more varied distribution of input images. In these experiments,
we no longer restrict ourselves to highly constrained datasets, allowing instead for variation in aspects
such as pose and image background content. We begin by providing the training details used for
our model and the experimental setup. We then give an empirical evaluation of the level of privacy
obtained through our model over a range of potential choices for the privacy budget ε. Lastly, we
provide a comparative evaluation against GAN-based implementations of k-same obfuscation and
in-painting facial redaction in terms of a trade-off between re-identification risk and measures of
utility.

Training Details

We train our model using the CelebA [126] dataset, a collection of 202,599 images annotated with
various facial attributes. We align the training images using HD CelebA Cropper [130] and generate
pose parameters using RingNet [173]. We normalize the pose parameters such that the training
annotations have zero mean and unit variance.

To prevent the preserved vector of facial attributes from leaking too much information, we choose
only to keep the attributes for gender. Following AttGAN, we uniformly perturb the facial attributes
to generate the modified vector b = [b1, ..., bm] given to the decoder during training. To generate
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the perturbed vector of pose parameters q = [q1, ...qk] we draw from a normal distribution using the
original vector p as the location parameter and a scaling parameter of 1. We follow the AttGAN
configuration of hyperparameters with the exception of λclsg which we reduce to 1 due to the reduced
number of attributes, and λrec which we increase to 200 for better preservation of visual quality when
dealing with noisy encodings. We set our additional objective coefficients of λposer and λposeg to
3 and 30, respectively. We have selected these values through experimental tuning to determine a
configuration that achieves a reasonable trade-off between the various objectives.

When adding noise to the image encodings during training, we randomly draw a value of ε for
each batch of images using a uniform distribution over the range [100,1000]. We use a threshold of
1.3 for the ratio of mechanism scaling parameters to standard deviation values. This exceeds the
ratio of 0.9 that we use at the time of obfuscation in order to ensure that the model is trained to
easily handle this magnitude of noise. If any elements of the noisy encodings fall outside of the
range of values observed in the training data, we remap the out-of-bounds values to the boundary
of the range. This is done to better preserve visual quality in the obfuscated images by restricting
the encodings to remain closer to the distribution learned by the model.

Experimental Setup

We aim to investigate three measures of success in the images obfuscated by our approach: 1) privacy,
2) visual quality, and 3) utility. To measure privacy, we use FaceNet [174], a neural network that has
reported excellent results in the classification of facial identities. To measure visual quality, we use
SSIM [213], a measure of structural similarity between images which is inspired by principles of the
human visual system. Lastly, to measure utility in terms of preservation of specific information, we
employ a neural network trained for the task of gender classification. For this, we use the DeepFace
[176] framework which implements the DEX [169] gender classification model.

We run our experiments on the FaceScrub [148] dataset, a collection of unconstrained setting
images across 530 different identities. Since not all identities have the same number of images we
take 50 images per individual to avoid bias due to over or under-representation of some individuals.
This leaves us with 506 identities which meet the minimum image requirement. We split the data
using 40 images per identity for training FaceNet and the remaining 10 for testing the obfuscation.
For all experiments, we pre-process the data with an identical process to that used for our training
data, using Dlib [106] to generate the facial landmarks that are needed for the alignment process.
In order to obtain the facial attribute annotations needed by our model, we use our classification
network to generate the annotations.

We compare our proposed method of obfuscation against two alternative approaches which also
offer a formalized privacy guarantee: k-same obfuscation and in-painting. We have implemented
k-same obfuscation within the encoding space of our trained model using the clustering algorithm as
specified for k-same-m [82]. As such, our implementation of k-same obfuscation gains all the benefits
of our proposed GAN architecture and serves as a comparison strictly between the formal privacy
guarantees of differential privacy and k-same obfuscation. For obfuscation via in-painting, we use the
publicly available pre-trained DeepPrivacy [102] model. A visual comparison of obfuscated output
from each of these methods is shown in Figure 6.14.

During obfuscation, should any of the elements in the encodings of the test images fall outside of
the bounds defined by the encodings of our training data, we remap the out-of-bounds elements of
the testing encodings to boundary of the training data range. This step ensures that the encodings
are suitable for the distance measure that we use. The configuration of the mechanism is based on the
assumption that we know the range of each element in the encoding in order to appropriately scale
the magnitude of the noise applied to the elements. However, in practice, we can only approximate
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Figure 6.14: Examples of output images from the three methods of obfuscation applied in our
experiments. The top row shows our proposed method of differentially private obfuscation using
ε = 200. The middle row shows the in-painting approach of DeepPrivacy. The bottom row shows
k-same obfuscation using k = 5. Only one obfuscated image per identity is shown for k-same as it
is a deterministic process.

the range using our training data. The adjustment of out-of-bounds values in the test data ensures
that all encodings we encounter in practice conform to the assumed range. With a sufficiently
large training set, occurrences of new encodings with out-of-bounds elements are unlikely to be
common. Furthermore, any adjustments made in this way will have only a minor impact on the
original encoding and thus a negligible impact on the obfuscated output given that noise is to be
subsequently added regardless. After the application of noise to the encoding, we perform the same
process of adjusting out-of-bounds values as described for the handling of noisy training encodings.

Re-Identification Risk

We begin with an evaluation of the impact the privacy budget ε has on re-identification risk. To cal-
culate the level of re-identification risk, we pass obfuscated instances of images to a trained FaceNet
model and take the average identity classification accuracy over all instances. Since differentially
private obfuscation is stochastic, we generate 3 obfuscated instances per test image. We plot the
accuracy as a function of ε to provide empirical results on the level of privacy attained at various
choices of the privacy parameter.

We use FaceNet to execute a parrot attack on the obfuscated images, training a different model
for each value of ε we test in order to exploit the ability of a classification network to learn patterns
in methods of obfuscation. To do so we take the set of training set of images for FaceNet and pass
them through the obfuscation process (configured with the targeted value of ε), again generating 3
instances per image. The obfuscated output is used to train the FaceNet model such that it learns
to classify images subject to the targeted obfuscation as best as it is able.

The results are shown in Figure 6.15. The baseline classification accuracy achieved by FaceNet
on the unobfuscated testing set is 92.6%. We do not show the other methods of obfuscation in this
experiment since they cannot be plotted as a function of the privacy parameter used by our method.
To provide a meaningful comparison against the other methods, the subsequent experiments examine
the methods of obfuscation in terms of a privacy/utility trade-off.
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Figure 6.15: Results on the impact of the privacy budget ε on re-identification risk. Identity classifi-
cation accuracy is plotted as a function of ε. Recall from Section 6.6.1 that the multiplicative bound
in the differential privacy guarantee is given by eεd(X1,X2) where the distance d(X1, X2) between
a pair of identities represented by X1 and X2 is most meaningfully interpreted in terms of nearby
identities (e.g., at distance 0.01).

The plotted values in Figure 6.15 show a significant drop in classification accuracy from the
baseline. This demonstrates the ability of our proposed method of obfuscation to provide a strong
level of privacy, even when subjected to a parrot attack. Although the classification accuracy does
not drop as low as that of random guessing, this is to be expected if the mechanism is to retain useful
information in the obfuscated output. The intention with differential privacy is not to guarantee
that no identifiable information is leaked but rather to limit the distinguishability of the released
information. Therefore, some of the released information can naturally be exploited by the parrot-
trained classification model. However, the degree of success the model achieves at classification is
greatly hampered, as we have shown empirically.

Visual Quality

We next turn to the goal of preservation of visual quality in the obfuscated images. The measure
of SSIM can be used to determine the similarity of an obfuscated image to its original instance. A
measure of 1 indicates identical images whereas a measure of 0 indicates no structural similarity,
therefore, higher values imply better visual quality. We plot the average SSIM over all obfuscated
instances as a function of identity classification accuracy. This allows us to compare the methods
of obfuscation in a manner that abstracts from approach-specific privacy parameters. The resulting
plots can be interpreted as a representation of the trade-off between privacy and visual quality where
high SSIM with low classification accuracy is desirable.

Each plotted data point is the result of applying a method of obfuscation with a particular
privacy parameter configuration. For differential privacy, we apply a range of from 100 to 1000 in
increments of 100 for the privacy budget. For k-same obfuscation, we apply values of 2, 3, 4, 5,
10, 20 and 50 k. Unlike differential privacy and k-same, DeepPrivacy has no configurable privacy
parameter. Therefore, rather than producing a plot, it produces a single point of data. For each
method of obfuscation, we calculate the identity classification accuracy when subjected to a parrot
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Figure 6.16: A comparison of the trade-off between visual quality and re-identification risk. SSIM
is plotted as a function of identity classification accuracy. There is only a single data point for
DeepPrivacy since it has no configurable privacy parameter.

attack.
As the approach of DeepPrivacy is stochastic in nature, we generate 3 obfuscated instances per

test image as with differential privacy. Since k-same is deterministic, we generate a single obfuscated
instance per test image. Due to a requirement of k-same obfuscation for each identity to appear at
most once in the set of images to be obfuscated, we partition the k-same testing set into 10 subsets,
each of which contains a single image of each identity. These galleries are then further subdivided
based on equivalence classes for the gender attribute. This is necessary to ensure that clusters do not
contain images from different equivalence classes as this would directly violate the k-same guarantee
given that the obfuscation GAN is designed to reveal these attributes.

The results are shown in Figure 6.16. Unsurprisingly, DeepPrivacy (shown by the red point)
offers the highest level of SSIM in its obfuscated output, but at the cost of having the highest re-
identification risk, since it modifies only a tightly cropped area containing the face rather than the
whole head. In contrast, obfuscation via our proposed GAN modifies the hair, forehead, ears and
neck as well. Furthermore, unlike DeepPrivacy which aims to match the new face to the unmodified
facial contour, our GAN is able to make adjustments in skin tone. This leads to lower similarity to the
original images and thus a lower SSIM score. However, the greater degree of modification is critical
in achieving a sufficient level of privacy in the obfuscated output. A classification network trained
for a parrot attack is able to recognize that the outer contour of the face remains invariant under
tightly-cropped facial redaction and will thus focus on the features in the contour when attempting
to classify identities. This is witnessed by the significantly higher identity classification accuracy
measured for DeepPrivacy compared to the other methods of obfuscation. We argue that the drop
in visual similarity to the original images under the more thorough modification of our GAN is a
necessary sacrifice in order to achieve a reasonable degree of privacy.

The methods of differential privacy (shown by the blue plot in Figure 6.16) and k-same obfusca-
tion (shown by the orange plot in Figure 6.16) appear to follow a similar trend to each other in the
trade-off between re-identification risk and visual quality, likely due in part to the use of the same
GAN for the generation of the output images. However, differential privacy demonstrates a slightly
better trade-off.
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Figure 6.17: A comparison of the trade-off between utility and re-identification risk. Gender classi-
fication accuracy is plotted as a function of identity classification accuracy. There is only a single
data point for DeepPrivacy since it has no configurable privacy parameter.

Utility

Beyond the generation of images with high visual quality, we also aim to preserve specific features in
the obfuscated images. Here, we test for the ability to preserve the depicted gender. The FaceScrub
dataset provides a gender label for each image and has an equal number of male and female identities.
Using these labels as the ground truth, we measure the gender classification accuracy and plot this as
a function of identity classification accuracy. Low identity classification accuracy with high gender
classification accuracy is desirable. The results are shown in Figure 6.17. For reference, we include
the baseline gender classification accuracy on the unobfuscated set of test images.

Differential privacy and k-same obfuscation show a very similar trend in the preservation of gen-
der. Beneath 3% identity classification accuracy, there is a slight drop-off in the gender classification
accuracy for differential privacy. This is due to the fact that as the level of privacy is increased,
the degree of noise required for differentially private obfuscation also increases, leading to greater
modifications in the depicted identity. However, the gender classification accuracy remains very close
to baseline accuracy regardless. Both methods of obfuscation in fact provide accuracy above the
baseline for most of the plotted points. This is due to the attribute preservation training objective
of the GAN which aims to produce output images that clearly depict the specified attributes.

In contrast to the methods which use our GAN, DeepPrivacy obfuscation suffers from a significant
drop in gender classification accuracy. This is due to the fact that it does not use auxiliary inputs
to selectively preserve certain types of information as we do in our proposed model. While methods
of in-painting could be extended with such inputs, this would likely further exacerbate the issue of
high identity classification accuracy.

Discussion

As demonstrated through our experimental results, our proposed GAN is able to achieve a favourable
trade-off between privacy and utility. Contrarily, the approach of redaction and in-painting used by
DeepPrivacy falls short in the ability to sufficiently hamper re-identification risk. Without a config-
urable privacy parameter, methods of in-painting have no means to further reduce re-identification
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risk aside from widening the area of redaction. This type of all-or-nothing approach does not lend
itself well to balancing privacy with utility.

The comparison between differential privacy and k-same obfuscation demonstrated comparable
levels of utility from the two methods of obfuscation. Empirically, the two methods appear to perform
very similarly when using the same GAN. Yet, differential privacy achieves stronger protection than
k-same obfuscation against composition attacks, as shown in Section 6.8.1 and is better suited
for protection against inferences in more practical scenarios where an attacker is likely to exploit
background knowledge. Given the stronger theoretical properties of differential privacy combined
with comparable levels of utility to k-same obfuscation, we propose that our method of obfuscation
offers a better overall privacy-utility trade-off.

6.8.3 Privacy-Utility Trade-offs in Pixel-Space

Lastly, we compare our proposed use of a pixel-space MSE exponential mechanism to an existing
implementation [65] of a Laplace mechanism in pixel-space. The original implementation of the
pixel-space Laplace mechanism used a neighborhood size parameter to assist users in choosing an
appropriate value for ε. In our experiments, we set the neighborhood size to a fixed value. This has
no impact on the performance of the mechanism other than modifying the range of appropriate ε
values needed to achieve desired levels of privacy. As the work in [65] proposes the combination of
pixelization with differential privacy, we incorporate pixelization into our experiments as well. We
test both mechanisms under three different pixelization settings: 4 × 4, 2 × 2, and 1 × 1 (i.e., no
pixelization). As it is known that blurring a pixelized image can improve the ability of humans to
recognize the image content [90], we additionally test versions of the images that have been blurred
as a post-processing step after obfuscation has been applied. Recall that post-processing cannot
impact the differential privacy guarantee [56]. However, this does not preclude the possibility of an
impact on both re-identification risk and utility.

Given the pronounced visual modifications induced to the images through the application of
noise in pixel-space, we apply the parrot attack concept of training a neural network for each level
of obfuscated output. A network trained only on clean instances of images would be unable to cope
with high levels of pixelization and noise, and would thus indicate overly optimistic levels of privacy.
To this end, we employ a network architecture (A.4 of [134]) which has been previously used in the
context of defeating pixelization via parrot attacks and has also been used to test the pixel-space
Laplace mechanism [65].

We begin by investigating the impact of blurring obfuscated images on re-identification risk. We
plot re-identification risk, measured as the accuracy of the facial identification network, as a function
of the privacy parameter ε. In Figure 6.18, we show plots for blurred and non-blurred obfuscated
images generated from the exponential and Laplace mechanisms at various levels of pixelization. The
blur operation seems to have little, if any, impact on the network accuracies. For each mechanism
variant, both the blurred and original versions are within a few percent accuracy of each other with
no clear pattern for one being consistently better across all variants and privacy parameters. The
minor differences can likely be attributed to the stochastic natures of the network training process
and obfuscation process combined with relatively small training datasets. We hypothesize that the
neural network is able to sufficiently learn any patterns present in the data to achieve on its own
the same benefits that blurring presents for humans.

We next study the utility of the obfuscated images, measured in terms of MSE and SSIM, as
a function of ε. The results are shown in Figure 6.19 where we plot the utility measures for the
mechanism variants, again for both blurred and non-blurred obfuscated images. The differences in
utility between the blurred and non-blurred images are significant. In all instances, blurring the
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Figure 6.18: Comparison of the re-identification risk for blurred vs non-blurred obfuscated images
at three different pixelization settings.

images provides a large improvement in utility for both measures. These measures are calculated
directly on the pixel intensities of the obfuscated images and therefore are able to benefit greatly
from the effect of the blur.

Given the improvements in utility for the blurred images, we use only blurred images when
comparing the privacy-utility trade-offs of the mechanisms. Given that the re-identification risk is
impacted by other factors than the privacy parameter, such as the level of pixelization, we plot
utility as a function of re-identification risk in order to directly compare the mechanism variants.
The results are shown in Figure 6.20. Interestingly, the lower levels of pixelization show a much
more favourable trade-off in the context of SSIM and a similar trend can be seen at high levels of
privacy (e.g., above 95% identity classification error) for MSE. We expect that this is due to the
neural network’s ability to counteract much of the effect of pixelization via the parrot attack. As
the experiments of [65] only considered re-identification risk and utility in isolation from each other,
this result was not apparent from their experiments. We therefore recommend that pixelization is
not used in combination with differential privacy. Rather, the randomization mechanism should be
directly applied to the image in its original resolution.

With respect to the SSIM plots of Figure 6.20, the exponential mechanism consistently achieves
a large improvement in utility over the Laplace mechanism. The exponential mechanism also out-
performs the Laplace mechanism in terms of the MSE plots of Figure 6.20 at high levels of privacy.
While the Laplace mechanism provides a better trade-off for MSE at lower levels of identity clas-
sification error, the loss in privacy may not be desirable in practice. Based on these results, the
exponential mechanism without pixelization provides the best overall trade-off. If one is strictly
interested in reducing MSE at moderate levels of privacy, use of some pixelization with the expo-
nential mechanism may be beneficial. However, given that SSIM is generally accepted as a better
measure of visual quality, our recommendation is to apply the exponential mechanism without the
use of any pixelization.
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Figure 6.19: Comparison of the utility for blurred vs non-blurred obfuscated images at three different
pixelization settings.

Figure 6.20: Comparison of utility as a function of re-identification risk for blurred obfuscated images
at three different pixelization settings.
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6.9 Future Work

As the field of machine learning, and more specifically the study of GANs, is advancing rapidly, we
expect that greater preservation of visual quality and utility in the obfuscated images can be at-
tained by applying our methods to cutting-edge architectures and training methodologies. Improved
handling of extreme variation in pose could also be achieved through the augmentation of the model
training data with samples that capture a more balanced distribution over such types of variation.
Furthermore, the investigation of alternate privacy budget allocation schemes within the PCA basis
may prove fruitful in achieving improved privacy-utility trade-offs.

Investigation into the variability of non-sensitive that is not explicitly preserved by the generative
model employed for obfuscation may also be of interest. For instance, if perceived age is later deemed
important for data mining or data analysis purposes but was not set out as a preservation goal at
the time of obfuscation, one may wish to know by how much the depicted age is expected to vary.
Similarly, the impact of bias in the training data on the preservation of such unspecified attributes
would be valuable to know in some circumstances.

We have also raised a number of important privacy considerations in Section 6.6 which are worth
investigating. By using our framework and adapting our proposed GAN architecture and training
details to other models, one could explore the potential to obfuscate different types of information
in images such as the full body of individuals. We have also provided discussion on the potential
for leakage of information via the auxiliary inputs to generative models applied for obfuscation.
An investigation into more precise theoretical and practical implications of this potential risk could
provide valuable insight into the design of appropriate methods of obfuscation.

Lastly, further study of our proposed measure of distance for the generalized privacy guarantee
may help to better develop the intuitive understanding of the practical implications of our proposed
method of obfuscation. Investigation into the distribution of distance measures over a sample popu-
lation may provide insight on how to interpret distances in practice, allowing for users to make more
informed decisions regarding their selection of the privacy parameter ε.

6.10 Summary

In digital images depicting faces, privacy is often a concern. A method of facial obfuscation should
offer a provable guarantee of privacy while preserving utility in the obfuscated images. We have
identified shortcomings in existing methods of facial obfuscation and have proposed the application
of differential privacy to generative models as an alternative. We have developed a framework that
provides a meaningful privacy guarantee for such models and we have derived the configuration of
a Laplace mechanism that can achieve this privacy guarantee. Our proposed approach provides a
strong guarantee of privacy while allowing for the generation of photo-realistic obfuscated images
which preserve desired types of information such as the original pose and gender depicted in the
input image.

We have provided implementation details for the application of our proposed mechanism to a
variety of generative models, focusing on the design of a GAN which is able to provide a high degree
of utility in the obfuscation images. Further to this, we have shown how to apply PCA to control
the application of noise, allowing the privacy budget to be spent in an efficient manner. To assist in
the practical application of our work, we have provided details on the interpretation of the privacy
guarantee that we achieve. To then broaden the applicability of our work, we additionally propose
a more general pixel-space mechanism for the obfuscation of any image (i.e., not restricted to facial
images).
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We have provided a wide range of experimental comparisons between implementations of our
proposed approaches and other methods of facial obfuscation which also offer formal guarantees
of privacy. Through these comparisons, we have demonstrated the resilience of differential privacy
against parrot and composition attacks. Furthermore, we have shown that our implementations
achieve a strong level of privacy protection while preserving favourable levels of utility in the obfus-
cated images. The results of these comparisons confirm that we provide a privacy guarantee that
addresses the theoretical deficiencies of the k-same guarantee while simultaneously achieving higher
levels of utility than other formalized approaches to facial obfuscation.
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Chapter 7

Conclusions

Data collection and dissemination are activities which have become indispensable given the numer-
ous benefits derived from the processing and analysis of rich datasets. This trend spans across the
domains of socio-economic data, health care data and even datasets of facial images, among many
others. Yet, the acquisition of such benefits comes paired with the potential for infringement on
personal privacy. Often, datasets contain sensitive information that can be associated with specific
individuals. The disclosure of links between sensitive information and identities constitutes a breach
in privacy which is evidently undesirable from the perspective of the individuals to whom the data
pertains. Such breaches must be carefully studied and accordingly mitigated for a range of reasons
spanning from the preservation of participant confidence in the management of data collection to
compliance with respect to laws and regulations. Yet, the requirement to protect sensitive infor-
mation is at odds with the intent to obtain useful datasets. These conflicting goals have driven a
diverse field of study referred to as privacy-preserving data analysis.

The work in this thesis falls within the domain of differential privacy, a disclosure control method
which provides a formal guarantee of privacy with respect to information released via a random-
ization mechanism. Such mechanisms can broadly be interpreted as stochastic functions which add
controlled noise to dataset query responses in order to limit the distinguishability between potential
configurations of the underlying sensitive data which was queried. Our work is split into two major
topics. In the first, we study the design of range-adherent differentially private mechanisms. This
work is motivated by the potential to improve the utility of noisy mechanism responses by ensuring
they adhere to the range of the query which was posed. We develop two main types of mechanisms
to this end: truncated normalized Laplace mechanisms and range-constrained linear programming
mechanisms. We assert adherence to the differential privacy guarantee through the underlying design
of the mechanisms and demonstrate improvements in utility over other range-adherent alternatives
through experimental comparisons.

The second major topic of the thesis covers differentially private obfuscation of facial images
via generative models. Our aim in this work is to provide a formal guarantee of privacy regarding
facial identity while generating realistic obfuscated images which preserve desired visual informa-
tion such as the depicted pose and gender in the input image. We propose a framework to apply
distance-generalized differential privacy to the encodings of images within generative models. This
enables us to achieve a differentially private guarantee while producing visually realistic images via
the generative models. To preserve a high degree of utility in the obfuscated output, we propose
design details for a generative adversarial network tailored to our setting and couple this with an
application of principal component analysis used to efficiently control how the privacy budget of the
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randomization mechanism is spent. Through experimental comparisons against other methods of
facial obfuscation which also offer formal guarantees of privacy, we demonstrate that our proposed
approach is able to provide more favourable privacy-utility trade-offs.
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