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Abstract

Grid Computing has emerged as a new paradigm for distributed computing. It 

promotes sharing o f distributed resources that may be heterogeneous in nature and 

enables scientists and engineering professionals to solve large scale computing problems. 

W ith grid computing, businesses can efficiently utilize computing and data resources and 

com bine them for large capacity workloads. The primary benefit o f  grid computing is the 

ability to coordinate and share resources.

To maximize the benefits o f grid computing, it is essential to be able to discover 

the resources available on the grid, and also be able to map the jobs to the resources most 

effectively to maximize the given objective function. In computational grids, the problem 

o f  resource discovery and mapping (matching and scheduling) o f jobs to resources is 

really challenging due to the large number o f resources, resource heterogeneity and 

variation in resource attributes such as CPU load, network bandwidth etc. This research 

focuses on the problem of dynamic matching o f jobs to resources in a computing grid. 

The state of the art resource discovery and dynamic mapping policies are studied in 

detail. Most o f  the mapping policies assume complete knowledge about the 

characteristics o f  jobs and resources while making an allocation decision. However, this 

may not be feasible in reality. This research introduces dynamic matching policies based 

on job  classes, which match jobs to resources on a grid without any detailed knowledge 

about the characteristics o f jobs and resources. Under a variety o f different workload 

parameters they demonstrate a performance comparable to or better than the minimum 

completion time mapping heuristic that is based on exact a priori knowledge o f job and 

resource characteristics.
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Chapter 1: Introduction

1.1 Background

The concept o f grid first emerged in mid-1990s. However, it was only around 

2000, that grids moved beyond the domain o f the research community and different 

organizations started adopting the grid to support various computing applications. Today, 

use o f  grid computing can be seen in larger businesses, for demanding applications and 

department specific processes [31].

The term grid was coined as an analogy with the power grid. The power grid is 

responsible for supplying consistent, dependable, and transparent access to an electrical 

supply. Likewise, grid computing is intended to provide an equally consistent, 

dependable, and transparent collection o f computing resources.

The grid denotes a distributed computing infrastructure for advance science and 

engineering [13]. Within organizations grids support scientific and technical computing 

applications. Grid Computing provides direct access to computers, software, and storage 

devices. Conventional networks focus on communication among devices. “The vision o f  

grid computing is to virtualize computing, with the goal o f  creating a utility computing 

model over a distributed set o f resources” [36], A stand-alone computer comprises o f  

elements like a processor, storage, operating system, and I/O. The concept o f grid 

computing is to create this environment on a large scale in a distributed area. Similar to a 

processor, storage, operating system, and I/O in a computer, a grid comprises of servers, 

storage devices, and networks. The software responsible for coordination of various

elements participating in the grid is similar to the operating system in a computer.
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Ian Foster, head o f  the Distributed Systems Laboratory at Argonne National 

Laboratory, has given a simple three-point checklist to define a grid [17]. He has defined 

a grid as a system that,

1. “Coordinates resources that are not subject to centralized control.”

2. “Uses standard, open, general-purpose protocols and interfaces.”

3. “Delivers nontrivial qualities o f service.”

In other words, grid computing is a way to share computing resources within and 

among organizations. The resources in a grid m ay be identified as computational 

resources, storage resources, network resources, and code repositories [13], The resources 

are a part o f  a “virtual organization” [15], which may comprise o f several individuals and 

institutions. The resources in a virtual organization are connected via a network (possibly 

the internet) and may be owned by different organisations or individuals and are shared 

under locally defined policies. The policies define who is allowed to share what and 

under what conditions. The middleware layer in a grid provides the services for security, 

monitoring o f  jobs, and accessing information.

In the research presented in this thesis, only computational resources are 

considered. In computing grids, unused processing cycles o f multiple computers in a 

network are used for solving problems that would be intensive for a stand-alone 

computer. This leads to higher utilisation o f  resources.

Computing grids differ from other distributed systems by w ay o f  their dynamic 

nature. The resources jo in  or leave the pool. In addition, the resource attributes like CPU 

load, available bandwidth keep on varying over time.

Page 2
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Various classes o f grids are discussed in the next section.

1.2 Types of Grids

Grids have been categorized from the application perspective and as well as from 

the topology perspective. W ith respect to the application perspective, grids have been 

categorized based on the solutions they best address. The categories o f grids as defined in 

[26] are explained in this section.

1.2.1 Computing Grid

A computing grid is a collection o f  computing resources, set aside specifically for 

achieving high computing power. In this type of grid, most o f the machines are high- 

performance servers. The resources are aggregated to act as a unified processing 

resource. The resources may be a part o f  the same or different administrative domains. As 

mentioned in the previous section, the research in this thesis focuses on computing grid.

1.2.2 Scavenging Grid

A scavenging grid is most commonly used w ith a large number of desktop 

machines. Machines are scavenged for available CPU cycles and other resources. Owners 

o f  the desktop machines are usually given control over when their resources are available 

to participate in the grid.

1.2.3 Data Grid

A data grid is responsible for housing and providing access to data across multiple 

organizations. The users have access to the data but the location o f  the data is transparent 

to the user. A data grid allows organizations to share their data, manage the data, and
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manage security issues such as who has access to what data. Data grids enable users and 

applications to have access to data across distributed locations.

1.3 Evolution of Grid

With respect to the topology perspective, the grids have been classified into 

clusters, intra-grids and extra-grids [36]. However, it is debated that these classifications 

denote the stages o f  evolution o f a grid, and in each o f these stages it is possible to 

classify the grid based on the solution it addresses: computing grid, scavenging grid or a 

data grid.

1.3.1 Clusters

Clusters are critical to the evolution o f a grid. Clusters are aggregation o f servers 

in order to provide increased computing power as compared to stand-alone computers.

1.3.2 Intra-Grids

Intra-Grids comprise o f inter-connected clusters. Connecting clusters enables the 

creation o f  enterprise or interdepartmental grids. W ith intra-grids, issues relating to 

interdepartmental authentication and security need to be addressed.

1.3.3 Extra-Grids

Interconnected cluster grids and/or intra-grids referred to as Extra-Grids are 

geographically distributed between enterprise organizations. They are also referred to as 

partner grids. As the enterprise organizations are geographically apart, network latency 

needs to be considered.
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1.3.4 Inter-Grid

An Inter-Grid is a wide area service grid. Instead o f two or three organizations 

participating in a grid, like in an extra-grid, an inter-grid could serve thousands o f users 

and organizations. This is the final stage o f the grid evolution [36]. Though, 

commercially we are not there yet, these grids do exist in the research and development

Figure 1-1: Evolution of Grid Computing 

1.4 Grid Components: A High Level Perspective

Globus Alliance is an association dedicated to develop fundamental technologies 

that are needed to provide a secure and reliable computing infrastructure in a grid. Globus 

Toolkit [14] consists o f software components available under an open-source license

field.

Various stages o f evolution o f grid computing are shown in Figure 1-1 [36].
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from  Globus Alliance for grid computing. The primary components o f  a grid as described 

in [26] are shown in Figure 1-2 and described in the following sub-sections.

Broker
MDS 

Directory Service

SchedulerPorta!

v
GASS Data 

Mgmt

GSI
GRAM Job 

Mgmt Execute job, get 
status/result

Figure 1-2: The Primary Components of a Grid 
(Figure taken from [26])

1.4.1 Security

It has to be ensured that only authorized users use the grid resources and services. 

In the Globus Toolkit [14], the security mechanisms are provided by the Grid Security 

Infrastructure (GSI) [16] component. The GSI component provided by the Globus toolkit 

provides functionalities such as mutual authentication, and single sign-on.

1.4.2 Broker

The broker performs the task o f matching jobs to resources. Based on the job  

submitted by the user, the broker locates an appropriate resource in the grid that can 

execute the job. The broker queries a grid information service to get information 

regarding the available resources [10]. Globus [14] provides an LDAP [22] based 

information service called the Monitoring and Directory Service.
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1.4.3 Scheduler

If various jobs in an application require inter-process communication and need to 

be scheduled at the same time, advance reservation o f resources m ay be required for co

allocation o f  the jobs. Separate schedulers will be required to co-ordinate the scheduling 

o f  jobs at resources in such cases. There could be several levels o f  schedulers in a grid 

environment. A meta-scheduler can exist at a higher level and interacts with schedulers at 

cluster level (each cluster m ay have its own scheduler that coordinates the scheduling o f 

jobs on resources belonging to the local cluster) to schedule a meta-job that comprises o f 

several jobs, which need to be scheduled at the same time. The (synchronous) resource 

allocation and job scheduling in a grid environment is referred to as metascheduling. 

Globus does not provide schedulers. However, many commercially available schedulers 

can be used in a Globus environment. Some of these schedulers are described in Section 

2.2.5.

1.4.4 Data Management

For transfer o f data within the grid environment, there needs to be a secure and 

reliable method for moving files and data to various nodes within the grid. The Globus 

Toolkit contains a Grid Access to Secondary Storage (GASS) [4] component, which is a 

data management component to provide such services. This component includes facilities 

such as the GridFTP [2], GridFTP is built on top o f the standard FTP protocol. It adds 

additional functionality in the context o f the grid. It utilizes the GSI [16] for user 

authentication and authorization. If a user has been authenticated once, he can use 

GridFTP to transfer files within nodes.
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1.4.5 Job & Resource Management

The Grid Resource Allocation Manager (GRAM) [11] provided by Globus is 

responsible for launching a job on a particular resource. This is one o f the most important 

services in a grid environment. It checks the status o f the job and retrieves the results 

w hen it is complete.

1.5 Motivation for the Thesis

Discovery o f appropriate resources and dynamic mapping o f jobs to the 

discovered resources is one o f the m ost important and basic services in a grid 

environment. Resource discovery is a process responsible for generating a set o f best 

possible candidates for the given set o f attributes. As discussed in Section 1.4.2, the 

broker locates an appropriate resource in the grid based on the requirements or attributes 

o f  the resource defined by the user. Dynamic mapping o f  jobs to resources comprises o f 

two parts: matching and scheduling [5], Matching refers to the process o f  assigning a job 

to a particular resource. It is a part o f resource management mechanism to allocate best 

resource(s) from the discovered set based on some criterion. The broker as discussed in 

Section 1.4.2 usually performs this function. Scheduling refers to the order in which the 

jobs assigned to a particular resource execute (when multiple jobs contend for a 

resource). In literature, mapping is often referred to as scheduling.

The resource discovery and matching o f jobs to resources in a grid becomes 

challenging due to the following reasons:

1. Large number o f  resources.

2. Heterogeneity in resource types and in types o f  user requests.
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3. Dynamic nature o f the grid environment with individuals and institutions joining 

and leaving the grid.

4. The changing nature o f resource characteristics like availability and CPU load.

5. Diversity in sharing characteristics o f the resources. For example, resources may

be space shared (run the executing job to completion before beginning the new 

job). Resources could also be time shared (multiplex the execution o f allocated 

jobs).

6. The resources may use different local resource allocation policies.

1.6 Goals of the Thesis

This thesis focuses on the problem of dynamic matching o f jobs to resources in a 

grid. The state o f the art resource discovery and matching algorithms are studied and new 

dynamic matching algorithms are introduced. Scheduling o f  jobs on the matched 

resources is assumed to follow a first come first served (FCFS) policy. The performance 

o f  the proposed algorithms is compared to the minimum completion time mapping 

algorithm [29] by running a series o f simulation experiments.

1.7 Contributions of the Thesis

The main contributions o f the thesis are:

• Introduction o f a dynamic matching technique, which does not require detailed a 

priori knowledge about the characteristics o f  jobs and resources. With the 

proposed algorithms, a class is associated w ith each job based on the service 

demand o f the job. A class is also associated with each resource. Jobs o f  a 

particular class are submitted to a resource that is designated to perform the jobs
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of that class.

• Evaluation o f the performance o f  the proposed algorithms by running a series o f  

simulation experiments in which system and workload parameters such as the 

number o f  clusters, the number o f  resources in a cluster, the number o f  classes o f 

jobs, the arrival rate of jobs, as well as the coefficient o f  variation and mean 

service demand o f jobs are varied. The results o f the experiments lead to insights 

underlying matching o f jobs to resources and system performance.

•  The performance o f the class-based matching algorithms is compared to the well- 

known mapping heuristic: minimum completion time (MCT) [29], This heuristic 

assumes complete knowledge o f  characteristics of jobs and resources. If  the 

resources are well mapped to classes, class-based matching in most cases provides 

performance comparable to the minimum completion time algorithm. In some 

cases, class-based matching even outperforms MCT.

1.8 Thesis Outline

The thesis comprises o f five chapters. Chapter 2 provides an overview of the state 

o f  the art resource discovery and matching policies in a grid. Chapter 3 gives details o f 

the simulation model and the simulation toolkit used. It presents the various proposed 

matching policies in detail. It also provides an overview o f the system parameters, 

workload parameters, perfonnance measures and test conditions. Chapter 4 describes the 

different simulation experiments performed in detail. Effect o f  various system and 

workload parameters on the perfonnance o f the matching policies is discussed. Chapter 5 

concludes this thesis and discusses directions for future research.
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Chapter 2: Overview of Resource Discovery and Mapping in a 
Grid

This chapter presents the state o f the art resource discovery and matching policies 

in the grid environment. Resource discovery issues in a grid are discussed in Section

2.1.1 and some algorithms for non-uniform information dissemination are discussed in 

Section 2.1.2. Both immediate and batch m ode mapping policies in a distributed 

computing environment are studied in Section 2.2.1 and Section 2.2.2 respectively. Some 

algorithms that perform matching decisions based on no information about characteristics 

o f  job  and resources are discussed in Section 2.2.3 and Section 2.2.4. Finally Section

2.2.5 presents some commercially available grid schedulers.

2.1 Resource Discovery in a Grid

Grid technologies enable sharing o f large number o f resources that are a part o f  a 

“virtual organisation” [15]. Resource discovery is a process responsible for generating a 

set o f  potential resources for the given set o f attributes [27]. Resource discovery in a grid 

is a challenging task due to the large number o f  resources, their dynamic behaviour, 

diverse nature and geographical distribution o f  the resources.

2.1.1 Elements of Resource Discovery in a Grid

As described in [24], the principles that guide the design o f  a resource discovery 

mechanism include the following:

• No centralized control: Due to the large number o f resources and their dynamic

nature, it is not possible for an individual or an institution to manage such a large 

number o f  resources.
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•  The resources are diverse in nature, therefore structures assuming homogeneity in 

resources and their behavior should be avoided.

•  It is not possible to impose a global naming scheme.

The authors in [24] describe four sub problems that define a general resource 

discovery solution. They call it the four axes o f the solution space. These sub problems 

are described next.

2.1.1.1 Membership Protocol

The grid is a dynamic environment with nodes joining and departing the system. 

The membership protocol refers to how new nodes join the network and how  nodes learn 

about others in the network.

2.1.1.2 Overlay Construction Function

Due to the large size o f  the grid, the number o f nodes to be queried may be 

lim ited by available bandwidth, message processing load, security or administrative 

policies, and topology specifications. The Overlay Construction Function selects the set 

o f  active collaborators/nodes from the local membership list.

2.1.1.3 Pre-processing/ Offline Processing

Due to the large scale o f  the grid, offline preparations are made for better 

performance. One-way o f pre-processing is to disseminate resource descriptions i.e. 

advertise description o f local resources to other areas o f the network. Some algorithms 

for achieving this are discussed in Section 2.1.2.

Page 12

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



2.1.1.4 Request Processing

Request processing can have two components: local processing and remote 

processing. Local processing refers to the part o f looking for the requested resource in the 

local cluster. Remote processing refers to the rules for propagating the request to other 

peers through various mechanisms when the request for the resource cannot be met 

locally. In the system described in [24], four types o f remote request propagation 

strategies are discussed: Random walks, Learning based, Best-Neighbor rule, and 

Learning based + Best Neighbor rule. In case o f  Random walks, i f  a request cannot be 

met locally, the node to which request is forwarded is chosen randomly. In case o f  the 

Learning based strategy, the request is forwarded to the peer that satisfied similar 

requests previously. The nodes record the requests satisfied by other nodes. If such 

infonnation does not exist, the remote node to which the request is to be propagated is 

chosen randomly. In case o f the Best Neighbor rule, unlike the learning based 

propagation strategy, the type o f request is not taken into account. The request is 

forwarded to the peer who satisfied the largest number o f  requests. Learning based + Best 

Neighbor rule is similar to the learning based propagation strategy. However, if 

information is not available about the types o f requests satisfied by different nodes, the 

request is propagated to the best neighbour (the node that has satisfied the maximum 

number o f requests).

2.1.2 Algorithms for Data Dissemination for Resource Discovery

As discussed in Section 2.1.1.3, offline preparations are made for better 

performance (referred to as pre-processing). One-way o f  pre-processing is to disseminate
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resource descriptions i.e. advertise description o f local resources to other areas o f the 

network. Generally, resource discovery schemes maintain and query a resource status 

database. For scalable implementations, it is essential to organize the status databases in a 

distributed fashion. To keep the databases consistent, dissemination o f resource status 

inform ation is one o f  the key operations and the major aim is to reduce the data 

dissemination overhead and costs. In [27], various algorithms for data dissemination for 

resource discovery are discussed: Universal Awareness, Neighbourhood Awareness, and 

Distinctive Awareness algorithm. In the Universal Awareness algorithm, each node 

distributes status information uniformly and each node learns about every other node in 

the grid. In the Neighbourhood Awareness algorithm, the information from one node is 

propagated to other nodes that are less than a fixed distance away from it. This reduces 

dissemination overhead in large networks. In the case o f  Distinctive Awareness 

algorithm, the extent to which the information is distributed depends on the attributes o f a 

node. If nodes have distinct attributes, the information may need to be disseminated to all 

nodes, like in the case o f  Universal Awareness algorithm. If  the nodes are homogeneous, 

information regarding the node m ay be transmitted only to the neighbouring nodes, and 

this algorithm reduces to the neighbourhood awareness algorithm. Some approaches for 

non-uniform information dissemination for dynamic grid resource discovery are 

described in [25]: Probabilistic Protocol, Prioritized Dissemination Protocol (PDP), and 

Change-Sensitive Protocol. These approaches use a certain protocol to limit the 

dissemination o f information about resources in a node to other nodes in the grid. The 

probabilistic protocol described in [25] is based on the fact that it is more important for a 

node to have accurate and fresh information about nearby resources because the overhead
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o f transferring data and results increases with the distance to the resources. In case o f 

probabilistic protocol, forwarding probabilities decrease, as the node gets farther away 

from the resource. The PDP protocol described in [25] forwards resource information 

depending on the nature o f the resource. If the usage o f a resource/service needs to be 

commercialized, fresh information about that resource could lead to it being selected 

more frequently. I f  the resources are not uniformly loaded along the grid, the grid system 

could sense this and propagate infonnation about the relatively lightly loaded resources to 

more distant repositories, to attract more usage and a better distribution o f  load. Also, 

resources may be categorized into different classes, and a different forwarding policy 

may be applied to each class. For example, information about scarce and more powerful 

resources may be forwarded to all nodes. Another protocol described in [25] is the 

change-sensitive protocol. In this case, volatility o f disseminated information affects how 

aggressively it should be forwarded. Resource state such as CPU load, available memory 

and storage can change frequently during times o f heavy usage. The forwarding 

probability depends on the difference between the information that might be forwarded, 

and the most recent information that was forwarded. The information will be forwarded 

only if  there has been a substantial change in the resource state.

2.2 Mapping in a Grid

This section describes some algorithms for mapping (matching and scheduling) of 

independent tasks on heterogeneous distributed computing systems. The mapping 

algorithms studied are represented in Figure 2-1. As can be seen in Figure 2-1, the 

m apping algorithms may be categorized into static algorithms and dynamic algorithms. In
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case o f  static mapping, the set o f tasks to be mapped to resources is known a priori and 

the assignment o f  tasks to resources is done before the execution o f the application 

actually begins in order to minimize the overheads o f taking mapping decisions at run 

time, and thus minimizing the communication and execution time. However due to the 

dynam ic nature o f  the grid with jobs continually arriving into the system, and resources 

jo in ing  or leaving the grid, static mapping m ay not be feasible. In case o f  dynamic 

mapping, the mapping decisions are taken as and when the jobs arrive into the system.

Figure 2-1: Mapping Algorithms

The dynamic mapping algorithms that have been studied as a part o f  this thesis 

have been categorised into knowledge based and knowledge free algorithms. The 

knowledge based algorithms take mapping decisions based on detailed a priori 

knowledge o f characteristics o f jobs and resources. The knowledge free mapping 

algorithms take mapping decisions without any knowledge o f  characteristics o f jobs and 

resources. In the category o f knowledge free algorithms, workqueue with replication and 

round robin with replication are described in Section 2.2.3 and Section 2.2.4 respectively.
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The knowledge based mapping policies are further classified into immediate mode and 

batch mode and are discussed in Section 2.2.1 and Section 2.2.2 respectively. Some 

commercially available grid schedulers are discussed in Section 2.2.5.

Three phases have been defined for scheduling jobs on a grid [34]. It may be 

recalled that the tenn scheduling is often used loosely and comprises o f both matching 

and scheduling o f  jobs on resources. The term scheduling as used here includes resource 

discovery, matching o f  jobs to resources and scheduling the job  on the allocated 

resources. In phase one, the resources available on the grid are discovered. This usually 

involves querying an information service to generate a list of potential resources. In phase 

two, the job is matched to a particular resource (amongst the discovered resources) that 

meets the job requirements in the best possible way. In phase three, the submitted job is 

actually executed on the resource. Matching o f a job  to a resource performed in the 

second phase is a NP-complete problem [12]. Many heuristics have been proposed to 

obtain the match between the job requirements and the available resources. The work in 

this thesis focuses on this matching phase. New algorithms for dynamic matching o f jobs 

to resources are introduced. In [29], some online algorithms for matching and scheduling 

o f  a class o f independent tasks onto heterogeneous computing systems are discussed. 

Heuristics for immediate matching and batch mode mapping are discussed in the next 

two sections.

2.2.1 Online Matching of a Class of Independent Tasks

In online or immediate mode matching, a task is matched to a machine/ resource 

as soon as it arrives. Each task is considered only once for matching and the matching is
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not changed, once it is computed. A number o f  immediate matching heuristics are 

described in the following sub-section.

2.2.1.1 Minimum Completion Time

As discussed in [29], the minimum completion time (MCT) algorithm assigns 

each task to the m achine that results in the task’s earliest completion time. Tasks may get 

assigned to machines that do not have the fastest execution time for the task. All 

machines/resources are checked and the completion time is computed based on the 

execution time o f  the task on the machine and the ready time o f the machine. The ready 

tim e o f  the machine is the wall clock time at which the machine would complete 

executing the tasks already assigned to it and would be ready to compute the current task. 

This algorithm has been used as a benchmark for the on-line matching heuristics.

2.2.1.2 Minimum Execution Time

As discussed in [29], the minimum execution time (MET) algorithm assigns each 

task to the machine that produces the minimum execution time for the task. It does not 

consider machine ready times. It may cause severe imbalance o f  load across machines.

2.2.1.3 Switching Algorithm

As mentioned earlier, the MET heuristic can cause severe imbalance o f load

across machines by assigning more tasks to some machines than others. On the other

hand, the MCT heuristic tries to balance the load by assigning tasks based on earliest

completion times. The switching algorithm (SA) [29] uses MCT and MET in a cyclic

fashion depending on the load distribution across the machines. A load balance index is

calculated by considering the maximum ready time and minimum ready time over all
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machines. The load balance index is the ratio o f  the minimum ready time and the 

maximum ready tim e over all machines. The load balance index can have any value 

between {0, 1}. I f  the ratio is 1, the load is evenly balanced across machines. If  the ratio 

is 0, at least one machine is idle. Two threshold values are considered (low and high). 

Initially the load balance index is set to zero. The MCT heuristic is used to map the tasks 

until the load balance index increases to at least high. After this threshold is reached, the 

M ET algorithm is used. When the load balance index is at or below low, the SA heuristic 

switches back to M CT and this cycle continues.

2.2.1.4 The K-Percent Best Heuristic

The k-percent best (KPB) heuristic [29] considers only a subset o f machines while 

mapping a task. The subset is based on the execution times for the task on the machines. 

The execution time o f  the task on all machines is known. The machines are sorted in 

order o f increasing execution time o f the tasks. The first k% machines from this ordered 

set o f  machines are considered while making the matching decision. The task is then 

submitted to the machine in the formed subset that gives the minimum completion time 

for the task. This algorithm avoids allocating the current task on a machine which might 

be more suitable for a yet to arrive task. This heuristic has an advantage over the MCT 

algorithm as MCT lacks in this foresight about task heterogeneity. MCT might assign a 

task to a machine for marginal improvement in completion time, thus depriving 

subsequent better-suited tasks for that machine and thus increasing the overall make span 

as compared to the k-percent best algorithm.
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2.2.1.5 The Opportunistic Load Balancing Heuristic

The opportunistic load balancing (OLB) heuristic [29] assigns task to the machine 

that becomes ready next. If multiple machines become ready or are available to start with, 

the machine is chosen arbitrarily. The OLB heuristic does not consider the execution time 

o f  the task on the machine.

2.2.1.6 Evaluation of Online Heuristics

The performance o f the online heuristics discussed in the previous sub-sections is 

evaluated in [29], Makespan has been used as a measure o f performance. Makespan is the 

tim e when the last finishing task o f  the application completes execution. Both KPB and 

SA have elements o f  MCT and MET in their operation. However, only KPB attempts to 

com bine the objectives o f MET and MCT simultaneously. The KPB algorithm gives a 

better makespan, unless there is a fixed set o f  machines, which is not among k% best for 

any task. These machines will have a lot o f idle time, thus leading to poor performance o f 

the algorithm as compared to MCT.

2.2.2 Heuristics for Batch Mode Mapping

In batch mode mapping, the arriving tasks are not mapped as soon as they arrive 

as in the case o f  immediate mode heuristics described in Section 2.2.1. The tasks are 

collected in a set and are examined for mapping at prescheduled times. The set o f 

independent tasks considered for mapping at the mapping event is called a meta-task. The 

meta-task may include the newly arrived tasks and the tasks that were considered for 

m apping at the last mapping event but did not begin execution [28]. The meta-tasks are
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m apped after predefined intervals. There are two ways to determine the mapping 

intervals; the regular time interval strategy and the fixed count strategy [28].

In the regular time interval strategy, the meta-tasks are mapped to resources at 

predefined intervals o f time irrespective o f arrival o f tasks into the system or departure o f  

tasks after execution (for example, every 25 seconds). This type o f mapping may be 

redundant if  no new tasks have arrived or no tasks have finished execution since the last 

m apping event.

In the fixed count strategy, the meta-tasks are mapped when either o f  the 

following two conditions is met.

a) The arriving task makes the size o f  the set o f meta-tasks greater than a 

predetermined number.

b) All tasks have arrived and a task completes, and the number o f  tasks, which are 

yet to begin, are greater or equal to a predetermined arbitrary number.

The batch mode heuristics discussed in [29] iteratively assign tasks to processors 

by considering all tasks that have not started execution. The completion times of all such 

tasks are computed on all the machines. At first the tasks are matched to the machines 

that give the earliest completion time for the task. If more than one task is matched to the 

same machine, the tasks are scheduled based on the mapping heuristic. For example, in 

case o f min-min heuristic discussed in Section 2.2.2.1, the task that has the minimum 

earliest completion time (the task that changes the machine ready time by the least 

amount) is scheduled first. In other words, the task satisfying the defined objective 

function (based on the minimum completion times) is given priority and is scheduled
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first. Some o f the batch mode heuristics described in [29] are presented in the following 

sub-sections.

2.2.2.1 Min-Min

The min-min [29] algorithm iteratively assigns tasks to processors by considering 

all tasks not scheduled. Each task is tentatively scheduled on each resource. The machine 

that gives the earliest completion time for the task is determined. The task that has the 

minimum earliest expected completion time is determined and allocated to the 

corresponding machine. In other words, this heuristic schedules the task with the 

minimum MCT on the host that completes it the fastest.

2.2.2.2 Max-Min

The max-min algorithm [29] iteratively schedules the task with the maximum 

completion time on the host that completes it the fastest. Once the machine that provides 

the earliest completion time for each task is found, the task that has the maximum earliest 

completion time is determined and assigned to the corresponding machine. The max-min 

heuristic will perform better where there is more number o f  shorter tasks than longer 

ones. The resulting make span may just be determined by the execution time of the long 

task.

2.2.2.3 Sufferage

The sufferage heuristic [29] assigns a task to a machine that would “suffer” the 

m ost in terms o f  earliest completion time if  a particular machine were not assigned to it. 

The sufferage value is defined as the difference between the earliest completion time and
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second earliest completion time o f a task. The task that has the maximum sufferage value 

is given priority in scheduling.

As discussed in [29], the batch mode heuristics may cause starvation o f some 

tasks. At each mapping event, the newly arrived tasks and the tasks that are yet to begin 

execution are considered. Therefore, some tasks may be remapped at successive mapping 

events without actually beginning execution. To reduce starvation, an aging factor may 

be associated with a task. The aging factor will increase the probability o f older tasks 

beginning before the tasks that would otherwise begin first. The value of earliest 

completion time obtained m ay be multiplied by the aging factor to incorporate the effect 

o f  aging.

2.2.2.4 Evaluation of Batch Mode Heuristics

The performance o f  the batch m ode heuristics described earlier is compared in 

[29], The sufferage heuristic considers the delay in completion o f  a task if  it is not 

allocated to a resource/machine that gives it the earliest completion time. The sufferage 

heuristic performed better than the min-min and the max-min heuristics, although it 

performed only slightly better than the min-min heuristic.

2.2.2.5 QoS based Grid Scheduling Model

A QoS guided scheduling algorithm for grid computing was introduced in [20], 

The algorithms discussed earlier do not consider QoS requirements o f  tasks. QoS may 

have a different meaning for different types o f resources. Different tasks may have 

different QoS requirements. For a network, the QoS required may mean the desirable 

bandwidth for the application. For computing resources, the QoS required may mean the
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CPU speed or CPU utilization. In [20], QoS is associated with each task and the 

scheduling algorithm is guided by the min-min heuristic. Instead o f mapping the whole 

meta-task to the host, the tasks with high QoS are mapped first.

All the algorithms discussed in Section 2.2.1 and Section 2.2.2 assume complete 

knowledge about the characteristics and resources. In the next two sections, algorithms 

that perform matching based on no information about characteristics o f  jobs and 

resources are presented.

2.2.3 Workqueue with Replication (WQR)

In [32], the authors deal with the scheduling problem in a grid. Their work is 

based on scheduling applications, whose tasks are completely independent like parameter 

sweep applications. The independent tasks are referred to as a “bag o f  tasks” . However, 

the authors argue that good scheduling decisions always require complete knowledge 

about characteristics o f  jobs and resources that may not always be feasible. They have 

introduced a “knowledge free” scheduling algorithm, called the workqueue with 

replication.

This algorithm is an extension o f  the classic workqueue algorithm [32], In the 

classic workqueue algorithm, the tasks are chosen arbitrarily from the bag o f  tasks and 

allocated to processors as and when they become available. However, the workqueue 

scheduling does not give performance comparable to scheduling algorithms that have 

complete knowledge about tasks and resources. The main disadvantage o f workqueue 

scheduling is that if  a large task gets allocated to a slow machine towards the end o f  the 

schedule, this could increase the overall makespan o f  the application. The workqueue
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w ith replication scheduling adds replication to the classic workqueue scheduling. In the 

beginning, this algorithm works similar to the workqueue algorithm and allocates tasks to 

processors arbitrarily until the “bag o f  tasks” becomes empty. W henever a processor 

becomes free, in case o f  the original workqueue scheduling, it would stay idle when all 

tasks have been scheduled. However, in case of workqueue with replication scheduling, 

the processors that become free are allocated replica o f  tasks that are still running. The 

tasks are replicated up to a predefined maximum number of replicas. Whenever a replica 

is allocated to a host, there is a greater possibility that it will get allocated to a fast 

resource, as there is a greater possibility o f faster resources getting idle earlier. Whenever 

a task replica finishes, the other replicas are aborted or cancelled. The main disadvantage 

o f  this approach is that it wastes a lot o f  CPU cycles (consumed by the replicas that are 

cancelled).

The performance o f  workqueue with replication scheduling is compared to classic 

workqueue scheduling, dynamic fastest processor to largest task first (DFPLTF), and 

sufferage. The sufferage algorithm has been discussed earlier in this chapter. In DFPLTF 

scheduling, the tasks are sorted by size and in a descending manner. The available time o f 

all hosts is set to zero. The largest task is allocated to the host that provides the best 

completion time for the task. The tasks are allocated until all machines have been 

assigned tasks, after which the application begins. Whenever a task finishes, all tasks that 

are not running are unscheduled and rescheduled again until all the machines become 

busy again. The process continues till all tasks finish execution. This strategy takes into 

account the dynamicity o f  the grid by rescheduling the tasks whenever a task finishes 

execution.
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The main disadvantage o f workqueue with replication is that it wastes a lot o f 

CPU cycles, however the authors recommend that replication beyond two levels not be 

used and that replication with two levels also provides performance comparable to 

sufferage and DFPLTF that assume complete knowledge about characteristics o f  jobs and 

resources.

2.2.4 RR Scheduling

The authors in [19] propose a round robin (RR) algorithm. The tasks are 

organized in a ring. At the beginning o f scheduling, every processor is assigned one task. 

W henever a processor finishes execution, a task, which is not yet assigned, is picked 

from the ring in a round robin fashion and allocated to the processor. This process 

continues until all tasks in the ring are assigned. After all tasks have been assigned, 

whenever a processor finishes executing the task, the completed task is removed from the 

ring and a replica o f  a task selected from the ring in a round robin fashion is allocated to 

the processor. W henever a task or one o f  its replicas finishes execution, other replicas are 

killed and the task is removed from the ring. This process continues until all tasks finish 

execution. This algorithm also does not use any task or resource characteristic 

information to take a scheduling decision. The performance o f  RR scheduling was 

compared with DFPLTF, sufferage, min-min, max-min and workqueue scheduling. The 

results o f experiments show that max-min provided the best performance followed by 

RR. Similar to the workqueue with replication, the disadvantage o f  RR scheduling is 

wastage o f  CPU cycles.
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2.2.5 Commercially Available Scheduling Systems

This section describes the commercially available schedulers developed for a grid 

environment. Though called schedulers, they include the functionality o f matching o f 

jobs to resources.

2.2.5.1 AppLeS

The AppLeS (Application Level Scheduling [3]) parameter sweep template 

allows efficient deployment o f  parameter sweep applications over the grid [9]. Although 

parameter sweep applications are structured as a set o f independent experiments, some 

experiments may share large input files and produce large output files. The AppLeS 

parameter sweep template focuses on the efficient co-location o f  data and experiments. It 

is critical for performance that hosts within a site can share data in local disks efficiently. 

It is an extension to the sufferage heuristic (described in Section 2.2.2.3): called the 

xsufferage heuristic. In xsufferage, the sufferage value is computed with cluster level 

MCTs.

2.2.5.1.1 XSufferage Vs Sufferage

The sufferage heuristic does not capture the file locality issues as expected. 

Consider a task TO that requires a file stored on a remote cluster. If  the cluster contains 

two machines with identical performance, then both the machines achieve nearly the 

same MCT for the task. If the file is o f significant size as compared to the network 

bandwidth, it is possible that these two hosts lead to the best and second best MCT for the 

task. The sufferage value o f the task will be zero, giving it low priority. Other tasks will 

be scheduled first, eventually forcing TO to be scheduled somewhere else (on some other
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cluster) which m ay require a file transfer. This impacts the overall application 

performance and makespan.

XSufferage modifies the definition o f sufferage. For each task and each cluster, 

the task ’s MCT is computed for hosts in the given cluster and is called the cluster level 

M CT. The cluster level sufferage value is computed as the difference between the best 

and second best cluster-level MCTs. The task with the highest cluster-level sufferage is 

given the highest priority. It is scheduled on the host that achieves the lowest cluster level 

MCT.

2 .2 .5.2 Nimrod-G (Economic Grid Resource Broker)

The Nimrod-G [7] uses a computational economy driven architecture [1] for 

managing resources and scheduling task farming applications on large-scale distributed 

resources. It is a tool for execution o f  parameter sweep applications over global 

computational grids. The parametric experiments are expressed using a declarative 

parametric modeling language. The users create an experiment that contains an 

application specification. The experiment contains the requirements in terms of deadline 

and budget constraints and the scheduling policy to be implemented by the broker. 

Nimrod-G uses resource management and scheduling algorithms based on economic 

principles. Three types o f  adaptive algorithms have been incorporated in the Nimrod-G 

Broker: Time Minimization within time and budget constraints, Cost Minimization 

within time and budget constraints, and None Minimization within time and budget 

constraints [8]. Specifically, it supports user-defined deadline and budget constraints for
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schedule optimizations. A detailed description o f the Nimrod-G scheduler is available in 

[7].

2.2.5.3 Condor-G

Condor is a high throughput computing system developed at the University o f  

W isconsin-Madison. Condor uses a matchmaking architecture [33]. Matchmaking uses 

classified advertisements and allows entities to publish queries/requirements as attributes. 

Entities, which either provide or require a service, advertise their characteristics and 

requirements in classified advertisements. Then, a matchmaking service (matchmaker) 

finds a match that satisfies the requirements o f both the service provider and the entity 

requiring service. Condor-G [18] combines software from the Condor [33] and Globus 

[14] to enable resource sharing in a grid environment.
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Chapter 3: The Simulation Model

This chapter gives details o f the experimental set-up, the simulation model and 

the simulation toolkit used. It presents the various proposed matching policies in detail. It 

also provides an overview o f the system parameters, workload parameters, performance 

measures and test conditions.

3.1 System Architecture

As discussed in Chapter 1, computational grids [13] are sharing environments in

w hich various geographically distributed resources are made available to groups o f

rem ote users. The resources are a part o f a “virtual organization” [15], which m ay

comprise o f  several individuals and institutions. In the system investigated in this thesis,

the resources o f  a particular node in the grid are organized in a cluster. As described in

Section 1.3.2, clusters at nodes may be interconnected to form grids. In the research in

this thesis, a node is assumed to have one cluster. The clusters at different nodes

experience communication delays while intercommunicating with one another. Each

node has its own decentralized grid information service, which has information about

resources belonging to the cluster in that node. There are various factors, which

encourage the use o f  a decentralized information service over the centralized architecture

[24], As the grid environment is likely to scale to a large number o f resources shared by a

large number o f  participants (institutions and individuals), it is not feasible for a central

authority to administer such a large collection o f  distributed resources. Each cluster has a

traffic generator, which generates jobs following a poisson arrival process. The jobs are

submitted to the broker o f that cluster, responsible for discovering and matching the job
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to a resource based on the matching algorithm. The simulation model and the simulated 

entities are described in detail in Section 3.3. The simulation toolkit used in building the 

simulation model is described next.

3.2 The GridSim Toolkit

The simulation in this research has been developed using GridSim [6]. GridSim is 

a toolkit for modeling and simulation o f parallel and distributed systems such as clusters 

and grids. GridSim is a part o f  the Gridbus Project, jointly sponsored by the University o f  

M elbourne (Australia), Sun Microsystems (USA), and Victorian Partnership for 

Advanced Computing (VPAC) (Melbourne, Australia).

GridSim supports the simulation o f grid entities—resources, users, application 

tasks, and schedulers/brokers— and their characteristics using discrete events. Local 

sharing policies at the resources: time-shared or space-shared may be defined. Other 

resource characteristics like CPU speed, operating system, and cost to access a resource 

m ay be specified.

3.2.1 Architecture of GridSim

The multilayer architecture o f  GridSim as given in [6] is shown in Figure 3-1. The 

first layer comprises o f  a scalable Java interface and the run time machinery: Java Virtual 

M achine (JVM). The implementation o f  JVM is available for both single and 

multiprocessor systems. The second layer comprises o f SimJava [21], which is a discrete- 

event infrastmcture built using the interfaces provided by the first layer.
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Application, User, Grid Scenario’s Input and Results Fifth Layer

Grid Resource Brokers or Schedulers Fourth Layer

GridSim Toolkit Third Layer

Basic Discrete Event Simulation Infrastructure (SimJava) Second Layer

Virtual Machine (Java, JVM) First Layer

Figure 3-1: Architecture of GridSim

The GridSim Toolkit focuses on the third layer and simulates grid entities like 

resources, grid information services using the discrete-event services offered by the lower 

layer; SimJava. The fourth layer is concerned with the simulation o f schedulers or 

resource brokers. The matching policies proposed in this thesis are implemented in the 

broker. The final layer focuses on application and resource modelling with different 

scenarios. The scenarios are implemented using the services provided by the lower two 

layers.

3.3 Simulation Model

As discussed in Section 3.2.1, describing the architecture o f  GridSim, the toolkit 

enables the simulation o f  entities like grid resources, information services etc. The 

entities interact using the discrete event infrastructure provided by SimJava. Figure 3-2
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illustrates the simulation model consisting o f n nodes, and each node comprising o f one 

cluster. Full connectivity between all clusters is assumed.

Cluster 0 Cluster n

Traffic
Source

Traffic
Source

Router n
4............4

Router 0

Resource

Regional
GIS

Resource

Regional
GIS

Resource

Resource

BrokerBroker

Figure 3-2: The Simulation Model

The entities that have been implemented in our simulations are described next.

3.3.1 Source

Each cluster has a traffic generator that generates jobs following a poisson arrival 

process.

3.3.2 Broker

Each cluster has a broker that receives the jobs generated by  the source o f  that 

cluster. The broker is responsible for discovery o f resource and matches the job to a
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resource based on the defined m atching criterion. The dynamic matching policies 

proposed by this research are implemented in the broker.

3.3.3 Regional Grid Information Service

As discussed in Chapter 2, Section 2.1.1, there are many factors that favour a 

decentralised grid information service in comparison to a centralized information service. 

A decentralized architecture has been used in our research, where every node has a 

regional grid information service entity that contains information about resources 

belonging to the cluster in that node. It m ay be recalled that there is one cluster per node. 

W henever a resource is added to a cluster, it has to register itself with the regional grid 

information service o f that node. The broker, while attempting to discover a resource 

queries the regional information service entities o f both the local and remote nodes. In 

this thesis it is assumed that the broker gets infonnation about the regional information 

service entities from a central GIS and then sends queries to remote clusters. However, 

such an assumption will not affect the relative performance o f the matching policies and 

the conclusions drawn in this research.

3.3.4 Resource

The resources implemented in our simulation are computing resources and 

execute the jobs that are submitted to them by various brokers.

3.3.5 Router

The entities in one node/cluster are connected to a router. The routers of different 

nodes are connected via high-speed optical links. The routers are responsible for any 

transmission and queuing delays.
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3.3.6 Links

The links connect the routers o f  different nodes and also the entities in a node to 

the router in that node. The links are responsible for propagation delays.

These simulated entities respond to various events sent to them by other entities. 

T he interaction between the entities is governed by the dynamic matching policy that is 

implemented. The various dynamic matching algorithms that have been implemented in 

this thesis and the system and workload parameters are described next.

3.4 Dynamic Matching Policies

The minimum completion time algorithm is a benchmark for all the implemented 

policies. Note that as discussed in Section 2.2.1.6, the performance o f  the MET algorithm 

was observed to be inferior to that o f MCT. MCT provides good performance as it takes 

matching decisions based on complete knowledge o f characteristics o f jobs and 

resources. It takes into account the performance o f the job on a particular resource as well 

as the loading o f  the resource. The performance o f the matching policies introduced as a 

part o f this research is compared to the minimum completion time algorithm. This section 

describes in detail the matching policies that are introduced in this research. A description 

o f  the implementation o f  the simulations for these policies is included. The way the 

algorithms have been implemented, and the interaction between the entities are also 

described in detail.
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3.4.1 Minimum Completion Time

In this algorithm, the job is submitted to the resource that will give the minimum 

completion time for that job. The steps in the execution o f the minimum completion time 

algorithm are described:

1. The job generated by the source is submitted to the broker o f  that cluster.

2. The broker sends a request to the regional grid information services o f  the local 

clusters and remote clusters to send a list o f resources.

3. After receiving a list o f resources from a grid information service o f  a cluster, the 

broker sends a request to the resources o f  that cluster to send the completion time 

o f the job if  the job were to be executed on that resource. Along with this request, 

the broker sends information about the length o f the job expressed in Million 

Instructions (MI) to the resources.

4. The resources send the computed completion time back to the broker. The 

completion time o f the job is calculated by each resource: as the sum o f the start 

time o f  the job and the execution time o f  the job requesting a resource. The start 

time o f  the job is the time at which the jobs currently enqueued at the resource are 

completed.

5. The job is then submitted to the resource that gives the minimum completion time 

for the job.

6. If multiple jobs are submitted to a resource, first come first served scheduling 

policy is used.
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3.4.2 Class Based

The minimum completion time algorithm takes matching decisions based on 

complete information about characteristics o f jobs and resources. This may not be 

feasible in reality. The main contribution o f this thesis is the introduction o f a class-based 

algorithm. This algorithm does not need exact a priori infonnation about the job and the 

resources A class is associated with the job depending on its job length: SMALL, 

MEDIUM, and LARGE for example. Each resource in the grid also has a class associated 

w ith it. A job o f  a particular class gets allocated to a resource that is designated to 

perform jobs o f the same class. As the jobs in one class cannot interfere with jobs in 

another class, a job in class “SMALL” cannot queue up behind a job in the “LARGE” 

class. However, this may be possible in MCT.

The class-based matching can improve the response time o f shorter jobs if  they 

happen to arrive in the system after a few large jobs have arrived or are executing in the 

system. The shorter jobs have to look for resources in their own class. Jobs o f  a particular 

class are submitted to a resource that has the same class as that o f  the job. For multiple 

jobs submitted to the same resource, first come first served scheduling policy at the 

resources is used.

Three types o f  class-based matching policies have been introduced in this 

research: class based, class based round robin, and class based with load information. 

These policies use different degrees o f knowledge o f the system and its state. The 

implementation o f  the class based matching policy is described in this section. The other 

two policies are described in the subsequent sections.
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The steps in the execution o f the class based (CB) matching algorithm are 

described below:

1. The job is submitted by the source o f  a cluster to the respective broker.

2. The broker queries the regional grid information service o f the local cluster.

3. The regional grid information service o f  the local cluster sends a list o f resources 

to the broker.

4. The broker sends a request to the resources in the local cluster to send their class.

5. If such a resource is found, the job is submitted; otherwise the broker proceeds 

with querying a remote cluster. In this policy, the request is propagated to the next 

cluster in order. For example, from cluster 0 the request will first be propagated to 

cluster 1. I f  the request is not satisfied by cluster 1, the request will be propagated 

to cluster 2 and so on.

6. The remote clusters are queried until a resource o f the required class is 

discovered.

7. The job is submitted to the first resource found that has the same class as that o f  

the job.

3.4.3 Class Based Round Robin

In the simple class based algorithm described in the previous section, if  the 

requirement o f  a resource is not met by the local cluster, the broker always sends the 

request to the next cluster in order and so on. Also, the job is submitted to the first 

resource o f  the appropriate class discovered by the broker. However, this can cause 

overloading o f  resources in certain situations. For example, consider the case o f  three
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clusters: cluster 0, cluster 1, and cluster 2. If cluster 0 has a single (single resource in a 

cluster based example) resource o f class SMALL and cluster 1 and cluster 2 each have a 

resource o f class LARGE, all jobs o f class LARGE from cluster 0 will be submitted to 

the resource in cluster 1, that will be discovered first. There will be a load imbalance 

between the resources o f  class LARGE in cluster 1 and cluster 2.

In the class based round robin (CB-RR) algorithm, the clusters to which the 

request is propagated, i f  not met locally are chosen in a round robin fashion. For the 

scenario discussed in the previous paragraph, if  one job  o f class LARGE from cluster 0 is 

submitted to the resource in cluster 1, the next job o f  class LARGE from cluster 0 will be 

submitted to the resource in cluster 2, thus balancing the load between resources o f  the 

same class in different clusters.

3.4.4 Class Based with Load Information

The class based with load information (CB-LI) matching policy uses the 

knowledge o f system state. In this case, all clusters are polled and apart from checking 

the class o f  the resource, the queue length (number o f  jobs in queue waiting to be 

executed) is also checked. The job is submitted to the resource that has the same class as 

the job and also the shortest queue length. Though the communication overheads in this 

case will be the same as MCT as all clusters and resources are polled, the benefit that no 

information about characteristics o f  job and resources is required still remains.

The algorithms use different degrees o f  knowledge o f  the system and its state. 

Experiments are performed to compare the performances o f these strategies.
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3.5 Performance Measures

In order to assess the performance o f the class-based matching policies introduced 

in this research w ith respect to the minimum completion time algorithm; mean response 

tim e o f jobs has been used as a performance indicator.

3.5.1 Mean Response Time (Rt)

Mean Response Time is the average response tim e o f  the jobs submitted to the 

brokers. Response time o f a job is the difference between the times; the job is submitted 

at the broker and the time when the job is returned back to the broker by the resource 

after execution. It is calculated by taking the sum o f the response times of all jobs 

submitted to brokers o f their respective clusters divided by the total number o f submitted 

jobs.

3.6 Parameters

This section describes the system and workload parameters o f interest.

3.6.1 System Parameters

The system parameters o f  interest are presented next.

Nc: Number of clusters in the grid

This is the number o f clusters/nodes comprising the grid. As described in Section 

3.1, each node comprises o f  one cluster. The number o f  clusters is equal to the number o f 

nodes in the grid.

Nr: Number of resources in each cluster

In this research, each cluster is assumed to have the same number o f resources 

denoted by Nr.
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Nrj: Number of resources in a class

This refers to the number o f resources o f a particular class in a cluster.

Dd: Delay due to discovery of resources at the information service

The process o f resource discovery in a grid requires querying the regional 

information service entities o f the clusters that contain information about the resources 

belonging to a particular cluster. In our simulation model, whenever a job request is 

submitted to a broker, the broker queries the regional grid information service entities o f 

the local cluster and remote clusters to get infonnation about the resources in a particular 

cluster. The delay due to discovery at a particular cluster is the time between the time 

when the request for list o f resources is received by the grid information service entity o f 

that cluster and the time when the list is sent by the grid information service entity to the 

requesting broker. W e have used a fixed value o f Dd in our research [23],

D,: Transmission delay

• Transmission delay (Dt) is the time required to transmit all the bits on to the link.

•  The transmission rate/speed is the number o f bits that can be transmitted on to the 

link in one second. It is expressed in bits/second.

•  Transmission delay o f a packet is the ratio between the packet size and the 

transmission speed. If  a packet comprises o f L bits and the transmission rate 

between two entities is R bits/second, transmission delay is L/R seconds.

•  In our simulation, the nodes are connected via high-speed optical links. Optical

carrier level 12 (OC-12), which is a circuit that transmits 622 megabits per

second, has been considered for such a link. In our simulation, the transmission
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rate at routers, which connect the nodes, is taken as 622 Mbps. The routers are 

responsible for transmission delays between nodes. The transmission rate at 

entities in a node has been taken as 100 Mbps.

D p: Propagation delay

After a bit is pushed on the link, it has to move from the transmitting entity to the 

receiving entity. Propagation delay is the time required to propagate from the transmitting 

entity to the receiving entity. A typical value o f  propagation delay between the entities in 

the same cluster has been taken as 1 microsecond. Propagation delay between nodes has 

been fixed at 25 milliseconds. Similar values have been used by other researchers (see 

[35] for example).

3.6.2 Workload Parameters

This section describes the workload parameters o f interest.

X: Job Arrival Rate

Each node has a source that generates jobs at a rate X. The jobs are submitted to 

the broker o f that cluster. Arrival rate is the number o f  jobs generated per second. The 

total job arrival rate to the system is the sum o f arrival rates o f the sources o f  all clusters. 

Nciasses' Number of classes of jobs

Depending on their service demand (discussed next), jobs may belong to different 

classes. In most experiments, two classes o f  jobs are used: SMALL and LARGE. The 

effect o f number o f  classes is studied in one o f  the experiments and three job classes: 

SM ALL, MEDIUM and LARGE are used. The probability o f  job belonging to class 

SM ALL, LARGE or MEDIUM is denoted by ps, pi, and pm respectively.
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M sd '  Mean Service Demand

The jobs o f  each class are characterized by a mean and a distribution. In our 

simulations, the length o f jobs o f a particular class follows a uniform distribution 

characterized by an upper bound Ui and a lower bound Lj; where i denotes the class o f job 

(for example SMALL or LARGE). The mean job length is given by (Uj+Lj)/2. The length 

o f  jobs in m illion instructions (MI) o f class SMALL follows a uniform distribution 

U smalL U (2500, 7500) with mean length 5000 MI. The length o f jobs (in MI) o f class 

LARGE follows a uniform distribution U large: U (100000, 110000) with mean length 

105000 MI.

The service demand o f  a particular class o f jobs is the ratio o f  the mean job length 

o f  that class and the speed o f  the resources. The speed o f computing resources (CPUspeed) 

has been assumed to be 100 MIPS. Thus, the mean execution time o f  jobs o f class 

SMALL is 50 seconds and mean execution time o f jobs o f class LARGE is 1050 seconds.

The sum o f  service demands o f  different classes o f jobs multiplied by their 

respective probability o f occurrence gives the mean service demand o f  jobs. In our 

experiments with two classes o f jobs, ps is taken as 0.95 and pi is taken as 0.05. 

Therefore, the overall mean service demand of jobs is (0.95*50+0.05*1050) =100 

seconds. Similar mean service demands have been used by other researchers (see [8] for 

example).

The utilization o f jobs o f  a particular class is given by the product o f arrival rate, 

probability o f  job being o f a particular class and the mean execution time o f jobs o f that 

class. Therefore, the utilization ratio between the jobs in class SMALL and jobs in class 

LARGE based on default parameters (summarized in Table 3-1) is given as,
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^*0.95*50/ >.*0.05*1050 = 0.9.

COV: Coefficient of Variation of Job Demands

The coefficient o f variation is the ratio o f  standard deviation and the mean. For 

two uniform distributions o f jobs o f  the two classes, SMALL and LARGE with a 

probability o f  occurrence o f SMALL being ps, the mean and variance are given [11],

Mean = (ps (Lsmai i .+Usmai.i )+ (!- pf)(Li argf+U i argf))/2

Variance = (A-B+CV3

Where,

'y 2
A = Ps (Lsmai l~+ LsmAI I * UsmAI 1 + Usmai I. )

B — (%)(v>* (Lsmai,1+Usmai i ) + (1- pri( L| arof+Ui arof)

C = ( l-p s)(L| argf.2+ Li argf* U I AROF+ Ut ARGF2)

Based on the default values o f  workload parameters the default value o f COV is

2.184.

In order to study the effect o f a given parameter on performance, a factor at a time 

approach has been used in our simulation experiments. All the parameters are held at 

their default levels (see Table 3-1) and the parameter o f  interest is varied.
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Table 3-1: Default Values of System & Workload Parameters

Parameter Value

N c 3

N r 1

N c la sse s 2

UsMALL U (2500,7500)

U large U (100000,110000)

Ps 0.95

Pi 0.05

C P U Speed 100 MIPS

M sd 100 seconds

Dt between clusters 622.08 Mbps

Dt between entities in the same cluster 100 Mbps

Dp between entities in the same cluster 1 microsecond

Dp between clusters 25 milliseconds

Dd 0.3 seconds

Utilization ratio 0.9

COV 2.184

3.7 Verification of Simulation Experiments

Little’s Law has been applied to ensure the correctness o f simulation experiments.
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3.7.1 Little’s Law

The correctness o f  the experimental system was verified by applying Little’s Law. 

There are two ways to get the number o f  jobs in the system. One way is that the average 

number o f jobs in the system (No) equals the sum o f residence times (response time) of 

all jobs divided by the experiment time. Experiment time is the time from the beginning 

o f  the experiment to the time when the last job leaves the system. The second way is to 

apply Little’s Law. Little’s law relates the mean number of jobs in the system with the 

mean time spent in the system as follows:

Mean number in the system (Ni) = Arrival rate * Mean Response Time

Both, the values o f  No and Ni are calculated and the difference is observed. The 

validation was done at a high arrival rate. The percentage differences for all the 

implemented matching algorithms were observed to be below one percent.

3.8 Accuracy of Measurement

This section describes in detail the testing conditions and the precautions 

observed to get accurate measurements.

3.8.1 Initial Bias

The initial bias for a simulation run is removed by discarding the observations in 

the transient phase. To determine the transient phase, the number o f  jobs is gradually 

increased and the mean response time o f  jobs is observed. In the steady state, there is not 

much variation in the mean response time o f jobs as the number o f jobs is increased. The 

value o f  number o f jobs after which the mean response time stabilizes is regarded as the 

end o f transient phase. The transient phase in each experiment is determined at a high
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arrival rate. As simulations with higher arrival rate generally take longer to achieve a 

steady state, discarding the same number o f jobs at lower arrival rates will also ensure the 

removal o f the transient phase. In the steady state, completion o f first n number o f jobs 

submitted by the traffic source to the broker is considered for response time calculations. 

However the arrivals from the traffic source are not stopped until these jobs are 

completed, as the effective mean response time would be lowered if  there were no 

arrivals in the system. The jobs in the steady state to be considered for mean response 

time calculations are flagged.

3.8.2 Test Duration

Multiple runs o f the simulation were carried out and each simulation was run long 

enough in the steady state in order to achieve the desired accuracy: interval o f +- 5% o f 

the mean at a confidence level o f 95%. The method o f independent replications is used in 

calculating the confidence interval. The desired accuracy was achieved except for a few 

cases at higher arrival rates. However, at those arrival rates, the difference between the 

performances o f  algorithms was substantial and even with a confidence interval between 

5-10 %, it could be safely concluded as to which scheduling policy is performing better.
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Chapter 4: Performance of Class Based Matching Algorithms

This chapter describes the different simulation experiments performed in detail. 

Effect o f  various system and workload parameters on the performance o f the proposed 

m atching policies is discussed.

4.1 Objectives

The objectives o f  this chapter are outlined:

• To answer “How does class-based matching, which does not require detailed a 

priori information about jobs and resources perform with respect to the minimum 

completion time algorithm that matches jobs to resources based on complete 

knowledge o f characteristics o f  jobs and resources.

• To be able to answer “What factors will determine the number o f  resources to be 

associated with each class?”

• To get insights into the performance o f various matching algorithms and study the 

effect o f different system and workload parameters on the performance o f  the 

proposed matching algorithms.

In the previous chapter, the proposed class-based matching algorithms were 

described. In this chapter, we describe results o f  simulation experiments conducted to 

study the performance o f  the various class-based algorithms and the minimum 

completion time algorithm.
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Simulation experiments are conducted for various system and workload 

parameters to study their effect on the performance o f class-based matching. Experiments 

are conducted by varying the following:

• Number o f  clusters; Nc (Section 4.3)

•  Number o f  resources in each cluster; Nr (Section 4.4)

• Configuration o f resources in each cluster (Section 4.4.1.1)

• Number o f  classes o f jobs; N ciasses (Section 4.5)

• Coefficient o f variation o f  job  demands; COV (Section 4.6)

• Mean Service Demand o f jobs; M sd (Section 4.7)

4.2 Performance of the Class Based Algorithm

In the first experiment, two clusters each having a single resource is considered. 

The performance o f class-based matching algorithms with more resources in each cluster 

is discussed in subsequent sections. As described in Section 3.1, each cluster has its own 

traffic source. Unless mentioned otherwise, the source in each cluster generates jobs o f

class SMALL with a probability ps and jobs o f class LARGE with a probability (l-p s). In

the simulations described, the value o f ps is set to 0.95. The service demand of jobs in 

each class follows a uniform distribution. In order to concentrate on the performance o f 

the algorithms alone, no delays due to discovery and communication are considered in 

this experiment.

The performance o f  the system is tested for three algorithms: local

allocation (LA), class based matching, and minimum completion time. In all these
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policies, once the job is matched to a resource, it is scheduled on the resource based on a 

first come first served scheduling policy. In case o f local allocation, all the jobs o f  a 

cluster are submitted locally to the resource in the same cluster irrespective o f the class o f 

the job. In case o f class based matching, as described in the previous chapter, a class is 

associated with each resource. In a two class environment, the resource in the first cluster 

is designated to perform jobs o f class SMALL only and the resource in the second cluster 

is designated to perform jobs o f class LARGE. All jobs o f  class LARGE in both clusters 

are submitted to the resource in the second cluster and all jobs o f class SMALL in both 

clusters are submitted to the resource in the first cluster. In case o f local allocation, i f  a 

job  in class SMALL were to follow a job in class LARGE, it m ay be significantly 

delayed because they execute on the same resource. The rationale behind class based 

matching is to reserve a resource for each class of jobs. In this case, even if  a job in class 

SMALL were to follow a job  in class LARGE, it would not be delayed by the LARGE 

job, as it would execute on the resource designated to perform jobs o f  class SMALL only. 

The job in class LARGE will be sent to the other cluster.

The arrival rate is varied. The other workload parameters are held at their default 

values as listed in Table 3-1. The relative perfonnance o f  the matching policies is shown 

in Figure 4-1. The Class Based matching algorithm outperforms both LA and MCT 

algorithms. In case o f both local allocation and MCT, a large job may be in the front o f  a 

small job. However in case o f  class-based matching, a job  in class SMALL cannot be 

delayed by a job  in class LARGE as they contend for resources designated to perform 

jobs o f their class.
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Figure 4-1 : Performance of class based matching for Nc=2 

4.3 Effect of Number of Clusters

To study the effect o f number o f clusters on performance, the number of clusters 

is varied.

4.3.1 Performance of Class-Based Matching in Three Clusters

The first experiment performed is with the number o f clusters equal to three. All 

other workload parameters are kept the same as the parameters in the earlier experiment 

with two clusters. It m ay be recalled from Section 3.6.2 that the default utilization ratio 

(ratio between the utilization o f jobs in class SMALL and the utilization o f  jobs in class 

LARGE) is 0.9. Therefore, two resources (one in cluster 1 and one in cluster 2) are 

allocated to execute the jobs o f class LARGE and one resource is allocated to execute 

jobs o f class SMALL.
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As shown in Figure 4-2, class based matching performed worse than MCT. This 

is attributed to the saturation o f the resource allocated to execute jobs o f  class SMALL. 

The ratio o f  utilization o f jobs o f class SMALL to utilization o f jobs o f  class LARGE is 

0.9. However, the ratio o f resources allocated to jobs o f  class SMALL to the resources 

allocated to jobs o f  class LARGE is 0.5. Therefore, the resource allocated to execute jobs 

o f  class SMALL saturates much earlier than the resources allocated to execute jobs o f 

class LARGE. However, such an imbalance would decrease with the increase in the size 

o f  the grid. W ith grids involving a large number o f organizations with a large number o f 

resources, the load can be balanced more equally and this kind o f situation is unlikely to 

arise.

In case o f  CB matching, if  the requirement o f  a resource cannot be met locally, 

the request is propagated to the next cluster and so on. Whenever a resource o f  the 

required class is found, the job is submitted. Hence the jobs of class LARGE from cluster 

0 would always be submitted to the resource in cluster 1. Moreover, the jobs in class 

LARGE generated at cluster 1 and cluster 2 will be executed locally. This causes an 

imbalance in load distribution between the resources in cluster 1 and cluster 2.

If a requirement o f  a resource cannot be met locally, the clusters should be 

queried in a round robin fashion in order to achieve a more uniform load distribution. 

This will ensure that all resources o f a particular class are more equally utilized.

The relative performance o f class based and class based round robin matching is 

shown in Figure 4-2. It can be observed that CB-RR matching gives us better values o f 

response times than CB matching as the jobs from cluster 0 were submitted to the 

resource in cluster 1 and cluster 2 alternately. The CB-LI matching policy, which
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matches a job to a resource based on the class o f the job and also the load on the 

resources o f  the same class performs slightly better than CB-RR matching. However, the 

saturation arrival rate remained the same, as the cause o f saturation o f  the system was the 

resource in cluster O-executing jobs o f  class SMALL. MCT outperforms CB, CB-RR, and 

also the CB-LI matching policy. The class-based matching algorithms saturate over the 

arrival rate o f 0.02. MCT seems to saturate at a higher arrival rate.
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Figure 4-2: Mean Response Time of jobs for Nc=3

4.3.2 Performance of Class-Based Matching in Four Clusters

All other system and workload parameters remaining same, the number of clusters 

is increased to four. Thus there are a total o f four resources, one in each cluster. As 

discussed in Section 3.6.2, the default utilization ratio between jobs o f class SMALL and 

jobs o f class LARGE is 0.9. Therefore, two resources are allocated to execute jobs o f 

class SMALL and two resources are allocated to execute jobs o f  class LARGE.

Page 53

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



In this case, it was expected that there would not be load imbalance as observed in 

the case o f three clusters and the performance o f class-based matching would be better 

than MCT. At low and medium load (job arrival rates less than or equal to 0.035 

jobs/sec), CB-RR performed better than MCT. However, at higher load, CB-RR 

matching policy saturated earlier than MCT. On analysis it was observed that the 

resources o f  the same class were not equally utilized and some resources were more 

utilized than others. Even in case o f CB-RR matching, more jobs o f  one class could be 

allocated to one resource than the other. This depends on the number o f  times the request 

for a resource o f  a particular class is propagated to a particular remote cluster if  not 

satisfied locally. For example, consider clusters 0 and 1 each having a single resource 

designated to perform jobs o f  class SMALL and clusters 2 and 3 each having a single 

resource designated to perform jobs o f class LARGE. In order to check the number o f  

jobs o f class LARGE generated by the source in cluster 0 that would be submitted to 

resources in cluster 2 and cluster 3 respectively, consider the first three jobs o f class 

LARGE that arrive at cluster 0. For the first job o f class LARGE, the request will be 

propagated to cluster 1 (the next cluster to be checked is 1) and as it cannot be satisfied 

by the resource in cluster 1, it will be propagated to cluster 2 and will be satisfied by the 

resource in cluster 2. For the second job o f  class LARGE, the request will be propagated 

to cluster 2 (the next cluster to be checked is 2) and will be satisfied by the resource in 

cluster 2. The third request will be propagated to cluster 3 (the next cluster to be checked 

is 3) and will be satisfied by the resource in cluster 3. Similarly, considering the first 

three jobs o f class LARGE in cluster 1, two jobs will get allocated to the resource in 

cluster 2 and one job  will get allocated to the resource in cluster 3. The resource in cluster
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2 gets a higher share o f jobs from cluster 0 and cluster 1 than the resource in cluster 3, 

thereby explaining the uneven load distribution. The performance o f  CB-RR matching 

depends on how resources in different clusters are mapped to the different classes.

To ensure load balancing, the performance o f  class based with load information 

algorithm was tested. In this case, all clusters are checked to find resources o f  the 

required class and the job is submitted to the resource with the shortest job queue. The 

class based with load information algorithm outperformed MCT.

The relative performance o f  the matching policies is shown in Figure 4-3 and 

Figure 4-4.
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Figure 4-3: Mean Response Time of jobs at all loads for Nc=4 

The CB-LI algorithm gives the best performance at medium and high loads (job 

arrival rates higher than or equal to 0.025 jobs/sec). Even at low load (job arrival rate o f 

0.01 jobs/sec), the performance o f  CB-LI matching is comparable to MCT. The
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performance o f  CB-RR matching is better than MCT at medium load. However, at high 

load, CB-RR saturates earlier than MCT for the reason explained earlier in this section.
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Figure 4-4: Mean Response Time of jobs at low & medium load for Nc=4

4.3.3 Performance of Class-Based Matching in Six Clusters

All other system and workload parameters held at their default values (see Table 

3-1); the number o f clusters is increased to six. There are a total o f  six resources, with 

one resource in each cluster. It may be recalled that the default ratio o f  utilization o f jobs 

o f  class SMALL to the utilization o f jobs o f  class LARGE is 0.9. Therefore, three 

resources are allocated to execute jobs o f  class SMALL and three resources are allocated 

to execute jobs o f  class LARGE. Since class based round robin matching demonstrated 

an inferior performance in the previous section, only the performance o f  MCT and class 

based with load information algorithm is studied here. The mean response times obtained 

with these policies are shown in Figure 4-5 and Figure 4-6.
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Figure 4-5: Mean Response Time of jobs at all loads for Nc=6
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Figure 4-6: Mean Response Time of jobs at low and medium load for Nc=6 

The class based with load information algorithm provides comparable 

performance to M CT at low load (job arrival rate o f  0.01 jobs/second). At high loads (job

Page 57

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



arrival rates higher than or equal to 0.03 jobs/sec), CB-LI matching outperforms MCT. At 

low  loads, M CT provides good load balancing as well. This is because the jobs are 

m atched to resources that would give the minimum completion time for the job. At high 

loads, MCT saturates earlier than CB-LI matching. This can be attributed to the fact that 

M CT matches the current job optimally without taking care o f the future workload. There 

could be m any small jobs queued after long jobs at high load. Such a situation does not 

arise in CB-LI matching as the jobs are always queued up at a resource designated to 

perform jobs o f  that class. Thus the situation in which a short job gets queued up behind a 

long job will not arise. The load balancing approach o f submitting the job  at a resource 

with the smallest queue length attempts to balance the load amongst resources o f  the 

same class.

4.4 Effect of Number of Resources in Each Cluster

To study the effect o f  number o f  resources in each cluster, all other system and 

workload parameters are kept the same as the default parameters (see Table 3-1) and the 

number o f resources in each cluster is varied from one to two to four.

4.4.1 Performance with Two Resources in Each Cluster

W hen there are multiple resources in a cluster there could be multiple ways in 

which resources in different clusters may be mapped to classes. The performance o f class 

based matching may become dependent on the system configuration (number o f  

resources o f  a particular class in a particular cluster). For example, consider the case o f  

two resources in each cluster and number o f  clusters equal to three. There are a total o f  

six resources. Based on the default utilization ratio between jobs o f  class SMALL and
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jobs o f class LARGE, three resources are to be allocated to jobs o f class SMALL and 

three resources are to be allocated to jobs o f class LARGE. Two configurations o f 

placement o f resources within clusters are possible.

•  Configuration one: Each cluster with one resource allocated to jobs o f class 

SMALL and one resource allocated to jobs o f  class LARGE.

•  Configuration two: Two resources o f class SMALL in one cluster, two resources 

of class LARGE in the second cluster and a resource o f  class SMALL and a 

resource o f  class LARGE in the third cluster.

The question arises as to how the performance is related to the mapping o f 

resources to classes o f  jobs. This question is studied in the next sub-section.

4.4.1.1 Effect of Configuration of Resources in Each Cluster

The effect o f  configuration o f  resources in a cluster was studied for the case with 

two resources in each cluster. The default values o f system and workload parameters are 

used (see Table 3-1); only the number o f resources in each cluster is changed to two. 

W ith three clusters, there are a total o f  six resources. As discussed in the previous section, 

in order to have the ratio o f resources allocated to the two classes match up closely with 

the ratio o f job utilization in classes, three resources are allocated to jobs o f class SMALL 

and three resources are allocated to jobs o f  class LARGE. The two possible 

configurations o f  placement o f resources within clusters as described earlier are discussed 

in the following sub sections.
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4.4.1.1.1 Configuration One

In this case, each cluster has a resource allocated to execute jobs o f  class SMALL 

and a resource allocated to execute jobs o f class LARGE. The values o f  mean response 

times obtained with the different matching policies are shown in Figure 4-7.
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Figure 4-7: Mean Response Time of jobs in configuration one for Nr=2 

It may be recalled that in case o f CB-RR matching, the class o f  the resource in 

local cluster is checked first before propagating the request to remote clusters. Therefore, 

all jobs in class SMALL and LARGE execute locally as all the clusters have a resource 

allocated to execute jobs o f class SMALL and jobs o f  class LARGE. CB-LI matching 

takes into account the load at various resources while making a matching decision, and 

distributes the load more evenly across resources as compared to CB-RR matching. CB- 

RR provides better performance than MCT at high load (job arrival rates higher than 0.05 

jobs/sec) whereas CB-LI outperforms MCT at both medium and high loads (job arrival
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rates higher than or equal to 0.04 jobs/sec). Even at a low arrival rate o f 0.01 jobs/sec, 

there is a marginal difference in the perfonnance o f M CT and CB-LI matching.

4.4.1.1.2 Configuration Two

In this case, cluster 0 has two resources o f  class SMALL, cluster 1 has one 

resource o f  class SMALL and one resource o f class LARGE, and cluster 2 has two 

resources o f  class LARGE. The values o f mean response time obtained with the different 

matching policies are shown in Figure 4-8.
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Figure 4-8: Mean Response Time of jobs in configuration two for Nr=2

The performance o f  class based round robin and class based with load information 

algorithms is compared with the performance o f MCT. CB-RR saturates earlier than 

MCT. This can be attributed to the load imbalance between resources o f the same class in 

a cluster. Though, class based round robin matching attempts to provide load balancing at 

cluster level by polling the clusters in a round robin fashion if  the request is not satisfied
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locally, the job is submitted to the resource o f  the same class that sends the reply to the 

broker first. The class based with load information matching provides the best 

performance as it provides load balancing both at cluster level and at the resource level. 

W ith this algorithm, all resources are polled and the job is submitted to the resource that 

has the shortest job  queue amongst the resources o f the required class.

4.4.2 Performance with Four Resources in Each Cluster

In this case, all other system and workload parameters remaining the same as the 

default parameters (see Table 3-1), the number o f resources in a cluster is fixed at four. 

There are a total o f  twelve resources (four in each cluster). Six resources are allocated for 

jobs o f class SMALL (two in each cluster) and six resources are allocated for jobs o f 

class LARGE (two in each cluster). This is based on the default value o f  utilization ratio 

(0.9) between jobs o f class SMALL and jobs o f class LARGE. For the case with two 

resources in each cluster, it was observed that the class based with load information 

approach performed the best irrespective o f the configuration o f resources in a cluster as 

it provided good load balancing amongst resources o f  the same class in a cluster. 

Therefore, only the performance o f MCT and class based with load information approach 

is compared here.

The relative performance o f  the implemented policies is shown in Figure 4-9 and 

Figure 4-10. M CT provides good load balancing and better performance at low loads (job 

arrival rates less than 0.1 jobs/sec). However at medium and higher loads, similar to other 

cases discussed in the previous sections MCT saturates much earlier than CB-LI 

matching. In case o f  MCT, at high loads, there could be many small jobs queued behind
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long jobs leading to high mean response times and earlier saturation. Such a situation 

does not arise in case o f  class-based matching as the jobs contend for resources in the 

same class.
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Figure 4-9: Mean Response Time of jobs at all loads for Nr=4
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Figure 4-10: Mean Response Time of jobs at low & medium load for Nr=4
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4.5 Effect of Number of Classes of Jobs

The effect o f  number o f  classes o f  jobs is studied for workloads with same mean 

service demand and coefficient o f variation. The number o f  classes is varied from two to 

three. The default values o f  mean service demand and coefficient o f  variation (from 

Table 3-1) have been used. The effect o f  number o f classes is studied for the case with 

four resources in each cluster and with three clusters in the system. The number of classes 

will affect the number o f resources allocated for each class o f  jobs. The default case o f  

having a single resource in each cluster is not chosen, as it would have become 

mandatory to allocate one resource for each class. Effect o f number o f classes can be 

better studied with a larger number o f resources in each cluster. Hence, the scenario o f 

four resources in each cluster was selected.

The summary o f system and workload parameters for the case with two classes 

and three classes is given in Table 4-1.

The values o f mean response times obtained for the case with three classes are 

shown in Figure 4-11 and Figure 4-12. The performance with two classes has already 

been shown in Section 4.4.2. In both the cases for two classes and three classes o f jobs, 

M CT gives a slightly better performance at low loads but saturates earlier than CB-LI 

matching. However, the difference between the performance o f MCT and CB-LI 

matching at low loads (job arrival rates less than 0.1 jobs/sec) is greater in the case with 

three classes.

As discussed in the earlier sections, in class-based matching, the number o f  

resources allocated to a particular class should be proportional to the utilization of jobs o f  

that class. As described in Section 3.6.1, the utilization o f  jobs o f a particular class is a
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product o f the arrival rate, probability o f  the job being of that class and the service 

demand o f jobs o f  that class.

For the case o f  two classes the utilizations o f  jobs are,

U tilization o f jobs o f  class SMALL = L*0.95*50 

Utilization o f jobs o f class LARGE = ^*0.05*1050

Thus the ratio o f  utilization o f jobs o f class SMALL to the utilization o f jobs o f 

class LARGE is 0.9. There are a total o f  twelve resources (four in each cluster), out o f 

which six are allocated to jobs o f class SMALL and six resources are allocated to jobs o f 

class LARGE.

Table 4-1: System & Workload Parameters to study the effect of number of classes
on Mean Response Time

Parameter Two Classes Three Classes

Nc 3 3

Nclasses 2: SMALL & LARGE 3: SMALL, MEDIUM & 
LARGE

N r 4 4

Service Demand o f jobs o f 
class SMALL U (25,75) U (25,75)

Service Demand o f jobs o f 
class MEDIUM

Not Applicable U (1000,1050)

Service Demand o f jobs o f 
class LARGE U (1000,1100) U (1050,1100)

Ps 0.95 0.95

Pm Not Applicable 0.025

Pi 0.05 0.025
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Figure 4-11: Mean Response Time of jobs at all loads for Nciasses=3
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Figure 4-12: Mean Response Time of jobs at low & medium load for Nciasscs=3 

In the case o f  three classes, the utilizations o f jobs o f  the three classes are, 

Utilization o f  jobs o f class SMALL = X*0.95*50
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Utilization o f  jobs o f class MEDIUM=A.*0.025*1025

Utilization o f  jobs o f  class LARGE =A,*0.025*1075

The ratio o f utilization o f jobs o f  class SMALL and M EDIUM with respect to 

jobs o f class LARGE is 1.76 and 0.95 respectively. Three resources are allocated to jobs 

o f  class LARGE, three to jobs o f class MEDIUM and six resources to jobs o f class 

SMALL. The ratio o f  the number o f  resources allocated to jobs o f  class SMALL and 

MEDIUM with respect to the number o f  resources allocated to jobs o f  class LARGE is 

two and one respectively. In the case o f  two classes, the percentage difference between 

the ratio o f utilization o f  jobs o f the two classes and the ratio o f resources allocated to the 

two classes is 10% (the ratio o f utilization o f jobs in the two classes is 0.9 and the ratio o f 

resources allocated to the jobs in the two classes is 1). In the case o f  three classes, the 

percentage difference between ratio o f  utilization o f  jobs and ratio o f  resources allocated 

to jobs o f class SMALL and MEDIUM with respect to jobs o f  class LARGE is 12% 

(ratio o f utilization o f  jobs in class SMALL and LARGE is 1.76 and the ratio o f resources 

allocated to the jobs o f  these two classes is 2) and 5% (ratio o f utilization o f jobs in class 

MEDIUM and LARGE is 0.95 and the ratio of resources allocated to the jobs o f these 

two classes is 1) respectively. This affects the balancing o f loads amongst the resources 

allocated to the different classes. The performance o f class-based matching is determined 

by how closely the number o f resources allocated to a particular class matches the 

utilization o f jobs o f that class.
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4.6 Effect of Coefficient of Variation of Job Demands

The effect o f  coefficient o f variation o f job demands on the performance of class- 

based matching is studied. The performance is studied in three clusters, with one resource 

in each cluster. The number o f classes is two (default): SMALL and LARGE. The 

performance is studied for values o f coefficient o f  variation 1.09, 1.5, 2.94, and 3.41. 

These values o f  COV were derived from the equations o f  mean and variance given in 

Section 3.6.2. Given M sd and COV, there are two equations and five unknowns. As a 

result there was no direct way o f  solving for LSMall, Usmall, LLArge and U large- A trial 

and error method was therefore used. By fixing ps at 0.95, various values o f  these four 

parameters were chosen until a value close to the desired COV was obtained.

The workload parameters for these values o f coefficient o f variation o f job 

demands are given in Table 4-2. The system parameters are the same as default 

parameters (see Table 3-1). With three clusters and a single resource in each cluster, for 

each value o f coefficient o f variation, the resources are mapped to classes based on the 

ratio o f utilization o f  jobs in class SMALL and jobs in class LARGE for that value o f  

coefficient o f variation.

The performance o f CB-RR and CB-LI matching is compared with that of MCT. 

The relative performance o f the different policies for coefficient o f variation o f  job 

demands 1.09, 1.5, 2.94, and 3.41 is shown in Figure 4-13, Figure 4-14, Figure 4-15, and 

Figure 4-16 respectively.
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Table 4-2: Workload Parameters for various coefficient of variation

Coefficient 
of Variation 
of Job 
Demands

Service 
Demand of 
jobs of class 
SMALL

Service
Demand of jobs 
of class 
LARGE

Probability of 
occurrence of 
jobs of class 
SMALL (ps)

Probability of 
occurrence of 
jobs of class 
LARGE (l-ps)

1.09 U (50,100) U (550,600) 0.95 0.05

1.5 U (20,120) U (120,1220) 0.95 0.05

2.94 U (25,40) U (1365,1400) 0.95 0.05

3.41 U (30,35) U (35,2730) 0.95 0.05

For a COV o f 1.09, two resources are allocated to jobs o f  class SMALL and one 

resource is allocated to jobs of class LARGE. As can be seen in Figure 4-13, MCT 

performs better than CB-RR at all arrival rates. CB-LI gives performance comparable to 

M CT at low and medium load (job arrival rates less than or equal to 0.025 jobs/sec). At 

high load (job arrival rates higher than or equal to 0.0275), CB-LI saturates earlier than 

MCT.

For a COV o f 1.5, two resources are allocated to jobs o f class SMALL and one 

resource is allocated to jobs o f class LARGE. As can be seen from Figure 4-14, CB-LI 

outperforms both MCT and CB-RR. MCT performs better than CB-RR matching at low 

and medium load (job arrival rates less than or equal to 0.025 jobs/sec), but at high loads 

(job arrival rates higher than or equal to 0.0275 jobs/sec) MCT saturates earlier than CB- 

RR.
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Figure 4-13: Mean Response Time of jobs for C.O.V=1.09
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Figure 4-14: Mean Response Time of jobs for C.O.V=1.5
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Figure 4-15: Mean Response Time of jobs for C.O.V=2.94

For COV o f 2.94 and 3.41, one resource is allocated to jobs o f  class SMALL and 

two resources are allocated to jobs o f class LARGE. The CB-RR and CB-LI matching 

algorithms perform significantly better than MCT at a COV o f 2.94 and 3.41 for all 

arrival rates (see Figure 4-15 and Figure 4-16).

The higher the coefficient o f variation o f  job  demands, the better is the 

performance o f  class-based matching. With higher coefficient o f  variation o f  job 

demands, there will be large differences between jobs o f  class SMALL and jobs o f  class 

LARGE. Since the overall mean is fixed, the jobs o f  class SMALL will be smaller and 

jobs o f  class LARGE will be larger. Thus, for higher coefficient o f  variation o f  job 

demands, i f  a job  o f class SMALL were to queue up behind a job o f  class LARGE as in 

case o f  MCT, the delay is expected to be greater than in case o f  a workload with low 

coefficient o f  variation o f  job demands.

Page 71

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



o«
(A

c?
6
E
H
«
(A
Coa
(A<Ua;

ftiila«
S

9000.000
8000.000
7000.000
6000.000
5000.000
4000.000 
3000 000 
2000 000 
1000 000

0 000

CB-RR
--» -M C T

■CB-LI

-------------------

/  +
/  ^ 0

«.— — ---------§ •" " "

0.015 0 02 0.0275

169.301 262.643 512.288 • 3106.560
271.710 528.255 1708.501 7832.794

147.545 201.436 339.629 2509.345

CB-RR

CB-LI

Jo b  Arrival R ate, X(jobs/sec)

Figure 4-16: Mean Response Time of jobs for C.O.V = 3.41

The relative performance o f the different algorithms for the different values o f

coefficient o f variation o f job demands at an arrival rate o f  0.02 jobs/second and 0.0275 

jobs/second is shown in Figure 4-17 and Figure 4-18 respectively.

The performance o f CB-RR and CB-LI matching improves as the coefficient o f 

variation o f job demands increases.

As can be seen from Figure 4-17 and Figure 4-18,

• CB-RR performs worse than MCT for a COV o f 1.09 at both the arrival rates. 

CB-LI provides comparable performance to MCT at the lower arrival rate; 

however at the higher arrival rate M CT outperforms CB-LI.

• For COV o f  1.5, CB-LI outperforms both MCT and CB-RR. MCT performs

better than CB-RR at the lower arrival rate; however CB-RR outperforms MCT at 

the higher arrival rate.

• For COV o f 2.94 and 3.41, both CB-RR and CB-LI outperform MCT.
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This indicates that the performance o f class-based matching algorithms improves 

as the variability in job demand increases.
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Figure 4-17: Performance of various policies for different values of COV at >.=0.02
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4.7 Effect of Mean Service Demand of Jobs

The effect o f  M sd on the relative performances o f MCT and class-based matching 

algorithms is investigated. The system parameters are the default system parameters w ith 

num ber o f clusters equal to three and there is one resource in each cluster. The mean 

service demand o f  jobs o f class SMALL and jobs o f class LARGE is doubled with 

respect to the default values (given in Table 3-1). The distribution o f service demand o f 

jobs o f  class SMALL is modified from U (25, 75) to U (50, 150) and the distribution o f  

service demand o f jobs o f class LARGE is modified from U (1000, 1100) to U (2000, 

2200). The values o f mean response time obtained with MCT, CB-RR, and CB-LI 

m atching and the relative performance o f the policies is shown in Figure 4-19.
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Figure 4-19: Effect of Msd on Mean Response Time

As the mean service demand o f the jobs is doubled, the system saturates much

earlier as compared to the saturation at the default workload parameters. The utilization

o f  jobs is directly proportional to the mean service demand o f the job, thus increasing the
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utilization o f resources. However, the relative performance o f CB-RR and CB-LI 

matching with respect to MCT remains the same (see Figure 4-2 and Figure 4-19).

Similar relative performances o f  CB-RR and CB-LI matching with respect to 

M CT are expected for other values o f M sd- Therefore, experiments are not performed for 

any other value o f  mean service demand o f jobs.

4.8 Effect of Communication Delays

For CB and CB-RR matching policies, it may be recalled that all clusters may not 

be polled, and the job is submitted to the first resource discovered in that class. The 

communication overheads o f these policies will be less than that o f MCT, as in case o f 

M CT, all clusters and resources are polled before making a matching decision.

The communication overheads o f CB-LI matching are similar to that o f MCT, as 

in order to check the load on the resources, resources in all clusters are polled. The result 

o f  the experiments discussed in the previous sections show that despite o f  the same 

communication overheads as that o f MCT, and unavailability o f detailed information 

about characteristics o f jobs, CB-LI gives performance comparable to that o f MCT for 

some cases and outperforms MCT in some other cases.

4.9 Class Based Full Round Robin Algorithm

Another class-based matching policy is analysed here. For the CB-RR matching 

algorithm discussed in the previous sections, the broker first queries the information 

service entity o f  the local cluster and checks the resources in the local cluster to find a 

resource o f the required class. The request is propagated to the remote clusters in a round 

robin fashion only i f  it cannot be satisfied by a resource in the local cluster. In class based
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full round robin (CB-FRR) matching, the clusters are polled in a round robin fashion 

including the local cluster irrespective o f  the availability o f resources in the local cluster. 

The policy is proposed to provide a more even distribution o f load as compared to class 

based round robin matching.

The performance o f  CB-FRR has been tested for the case with three clusters and 

two resources in each cluster. Default values of workload parameters are used. Based on 

the default utilization ratio o f 0.9, three resources are allocated to jobs in class SMALL 

and three resources are allocated to jobs in class LARGE.

It m ay be recalled from Section 4.4.1 that with two resources in each cluster, there 

are two ways in which the resources in the three clusters may be mapped to the two 

classes: SMALL and LARGE.

In configuration one, each cluster has a resource with class SMALL and a 

resource w ith class LARGE. The performance o f CB-FRR matching with respect to 

MCT, CB-RR, and CB-LI in configuration one is shown in Fig 4-20.
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Figure 4-20: Performance of CB-FRR in configuration one for Nr = 2
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CB-LI outperforms all other policies. CB-FRR provides better load balancing 

than CB-RR matching.

In configuration two, cluster 0 has two resources o f class SMALL, cluster 1 has 

one resource o f class SMALL and one resource o f  class LARGE, and cluster 2 has two 

resources o f  class LARGE.

The perfotmance o f CB-FRR matching with respect to MCT, CB-RR, and CB-LI 

in configuration two is shown in Figure 4-21.
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Figure 4-21: Performance of CB-FRR in configuration two for Nr = 2

MCT outperforms all the other policies at low and medium load (job arrival rates 

less than 0.04 jobs/sec). However, at higher load, CB-LI outperforms MCT. Both CB-RR 

and CB-FRR get saturated much earlier than MCT. This can be attributed to the fact that 

these policies attempt to balance the load at cluster level but do not balance the load 

amongst resources o f  the same class in a cluster.
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The results presented in this thesis do not indicate any strong advantage o f CB- 

FRR. Another approach to balance the load amongst resources o f  the same class in a 

cluster is to poll the clusters in a round robin fashion and to allocate jobs to resources o f 

the same class in a cluster also in a robin fashion. This approach would also attempt to 

distribute the load both at the cluster and at the resource level. Investigation of such an 

algorithm forms an interesting direction for future research.

The conclusions drawn from the experiments in this chapter are summarised in 

the next chapter.
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Chapter 5: Conclusions

This chapter provides a summary o f this research and discusses the directions for 

future research.

5.1 Summary

A popular algorithm described in the literature is minimum completion time that 

requires exact a priori knowledge o f  job and system characteristics. It is not always 

possible to have a complete a priori knowledge about the characteristics o f  a job while 

m aking a matching decision. Class-based matching algorithms introduced in this research 

do not require detailed knowledge o f  the job characteristics in order to match a job to a 

resource. An important observation made in this thesis is that class-based matching 

displays performance comparable or superior to the minimum completion time algorithm 

under a broad range o f workload conditions, when the variability in job demand is high.

In the class-based matching approach, a class is associated with a job. In this 

research, the classification o f jobs into classes is based on distribution o f service demand 

o f  jobs. The resources participating in the grid also have a class associated with them. 

The jobs o f a particular class are executed on a resource of the same class only.

The performance o f different types o f  class-based matching algorithms is 

observed under different configurations by varying system and workload parameters. The 

performance o f the class-based matching algorithms is compared with the minimum 

completion time algorithm that takes matching decisions based on complete knowledge 

o f  job  characteristics. With MCT, all resources in the grid are checked and the job is
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submitted to the resource that would provide the minimum completion time for the job. 

Various class-based matching algorithms that use different degrees o f knowledge o f the 

system and its state are introduced in this research. The performance o f these class-based 

strategies is evaluated by running a series o f  simulation experiments. Experiments are 

performed by varying the number o f  clusters, number o f resources in a cluster, number o f 

classes o f  jobs, job arrival rate, as well as the coefficient o f variation and mean service 

demand o f  jobs.

The main benefit o f class-based matching with respect to MCT is that it does not 

require detailed information about characteristics o f jobs before making a matching 

decision. In a real system, where the jobs may be continuously arriving, it may be 

difficult to implement MCT that matches jobs to resources based on complete 

information about characteristics o f jobs. The perfonnance o f  class-based matching 

depends on how well the resources can be divided amongst classes.

Different types o f class-based matching policies performed differently with 

different set o f system and workload parameters. The performance results are described 

in the thesis. The effects o f important parameters on performance o f class based (CB), 

class based RR (CB-RR), and class based with load information (CB-LI) matching 

policies are summarised here.

•  For less than three clusters with a single resource in each cluster, simple class 

based matching is observed to demonstrate good performance. At first, the local 

cluster is checked for the resource o f  the required class. The job is submitted 

locally if  a resource is found, otherwise the request is propagated to the remote 

cluster.
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•  For number o f clusters equal to three and single resource in each cluster, CB-RR 

provides more even distribution o f  load on resources. In case o f CB-RR matching, 

if  the request cannot be met locally, the request is propagated to remote clusters in 

a round robin fashion.

•  For more than three clusters with a single resource in each cluster, CB-RR may

not equally utilize the resources o f  the same class. This depends on how the 

resources in different clusters are mapped to the classes. For clusters with

multiple resources o f the required class, the load may be unevenly distributed on 

the resources as the job is submitted to the resource that first sends the reply to the 

broker.

•  In order to provide load balancing both at cluster and resource level (the two

scenarios discussed earlier), class based with load information matching is

introduced. In this case all clusters and resources are checked and the job is 

submitted to the resource with the shortest job queue amongst resources o f  the 

required class.

•  If the resources are appropriately allocated to different classes, class-based 

matching demonstrates a superior performance in comparison to MCT at higher 

loads. In MCT, there can be queuing o f a large number o f small jobs behind large 

jobs at higher arrival rates. Such a situation does not arise in class-based matching 

as the jobs are classified based on their service demand and jobs o f different 

classes do not contend for the same resource.

•  The relative performance o f class-based algorithms with respect to M CT
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improves with increase in coefficient o f variation o f job service demands.

5.2 Future Research

A number o f  issues that warrant investigations are presented in this section.

•  The performance o f class-based matching is governed by the utilization of jobs o f 

a particular class. The system saturates when a resource executing jobs o f a 

particular class saturates. It may be possible that a resource executing jobs o f  a 

particular class may be saturated, while the resource executing jobs o f  the other 

class may be poorly utilized. An adaptive strategy is proposed as a part of future 

research. In the event o f high utilization o f resources designated to perform jobs 

of a particular class, the jobs o f that class should be submitted to resources with 

lesser utilization, that are otherwise allocated to perform jobs o f  another class. It 

will be interesting to compare the performance o f such an adaptive strategy with 

the strategies discussed in this thesis.

•  Most o f the work in this research was based on the workload comprising o f a set 

o f independent sequential jobs. Investigation o f the proposed policies for other 

workloads that contain parallel jobs needs investigation.

•  In the current research, i f  a job is submitted to a resource, it runs to completion. 

Migration strategies can be considered to migrate jobs from more loaded 

resources in one class to comparatively lightly loaded resources in another class to 

further improve system performance.

•  The performances o f the different class-based matching algorithms introduced in

this research have been examined for a synthetic workload. Testing the
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performance o f the proposed algorithms with real life workload traces provides an 

interesting dimension for future work.

•  The performances o f the proposed algorithms should be tested with an actual 

computing grid in which the incoming jobs are matched to resources based on the 

matching policies introduced in this research.

•  The effectiveness o f the class-based matching strategies needs to be investigated 

for various network topologies and communication delays.

•  Research presented in this thesis has focused only on computing resources. 

Investigation o f a system in which multiple resources are to be co-allocated to 

jobs forms an interesting direction for future research.
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