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Abstract 

 

This work examines the development of a unified motion tracking and gesture 

recognition system that functions through worn inertial sensors. The system is comprised 

of a total of ten wireless sensors and uses their quaternion output to map the player's 

motions to an onscreen character in real-time. To demonstrate the capabilities of the 

system, a simple virtual reality game was created. A hierarchical skeletal model was 

implemented that allows players to navigate the virtual world without the need of a hand-

held controller. In addition to motion tracking, the system was also tested for its potential 

for gesture recognition. A sensor on the right forearm was used to test six different 

gestures, each with 500 training samples. Despite the widespread use of Hidden Markov 

Models for recognition, our modified Markov Chain algorithm obtained higher average 

accuracies at 95%, as well as faster computation times. This makes it an ideal candidate 

for use in real time applications. Combining motion tracking and dynamic gesture 

recognition into a single unified system is unique in the literature and comes at a time 

when virtual reality and wearable computing are emerging in the marketplace. 
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1    Chapter: Introduction 

 

 Since the early 1970's, when Xerox first began to include them in their personal 

computers, the mouse and keyboard pairing has been the quintessential model for 

interacting with computers [1]. While other interaction methods have come since then, 

none posed any real competition to the mouse and keyboard dominated landscape. The 

combination is extremely effective for a wide range of tasks and with all certainty will 

not be disappearing from the computer environment anytime in the near future. However, 

the mouse and keyboard are fairly restrictive in nature. This was previously of little 

concern, as computers were so large that there was no alternative than to be confined to a 

desk. 

 The last decade has seen a change in this paradigm. Ever increasing computing 

power and decreasing size has led to computers we can carry in our pockets and that 

outclass desktop computers from a decade ago. Under these much more mobile 

environments the standard mouse and keyboard fail to perform well. This has led us to 

explore new interaction modalities not possible a few decades ago. 

 

1.1 Wearable Computing 

 The advent of a much more mobile and technology dominated world has given 

credibility to the concepts of wearable and ubiquitous computing. This has led to a wide 

range of ideas and innovations for marketable products. The Consumer Electronic Show 

(CES) has seen an explosion of wearable computing devices in the last couple of years, 
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despite the fact that the market has not shown its complete willingness to adopt them yet 

[2]. 

 Despite this initial trepidation, the wearable device market is expected to exceed 

six billion dollars by the year 2018 [3]. To date there has been some successes with 

fitness wearables, however the potential scope of applications extends to encompass a 

much wider range of uses. The proliferation of wearable devices has enabled further 

exploration of body area sensor networks, which have been discussed in the literature for 

several decades. Their potential uses vary greatly, including healthcare, training, and 

security applications [4]. 

 One area where wearables and body sensor networks might see early widespread 

use is in the video game industry. While talking about brain-computer interfaces, Nijholt 

et al. [5] suggest that video games make ideal testing grounds for newer technologies. 

This is because the video game community is usually more accepting of new technology 

and willing to overlook early issues and limitations. 

 

1.2 Motion Gaming 

 Much like the mouse and keyboard, button and joystick based controllers have 

always been the standard input modalities for gaming. But just as general computing has 

seen new trends emerge in the last decade, so too has gaming. Nintendo has had massive 

success with its Wii video game console [6]. It was the first widespread use of players 

using their body motions to control a game, outside of select individual cases like Dance 

Dance Revolution [7]. The Wii used a hand held controller that incorporated an 

accelerometer, infrared sensor and gyroscope (in Wii Remote Plus) to track the motions 
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of the controller in the player's hand. Players were standing up and swinging their arms to 

play tennis, rather than simply tapping a button while seated on the couch. 

 This brought to the forefront the idea of exergaming, the use of video games as a 

form of exercise. There has been a steady increase in the prevalence of sedentary 

lifestyles within the general population, which leads to various weight and health issues 

including obesity and heart disease [8]. Exergaming is often seen as a way in which this 

epidemic can be combated, by using the fun nature and growing popularity of video 

games to generate player enthusiasm towards exercise.  

 The Wii unfortunately did not live up to this ideal, as players soon discovered that 

they could perform just as well with simple wrist flicks instead of full body motions. This 

quickly devolved to players again sitting on the couch and performing minimal motions 

while playing. Despite this, recent works have shown that exergaming has promise and 

can be an effective way to increase players' activity levels [9]. 

 Not long after the Wii was released, Microsoft entered the market with the Kinect, 

their camera based approach to motion gaming [10]. The Kinect system performed much 

better than the Wii at generating an active aspect to gaming. Because the Kinect tracked 

their full body, players were not able to cheat the system as easily as they could the 

Nintendo Wii. However, the Kinect suffered from its own issues. Camera based systems 

are very sensitive to lighting conditions, occlusion issues and play area restrictions. Since 

the camera must be able to see the participant at all times the player must stay within a 

very stringent play area. The Kinect also suffered from detection and latency errors, 

which caused frustration among many players. Though the Kinect 2.0 version has 
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improved the accuracy and latency issues, the other problems are inherent to camera-

based technology and therefore much harder to avoid. 

 Wearable devices present new opportunities in the subject of gaming. Multiple 

studies have explored the idea of incorporating heart rate [11][12][13] brain computer 

interfaces [14][15][16] and other biological sensors [17][18] into games. Not as much has 

been done using inertial sensors for body tracking, outside of simple handheld controllers 

such as the Wii. Using inertial sensors could potentially outperform Kinect in full body 

tracking applications. Inertial sensors would not suffer the occlusion, lighting and play 

area restrictions that Kinect and other camera based systems have. They also have the 

potential to obtain more accurate information on the player's pose than the simple camera 

setups used for gaming. While there has not been a significant pursuit of worn inertial 

sensors before now, that is quickly changing with the recent widespread development of 

virtual and augmented reality technologies and the inclusion of sensors in wearables. 

 

1.3 Virtual and Augmented Reality 

 Virtual and augmented reality has had a long history in science fiction. In reality 

however, it has often been very disappointing. Oculus VR surprised many in 2012 when 

it unveiled the development of its Rift product [19]. Their design allowed full 3D vision 

and head tracking for gaming. While products like the Rift already existed, they were 

very expensive and not aimed at a widespread consumer audience. Oculus VR attended 

several conventions and released their development kits to the public, generating a high 

level of interest. This was highlighted by their Kickstarter campaign that raised almost 

2.5 million dollars [20]. While far from perfect, positive reactions to the capabilities of 
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the development kits reignited long held interest in the possibility of immersive virtual 

reality. 

 This has led to interest in further developing motion controls, often with inertial 

sensors, to allow for even more immersive experiences for the player. This is highlighted 

by the very recent KickStarter project by Control VR [21]. It features inertial tracking 

similar to the design described in Chapter 5 of this work. 

 While not specifically intended for gaming applications, Google also made a 

foray into wearable technology with the announcement of its Google Glass [22]. The 

device is worn like a pair of glasses, with a small screen above the right eye. The device 

provides an augmented reality experience, with the ability to display information through 

various apps, take pictures & video and allows for a wide range of voice commands. 

 

1.4 Gestures 

 All of these applications move farther and farther away from the areas where the 

mouse and keyboard excel. For these more mobile or active areas, alternative input and 

interaction methods are required. Gestures are often seen as a solution to this problem. 

While the rapid spread of touch screen phones has enabled the huge expansion of mobile 

computing, it still requires the dedicated use of your hands for the interaction and 

requires you to divert your attention to the screen. Worn inertial based gesture 

recognition could allow for hands free interactions for a huge range of devices. Accessing 

your mobile phone without taking it from your pocket, controlling augmented 

applications like Google Glass, and controller-less virtual reality with the Oculus Rift all 
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present opportunities where gestures could make a significant contribution to the 

interaction. 

 

1.5 Thesis Overview 

 We will begin this thesis with a brief discussion on some background topics of 

note. This includes an overview of body area sensor networks, different sensor types and 

their basic functions, as well as a few applications that body area sensor networks are 

well-suited for outside of the main active gaming focus of this thesis. 

 Chapter 3 then discusses works related to our own. This includes an examination 

of other active games that have been created that focus on the use of inertial sensors as 

one of their key components. Motion tracking with inertial sensors is also discussed as 

well as related gesture recognition studies. Throughout this chapter we highlight any 

studies that have strong connections to our own and highlight the similarities and 

differences between these works. 

 Chapter 4 gives details about the sensors that were used throughout our 

experiments and their characteristics. This section also gives a brief summary of the 

mathematical properties of quaternions, to facilitate a better understanding of the 

following chapters. We then proceed into Chapter 5, where we outline the process of 

mapping the motions of a user to those of an onscreen character using the quaternion data 

obtained from the worn sensors. This involves a wide range of sections covering such 

topics as the basic bone mapping, coordinate transformations, calibration routine and the 

skeletal model used for character movements. This chapter concludes with a discussion 
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of a game created to demonstrate the capabilities and strengths of our motion tracking 

system. 

 Chapter 6 focuses on the use of the sensors for gesture recognition. We begin by 

outlining some of the basic theory behind the recognition algorithms before advancing 

into the specifics of our methods. The design of our experiments is outlined and the 

results for the Hidden Markov, Markov Chain and Modified Markov Chain are 

successively examined and compared. 

 Chapter 7 discusses the results of the motion tracking and gesture recognition 

systems in more depth. Their current weaknesses and areas for future work are 

considered both individually as well as how the two systems fit together. Finally, the 

findings of the thesis are summarized and its contributions reiterated in Chapter 8. 

 

1.6 Contributions 

 While inertial sensors do have some presence in the current literature surrounding 

motion capture in gaming, few works involve the inclusion of the full body. Our system 

allows player motions to be mapped to those of their on-screen character in real time. The 

system functions entirely off of quaternion orientation data transmitted from the body 

worn sensors. A simple way to calibrate the orientation of the sensors based on their 

quaternion output is presented, as well as a hierarchical skeletal model. This skeletal 

model allows for very easy and natural navigation by the user around the virtual 

environment by placing the character's anchor point on the planted foot rather than the 

torso, as in other systems [23]. The game we created highlights the strengths of the 

system's design as well as its potential for virtual reality applications. 
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 We also examine the system for its capabilities in performing quaternion based 

gesture recognition. The goal is to have a unified motion tracking and gesture recognition 

system. To date, these two concepts have only ever been examined exclusively, rather 

than in a combined context. The quaternion based recognition algorithms we present are 

based on Hidden Markov Models and Markov Chains. Despite the wide spread adoption 

of the Hidden Markov Model in gesture recognition, our results found that our Modified 

Markov Chain outperforms the Hidden Markov Model in both accuracy and computation 

time.  

 The final design is a unified tracking and gesture recognition system for real time 

applications. It also lends itself to easy scalability, depending on whether full body 

tracking and recognition is needed or only certain key body parts. As all of the involved 

sensors are worn, the interactions can be completed hands free and with the player's full 

mobility. While the focus of this work is the system's use for gaming, the results are 

easily extendable to other topics where body area sensor networks could be useful. 
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2    Chapter: Background 

 

2.1 Body Area Sensor Networks 

 A body area sensor network (BASN) is a network of sensors that are used to 

determine the current state, or changes of state, of an individual. The network is 

comprised of various sensors that are typically worn on the body, though in special cases 

they may also be implanted within the body. The type, distribution and number of sensors 

included vary depending on the specific application requirements. 

 Each sensor in the network, sometimes referred to as a node, measures 

information regarding a particular state of the wearer. This information may then be 

passed on to a central transmitter also located on the body. This transmitter relays all of 

the sensors' data to the main processing device. Depending on the design of the network 

and sensors, this central transmitter may not be present, and instead each sensor will 

transmit its own data to the receiver connected to the main processer. The latter situation 

is the case with our experimental setup, where each sensor contains its own wireless 

transmitter. The basic design of a theoretical BASN can be seen in Figure 1, which shows 

the different components and how information is transferred. The main processing device 

handles the principal calculations and manipulation of the data in accordance with the 

needs of the application. For much more in depth discussions on BASNs and their 

various components outside the scope of this writing, the reader can refer to [24] and [4]. 
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Figure 1. Diagram of a theoretical body area sensor network. 

 

2.2 Body Area Sensors 

 Technological advances in the last few decades have vastly improved the 

feasibility of BASNs. Sensors have become much smaller with the development of 

technologies like Micro-Electro-Mechanical Systems (MEMS), allowing for sensors to be 

much less encumbering when worn. Wireless technologies have allowed for many of the 

systems to communicate wirelessly and operate on batteries, permitting larger areas of 

operation and easier wearability. Improvements to processing speed have led to faster 

data handling, allowing real-time applications to be explored. Meanwhile, the rise of 

devices such as smart phones has permitted the main processing device to become 

portable, allowing for an even wider range of potential applications. 

 

2.2.1 Physiological Sensors 

 There are a huge number of potential sensors that can be incorporated into a 

BASN. These can roughly be divided into two principal categories. The first category is 
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physiological sensors, which detect the state of and changes in physiological properties. 

While not exhaustive, examples of these include:  

Heart Rate Sensor: Heart rate sensors detect a subject's heart rate in beats per minute, as 

well as heart rate variability. This is accomplished through chest/wrist bands, finger clips 

or electrodes. Heart rate is used to detect factors like exertion level [11][12], frustration 

[25] and engagement in an activity [13]. 

Galvanic Skin Response Sensor (GSR): The electrical properties of the skin vary 

depending on the sweat level and the associated eccrine glands [26]. These levels will 

vary depending on an individual's level of stress or frustration. A galvanic skin sensor on 

the finger or palm can be used to estimate the change in these emotional states [27][28]. 

Electromyography (EMG): When muscles contract they produce measurable electrical 

potentials across the surface of the skin. These potentials can be measured by placing 

electrodes on the skin's surface near the desired muscle. These sensors can be used for 

measuring voluntary contractions for purposeful input, or involuntary contractions to 

measure frustration or stress [25][17]. 

Brain Computer Interfaces (BCI): Similar to muscles, the brain gives off detectible 

electrical signals while working. Systems that detect these signals using electrodes or 

other techniques can be applied to record a wide range of signals for either explicit user 

control [14][15][16] or simple detection purposes [29]. 

Respiration Sensor: Respiration sensors often make use of a chest band. The chest band 

expands with the chest to measure both respiration rate as well as volume. These sensors 

may be used for either a passive or active control scheme [17][18].  
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 These different sensors measure physiological properties that the user may or may 

not have conscious control over. They permit for a wide array of potential applications, 

both in gaming as was discussed here, but also in medical applications where the 

biological signals can be monitored and analyzed [30].  

 

2.2.2 Biomechanical Sensors 

 The second category of body sensors are the biomechanical sensors, which are the 

type of sensor that is used throughout this thesis. They are used to measure the physical 

position and movements of an individual. Three of these sensors are of key significance 

for this work: 

Accelerometers: An accelerometer measures any acceleration that occurs along the 

device's axis. Because of this, 3-axis accelerometers are often used to allow accelerations 

to be measured in any direction. This is accomplished by placing three accelerometers in 

an orthogonal configuration and is now a standard design in most modern accelerometers. 

Accelerometers are able to provide information on their angle of inclination with respect 

to the downwards direction by sensing the acceleration of gravity. Unfortunately they are 

unable to distinguish between this gravitational force and actual accelerations [31]. While 

double integration could theoretically be performed to obtain positional information, the 

noise on the data makes this extremely difficult and imprecise, even with extensive 

filtering [32]. 

Gyroscopes: While accelerometers detect linear accelerations, gyroscopes are used to 

detect angular velocities. Unfortunately, gyroscopes lack the capability to determine their 

absolute orientation. While accelerometers suffer most from noise in their readings, even 
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the best quality gyroscopes suffer from drift issues [32]. Drift results in small angular 

velocities being reported even when the device is completely stationary. Over time this 

drift will accumulate and can become a significant issue. Gyroscopes are especially adept 

at accurately detecting quick rotations rather than long slow rotations. 

Magnetometers: Magnetometers are sensitive to magnetic fields and are often used to 

discern the direction of the Earth's local magnetic field. A magnetometer can use the 

Earth's magnetic field as a reference direction in the same way an accelerometer uses the 

directional force of gravity. The Earth's magnetic field is weak and can be easily 

disrupted or overpowered by nearby metallic objects or electronics and so care must be 

taken when using magnetometers [32]. 

 When accelerometers, gyroscopes and magnetometers are used together they are 

often collectively referred to as an inertial measurement unit (IMU). This is due to the 

way in which they operate, by making use of the physical laws of mass and inertia to 

determine their motions and orientation. Combining their output data to obtain a better 

measure than any one individual sensor is the topic of sensor fusion and is discussed later 

in Section 4.2. 

 

2.3 Body Area Sensor Network Applications 

 All of these different sensors can be used in countless combinations, with the 

sensors selected to best meet the needs of the application. Health care systems are being 

examined as a very useful space for BASNs. They can allow for remote monitoring of 

patients [30][33], fall detection in the elderly [34], and better physiotherapy treatments 

[35]. Some military applications are being examined [36][37], as well as professional 
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sports training [38], general exercise promotion [39][40][41], and security authentication 

and information sharing [4]. In this work we choose to design our system around an 

entertainment and gaming application. However, our methods and findings are equally 

applicable to any of the other areas where BASNs may be useful. 
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3    Chapter: Related Works 

 

3.1 Active Games 

 There are currently very few studies that have looked at using IMU sensors as the 

primary mode of interaction for gaming. Some commercial products like the Nintendo 

Wii and Playstation Move make use of IMU sensors for gameplay, but only through 

hand-held controllers that include multiple buttons. There is currently a growing 

epidemic of sedentary lifestyles leading to weight gain and health problems [8]. 

Exergaming, the use of video games to promote exercise, is a rapidly growing field and 

has already been shown to be effective at increasing physical activity [9]. Exergames are 

specifically aimed at getting the player to exercise, while active games are not as heavily 

focused on meeting exercise requirements. Active games still aim to be physically 

involving, but are not created with the goal of generating a physical workout for the 

player. Despite these slightly different goals, both styles could benefit greatly from 

BASNs and IMUs by freeing players from handheld controllers.  

 

3.1.1 Dance Games 

 The sensor network for active play (SNAP) system made use of four 

accelerometers located on the wrists and knees to determine a player's pose [31][42][43]. 

Incorporating the whole body in this way allowed them to avoid the cheating issues seen 

with the Wii, where players can simulate full body motions with simple wrist flicks. The 

SNAP system could sense the inclination angle of the four accelerometers. By comparing 

these readings to previously trained reference poses, the system could determine if a 
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player was matching the desired pose. A few different games were devised for the 

system, however all focused around dancing as their central premise.  

 Dance games are one of the most popular types of active game, both in research 

and commercially. In [44], Charbonneau et al. argue that dance game popularity stems 

from the low barrier to entry and most people's willingness to try them. Their work 

follows closely to that of the SNAP system. They created their own version of a dance 

game using four worn Wiimotes on the ankles and wrists. Other dance based games have 

also made use of IMU sensors in some capacity, such as in [45] and [46].  

 These dancing works are entirely based on either static poses or characteristic 

signals. This means that they detect if a player is in a given predefined pose at a certain 

instance or look for a specific signal, like a rapid acceleration in a particular direction. 

They do not function on a continuous basis, which involves tracking the player's motions 

over time. Since the player is supposed to make a certain pose in beat with the music, the 

dancing program must only check that they are in that particular pose at a specific 

moment in time. This is significantly easier than determining what action or gesture a 

player performed at any given time from a multitude of possible options. 

 

3.1.2 Non-Dance Games 

 There have been some non-dance-based games developed that use worn IMUs as 

well. Wu et al. [47] created a virtual game of Quidditch, a sport from the Harry Potter 

universe. They used two IMU sensors on the player's arm, as well as one on both their 

prop broom and club. The player steered by moving their held broomstick and used their 

arm and club to attack incoming balls. To increase immersion the setup used multiple 
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screens to project the view on multiple sides of the player. However, they do not give 

many specific details on the sensor based interactions or gameplay. 

 Both Zintus-art et al. [48] and Mortazovi et al. [49] created games that use a 

single sensor attached to the player's ear or foot respectively. In [48] they used an 

accelerometer to determine if the player was running, walking, jumping, or leaning. 

These actions controlled an on-screen dog character and the player's goal was to avoid 

oncoming obstacles. Though a very simple setup, they achieved very high recognition 

accuracy results at almost 99%, with recognition times under a second. Meanwhile, [49] 

used an accelerometer and pressure sensor combination to control actions in a soccer 

game. Though the player still made use of a standard controller for some inputs, the worn 

sensor was involved in the running, passing and shooting actions. They also put 

significant consideration into protecting the system from being cheated in the same way 

as the Wii.  

 These works are still far from tracking full body poses and motions. They all use a 

low number of sensors, giving them a limited amount of information on the player. While 

their motion/action recognition methods are suitable and perform well for the 

requirements of their designed games, they likely would not scale well for much more 

complex applications than what they have presented. 

 

3.2 Motion Tracking 

 Outside of the entertainment space there have been several papers examining the 

prospect of more detailed motion and position tracking of an individual through the use 

of worn IMU sensors. Previously, body motion tracking has been primarily accomplished 
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through optical means due to its high level of precision. This has been further bolstered 

by the development of Microsoft's Kinect system. Though the Kinect lacks the precision 

of advanced multi-camera systems, it allows for easy motion tracking at a more 

economical cost. These optical systems have major limitations though, as they require 

constant line of sight of the subject and self-occlusion can be problematic. Camera-based 

systems also suffer when there are poor lighting conditions and require the user to stay 

within a very stringent operational area. 

 Motion tracking with IMU sensors is becoming more feasible for the same 

reasons as BASNs. Elaborate and precise camera setups are very expensive and similar 

accuracies could potentially be achieved using a distributed network of IMU sensors 

across the body. While IMU systems do not currently perform at the same level of 

precision as optical systems [50], there are many situations where they could still thrive. 

They may be beneficial where extremely high levels of precision are not required, where 

cost is a major factor (such as in consumer products), or where the limitations of a 

camera system are major concerns. 

 The motion capture with accelerometers (MOCA) system [51] used 

accelerometers to detect arm inclination and also made use of very simple gesture 

recognition. The system comprised only a single accelerometer and their gesture 

recognition was based on the current inclination angle rather than dynamic motion-based 

gestures. They used this recognition to allow users to navigate a virtual world using their 

wrist orientation. 

 Zhang et al. [52][53] tracked arm motions using a pair of sensors containing an 

accelerometer, gyroscope and magnetometer on the upper arm and forearm. In addition to 
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determining the orientation of the arm through their sensor fusion algorithm and 

unscented Kalman filter, they also imposed geometrical constraints on the system. These 

involved biomechanical factors such as the lack of adduction/abduction movement in the 

elbow. This helped them to constrain noise and estimation errors in their readings. Their 

results were very successful compared to the accuracy of an optical tracking system. 

Similar IMU tracking experiments were also conducted in both [54] and [55]. 

 Full body tracking suits were proposed in [56] and [57], with multiple sensors 

positioned at various points across the body. The former work tested a single instance of 

their iNEMO sensors, comprised of an accelerometer, gyroscope and magnetometer, 

against commercial inertial sensors like those by Xsens [58]. Though the iNEMO sensor 

had lower precision, it still performed well for a significantly smaller cost investment. 

iNEMO M1 sensors were then used to build a partial full-body tracking suit in [23]. Five 

sensors were used to track the orientations of the forearm, upper arm, torso, thigh and 

shin on the right side of the user's body. Their system recorded the orientation of these 

limbs and displayed them on a skeletal model in real time.  

 While this system operates similarly to the one we developed, there are several 

important differences. We expand the sensor network to include the full body using ten 

sensors, rather than only the right side with five sensors. In Section 5.5 we detail an 

alternative, easy-to-perform method of calibration to determine the user's reference 

frame, which can be redone to update the calibration. We also have a fully functional 

skeletal hierarchical model, allowing for real-world like motions by the on-screen 

character. While we discuss our skeletal model more in Section 5.7, in essence the model 

in [23] anchors the character at the torso, whereas ours does so at the feet. This allows 
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our character to easily walk and maneuver around the environment, whereas theirs is 

pinned and suspended in the air. 

 

3.3 Gesture Recognition 

 One application of motion-capture-like devices is in activity recognition systems. 

These systems are often used in health care [59], for measuring general ambulatory tasks 

[60], and also used in the workforce [50]. Activity recognition systems are designed to 

detect common ambulatory tasks for tracking and monitoring purposes rather than 

specific inputs for human computer interactions. IMU-based recognition is highly 

practical here as it allows the user to move about naturally, where as a camera based 

system would not function once the user strayed outside its field of view. Gesture 

recognition is typically more focused on an immediate response to gesture inputs, as is 

the focus of this work. The two fields do share a lot in common however. 

 Gesture recognition comprises a wide range of potential applications and uses. A 

gesture is some motion of the body that is made with the intention of communicating 

information or interacting with the world. While gestures are often revered for being very 

natural ways for people to communicate, they are a difficult input method for computers. 

Gestures can often vary widely between people and situations, making them difficult for 

computers to recognize consistently. Because of this there has been a wide array of 

different techniques developed to recognize gesture inputs. Gestures can be detected by 

several technologies including cameras and touch screens, though here we will focus on 

those recorded through IMU sensors. 
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3.3.1 Non-Markov Models 

 Many gesture recognition studies make use of a single IMU sensor that is held in 

the hand as part of a controller. Zhou et al. [61] looked at using an IMU sensor to 

distinguish between hand written alphanumeric characters on a 2D plane. They compared 

both Fast Fourier Transforms and Discrete Cosine Transforms for recognition, and 

obtained better results with the Discrete Cosine method. Yang et al. [62] made use of an 

IMU sensor in a hand held remote to control basic television functions with a Bayesian 

Network as the recognizer. 

 Currently, few systems use multiple sensors for gesture recognition. An array of 

accelerometers on the hand was used to detect static hand poses and map them to an 

onscreen 3D hand model in [63]. Meanwhile, in the work by Jian [64], seven wired 

sensors were placed across the upper body. They used quaternion orientations obtained 

from the sensors for gesture recognition using a dynamic time warping method. While 

they achieved very high accuracies, their computation times were several seconds in 

length and so do not transfer well to real-time applications. 

 

3.3.2 Hidden Markov Models 

 A handheld Wiimote was used in the design of Wiizards, a gesture based wizard 

combat game [65]. A Hidden Markov Model (HMM) recognizer was used to detect 

gestures and allow players to cast various spells at an opponent and to block opponent's 

incoming spells. Handheld devices containing an accelerometer were also used in both 

[66] and [67]. They used these controllers to operate televisions or VCRs in much the 

same way [62] did, though they used HMMs for their recognition algorithms. The 
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gestures in these works are very planar in nature, typically focusing around drawing 

symbols like triangles or circles in the air. This planar nature was suggested to be 

preferred by the users in the results of [67], though this is likely in part due to the nature 

of the interactions they were performing. 

 A single worn accelerometer on the wrist was also shown to be able to reliably 

distinguish between seven different arm gestures using a discreet Hidden Markov Model 

approach in [68]. They obtained an average recognition accuracy of 94% across the seven 

gestures. The fast recognition times obtained would also permit for real-time application 

use as well as expansion to include multiple accelerometers. 

 A recent paper by Chen et al. [69] compared various combinations of inputs, 

including raw acceleration, quaternion orientation and position, into both a linear 

classifier and Hidden Markov Model. Both of these methods achieved very good results. 

Their quaternion-based orientation recognition is similar to the work we perform on this 

topic; however their work has some glaring weaknesses. Much of their discrimination 

appears to be done primarily through temporal considerations, that is, the time and speed 

someone takes to perform each gesture. The gestures within their gesture set are also 

entirely confined to a 2D planar motion and are extremely simple in nature. It is likely 

that a simple binary decision tree based on the accelerometer outputs could obtain near 

flawless accuracy, given their design. Our recognition system, on the other hand, is 

independent of time & speed to allow users to perform the gestures at their own tempo 

and involves complex three dimensional motions. 
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4    Chapter: The Sensors 

 

4.1 Sensor Characteristics 

 To detect the orientation of a specific body part we used the Motion Sensing 

Demo Board from Microchip [70]. This device is composed of a PIC24 microcontroller 

with a connected InvenSense MPU-6050 chip [71]. The MPU-6050 contains both a 3-

axis accelerometer and 3-axis gyroscope. The Demo Board also has a separate 

magnetometer imbedded, however due to various issues we were not able to make 

effective use of it in this work. Each device, from here on referred to as a sensor, was 

powered by a single AAA battery and wirelessly transmitted data to an accompanying 

receiver. The receiver was a ZENA 2.4 GHz radio transceiver that plugged into a 

standard USB port on the main computer. Each sensor/receiver pair was reprogrammed 

to operate on their own wireless frequency to keep their individual signals and data easily 

separated. Though the documentation does not specify the transmission rate, testing 

showed that each sensor was capable of transmitting its orientation data at a rate of      

120 Hz. 

 Each sensor outputs its current orientation in the form of a quaternion, which will 

be detailed more in Section 4.4. Upon startup the sensor generates its own global 

reference frame. It creates this frame such that the positive z-axis is oriented vertically 

upwards and the x and y axes are determined by the device's orientation, as shown in 

Figure 2. After startup the MPU on each sensor takes the readings from the accelerometer 

and gyroscope and calculates an estimate of the current orientation of the sensor, relative 

to those initial axes. This process is referred to as sensor fusion and there is a significant 
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amount of literature written on the topic. The exact details of the fusion algorithm used 

by InvenSense are not given in the documentation nor are they accessible through the 

demo board's code. We will detail the basic fusion concept here and should the reader 

wish to explore the topic further they can consult [53], [54] or [72] for more detailed 

discussions. 

 

Figure 2. The directions the sensor generates its global x and y axes. 

 

4.2 Sensor Fusion 

 The sensor's onboard gyroscope can measure any rotations of the sensor and is 

especially adept at quick rotations as previously discussed in Section 2.2. Since the 

gyroscope has no absolute orientation capabilities the accelerometer's measurement of the 

direction of gravity is used as a non-varying reference for the downward direction. Over 

short time spans the gyroscope is used to determine any changes in orientation. Over 

longer time periods the accelerometer's constant reference for the downward direction is 

used to compensate for the gradual drift of the gyroscope. This allows the two different 

sensor types to play off of each other's strengths and weaknesses to good effect. Kalman 
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filters or other similar filtering algorithms determine how each sensor contributes to the 

overall orientation calculation [73]. 

 Unfortunately, the accelerometer only provides a reference for the vertical/zenith 

direction. Because of this, the gyroscope is able to freely drift about the vertical axis. This 

results in the sensor's global x and y axes slowly rotating with respect to the actual global 

frame. For this reason magnetometers are often used to anchor this rotation using the 

Earth's magnetic field direction in the same manner as the accelerometer uses gravity. 

Our sensors' fusion algorithm did not make use of a magnetometer and so we wanted to 

obtain an estimate of approximately how much drift they experience. 

 

4.3 Sensor Drift 

 A simple experiment was devised measure the drift. We compared the sensor's 

reported orientation at various times when the sensor's actual orientation remained 

unchanged in order to compute the drift about the vertical z-axis. In doing this we 

assumed there was no significant drift about the other axes, which the resulting data 

supported. 

 Figure 3 below shows the amount of drift since the sensor's startup under multiple 

conditions. The stationary condition represents no motion of the sensor at all, with the 

drift amount recorded every second. In the second condition, constant motion, the sensor 

was in constant random motion except when it was returned to its starting orientation in 

order to sample the drift. The drift in this case was sampled at ten second intervals to give 

enough time between samples to move and rotate the sensor. In the final condition of 
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delayed motion the sensor was left in its starting position for the first 70 seconds and then 

began random motion between drift samples. 

 

Figure 3. Plot of the sensor's drift about the vertical axis over time under three different conditions. 

 A distinct drop off in drift rate is seen at the 13 second mark for the stationary and 

delayed motion conditions. This drop off can be seen even more clearly in Figure 4, 

which presents a magnified view of the first two minutes. Without allowing the sensors 

this initial stationary time, the drift continues to accumulate seemingly indefinitely under 

constant motion. The delayed motion condition shows that having the sensor in motion 

continues to cause drifting, though the rate is significantly slower when this initial 13 

second rest period is given. Though not shown on the plots, the condition of initial 

motion followed by a stationary period and then more motion was also tested. The result 

was a combination of the motion and delayed motion cases. The sensor drifted rapidly 

until the motionless period was allowed, after which it drifted at a much slower rate. This 
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indicates that this 13 second rest period is extremely important to minimize the drift rate 

of the sensors.  

 

Figure 4. Magnified view of the first two minutes of sensor drift, highlighting the sudden change after 

13 seconds when device is stationary. 

 These 13 motionless seconds matches the time it takes for the sensor to enter a 

"low-power" state, which drops the data output rate to only 50Hz. Once the device 

detects motion again it resumes the normal full data output at 120Hz. None of the 

accompanying documentation discusses either of these issues, nor could any 

accompanying code be found to clarify or modify these behaviours. However, it is likely 

that this motionless time is needed, at least in part, for the fusion algorithm to properly 

estimate noise and offset parameters for its orientation calculations. For all future 

discussions in this thesis the sensors were given this required resting time on powering up 

in order to minimize drift. 
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4.4 Quaternions 

 Each sensor outputs its orientation in quaternion form. Quaternions are a number 

system originally devised by William Hamilton in 1843. A quaternion is comprised of a 

scalar component, as well as a vector component located in complex space. This 

representation can be seen in equations 1 and 2 below. 

         (1) 

                                            (2) 

Here   ,    and    are the complex orthogonal basis vectors. Due to their complex nature 

quaternion multiplication is a non-commutative operation. Table 1 shows the results from 

the different basis multiplications. Equation 3 shows the full multiplication result for two 

general quaternions, a and b. We will forgo rigorous proofs in this section, as the goal 

here is to merely provide sufficient knowledge to permit an unfamiliar reader to be able 

to understand later sections. 

Table 1. Results of multiplication of the quaternion basis vectors 

 1 i j k 

1 1 i j k 

i i -1 k -j 

j j -k -1 i 

k k j i -1 
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(3) 

 

The complex nature of quaternions means that we can define the complex conjugate, 

denoted by the * superscript, of a quaternion q. 

           (4) 

This allows us to also define the inverse, q
-1

, of a quaternion q, such that q q
-1

 = 1. 

    
  

   
 

(5) 

In the event that q is a unit quaternion, having a magnitude of 1, the inverse will be equal 

to the conjugate. All quaternions that represent a 3D rotation are represented by unit 

quaternions. Quaternions are extremely efficient at representing rotational and orientation 

information. A rotation of angle θ about a unit axis     can be represented by the 

quaternion shown in Equation 6. 

       
 

 
       

 

 
  

(6) 

To rotate the current rotational state q0 by the amount specified by q1, we multiply by q1 

on the left side of the current state, 

        (7) 

This quaternion q2 is equivalent to rotating by q0 and then rotating by q1. A series of 

rotations can therefore simply be represented by a series of quaternion multiplications. 
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This is an extremely efficient method to compute and represent a series of rotations. It 

must be remembered though that due to the non-commutivity of quaternions that the 

order of these operations is very important. 

 A standard vector in three dimensions,   , can be represented in quaternion form 

by setting the real component equal to zero. 

                                   (8) 

We can rotate this vector by any quaternion rotation q by multiplying the vector on both 

sides. 

           

     
  

   
  

       (9) 

The first step follows from Equation 5 and the fact qq* is equal to the magnitude of q. 

The second step is the result of quaternion rotations having a magnitude of one. 

 Quaternions have many benefits over other rotational representations [74]. As 

they do not require the calculation of many trigonometric functions they are very 

computationally efficient. One of the biggest benefits to quaternions is that they do not 

suffer from the issues of gimbal lock that methods like Euler Angles have. Euler Angles 

also have degenerative points at the poles that are not unique. Despite these benefits, 

quaternions do suffer from being more conceptually difficult and not as easy to visualize. 
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5    Chapter: Inertial Motion Tracking 

 

5.1 Sensor Placement 

 In our system we wished to use the sensors to track the pose and motions of an 

individual. In order to accomplish this we created specially designed cases to hold the 

sensors using a 3D printer. Attaching Velcro straps to the cases allowed them to be easily 

secured to the body. A case with a sensor inside can be seen in Figure 5. In total we 

acquired ten sensors for use in our system. By securing a sensor to a body segment, 

hereafter referred to as a "bone", the changes in orientation of the bone would be 

equivalent to the changes in orientation of the attached sensor. The ten bones selected 

were the left and right upper arms, forearms, thighs, and shins, as well as the torso and 

pelvis.  

  

 

Figure 5. Image of a sensor in its 3D printed case with the Velcro strap. 

 One sensor was assigned to each bone and each sensor was programmed to 

operate on its own specific frequency channel. The positions of the sensors and the 
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corresponding frequency channels can be seen in Figure 6. Having a specific sensor 

channel attached to a predetermined bone allowed the program to easily know where to 

attribute the orientation information within the program. For example, the sensor 

operating on frequency channel 13 must always be attached to the pelvis, as the system 

will attribute the orientation data received on that channel to the pelvis bone within the 

program. 

 

Figure 6. Image showing the placement and operating channels of the sensors. 

 A robotic character model was created using the open-source software Blender 

and is shown in Figure 7. The model consisted of all of the sensor-mapped bones, as well 

as the hands and feet. A head was omitted so as to not obstruct camera view, as detailed 

more in Section 5.9. The model was then imported into the Unity game engine [75] in 

order to write scripts and animate the character based off of the sensor data. Each of the 

bones was modeled as a separate object to allow greater control of their individual 

positions and orientations than if they had all been part of the same object. Though the 
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hands and feet were also separate objects, for our purposes they were rigid and moved 

and rotated in conjunction with their parent bone.  

 

Figure 7. Character model created in Blender for the motion tracking game. 

 

5.2 Bone Orientation Mapping 

 Upon startup, each sensor generates its own global reference frame. All of its 

reported quaternion orientations represent rotations with respect to that initial reference 

frame. Figure 8 below shows the initial startup frame generated by a sensor, its 

orientation once it has been secured to the right upper arm, and the initial orientation of 

the upper arm model in Unity's coordinate system. The quaternion reported by the sensor 

in panel b) would be that it has undergone a 90 degree rotation about the y-axis. The 

sensor's global frame differs from Unity's. Unity has the z-axis going into the screen, 

whereas the sensor generates its z-axis upwards. This results in Unity having a left-

handed coordinate system as opposed to the sensor's right-handed system. If this 
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quaternion rotation is applied to the character's arm, not only will this cause the model's 

arm to rotate away from its starting position, which currently matches the user's, it will 

also not rotate in the way the sensor is indicating due to the different definitions of the 

axes. 

 

Figure 8.  a) Orientation of the sensor on device startup with its generated global axis frame. b) 

Sensor on the right upper arm with its generated global reference frame. c) Charcter's arm 

orientation with Unity's axis frame. 

 In order to map the player's motions to the character, we had to resolve these two 

issues. First, we needed to convert the quaternion from the sensor's global frame to the 

Unity frame in order for the rotation directions to match correctly. Secondly, we had to 

find a way to offset the quaternion value so that the orientation of the character's bones 

matched those of the user at the start of the program. 

 

5.3 Coordinate System Transfer 

 The two different coordinate frames are seen in Figure 8, under the condition that 

at sensor startup we make the x-axes parallel. Under this condition Unity's z-axis goes 

into the computer screen, corresponding to the sensor's y-axis. Similarly, Unity's vertical 
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y-axis corresponds to the sensor's z-axis. This provides the basic mapping for our system, 

with our y and z values simply being swapped. 

 Due to the change in system handedness however, all of our rotations would 

currently be going in the incorrect direction within the Unity program. Right-handed 

systems rotate around an axis in a counter-clockwise direction, where left-handed 

systems rotate in a clockwise manner. Referring back to Equation 6, we change the value 

of θ to - θ in order to ensure proper rotation direction. Here we take advantage of the 

even/odd nature of the sine and cosine functions. The negative can be pulled outside of 

the sine function, while simply eliminating the negative in the cosine function. Therefore, 

the final mapping from raw sensor quaternion q0 to the Unity remapped quaternion q0' is 

given by 

                 

  
                   (10) 

 For easier readability we have omitted the i, j, k bases, since it is implicit based on 

their position in the 4-vector. For the remainder of our discussions, when talking about a 

raw quaternion from the sensor we will use q and when referring to the remapped version 

we will use q'. 

 

5.4 Initial Quaternion Offset 

 Now that we have solved the coordinate system discrepancy we need a way for 

the orientation of the onscreen character's bone to properly match that of the player's. To 

accomplish this, when starting the program we have the player stand in the matching 

attention pose of the character, shown in Figure 7. At this point in time we know that the 
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player and character are in the exact same position. From Equation 7, we know that a 

series of rotations in quaternion form can be represented by a sequence of multiplications. 

If we define q0' to be a sensor's quaternion output at this attention pose and qt' to be any 

other valid orientation at a later time t, then there exists another rotation, q1', that takes q0' 

to qt'. More formally written, we have 

  
    

   
  (11) 

 This rotation, q1', is the rotation we want our bones to use for their orientation. 

We are not interested in any rotations the sensor underwent to get to the starting attention 

pose. Since the player and character are in the same pose at the start of the program, we 

only want to rotate the bone the amount corresponding to the player's movements after 

having started the program. On program startup we record the first quaternion output by 

each sensor, q0'. At any later time t, we want our model's bone to therefore rotate by, 

  
    

   
       

   
    

  
    

   
      

   
   

  
    

   
   (12) 

This equation was derived based on several of the properties presented in section 4.4. By 

doing this we reset the starting orientation of each sensor to be its orientation relative to 

when the program started, rather than when the sensor was turned on. An alternative way 

of looking at this is that we are removing the rotations that occurred before starting the 

program, q0', from the total rotation reported at a later time, qt'. 

 One more additional offset is required for each bone. When importing the 

character from the 3D modeling program to the game engine, the bones obtain a 

rotational offset. Even though the character is in the proper pose each bone is not in its 
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zero rotation orientation. Therefore, when assigning a bone the total rotation given by 

Equation 12, the result is incorrect by this imported offset amount. This rotation is a 

simple 90 degree rotation around the x-axis and is the same for every bone. We want this 

rotation included in our calculation so that the bone starts in the proper attention pose 

orientation before rotating to match the player. From Equation 6, this imported rotation, 

qI, is given by 

        
  

 
      

  

 
       

So, the final quaternion that represents the total rotation we wish our bone to have is 

therefore given by 

  
    

    
      (13) 

 This method of obtaining the matching orientation has inherent benefits and 

weaknesses. When attaching the sensors to the player's body, extreme care is not required 

as to the sensor's exact orientation with respect to the body part. These potential 

orientation differences when securing the sensor are eliminated from the calculation since 

all rotations are relative to the initial starting orientation. The main factor determining 

tracking accuracy is how closely the user matches the pose of the character at startup. 

While there will certainly be some small discrepancies between the user and the 

character, the differences are likely very small with such a basic and natural pose. It is 

important however, that once running the sensors do not slip or move relative to their 

attached bone. Slipping of a sensor will cause a discrepancy in the orientation of the 

character's bone relative to that of the player. While the actual manifestation may be 

different, all marker-based systems will suffer accuracy issues from sensor slipping.  
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5.5 Calibration 

 It is necessary to avoid a very strong reliance on the startup position of the 

sensors. Since the direction of the x and y axes are dependent on the orientation of the 

sensor at startup, if the x-axes of the sensor and screen are not precisely aligned the 

rotations will not match. One example of when this error would manifest is if the player 

steps forward. This should be a rotation around the x-axis, but if the x-axes are 

misaligned the character will step off at an angle instead.  

 Another concern is that, as was seen earlier in Figure 3, even with the appropriate 

initial settling time the sensors drift about their vertical axes. Both of these issues result in 

the character's on-screen motion not matching that of the player due to axes 

misalignments. To remedy these issues, we implemented a simple calibration routine to 

rotate the x and y axes of the sensors into their proper positions. 

 

Figure 9. Diagram showing the two poses used for performing the calibration routine. 

 To do this the player stands in two successive poses, shown in Figure 9. The first 

is the initial attention pose and the second is a modified T-pose. While performing these 
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poses the player faces square to the play screen. The player has several seconds to 

transition between each pose when prompted by the program. 

 The modified T-pose was designed to have all of the bones and sensors undergo a 

rotation when transitioning from the attention pose, which allows us to individually 

calibrate each sensor.  Between these two poses the player stays confined within a plane 

which is parallel to that of the play screen. This means that there is no movement by any 

of the bones towards or away from the screen. Therefore, this allows us to have the 

rotational axis between these two poses to point directly towards the screen for all the 

bones. 

 We will denote the sensor's reading in the attention pose by qA' and the reading in 

the modified T-pose by qT'. We start with a simple downwards unit vector (in quaternion 

form) in the Unity frame, given by 

              

We want to determine what axis the sensor rotated around between the attention and 

modified T-poses. If we use Equation 9 and the same logic that we used to get to 

Equation 12, we can write 

      
   

        
   

     

   
   

      
   

   (14) 

Here, v1 is the new vector resulting from rotating the initial v0 through the same rotation 

the sensor underwent from the attention pose to the modified T-pose. 

 With the axis of rotation for all of the bones being along the player to screen 

direction, this corresponds to the z-axis of Unity's frame. This ideally would also 

correspond to the y-axis of the sensor's frame, though due to the aforementioned issues 
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this may not be exactly correct. Instead, the sensor will report this as a rotation around a 

combination of both the x and y axes rather than purely the y-axis. This concept can be 

seen in Figure 10 below. 

 

Figure 10. Diagram showing the rotation axis between the attention pose and T-pose in both Unity's 

and sensor's reference frames. 

 We need to determine the rotation angle,  , between the ideal and current sensor 

reference frames. We start by taking the cross product between our v1 and v0 vectors. 

Since we are using the remapped frame quaternions, this gives us a vector located 

entirely in the xz-plane. Note that here we have switched our vectors into the classic three 

term form and also since we are in a left-handed system the cross product is taken 

appropriately. 

          

                      

              (15) 

From this we are able to determine our angle of drift using trigonometry. 
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(16) 

This is true for the right side of the body and the torso. The left side of the body is 

rotating in the reverse direction, thus giving a cross product vector pointing in the 

opposite direction. We therefore must add an additional π to the drift angle for the bones 

on the left side. 

 Now that we have calculated the amount of drift for each sensor, we can use this 

to adjust our remapping to properly align the different reference frames. Previously we 

determined the mapping between the raw sensor quaternions and the Unity quaternions in 

Equation 10. Post-calibration, we wish to rotate this mapping around the vertical axis so 

the sensor's reported y-axis properly aligns with Unity's z-axis. Using the standard 

rotational equations we find that our new calibrated mapping, q
cal

, is given by, 

                                 

                                         
(17) 

where q is the raw sensor output. 

 This calibration procedure can be repeated at a later time to determine an updated 

value for  , should the sensors drift enough during play that it becomes an issue. This 

calibration method does not align the frames perfectly since it is dependent on the player 

rotating around the axis perpendicular to the screen. However, informal testing showed 

that any differences from the ideal were not perceptible to users. It also has the benefit of 

being very simple and quick to perform, requiring less than fifteen seconds on the part of 

the user. 
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 It is worth noting that the pelvis and attached sensor do not undergo any 

significant rotation between the two calibration poses. Unfortunately no simple pose 

results in a significant rotation of the pelvis area, and so this rotation was left out of the 

calibration. Since all the sensors drift in a reasonably similar manner, the drift angle 

determined for the torso can be used as an approximation for the pelvis. While not ideal, 

the pelvis rarely undergoes rotation about either of the horizontal axes. Since rotations 

about the vertical axis are not affected by drift issues, any drift in the pelvis readings 

would be significantly less noticeable than it would be for any of the other bones. 

 

5.6 Orientation Overview 

 With the actual details of the mapping and tracking mathematics explained, a 

more detailed sequence of the steps the system undergoes is beneficial to better 

understand both how the system works, as well as the experience of the player. Once the 

player has secured all of the sensors to the appropriate bones, as shown in Figure 6, they 

are ready to start the program. On start-up the player is prompted to stand in the attention 

pose, as seen in Figure 9. At the end of an on-screen countdown (we used 4 second 

durations) the current quaternion of each sensor is sampled. The user is then prompted to 

move to and hold the modified T-pose. At the end of the countdown the quaternion of 

each sensor is again sampled. These two quaternions are used to obtain the offset angle   

for each bone/sensor pair, which in turn is used to obtain the remapping between the 

sensor and program reference frames using Equation 17. 

 The user is then instructed to return to the attention pose, which matches that of 

the player's robotic character. At the end of the countdown each sensor is again sampled. 
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These quaternions are used as the initial offset, q0', for each bone. This eliminates all 

prior rotations so that the bones properly match the rotations made by the player, as was 

discussed for Equation 12. 

 Once this initial offset is recorded the program begins to map the player's 

movements onto those of the on-screen character. At each update a new quaternion is 

read in from each sensor. This value is used as qt in Equation 13, in order to determine 

the new value for q1. Note that since this is after completing the calibration routine, the q' 

s in equation 12 & 13, which used Equation 10 for their coordinate transform, become 

q
cal

 s since we want to use the fully remapped coordinate system via Equation 17. The 

quaternion q1 and the rotation that it represents is then used to set the current rotation of 

the corresponding bone of the game character. Note that on each update we are rotating 

the bone from its initial, zero rotation point, rather than its last known rotation value. 

 This sequence allows for each of the on-screen character's bones to properly 

match the orientation of the player in real time. However, this process only matches the 

orientations of the bones, which remain separate objects rotating around their origin 

points. There is currently no system that is keeping the character together. For example, 

the thigh and shin rotate around their respective origin points, but nothing translates the 

shin bone when the thigh bone rotates in order to keep them attached at the knee joint. 

Therefore, in order for our on-screen character to actually replicate the pose of the player, 

we need to model a skeletal system for the bones and body to stay in one, appropriately 

connected, piece. 
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5.7 Skeletal Model 

 Initially we allowed Unity to take care of positioning all the bones on its own. It 

has its own system built in that can allow it to keep track of the bones and make sure they 

stay attached. However, by allowing Unity to do this for us, we were losing control of 

several factors, including the order that the bones were updated. This led to poorer 

performance and a lower quality tracking result. Therefore, we elected to create our own 

skeletal model to handle the positioning of all the bones.  

 

5.7.1 Bone Base and Tip Positions 

 The position of a bone's base, pb, refers to the point in space which it naturally 

rotates around. For example, the forearm's base is the elbow, the upper arm's base is the 

shoulder, and so on. The bone's tip, pt, is the position where the next bone attaches. For 

the upper arm this would be the elbow and for the thigh this would be the knee. We will 

define a bone's length vector,    , to refer to the vector which points from the bone's base 

position to the tip of the bone at the start of the program. At any later time, with the 

bone's orientation q1
cal

, we can calculate the tip position by, 

         
          

     (18) 

This is the q1
cal

, given by Equation 12, and not 13, as the imported offset is already 

included in the calculation through the recording of the length vector at its initial 

position. Given that all the bones are connected, the position of the tip of one bone will 

be the base position of the next bone. Using this we can sequentially calculate the 

positions of the bones from one to the next like a chain, updating all of their positions 

appropriately. 
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 In addition to better control over how and when the character gets updated, our 

skeletal model gives us an easy way to allow the character to "walk" in the virtual world. 

This is not something that other works like [23] have done. They instead have their 

virtual character suspended in space, with the pelvis being an immobile point from which 

all bone positions are calculated. For them, walking entails sliding the feet on the ground, 

and crouching brings the feet up to the body, rather than lowering the body down to the 

feet.  

 

5.7.2 Skeletal Walking Design 

 We know the lengths and orientations of both the thigh and shin bones of each 

leg. The tip of the shin bone corresponds to the position of the foot. Therefore, the shin 

bone tip with the lower vertical position can be treated as the foot that is "planted" on the 

ground. When a foot is planted it isn't moving and all rotations of the rest of the body 

take place around this planted foot.  

 In the program we set a condition that checks the height of the two feet. 

Whichever foot (i.e. shin bone tip) has the lower position remains fixed in the game 

space. Equation 18 above was created for setting the proceeding bone's base position, 

based on the current bone's tip position. Since we want our planted foot's tip to remain 

stationary we wish to do the opposite and use this bone's base position as the next bone's 

tip position. Essentially, we want to calculate the chain from the foot back up to the 

pelvis, rather than from the pelvis down to the foot. This is simply reversing the base and 

tip positions. For the planted leg we can write that 

 
 
  

 
  

 
         

 
     (19) 
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Once the pelvis' position has been calculated from the planted foot the rest of the 

remaining bones may be calculated in the original base-to-tip manner of Equation 18. 

 Calculating the lower position of the two feet works well in theory. In practice 

there is noise on the sensor outputs. When standing on both feet, the selection of which 

foot was considered planted often quickly jumped back and forth, causing perceptible 

jitter in the on-screen character. To remedy this, we added a distance, ε, that the non-

planted foot must be below the planted foot in order for the program to switch which one 

was considered planted. After some trial and error we settled on a value of ε = 0.0005 

Unity units.  

 This correction would cause the player to slowly but steadily move downwards, 

as each step would cause them to drop by another 0.0005 units on the vertical axis. To 

prevent this, on each frame update, the planted foot and hence rest of the body are moved 

half of the distance back to the ground plane height of y=0. This allows for a smooth 

transition back to the ground plane that is too small for users to notice but prevents the 

gradual sinking of the player. 

 This skeletal system allows the user to perform a wide range of actions such as 

walking, crouching and leaning. However, the system does have its limitations in its 

current form. Since we do not have any sensors on the feet we cannot detect ankle angles 

and are essentially ignoring the presence of the player's foot, which is obviously not an 

accurate representation. For any motions where the feet both stay close to the ground the 

system will sometimes struggle to determine the correct planted foot due to slight 

inaccuracies. We also have one foot always planted to the ground, eliminating the ability 

of the system to display jumps. Nevertheless, the system works well for the vast majority 
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of common actions, such as walking and crouching. It allows the user to navigate and 

perform their desired actions by using their own body, as opposed to the button presses of 

a controller or keyboard. 

 

5.8 Game Design 

 To further demonstrate the capabilities of this system, a simple game was created 

around the robotic character. We created a virtual environment, again using Blender for 

the modeling and Unity for the game engine. A pair of images showing the surrounding 

environment can be seen in Figure 11. In addition to being more visually appealing with a 

surrounding environment, a target was created in front of the character. The player's goal 

was to shoot the target using the robot's wrist mounted laser. To do this they had to have 

their right arm straight and pointed directly at the target. 

 

Figure 11. Images showing the gameplay area in Unity, as well as the character standing in the 

middle of the room. The top image also shows the target in the distance. 
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 To determine if this condition was met, every bone was given a directional vector 

that pointed along the bone's length. This is very similar to the length vector,    , used in 

Equation 18. However, a new vector was needed for this purpose since some bones, like 

the upper arm, have length vectors that do not point exactly along their bone length. Both 

the forearm and upper arm start with initial direction vectors of  

              

This vector follows from the player starting in the attention pose, with their arms at their 

sides pointing straight down. At a later time the pointing vector for the forearm, vf, and 

upper arm, vu, can be determined by 

 

       
           

     (20) 

       
           

     (21) 

 We determine if the arm is straight, with no significant bend at the elbow, by 

taking the dot product between vf1 and vu1. If the result of that dot product is above a 

certain threshold (we used a threshold of 0.95) then we can classify the arm as straight. 

 We perform a very similar operation to determine if the arm is pointed to the 

target. To do this we calculate the vector from the upper arm base position (the shoulder), 

pu, to the target's center, pT. We normalize this vector so that the target's distance from 

the character is irrelevant, as all we are interested in is the direction.  

   
       

       
 

(22) 

We then take the dot product between this target vector and the pointing vector of the 

upper arm, though using the forearm would be equally valid. If the result is above a 
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certain threshold (we used a threshold of 0.975) the arm was considered to be aiming at 

the target. 

 When both of these conditions are met, we know that the player has a straight arm 

and that it is pointed at the target. We then trigger the "hit" condition, which fires the 

player's laser, has the target explode into several pieces, and plays an accompanying 

audio clip. A few seconds after the target has been destroyed a new one is generated in a 

random position in front of the player for them to shoot. After three successful hits the 

targets begin to move to increase the challenge level. 

 

5.9 Oculus Rift Integration 

 The initial gameplay used a 3rd person over-the-shoulder perspective. However, it 

was found that this was not the most effective use of the system. Looking at the character 

on the screen, the player would frequently have difficulty aiming at the target due to the 

1:1 motion mapping. The player was not aiming at the target on the screen, but instead 

was trying to judge where the target would be from the robot's perspective. Though not as 

significant, there was also an issue with a lack of depth information. The player did not 

really know if the target was a hundred meters away from them or only a few meters 

away. These issues unintentionally increased the difficulty of hitting the target, in a way 

that was somewhat frustrating for the player. 

 To help resolve both of these issues an Oculus Rift (Development Kit 1) [19] was 

incorporated into the system. The Rift is a head mounted display that features both head 

tracking and full 3D depth perception by having a separate image presented to each eye. 

This device was integrated into the game project and the virtual camera was moved atop 
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the character model to generate a first person perspective. This is why the final character 

model in Figure 7 has no head. The geometry of the modeled head interfered with the 

camera view through clipping and obstruction issues once the camera was moved to this 

first-person perspective. The virtual camera was also tracked to the movements of the 

player's torso. This allowed any motions the player made to cause the camera view move 

and shift the in-game perspective appropriately. 

 While no quantitative testing was performed to compare the two game 

perspectives, it was apparent that using the first person view made hitting the target 

appreciably easier and less frustrating. Players were able to point their arm at the target 

much quicker and with much less adjusting when trying to find the "trigger spot". They 

also appeared more relaxed, moving more naturally and with their whole body rather than 

standing rigid while concentrating on only their shooting arm. 

 An additional effect of incorporating the Rift was a heightened level of immersion 

within the game. Being immersed in the fully 3D virtual world with accurate head and 

full body (less the hands and feet) tracking added significantly to both the game itself, as 

well as to the perceived novelty of the body tracking. The two figures below show a pair 

of joint image of a user playing the game with the Rift, adjacent to the in-game view. 
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Figure 12. Image showing a user playing the game with the Oculus Rift. 

 

Figure 13. Image of a user playing the game and shooting the target. 

 

5.10 Limitations and Issues 

 There were some downsides to incorporating the Rift into the game. The entire 

virtual scene had to be scaled down in order to prevent the player from feeling like they 

were massive in size. The much closer view of the character also made the noise and 

jittering in the sensor outputs more apparent. Smoothing the quaternion values between 

their current and previous values reduced the jittering, though it did not eliminate it 

entirely. The development version of the Rift that we used is a wired device, which 

limited the player's ability to move around. However, with their real-world vision 

obscured by the Rift, substantial walking around would not be recommended anyway. 
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 Some issues were encountered with the update rate of sensor information. Small 

stutters in the game of about half a second in length occurred when the system was 

waiting to get a reading from a sensor. This would cause the character to momentarily 

freeze, and even more jarringly caused pauses in the display update for the Rift. It is not 

entirely clear why this occurred, as the update rate of the sensors should be sufficient to 

avoid this. It may be that the library used to access the USB ports [76] within Unity was 

not well optimized to handle that many USB connections at a time, which could cause 

these hiccups.  

 To help with this, the portion of the code that handled reading in the sensor data 

was moved to a separate CPU thread. This separated the motion tracking from the 

display, resolving the display stuttering problem. However, it did not significantly 

improve the pauses in the updating of the skeletal model. Waiting for one of the sensor's 

data prevented the others from updating until the delayed one finished. The cause of this 

problem is currently not entirely clear. It is possible that a single sensor is operating 

poorly and causing these delays. This is an issue that requires further examination in the 

future. 

 We will discuss this issue, along with a much more in-depth and broader 

discussion on the sensors and motion tracking setup in Chapter 7. However, in this 

chapter we have seen that our wireless inertial sensor network holds strong potential for 

motion tracking applications. While we did not quantitatively test the system due to time 

constraints, it performed well in the active game we developed and was well suited for 

combining with a virtual reality environment. While the drift of the sensors was an issue, 

this was mitigated by the development of a calibration routine. Meanwhile, the 
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hierarchical skeletal model allowed for controller-free navigation of the virtual world. 

While there are still areas which could be improved, the current system is a strong 

functional foundation upon which to build in the future. 
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6    Chapter: Gesture Recognition 

 

 Our goal was to have a unified motion tracking and gesture recognition system. 

Therefore, we use the same sensors to perform gesture recognition on the user's actions as 

those used for the motion tracking. In this way the same system can be used for both 

purposes simultaneously. To do this we require an algorithm for performing the gesture 

recognition. One of the most commonly used methods is the Hidden Markov Model 

(HMM). 

 

6.1 Hidden Markov Model Theory  

 An HMM represents a sequence of states as a stochastic process that proceeds 

through a series of time steps. Each time step in the sequence transitions from one state to 

the next, with these changes governed by the transition probabilities. This process obeys 

the Markov property, in that the next state is dependent only on the current state and not 

on those which came before it. For each state the observed output is a symbol from a 

predefined alphabet. The symbol that is output from a particular state is governed by the 

emission probabilities for that state. An HMM may be parameterized as          , 

where: 

 A total of N possible states, given by S = {S1, S2, S3, ..., SN}. 

 A total of M possible output symbols C = {C1, C2, C3, ..., CM}. 

 The NxN transition matrix A, where the matrix element aij is the probability of the 

state Si transitioning to state Sj. 
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 The NxM emission matrix B, where the matrix element bij is the probability of the 

state Si outputting symbol Cj. 

 Finally, π is the initial state distribution vector, π = {π1, π2, ..., πN} 

 A specific HMM is determined by its transition probability matrix A and emission 

matrix B. These matrices can be estimated through a training process by observing 

example state sequences. The training and recognition algorithms make use of the Baum-

Welch and Viterbi algorithms, which can be found in more detail in [77]. 

 Each gesture to be recognized has its own individual model. Once each of the 

various models have been trained they may be used for gesture recognition. A given input 

sequence is tested against each of the gesture models. Each model determines the 

likelihood that the test sequence was generated as the result of its transition and emission 

probabilities. Based on these outputs the test sequence is recognized as the model (and 

thus the associated gesture) that produced the highest likelihood. 

 

6.2 State Divisions 

 In order to perform recognition on our sensor data we first need to classify it into 

states. We would like for these to be roughly evenly distributed over our vector space. 

Our sensors report their raw quaternion value in the form q = (qw, qx,qy, qz). However, 

these four values are not independent, since      . We therefore need to 

reparameterize the quaternion such that we have three independent variables. An easy 

way to accomplish this is to convert from quaternions to Euler Angles. While the Euler 

Angles have their weaknesses, as mentioned in Section 4.4 , we are performing the 
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continuous orientation updates completely within quaternion form and only recasting the 

final value into Euler Angles. In this way we avoid many of the associated issues, such as 

gimbal lock.  

 We also take note that the negative of a quaternion represents the same rotation as 

its positive. That is to say, 

     

Therefore, whenever qw is negative we can multiply the whole quaternion by -1 to ensure 

that we do not have equivalent rotations being represented by two different states. 

Though there are different parameterizations possible for the Euler Angles [78], we 

elected to use 

       
            

      
    

  
  

                      

       
            

      
    

  
  

 

(23) 

where  

       

 
 

 
   

 

 
 

       

 We are now in a position where we may find a way to uniquely classify the 

current orientation value into a specific state. We divide each of our three (α, β and  ) 

parameters' ranges of possible values into L sectors per π radians and give each sector an 

individual state number from 0 to L-1. The parameter's state number is then determined 
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by which sector the parameter's actual value falls within. This concept is shown in Figure 

14 for α. This will give rise to a total number of states given by 

                                                

             

     

(24) 

We can uniquely assign an overall state based on our three parameters' individual state 

values by the equation 

                                          (25) 

We have added the +1 at the end simply because we do not want a possible final state of 

value zero. 

 

Figure 14. Showing the possible αstate values in blue for the different angles of α and values of L. 

 Initial testing showed issues around the upper and lower extremes of the β values. 

Due to the way all of the sectors converge at the poles for the α state, very small motions 

can lead to multiple state changes. Even when trying to hold a steady pose there can be 

significant flickering between many states when near these points. To remedy this, we 

restricted the value of the α state for extreme values of the β state. This means that when 

β is in its smallest state, βstate=0, or in its largest state, βstate=L-1, we removed the 

dependence on αstate in the overall final state by setting αstate to a specific value. For 
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example, if we look at the case of L=3, the potential values of the βstate range from 0-2 

and for αstate from 0-5. If βstate equals 0 or 2 we automatically set αstate to be 0 (any other 

value in the range would work equally well) regardless of its true value. We therefore 

eliminate its influence on the calculated overall state of Equation 25 and resolve the 

converging issue at the pole. 

 While this adjustment does mean we have lost the ability to distinguish between 

certain orientations within these regions, the affected area shrinks with increasing L. It 

also eliminates the issues associated with the singularities at the two poles where the 

values are ill-defined. Although we will keep Equation 25 to determine the final state 

value, our actual total number of states has dropped to 

              (26) 

Table 2 below shows the total number of possible states for a given value of L, as well as 

the angle spanned by a single state. 

Table 2. Total number of states for a given value of sectors (L) per π radians, and angle of rotation 

spanned by a sector. 

Value of L 3 4 5 6 7 8 

Total States 48 144 320 600 1008 1568 

Angle (Deg) 60 45 36 30 25.7 22.5 

 

 We elected to register and perform the recognition using only a single repetition 

of a state rather than the full state sequence. The sensors output their orientation at 

approximately 120Hz, so this means that the same state is repeated tens of times in a row 

for even fast motions. These long sequences of repeat states slows down recognition time 

significantly. To prevent this, we reduce an observed state sequence of [1,1,1,3,3,4,4,4,4] 

to simply [1,3,4]. Removing these repeats also allows us to make the recognition 
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independent of time, meaning that so long as the same motion is made, it can be 

recognized regardless of the speed with which it was performed. 

 The recognition algorithm and training programs themselves were written in C++ 

with Visual Studio 2010 as the integrated development environment. The program would 

read in the sensor's current orientation in quaternion form and then convert it to the Euler 

Angle form. It would then automatically convert this into a final orientation state value 

through the process just described. If this new state was different from the previous state, 

the new state would be added to the state sequence. Since each sector spans a range, 

multiple quaternions can be mapped to the same final state. 

 

6.3 The Gestures 

 We are currently able to track the full body motions of an individual using 

multiple sensors. However, we elect to use only a single sensor for our gesture 

recognition. The reasoning for this is that we wish to validate the accuracy of our 

technique using a single sensor as a baseline before moving on to a multi-sensor 

recognition setup. To do this, we used the sensor attached to the right forearm. We 

wished to select gestures that made sense within the context of our robot-based action 

game. In total six gestures were selected: Jab, Jets, Uppercut, Asgard, Throw and Block. 

The motions associated with each gesture are shown in Figure 15. Some were purposely 

chosen so that the gestures started at the same initial position. This was to verify that the 

system could distinguish between gestures sharing common elements. 
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Figure 15. Diagrams depicting the motion for each of the six gestures that were used. 

 

6.4 Methods 

 A total of 10 individuals contributed to the training of the system. They each 

performed every gesture a total of 50 times, leading to a total of 500 training samples per 

gesture and 3000 gesture samples in total. Two training sequences for the uppercut 

gesture were not useable and so for that gesture there were only 498 training samples and 

hence 2998 total gesture samples. However, this is not a significant enough difference in 

the number of training samples to affect the uppercut gesture results. 

 Before starting each gesture training set the sensor was restarted to verify that its 

frame aligned properly with the Unity frame. It was also given the required 13 seconds to 

stabilize the drift. The sensor was then placed inside the case on the participant's arm. 

This process was done between every set of gesture recordings. The reason for restarting 

the sensor between every training set was to ensure that gradual drift was not throwing 

off the readings of the later gestures compared to those recorded first. 

 An experimenter demonstrated in-person the correct way to perform each gesture 

prior to the participant performing each gesture set. During the performance of the 

training gestures an experimenter would start and stop the recording of data for each 

individual gesture in the set. The participant would hold the starting pose of the gesture 
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and the experimenter would begin recording the gesture data. The experimenter would 

then instruct the participant to perform the gesture. The participant would briefly hold the 

ending pose of the gesture as well to allow the experimenter to stop the data recording. 

Since the recognition is time independent these initial and final pauses are not imparted 

onto the gesture's training data. Participants were allowed to perform the gesture naturally 

and were only stopped and re-instructed in the proper way to perform the gesture if they 

were seen to have noticeably drifted from the intended design. This was a subjective 

judgment by the experimenter, who was common to all participants. This allowed for 

more realistic variation in a user's performance of a gesture, rather than forcing them all 

into a very specific motion. 

 None of the remapping or initial offset calculations performed previously in the 

motion tracking chapter were performed on this data. These operations are simply 

coordinate transformations and offsets of the raw quaternion values and so they should 

not affect accuracy results. This is discussed more in Section 7.8. 

 

6.5 HMM Testing 

 Using this training data we were able to test the system's ability to recognize 

gestures using our Hidden Markov algorithm. Two situations were tested. The first case 

is the user included (UI) condition, in which the individual who performed the gesture to 

be recognized is included in the training set. To do this we used a test 10, train 40 

method. Of the 50 samples given 10 were extracted at random to test with while the 

remaining 40 were used as training for the gesture's HMM, along with all the data from 

the other users. This process was repeated 250 times, 25 times per individual, to get an 



 62 

averaged accuracy using different subsets of 10 sequences for testing and across different 

users. For this condition all of the user's data samples that were not being used as test 

samples were used for training. 

 The second condition is the user excluded (UE) case, where the testing participant 

is completely excluded from the training. In this case none of the data from the 

participant being tested was used in any of the training samples for any of the gestures. 

All 50 of their gestures were tested against the training data from all other participants. 

This is the most difficult recognition condition but also the one that resembles real-world 

situations, since it represents the ability to simply pick up and use the system, without 

requiring a training period before use. 

 

6.6 HMM Results 

 Figure 16 shows the graph of the results from our HMM tests for the UI condition 

and Figure 17 shows the results for the UE condition. The recognition accuracy reported 

is the number of times the gesture was correctly identified divided by the total number of 

gesture sequences tested. We treated equal recognition rates, that is, when the maximum 

likelihood was shared across two or more gesture models, as a non-recognition since the 

system could not uniquely determine the correct gesture. It is also possible for the system 

to obtain a likelihood of 0 for all gesture models, which is also counted as a non-

recognition. 
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Figure 16. Recognition accuracies for the different gestures using the HMM with a varying number 

of sectors, under the user included condition. 

 

Figure 17. Recognition accuracies for the different gestures using the HMM with a varying number 

of sectors, under the user excluded condition. 
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 From these plots we can see that recognition rates vary significantly between the 

different gestures. Most of the accuracies rapidly decrease as the number of sectors 

increases. Several gestures demonstrate a parabolic-like trend, with an initial accuracy 

increase with more sectors before quickly dropping again. This is likely caused by the 

initial increase in the number of sectors increasing the system's ability to differentiate 

between different motions due to the finer state divisions. Beyond a certain point the 

small variations between users will result in completely different state sequences when 

the state divisions are extremely fine. Not all of the gestures demonstrate this property 

however. Instead, they just decrease in accuracy as the number of sectors increases. 

 As would be expected there is a significant difference between the UI and UE 

conditions. Figure 18 shows the recognition accuracy averaged across all gestures for 

both conditions at each sector value (the number of sectors used). We can see that for all 

sector values the UI accuracy is higher than the UE. Both trends also clearly show the 

parabolic-like shape previously discussed. For the excluded case the maximum accuracy 

occurs at four sectors, whereas for the included case it occurs at five. The confusion 

matrices are shown in Table 3 and Table 4 for these two conditions. The full list of 

confusion matrices is shown in Appendix A.1 and A.2. In these tables the vertical column 

of gestures are the gestures that were actually performed, whereas the horizontal gestures 

are what the system recognized it as. The unrecognized column is for the cases where all 

models returned 0 or when the maximum likelihood value was shared by two or more 

gestures. 
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Figure 18. Accuracy at each sector value averaged across all six gestures with the HMM. 

 

 

 

Table 3. Confusion matrix for the user excluded HMM case with four sectors per π radians. 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 48.2 5.4 3.4 0.0 1.4 0.0 41.6 

Uppercut 13.8 50.0 2.8 0.0 4.2 5.2 24.0 

Jets 10.2 0.2 74.6 0.8 1.8 0.8 11.6 

Asgard 8.6 0.0 5.6 68.4 4.0 2.4 11.0 

Throw 9.0 1.2 8.0 0.0 43.0 12.8 26.0 

Block 1.4 0.0 1.6 1.6 0.2 78.8 16.4 
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Table 4. Confusion matrix for the user included HMM case with five sectors per π radians. 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 85.6 0.2 1.5 0.0 0.1 0.3 12.3 

Uppercut 3.2 72.8 4.1 0.0 3.3 2.9 13.7 

Jets 2.3 0.9 86.4 0.8 0.6 1.3 7.7 

Asgard 2.6 0.0 4.3 85.3 1.2 1.9 8.7 

Throw 4.9 0.2 5.7 0.0 64.7 7.0 17.5 

Block 1.6 0.6 0.6 1.9 0.3 90.7 4.3 

 

6.7 Markov Chain 

 Overall the recognition accuracies of the HMM algorithm were lower than we 

desired and they decreased steeply with increases in sector value, especially for the user 

excluded condition. We wanted to try an alternative approach to see if we could obtain 

better results. 

 We elected to try a Markov Chain (MC) method. This method retains from the 

HMM the possible states S, initial probabilities π, and transition matrix A, where aij 

represents the probability of transitioning from state Si to state Sj. These values are 

obtained, as in the HMM, by examining the state sequences in the training data. The 

Markov Chain also follows the Markov property. The probability reported by the model 

is the product of the transition probabilities for all the observed state transitions in the test 

sequence, as well as the probability of starting in the observed initial state. However, 

unlike the HMM, this gives us a true probability that a given model created that state 

sequence. By comparing the results of the different gesture models we then select the 

model with the highest probability as the recognized gesture. 

 The HMM treats the system as having underlying hidden states that determine the 

final observed output states. In our case these hidden states were assumed to be the raw 
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values of the accelerometer and gyroscope. They are combined to give us our final 

observed state, a quaternion which we then convert into a orientation state, but we cannot 

observe these raw signals directly, hence they are "hidden" from us. The Markov Chain 

forgoes these hidden states and instead is based solely on the probability of the observed 

state transitions. 

 

6.8 Markov Chain Results 

 The collected training data was rerun in the same manner as before, this time 

substituting the MC recognition algorithm in place of the HMM algorithm. The results of 

the UI case are shown in Figure 19 and those for the UE case in Figure 20. 

 

Figure 19. Recognition accuracies for the different gestures using the MC with a varying number of 

sectors, under the user included condition. 
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Figure 20. Recognition accuracies for the different gestures using the MC with a varying number of 

sectors, under the user excluded condition. 

 We see that there is a downward trend as the sector value increases, rather than 

the parabolic shape seen in the HMM results. Figure 21 shows the averaged accuracies 

for this MC test, along with the HMM results. We see that the MC model performs better 

than the HMM does for lower sector values. As the number of sectors increases the 

results of the two models converge. Another very encouraging result in the MC tests, 

seen clearly in the UI graph, is that the accuracies roughly correspond to the complexity 

of the gestures. Gestures like Block and Jab are simple to perform and therefore vary 

much less between individuals. Meanwhile, informal observation of the participants 

performing the gestures showed that Throw and Uppercut varied much more between 

participants. This is reflected in the lower recognition accuracy for these more variable 

gestures. While these trends can be detected in the HMM results, they are not nearly as 
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clear as in the MC results. 

 

Figure 21. Averaged accuracy across all six gestures at each sector value for both the HMM and MC. 

 For both the UI and UE cases the highest accuracies occur with a sector value of 

three. The confusion matrices for these two cases are shown in Table 5 and Table 6, 

while the others are found in Appendix A.3 and A.4. We can see in these matrices that 

confusion happens almost exclusively between gestures that share starting positions. For 

example, the Uppercut gesture is only incorrectly recognized as either Jab or Throw, both 

of which also start their motions in the same initial position as Uppercut. This is in 

contrast to Uppercut and the gestures Asgard, Jets and Block, which are not likely sharing 

any states in common. These shared common states and transitions within different 

gestures are likely a principal cause of confusion. The confusion matrices for the HMM 

in Table 3 and Table 4 did not show this same property. Instead, the HMM results has 
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incorrect recognitions spread across all gestures, regardless of whether they share starting 

positions or similar motions. 

 Looking in the Appendix at the higher sector value matrices, where the two 

algorithms converged in overall accuracy, we see that the Markov Chain algorithm's 

overall decreasing accuracy leads to an increase in unrecognized gestures. The HMM on 

the other hand produces many more incorrectly recognized gestures. Together this 

indicates that the Markov Chain algorithm is likely to attribute a false recognition to 

either a null recognition, or a gesture which shares elements with the correct gesture. The 

HMM algorithm meanwhile, has false recognitions spread across all gestures, without a 

strong preference for similar gestures or motions. 

Table 5. Confusion matrix for the UI case with the MC algorithm at 3 sector values 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 99.6 0.0 0.0 0.0 0.2 0.0 0.2 

Uppercut 0.8 91.7 0.0 0.0 2.7 0.0 4.8 

Jets 0.0 0.0 99.2 0.0 0.0 0.0 0.8 

Asgard 0.0 0.0 0.0 97.1 0.0 0.0 2.9 

Throw 3.2 2.0 0.0 0.5 88.2 0.0 6.1 

Block 0.0 0.0 0.0 0.5 0.0 98.6 0.9 

 

Table 6. Confusion matrix for the UE case with the MC algorithm at 3 sector values 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 93.2 0.0 0.0 0.0 0.2 0.0 6.6 

Uppercut 1.2 77.4 0.0 0.0 6.2 0.0 15.2 

Jets 0.0 0.0 96.8 0.0 0.0 0.0 3.2 

Asgard 0.0 0.0 0.0 89.4 0.0 0.0 10.6 

Throw 5.8 5.2 0.0 0.0 62.6 0.0 26.4 

Block 0.0 0.0 0.0 1.2 0.0 92.6 6.2 
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6.9 Recognition Time 

 If we wish to use these recognition algorithms for real-time applications, such as 

our active game, the time it takes for the algorithm to recognize the gesture is of critical 

importance. As we increase the number of divisions the number of states a given motion 

will pass through increases. Figure 22 shows the average times required to parse the 

gesture sequence and perform the recognition algorithm for each sector value. All tests 

were run on a Windows 7 desktop computer with an Intel i7-3770 3.40GHz CPU and    

12 GB of RAM. As would be expected the recognition time increases exponentially with 

the number of sectors.  

 

Figure 22. Average computation time for each model to parse and recognize a single test sequence. 

 From the graph we see that the MC algorithm is faster than the HMM algorithm 

across all sector values. The speed differences range from 1.1 times faster than the HMM 

at 3 sectors, all the way up to 12.1 times faster at 8 sectors. The times at the lower sector 

values are comparable, where the MC achieved higher overall accuracies. At the higher 
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sector values, when the accuracy results converged, the MC algorithm is able to come to 

these same results significantly faster than the HMM algorithm. 

 This is especially important when we incorporate additional sensors into the 

recognition system. If we expanded the system to the full 10 sensor system, each sensor 

would take approximately equal time for recognition. For the fastest case, MC at 3 

sectors, the time per sensor is only 0.00083 seconds. Therefore, the full set of ten sensors 

would take less than 10 milliseconds to complete the gesture recognition, even allowing 

for a small additional overhead in order to combine the findings of each sensor. This 

would allow full body recognition to be performed at approximately 100Hz. This idea 

will be discussed more in Section 7.5 

 It should be noted that the times shown in the graph are averaged across the six 

gestures. Some gestures pass through more states than others during their trajectories. 

These longer sequences take longer to parse and run through the recognition than the 

shorter gesture sequences. 

 

6.10 Modified Markov Chain 

 Upon examining the individual results of the MC algorithm more closely it was 

observed that many of the test sequences that were incorrectly recognized resulted from 

probabilities of 0 by the model for the correct gesture. This occurred because the tested 

sequence included a transition that was not observed in any of the training data. This is 

problematic, as even if all other transitions have very high probabilities, one small 

variation can lead to a non-recognition or incorrect classification. 
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 We modified the MC algorithm so that rather than assigning a probability of 0 to 

any state transition that was not observed in training, the algorithm assigned that 

transition a non-zero value. This value should be small enough that it represents an 

unlikely transition with respect to the other observed transition probabilities, yet not so 

small that on its own will eliminate a gesture from recognition contention. 

 Several values were tested and in the end we elected to use the value 0.0011. This 

value was obtained from the total number of training samples for a given gesture; 450 for 

the user excluded case and 490 for the user included case. For a new transition to be seen 

in a gesture it must not have been in any of the training sequences and so would occur in 

only one of 451 samples. This corresponds to a probability of 0.0022. Some gestures such 

as jab may cross through the same state twice, both on the punch forward and pull back. 

Therefore, there are twice as many opportunities where a user could have transitioned 

into the anomalous state. Hence, we divide our probability value by a factor of two and 

obtain our final value of 0.0011. 

 While this is by no means the definitive best value for this modification, it does 

provide easy scalability for different training sample sizes and will continue to reflect the 

approximate probability of such a rogue transition occurring. As the number of training 

samples increases this value will get smaller and smaller and the results of the regular 

MC algorithm will converge towards the results of this Modified Markov Chain. This 

value was also fairly insensitive to small (within an order of magnitude) changes of value 

and no other number produced notably better results. 

 It should be noted that by adding this non-zero probability we are violating the 

condition that 
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That is, the sum of all the transition probabilities away from state Si no longer equals 1. 

The algorithm therefore no longer returns the exact "true" probability that the test 

sequence was generated by the model. While this does technically invalidate our 

probability considerations, the modification is intended to help to estimate the probability 

that would have been calculated with more training data and not to modify the original 

observed probabilities.  

 We could renormalize these probabilities to sum to one, in order to meet this 

condition. Depending on the total number of sectors used this could involve adding 

several hundred of these small non-observed transition probabilities to the system, 

significantly altering results.  However, due to the geometry of the state space, a single 

state can only transition into a limited number of other states. Determining the possible 

transitions is not intuitive as they do not follow a simple pattern or sequence, as we can 

see from equation 25. In reality there are only 6 possible transitions out of a given state, 

except for the capped top and bottom which can transition into more than 6 possible 

states. These transitions correspond to a change in α, β or γ of ±1 sub-state value. This 

means that our probability's sum is only off by 0.0066 (6 transitions at 0.0011 each) with 

this modification to the Markov Chain. Renormalizing our results to account for this 

difference changes the observed probabilities by only 1%, and the change is uniform 

across all the observed transitions. Therefore, this small discrepancy between the 

normalized and non-normalized probabilities should not lead to any real differences in 

the actual recognition results. It does however save us significant effort in calculating all 
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the allowed transitions between each of our states and then adjusting the results from the 

training data accordingly. 

 

6.11 Modified Markov Chain Results 

 Using the same data as above we reran the recognition tests using the modified 

Markov Chain algorithm with the probability of 0.0011 assigned to non-observed 

transitions. Figure 23 shows the gesture recognition accuracies for the UI case and Figure 

24 shows them for the UE case. It is important to note that the vertical axis scale in these 

plots has changed compared to those in the previous sections in order to better show the 

results. 

 

Figure 23. Accuracy results of the Modified Markov Chain for the user included case. 

85 

90 

95 

100 

3 4 5 6 7 8 

R
e

co
gn

it
io

n
 A

cc
u

ra
cy

 (
%

) 

Sectors per π radians  

Jab 

Uppercut 

Jets 

Asgard 

Throw 

Block 



 76 

 

Figure 24. Accuracy results for the Modified Markov chain for the user excluded case. 

 As the figures show, this modification to the algorithm has drastically improved 

the recognition accuracies of the system. Even for the most difficult case, where the user 

has not trained the system in any capacity, the recognition rates for all gestures other than 

Throw are above 90% across all sector values. Even with the lowest recognition rate, 

Throw still maintains an accuracy over 85%. 

 The averaged recognition rates are shown in Figure 25. The sector value now has 

very little effect on the recognition rates compared to the results of the HMM and MC 

algorithms. For the UE case the sector value has almost no effect, with the average 

accuracy between 94%-95%. The UI case slowly increases in accuracy with increasing 

sector number. Seven sectors had the highest overall accuracies for both conditions and 

their confusion matrices are shown in Table 7 and Table 8. The others may be found in 

the Appendix A.5 and A.6. 
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Figure 25. Accuracy results averaged across all gestures for the Modified Markov Chain 

 

Table 7. Confusion matrix for the Modified Markov Chain for the UI case at seven sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 100 0.0 0.0 0.0 0.0 0.0 0.0 

Uppercut 0.0 99.0 0.0 0.0 0.5 0.0 0.5 

Jets 0.0 0.0 100 0.0 0.0 0.0 0.0 

Asgard 0.0 0.0 0.0 100 0.0 0.0 0.0 

Throw 0.0 0.0 0.0 0.2 99.8 0.0 0.0 

Block 0.0 0.0 0.0 0.0 0.0 100 0.0 
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Table 8. Confusion matrix for the Modified Markov Chain for the EU case with seven sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 96.0 0.0 0.0 0.8 2.2 1.0 0.0 

Uppercut 0.2   92.6 0.4 0.2 6.2 0.0 0.4 

Jets 0.0 0.0 99.0 0.4 0.0 0.6 0.0 

Asgard 0.4 4.0 0.0 93.4 0.8 1.4 0.0 

Throw 2.8 0.2 0.0 7.4 89.6 0.0 0.0 

Block 0.0 0.0 0.0 0.8 0.0 99.2 0.0 

 

 While we were able to easily modify the Markov Chain algorithm in order to 

prevent non-observed transitions from being given a probability of 0, it is not as easy to 

replicate this modification in the Hidden Markov Model. The HMM is significantly more 

complex, making use of elements like the Baum-Welch and forward-backward 

algorithms. Simply setting all non-observed transitions to a non-zero value unfortunately 

does not produce meaningful or useful results with this algorithm, as it then allows all 

paths between states to become viable routes.  
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7    Chapter: Discussion 

 

7.1 Motion Tracking Performance 

 As shown by our game demo, the setup we have devised produces a functional 

and effective gaming environment. Despite the occasional stutter, as mentioned in 

Section 5.10, the motion tracking mirrors the player's movements with a high level of 

precision. Lag in the tracking only becomes perceivable when the player makes very 

quick and sudden motions. This is likely in part due to the quaternion smoothing we 

implemented to reduce jittering. This is an acceptable compensation in our opinion, as we 

found this minor delay is not enough to be distracting or break the experience in any way, 

whereas the jitter can be very distracting. In the future an empirical test could be devised 

to determine a proper balance between the two. 

 Precision inaccuracies are only apparent when the user can make strong 

connections between the virtual and real worlds. Examples of these instances include: the 

player touches their hands together in the real world but in the virtual world they are not 

quite together or are passing through each other, the player places their arms against their 

chest but they pass through the character's chest in-game, or the player reaches to adjust 

the Rift and their virtual hands seem too close or far from the virtual head. 

  These precision issues stem from three main factors. First, while the player will 

be close to the character's starting attention pose during calibration they will not be exact, 

leading to small precision errors. Similarly, the calibration routine will obtain a very good 

approximation of the offset/drift angle, but it will not be perfect. The third significant 

factor is that the modeled character is not a perfect replication of the player's body. 
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Attention was given to get the approximate skeletal proportions correct, however for very 

fine interactions the exact proportions of arm lengths, shoulder width, etc. are very 

important. The culmination of all these small body size differences leads to a disparity 

between the virtual and real worlds. Although these accuracy issues exist, they are still 

small and for the majority of actions are not immediately apparent to the player. 

 

7.2 Sensor Drift 

 The most substantial problem with the current system is sensor drift. Some of the 

biggest issues have been solved by the implementation of the calibration routine and 

allowing the sensors to remain motionless for an initial 13 seconds. Nevertheless, as 

Figure 3 showed, the sensors will continue to drift over time. While the drift rate is not 

fast enough to be completely prohibitive from play, it does become noticeable to the 

player after a few minutes of playing. We implemented a method to apply a counter 

rotation into the program to negate this drift, but only obtained mediocre results and so it 

was excluded. The somewhat random nature of the drift makes it difficult to counter. 

 The most obvious and succinct way to solve this issue would be to include 

magnetometer data as an additional reference direction. This design has been used in 

several other studies and has been shown to resolve the drift issue [57][79]. It is 

important to note that this would not eliminate the need for our calibration routine. While 

we would no longer be correcting for the sensor's drift through calibration, it is still 

needed to orient the sensors' frames with respect to the direction of the screen. 
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7.3 System Scalability 

 We elected to use a total of ten sensors for our system, allowing us to cover the 

major body segments. However, the design of the system is very scalable and can be 

easily adjusted for a different number of sensors. For example, adding more sensors to 

the feet and hands would provide even more tracking detail and would permit better in-

game walking control. Alternatively, if an application only requires the tracking of the 

arms rather than the full skeleton, then this can easily be accommodated, as the 

calibration and skeletal model will function equally well, with only minor adjustments. 

While the design has been presented as a full body tracking system, it could 

accommodate a partial body or expanded body tracking setup equally well. 

 

7.4 Gesture Accuracy 

 As was seen in our results, our Modified Markov Chain algorithm performed 

extremely well when compared to the results of the Hidden Markov Model. It is difficult 

to extend these results to compare them directly against other studies. This is due to the 

very different conditions between various works, such as a different selection of gestures, 

amount of training and number of gestures tested. A recent paper by LaViola [80] 

compiled the results across multiple gesture recognition studies, which used a wide 

variety of techniques. Based upon the table of results included in their work, most 

recognition systems were able to obtain accuracies of over 90%, with an average 

accuracy of 93.1% across the studies. Our results compare very favorably to these 
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systems, having obtained average accuracies of between 94%-95% for the user excluded 

condition and 98%-100% for the user included condition, depending on the sector value. 

 

7.5 Multiple Gesture Recognition Sensors 

 Our gesture recognition algorithm uses only a single sensor. We chose to do this 

in order to obtain a baseline of the algorithm's capabilities as a gesture recognition system 

based on quaternion information, using a Markov based approach. Now that we have 

confirmed that this is a viable technique we can expand the recognition system to include 

multiple sensors. The increased information provided by additional sensors could result 

in higher accuracies and less confusion between gestures. 

 Of course, having these extra sensors will also cause the computation time to 

increase. The recognition time for each sensor should be approximately equal, meaning 

that if we were to expand to our full ten sensor system the recognition times should be 

approximately ten times those that we found in Figure 22. Even then, the longest 

recognition time, at eight sectors, would be less than a quarter of a second in length. The 

shortest recognition time, at three sectors, would be just under 0.01 seconds. 

 It is difficult to determine how the potential accuracy increases from added sensor 

information might compare to the extra computation time required by those sensors. 

Currently, the highest accuracies (averaged across all six gestures) were obtained at seven 

sectors and took on average 0.013 seconds to compute. It is possible that it would be 

more efficient to add more sensors and keep the sector number low rather than using a 

high sector value. For example, using three sensors at three sectors would take 

approximately 3 x 0.0001 seconds, much less than a single sensor at seven sectors. 
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However, the resulting accuracy from the combined information with two more sensors 

might allow for equal or higher accuracy than the single sensor at seven sectors. A formal 

experiment would be required in the future in order to verify this. 

 

7.6 Number of Gestures 

 Currently our system's gesture set contained only six gestures. The number of 

gestures depends on the needs of the application, and can be much higher. While around 

ten gestures is common in other studies [80], rare cases can go as high as 72 different 

gestures [81]. Having a larger gesture set leads to more opportunities for the recognition 

system to become confused. Therefore, as we increase the number of gestures in our 

gesture set it is likely that the accuracies we obtain will decrease. 

 The sector value showed only a small influence on the modified MC accuracies 

we obtained with our current gesture set. With the inclusion of more gestures this effect 

may become more pronounced, leading to more considerable gains as the sector value 

increases. It is also important to note that increases in the number of gestures will also 

cause an increase in the recognition time, as it will result in an increase in the number of 

comparisons between the test sequence and each potential gesture. 

 

7.7 Gesture Segmentation 

 One of the major weaknesses of our current gesture recognition system is the fact 

that all our data is pre-segmented. The segmentation problem describes the issue of 

determining when a gesture has started and ended from a continuous stream of data. Here 

we have avoided this issue by testing with the segmented training data. The segmentation 
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problem has been addressed in different ways in the literature. One method is to have the 

user hold a controller or other device that allows them to press a button when starting a 

gesture and release it when completed. While this is very effective it also requires the 

user to be burdened with hand-held devices, which is what we want to avoid with our 

gesture-based system. 

 An alternative is pose-based segmentation. In this solution, the system looks for 

specific starting and ending positions and uses them as the segmentation points. While 

this is a better alternative for our system than a hand-help controller, it generates a more 

pose-based rather than dynamic design. The system then also becomes very dependent on 

the user properly starting and ending in those specific poses. 

 Due to the fast recognition times of our system, it may be possible to perform a 

window based recognition approach in real time. This would involve computing multiple 

state sequences of differing lengths whenever a new state is added to the state sequence. 

Based on our current recognition times, this could allow the system to check multiple 

sequence lengths in real time. We could alternatively adopt a dynamic time warping 

approach that could act to stretch or compress the state sequences to match similar 

characteristics between samples over different time periods. However, this technique can 

often be computationally slow [64]. 

 

7.8 System Unification 

 We have successfully managed to create a system that is capable of using a single 

set of inertial sensors to perform both body tracking and gesture recognition. Both are 

entirely based on the quaternion output of the sensors and we have shown that they have 
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the capability to work in real-time. We currently do not have the two systems operating 

simultaneously and to do this one of the first issues to solve would be the segmentation 

problem just discussed. 

 In addition to this, some modifications would need to be made to the gesture 

recognition system to unify it with the body tracking system. We are not currently using 

the remapped or post-calibration quaternions for the gesture recognition. Both of these 

effects are only rotational offsets from our current values. Therefore, they would have no 

effect on the actual accuracies that we obtained in our current tests. However, using the 

remapped or post-calibration quaternions does mean that the states would be different and 

so our current training data would no longer be valid. It is possible that all of the training 

data could be modified to reflect the new calibrated/remapped starting positions. For the 

current training data the sensor was carefully aligned to be coaxial with the screen. We 

could therefore manually apply the necessary rotational offsets to reflect the post-

calibration system. However, we wish to expand the system in the future to utilize 

additional sensors in the recognition, which would require the retraining of the gesture 

data anyway, so the invalidation of our current training data is not a substantial issue. 

Both offsetting the current gesture dataset or recording new data are both fairly 

straightforward. The real effort to successfully unify the system will be in finding an 

effective solution to the segmentation problem. 
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8    Chapter: Conclusions 

 

8.1 Thesis Findings 

 In this thesis we have presented a unified motion tracking and gesture recognition 

system. Its design is based on the quaternion orientation values output by worn wireless 

inertial sensors, each comprised of a three-axis accelerometer and gyroscope. The 

development of this system was focused on an active gaming context and a simple game 

was developed to demonstrate the capabilities of the motion tracking design. 

 The motion tracking proved to be an effective method for active gaming input. 

The system performed with a high level of accuracy and very low latency, allowing for 

an immersive experience. The calibration routine we developed proved to be a successful 

way to minimize the drift issues encountered with the inertial sensors. Meanwhile, the 

hierarchical skeletal model created for the game character allowed the player to navigate 

the virtual environment without the need for controllers or buttons. 

 Through the robot shooter game we developed, we discovered that this setup was 

particularly effective for virtual reality applications. The one-to-one mapping of the 

player's motions to the character's actions suited a first-person perspective for gameplay 

much better than did a third-person over-the-shoulder view. This was likely due in part to 

the shooter style of gameplay, which required a reasonably high level of player precision. 

The inclusion of the Oculus Rift added notably to both the experience of the game and 

the novelty of the full body control. 

 In addition to motion tracking, the quaternion output was used for Markov-based 

gesture recognition. While the Hidden Markov Model is a very common algorithm used 
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in gesture recognition, the results we obtained show our Modified Markov Chain 

performed better than the HMM in both accuracy and computation time. The Modified 

Markov Chain achieved an average accuracy of 99% for the user included condition and 

an average accuracy of 95% for the more difficult and practical user excluded condition. 

These accuracies are comparable to those found in other recognition studies. The 

Modified Markov Chain algorithm also had a very fast computation time. At a division 

level of three sectors per π radians the recognition algorithm was completed in under a 

millisecond, making it an ideal candidate for real-time applications. 

 

8.2 Applications 

 The focus of the work we have presented here was on full body active gaming and 

to a lesser extent virtual reality. Within this gaming concept the sensor network could 

expand to include more sensors or shrink to include only the arms or legs as needed. 

However, with the rapidly expanding wearable device market and the rise of augmented 

and virtual reality, this work could see practical application in a wide variety of contexts. 

 The motion tracking system could prove useful for applications like remote 

physiotherapy [35]. This system could give accurate feedback to patients on how well 

they are performing their stretches and exercises without the constant supervision of a 

physiotherapist.  It could also be used in more general activity monitoring for a wide 

range of potential health applications. 

 The spread of mobile and ubiquitous computing creates an ideal arena for worn 

sensor-based gesture recognition. Basic actions on a mobile phone could be completed 

without needing to removing it from a pocket. Instead, simple arm or hand gestures could 
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perform these actions. Augmented reality technologies like Google Glass do not have 

direct interface methods and instead use primarily a mobile phone or voice interactions, 

each of which present their own issues. Worn inertial sensors could allow for a wide 

range of hands-free interactions to control applications on such devices through gestures. 

 

8.3 Limitations and Future Work 

 While this thesis has tackled many of the major issues surrounding the 

development of this unified motion tracking and gesture recognition system, there are 

still some outstanding issues. One of the most important of these is the handling of the 

segmentation problem, which has yet to be addressed. While we did propose that a 

windowed approach may be effective based on the fast computation times of the 

Modified Markov Chain method, this potential solution needs to be formally tested to 

assess its validity and any effects it will have on the recognition accuracy. The gesture 

recognition system should also be adapted to work simultaneously with the motion 

tracking of the active game. This would allow the game to be expanded to make use of 

these extra gesture-based inputs. 

  While the active game itself is not of key significance to this research, it should be 

examined in order to determine the cause of the periodic freezes it encountered. It is 

likely an issue with Unity interfacing with the multiple USB ports, but it may also be the 

result of one or more sensors behaving improperly. 

 The sensor drift issue should also be addressed. Acquiring new sensors that have a 

magnetometer incorporated into the fusion algorithm would solve this issue. However, 

the issue could also potentially be solved with the current sensors. The current sensors do 
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have a magnetometer imbedded into the chip but it is not used for the sensor fusion 

algorithm. It is possible that the magnetometer signal could still be utilized to help anchor 

the fusion algorithm's quaternion output with the current sensors. Despite these few 

remaining issues, this unified motion tracking and gesture recognition system provides a 

strong foundation for a wide range of research opportunities and applications in the 

future.
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Appendices 

Appendix A  Confusion Matrices 

Confusion Matrices for all of the gesture recognition results found in Chapter 6. 

A.1 HMM User Included 

Results for the user excluded Hidden Markov Model discussed in Section 6.6. 

3 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 19.1 0.0 0.2 0.0 0.2 0.0 80.5 

Uppercut 1.5 61.8 0.0 0.0 1.0 0.7 35.0 

Jets 1.0 0.0 99.0 0.0 0.0 0.0 0.0 

Asgard 1.6 0.0 0.0 96.0 0.0 0.5 1.9 

Throw 1.8 1.0 0.0 0.0 35.7 1.0 60.5 

Block 0.0 0.0 0.0 1.6 0.0 35.6 62.8 

 

 

 

4 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 58.3 0.6 0.1 0.0 0.6 0.0 40.4 

Uppercut 2.2 81.6 1.4 0.0 1.4 1.3 12.1 

Jets 3.0 0.0 88.3 0.3 0.4 0.0 8.0 

Asgard 2.2 0.0 1.1 85.1 0.9 0.2 10.5 

Throw 3.9 0.5 3.2 0.0 62.8 3.7 25.9 

Block 0.2 0.0 0.5 0.9 0.1 78.6 19.7 
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5 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 85.6 0.2 1.5 0.0 0.1 0.3 12.3 

Uppercut 3.2 72.8 4.1 0.0 3.3 2.9 13.7 

Jets 2.3 0.9 86.4 0.8 0.6 1.3 7.7 

Asgard 2.6 0.0 4.3 85.3 1.2 1.9 4.7 

Throw 4.9 0.2 5.7 0.0 64.7 7.0 17.5 

Block 1.6 0.6 0.6 1.9 0.3 90.7 4.3 

 

 

 

6 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 89.8 0.0 1.1 0.0 0.0 2.7 6.4 

Uppercut 9.6 63.4 6.6 0.2 2.4 6.7 11.1 

Jets 5.2 1.0 84.0 0.2 1.6 3.7 4.3 

Asgard 2.6 0.0 4.1 70.8 1.0 11.2 10.3 

Throw 5.1 0.1 5.4 0.0 56.1 22.6 10.7 

Block 1.8 0.0 1.0 3.7 0.0 88.4 5.1 

 

 

 

7 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 82.3 0.0 2.8 0.0 0.0 4.1 10.8 

Uppercut 7.8 53.2 16.8 0.1 5.4 8.9 7.8 

Jets 3.9 5.3 80.6 0.9 2.1 2.5 4.7 

Asgard 3.0 0.0 14.2 55.0 0.2 16.7 10.9 

Throw 12.1 0.0 20.7 0.0 45.7 17.9 3.6 

Block 2.2 0.4 2.4 4.1 0.0 84.8 6.1 
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8 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 74.9 0.1 3.9 0.0 0.0 8.2 12.9 

Uppercut 10.7 41.0 18.8 0.0 3.3 15.6 10.6 

Jets 6.0 4.8 69.1 0.8 11.3 2.3 5.7 

Asgard 7.7 0.0 14.2 34.0 0.1 22.8 21.2 

Throw 10.4 0.4 18.8 0.0 30.4 28.8 11.2 

Block 0.6 1.1 3.8 4.6 0.0 78.0 11.9 

 

A.2 HMM User Excluded 

Results for the user excluded Hidden Markov Model discussed in Section 6.6. 

3 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 19.8 3.4 0.2 0.0 0.2 0.0 76.4 

Uppercut 5.8 57.4 0.0 0.0 1.8 2.0 33.0 

Jets 2.4 0.0 96.0 0.0 0.0 0.0 1.6 

Asgard 4.8 0.0 0.6 81.6 0.0 2.0 11.0 

Throw 6.6 2.6 0.4 0.0 23.8 1.2 65.4 

Block 1.4 0.0 0.0 2.8 0.0 33.6 62.2 

 

 

 

4 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 48.2 5.4 3.4 0.0 1.4 0.0 41.6 

Uppercut 13.8 50.0 2.8 0.0 4.2 5.2 24.0 

Jets 10.2 0.2 74.6 0.8 1.8 0.8 11.6 

Asgard 8.6 0.0 5.6 68.4 4.0 2.4 11.0 

Throw 9.0 1.2 8.0 0.0 43.0 12.8 26.0 

Block 1.4 0.0 1.6 1.6 0.2 78.8 16.4 
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5 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 70.0 0.2 1.2 0.0 2.6 1.2 24.8 

Uppercut 11.2 33.6 14.8 0.0 9.0 8.4 23.0 

Jets 13.4 6.2 63.8 1.2 2.6 4.8 8.0 

Asgard 10.2 0.0 14.0 47.6 4.0 11.2 13.0 

Throw 14.4 0.4 16.0 0.0 23.6 14.2 31.4 

Block 2.6 3.8 5.6 6.6 1.0 72.8 7.6 

 

 

 

6 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 54.6 0.2 4.0 0.0 0.2 14.8 26.2 

Uppercut 24.2 22.0 18.8 0.2 5.4 12.8 16.6 

Jets 12.2 3.6 60.2 1.6 4.4 12.0 6.0 

Asgard 5.8 0.0 10.8 28.2 4.6 31.4 19.2 

Throw 9.2 0.2 19.8 0.0 18.6 32.6 19.6 

Block 3.0 0.2 2.8 8.4 0.2 73.8 11.6 

 

 

 

7 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 50.8 0.6 8.6 0.0 0.2 20.0 19.8 

Uppercut 9.8 13.4 38.4 0.2 10.8 19.8 7.6 

Jets 11.2 12.2 52.8 0.2 9.6 40 10.0 

Asgard 8.6 0.0 20.4 17.4 0.4 35.6 17.6 

Throw 12.4 0.2 44.2 0.0 10.8 25.4 7.0 

Block 10.6 1.2 7.8 6.2 0.4 50.6 23.2 
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8 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 31.6 0.2 9.2 0.0 0.0 28.2 30.8 

Uppercut 10.2 12.6 33.8 0.0 7.8 23.8 11.8 

Jets 6.2 7.6 38.2 0.2 27.8 6.0 14.0 

Asgard 12.8 0.0 11.6 5.0 0.2 38.2 32.2 

Throw 9.4 0.6 35.4 0.0 4.2 39.4 11.0 

Block 2.6 5.2 6.8 11.0 1.0 36.0 37.4 

 

A.3 Markov Chain User Included 

Results for the user included Markov Chain Model discussed in Section 6.8. 

3 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 99.6 0.0 0.0 0.0 0.2 0.0 0.2 

Uppercut 0.8 91.7 0.0 0.0 2.7 0.0 4.8 

Jets 0.0 0.0 99.2 0.0 0.0 0.0 0.8 

Asgard 0.0 0.0 0.0 97.1 0.0 0.0 2.9 

Throw 3.2 2.0 0.0 0.0 88.2 0.0 6.6 

Block 0.0 0.0 0.0 0.5 0.0 98.6 0.9 

 

 

 

4 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 98.4 0.0 0.0 0.0 0.2 0.0 1.4 

Uppercut 0.0 84.2 0.0 0.0 4.6 0.0 11.2 

Jets 0.0 0.0 95.2 0.0 0.0 0.0 4.8 

Asgard 0.0 0.0 0.0 93.2 0.0 0.0 6.8 

Throw 0.9 0.9 0.0 0.0 84.1 0.0 14.1 

Block 0.0 0.0 0.0 0.2 0.0 97.6 2.2 
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5 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 93.3 0.0 0.0 0.0 0.7 0.0 6.0 

Uppercut 0.0 77.5 0.0 0.0 1.2 0.0 21.3 

Jets 0.0 0.0 91.5 0.0 0.0 0.0 8.5 

Asgard 0.0 0.0 0.0 85.3 0.0 0.0 14.7 

Throw 0.7 0.0 0.0 0.0 71.8 0.0 27.5 

Block 0.0 0.0 0.0 0.2 0.0 94.5 5.3 

 

 

 

6 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 88.6 0.0 0.0 0.0 0.0 0.0 11.4 

Uppercut 0.0 66.4 0.0 0.0 1.5 0.0 32.1 

Jets 0.0 0.0 83.6 0.0 0.0 0.0 16.4 

Asgard 0.0 0.0 0.0 67.6 0.0 0.0 32.4 

Throw 0.0 0.0 0.0 0.0 57.2 0.0 42.8 

Block 0.0 0.0 0.0 0.0 0.0 89.0 11.0 

 

 

 

7 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 82.1 0.0 0.0 0.0 0.0 0.0 17.9 

Uppercut 0.0 55.0 0.0 0.0 0.0 0.0 45.0 

Jets 0.0 0.0 80.1 0.0 0.0 0.0 19.9 

Asgard 0.0 0.0 0.0 53.4 0.0 0.0 46.6 

Throw 0.0 0.0 0.0 0.0 45.6 0.0 54.4 

Block 0.0 0.0 0.0 0.0 0.0 83.3 16.7 
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8 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 72.2 0.0 0.0 0.0 0.0 0.0 27.8 

Uppercut 0.0 41.9 0.0 0.0 0.4 0.0 57.7 

Jets 0.0 0.0 68.4 0.0 0.0 0.0 31.6 

Asgard 0.0 0.0 0.0 34.8 0.0 0.0 65.2 

Throw 0.0 0.0 0.0 0.0 30.1 0.0 69.9 

Block 0.0 0.0 0.0 0.0 0.0 76.9 23.1 

 

 

A.4 Markov Chain User Excluded 

Results for the user excluded Markov Chain Model discussed in Section 6.8. 

3 Sectors  

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 93.2 0.0 0.0 0.0 0.2 0.0 6.6 

Uppercut 1.2 77.4 0.0 0.0 6.2 0.0 15.2 

Jets 0.0 0.0 96.8 0.0 0.0 0.0 3.2 

Asgard 0.0 0.0 0.0 89.4 0.0 0.0 10.6 

Throw 5.8 5.2 0.0 0.0 62.6 0.0 26.4 

Block 0.0 0.0 0.0 1.2 0.0 92.6 6.2 

 

 

 

4 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 72.8 0.4 0.0 0.0 1.8 0.0 25.0 

Uppercut 0.0 47.2 0.0 0.0 6.4 0.0 46.4 

Jets 0.0 0.0 79.6 0.0 0.0 0.0 20.4 

Asgard 0.0 0.0 0.0 70.8 0.0 0.0 29.2 

Throw 2.6 3.0 0.0 0.0 52.0 0.0 42.4 

Block 0.0 0.0 0.0 2.8 0.0 90.0 7.2 
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5 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 71.2 0.0 0.0 0.0 4.0 0.0 24.8 

Uppercut 0.0 32.6 0.0 0.0 3.4 0.0 64.0 

Jets 0.0 0.0 65.0 0.0 0.0 0.0 35.0 

Asgard 0.0 0.0 0.0 44.2 0.0 0.0 55.8 

Throw 5.6 0.0 0.0 0.0 23.4 0.0 71.0 

Block 0.0 0.0 0.0 0.2 0.0 67.4 32.4 

 

 

 

6 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 50.4 0.0 0.0 0.0 0.2 0.0 49.4 

Uppercut 0.0 20.8 0.0 0.0 2.0 0.0 77.2 

Jets 0.0 0.0 55.8 0.0 0.0 0.0 44.2 

Asgard 0.0 0.0 0.0 25.2 0.0 0.0 74.8 

Throw 0.2 0.0 0.0 0.0 18.6 0.0 81.2 

Block 0.0 0.0 0.0 0.6 0.0 70.4 29.0 

 

 

 

7 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 48.8 0.0 0.0 0.0 0.0 0.0 51.2 

Uppercut 0.0 12.8 0.0 0.0 2.2 0.0 85.0 

Jets 0.0 0.0 51.6 0.0 0.0 0.0 48.4 

Asgard 0.0 0.0 0.0 16.2 0.0 0.0 83.8 

Throw 0.0 0.0 0.0 0.0 9.2 0.0 90.8 

Block 0.0 0.0 0.0 0.0 0.0 36.6 63.4 
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8 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 29.4 0.0 0.0 0.0 0.0 0.0 70.6 

Uppercut 0.0 10.2 0.0 0.0 2.0 0.0 87.8 

Jets 0.0 0.0 36.8 0.0 0.0 0.0 63.2 

Asgard 0.0 0.0 0.0 4.6 0.0 0.0 95.4 

Throw 0.0 0.0 0.0 0.0 3.4 0.0 96.6 

Block 0.0 0.0 0.0 0.0 0.0 26.2 73.8 

 

A.5 Modified Markov Chain User Included 

Results for the user included Modified Markov Chain Model discussed in Section 6.11. 

3 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 99.9 0.0 0.0 0.0 0.1 0.0 0.0 

Uppercut 1.0 95.3 0.0 0.4 2.9 0.0 0.4 

Jets 0.0 0.0 99.7 0.3 0.0 0.0 0.0 

Asgard 0.0 0.0 0.0 99.8 0.0 0.2 0.0 

Throw 4.2 1.8 0.0 0.0 94.0 0.0 0.0 

Block 0.0 0.0 0.0 0.7 0.0 99.3 0.0 

 

 

 

4 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 99.8 0.0 0.0 0.0 0.2 0.0 0.0 

Uppercut 0.0 94.7 0.3 0.0 4.6 0.0 0.4 

Jets 0.0 0.0 99.8 0.2 0.0 0.0 0.0 

Asgard 0.0 0.2 0.0 99.8 0.0 0.0 0.0 

Throw 0.8 0.5 0.0 0.0 98.6 0.0 0.1 

Block 0.0 0.0 0.0 0.2 0.0 99.8 0.0 
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5 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 99.7 0.0 0.0 0.0 0.3 0.0 0.0 

Uppercut 0.0 98.0 0.1 0.0 1.5 0.0 0.4 

Jets 0.0 0.0 99.8 0.2 0.0 0.0 0.0 

Asgard 0.0 0.2 0.0 99.8 0.0 0.0 0.0 

Throw 1.4 0.0 0.0 0.0 98.6 0.0 0.0 

Block 0.0 0.1 0.0 0.2 0.0 99.7 0.0 

 

 

 

6 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 100 0.0 0.0 0.0 0.0 0.0 0.0 

Uppercut 0.0 98.5 0.0 0.0 1.2 0.0 0.3 

Jets 0.0 0.0 100 0.0 0.0 0.0 0.0 

Asgard 0.0 0.3 0.0 99.7 0.0 0.0 0.0 

Throw 0.2 0.0 0.0 0.0 99.8 0.0 0.0 

Block 0.0 0.0 0.0 0.0 0.0 100 0.0 

 

 

 

7 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 100 0.0 0.0 0.0 0.0 0.0 0.0 

Uppercut 0.0 99.0 0.0 0.0 0.5 0.0 0.5 

Jets 0.0 0.0 100 0.0 0.0 0.0 0.0 

Asgard 0.0 0.0 0.0 100 0.0 0.0 0.0 

Throw 0.0 0.0 0.0 0.2 99.8 0.0 0.0 

Block 0.0 0.0 0.0 0.0 0.0 100 0.0 
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8 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 100 0.0 0.0 0.0 0.0 0.0 0.0 

Uppercut 0.0 98.2 0.0 0.0 1.4 0.0 0.4 

Jets 0.0 0.0 100 0.0 0.0 0.0 0.0 

Asgard 0.0 0.0 0.0 100 0.0 0.0 0.0 

Throw 0.1 0.0 0.0 0.0 99.9 0.0 0.0 

Block 0.0 0.0 0.0 0.0 0.0 100 0.0 

 

A.6 Modified Markov Chain User Excluded 

Results for the user excluded Modified Markov Chain Model discussed in Section 6.11. 

3 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 99.0 0.0 0.0 0.0 1.0 0.0 0.0 

Uppercut 1.4 90.6 0.0 0.6 7.0 0.0 0.4 

Jets 0.0 0.0 99.4 0.2 0.0 0.4 0.0 

Asgard 0.0 1.2 0.0 98.2 0.0 0.6 0.0 

Throw 7.8 5.8 0.0 0.0 86.4 0.0 0.0 

Block 0.0 0.4 0.0 2.2 0.0 97.4 0.0 

 

 

 

4 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 92.2 0.8 3.0 0.0 4.0 0.0 0.0 

Uppercut 0.4 90.6 0.4 0.8 7.4 0.0 0.4 

Jets 0.0 0.0 99.6 0.4 0.0 0.0 0.0 

Asgard 0.0 1.4 0.2 97.2 0.0 1.2 0.0 

Throw 3.8 5.6 0.0 0.0 90.6 0.0 0.0 

Block 0.0 0.4 0.0 3.8 0.0 95.8 0.0 
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5 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 94.8 0.2 0.0 0.2 4.8 0.0 0.0 

Uppercut 0.2 91.2 0.6 1.4 6.2 0.0 0.4 

Jets 0.0 0.0 99.2 0.4 0.0 0.4 0.0 

Asgard 0.0 0.8 0.8 97.2 1.2 0.0 0.0 

Throw 7.4 1.2 0.2 1.4 89.8 0.0 0.0 

Block 0.0 0.2 0.0 4.0 0.0 95.8 0.0 

 

 

 

6 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 94.4 0.4 0.2 0.6 4.0 0.4 0.0 

Uppercut 0.0 92.8 0.6 0.2 6.0 0.0 0.4 

Jets 0.0 0.0 98.4 0.4 0.0 1.2 0.0 

Asgard 0.4 3.6 1.4 92.2 1.0 1.4 0.0 

Throw 3.0 2.4 0.0 5.6 89.0 0.0 0.0 

Block 0.0 0.0 0.0 2.8 0.0 97.2 0.0 

 

 

 

7 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 96.0 0.0 0.0 0.8 2.2 1.0 0.0 

Uppercut 0.2 92.6 0.4 0.2 6.2 0.0 0.4 

Jets 0.0 0.0 99.0 0.4 0.0 0.6 0.0 

Asgard 0.4 4.0 0.0 93.4 0.8 1.4 0.0 

Throw 2.8 0.2 0.0 7.4 89.6 0.0 0.0 

Block 0.0 0.0 0.0 0.8 0.0 99.2 0.0 
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8 Sectors 

Performed 
Recognized As (%) 

Jab Uppercut Jets Asgard Throw Block Unrecognized 

Jab 96.0 0.2 0.0 0.2 2.6 1.0 0.0 

Uppercut 0.0 91.6 0.2 1.0 6.8 0.0 0.4 

Jets 0.0 0.0 99.2 0.2 0.0 0.6 0.0 

Asgard 0.0 2.8 0.0 95.8 0.4 1.0 0.0 

Throw 2.8 2.2 0.0 8.6 86.2 0.0 0.2 

Block 0.0 0.4 0.8 1.4 0.0 97.4 0.0 
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