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A bstract

State estimation is of paramount importance in many fields of Engineering including 

statistical signal processing, robot localization, and target tracking. Filtering is a 

way of estimating the state of a system by incorporating noisy observations as they 

become available online with prior knowledge of the system model. Particle filters are 

sequential Monte Carlo methods that use a point mass representation of probability 

densities in order to propagate the required statistical properties for state estimation.

This thesis quantitatively compares the generic and auxiliary particle filtering 

frameworks using various proposal densities and state characterizations. New particle 

filtering methods that use the extended and unscented Kalman filters in the auxiliary 

framework are introduced. All the methods are compared in terms accuracy and 

robustness.

Synthetic stochastic models that incorporate nonlinear, non-stationary, and non- 

Gaussian elements are used for the experiments. The newly proposed auxiliary un

scented Kalman particle filter is shown to outperform existing nonlinear filters in 

many of the experiments.
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Chapter 1

Introduction

1.1 State Estim ation

Control of complex systems such as aeronautical vehicles requires reliable real-time es

timates of the system state. Similarly, much of the world’s communication technology 

today involves the transmission of digital signals over noisy channels, and thus also 

requires reliable real-time estimates of the system state. For many complex systems, 

however, the complete state is not always directly measurable. Furthermore, in real 

world applications, often only noisy measurements of the system state are available. 

State estimation is the method of taking all the available information to determine 

the most likely state of a system at a point in time. State estimation techniques are 

useful tools that can track the gradual degradation of systems and their components, 

detect system faults, enable intelligent control, and predict future results.

State estimation can be divided into two main components: modeling and al

gorithms. To simulate the system, a model describing the underlying dynamics is 

needed. The system’s behavior is often modelled mathematically as a set of stochas

tic differential equations. Analysis of the simulations conducted with system models
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1.1 State Estimation 2

y,

X = system state 
Y = measurement 
E = error

Real System

Model

Figure 1.1: State Estimation - The goal of state estimation is to achieve an error 
equal to zero, i.e., E  =  0.

can help to determine which state or states lead to various system behavior. The 

results can be used to improve the design of the system. Once a system model is 

determined, a method to intelligently infer system states from the available data is 

required. Due to the complexity and nondeterministic nature of the systems, accu

rate models and efficient algorithms are needed for reliable state estimation. Refer to 

Figure 1.1 for an illustration of state estimation.

The goal of state estimation is to maintain an estimate of the system’s states 

over some time period. For example, a system may be designed to monitor the 

altitude of an aircraft over the duration of a flight - see Figure 1.2. One approach 

to this problem is Bayesian belief updating. The state of the system is represented 

as a probability distribution that reflects the available state information. When new 

information is available through measurements the probability distribution is updated

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



1.2 Motivation for Sequential Monte Carlo Methods 3

Figure 1.2: Example of State Estimation in Practice - Many sensors relay information 
to pilots (human pilots and computerized auto-pilots) during a flight about various 
flight variables including altitude. An intelligent scheme to determine an accurate 
estimation of the altitude based on the available measurement information is known 
as state estimation.

appropriately. Due to system resource constraints, exact computations are impossible 

and approximation schemes are used. Examples of approximations that are popular 

in scientific literature are the Extended Kalman Filter (EKF), the Unscented Kalman 

Filter (UKF), and Sequential Monte Carlo (SMC) methods.

1.2 M otivation for Sequential M onte Carlo M eth

ods

Many real-world applications of data analysis involve the estimation of unknown 

values, such as system states, from sets of observations. Prior knowledge of the
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1.2 Motivation for Sequential Monte Carlo Methods 4

system being modelled is often available allowing for the formulation of Bayesian 

models. Bayesian formulations include prior distributions for the unknown values 

and likelihood functions that relate the said values to observations. Using Bayes’ 

theorem, a posterior density can be computed from the prior distributions and the 

likelihood functions
likelihood .

posterior = ----— prior. (1.1)
evidence

Inference of unknown quantities and their related statistics is then based on the re

sultant posterior density. Examples of such statistics are mean, mode, median, and 

confidence intervals. In reality, however, observations are usually collected sequen

tially in time and estimation of the unknown values is often required on-line. This 

motivates the idea of updating the posterior distribution as the observation data be

comes available. Another consideration in real-world applications is computational 

simplicity required due to limited system resources. Storing all the observational data 

may not be necessary if the posterior distribution is updated sequentially in time.

There are two well known analytical solutions to sequentially update the posterior 

distributions. They are the Kalman filter and the hidden Markov model (HMM) fil

ter. The Kalman filter can be used when the system is modelled as a linear Gaussian 

state-space model. Similarly, the HMM filter can be used when the system is modelled 

as a partially observed, finite state-space Markov chain. The simplifying assumptions 

mentioned above allow for analytically feasible solutions. In real-world applications, 

however, these assumptions are often not available as the system and observation 

models can be extremely complex. Real systems commonly include non-linear and 

non-Gaussian elements as well as high dimensionality. Numerical integration is an

other approach that could be used in non-linear, non-Gaussian cases. The problem 

with numerical integration is that it is computationally too expensive to be used in
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1.2 Motivation for Sequential Monte Carlo Methods 5

practical applications.

There are many practical applications with non-linear and non-Gaussian features, 

including, but not limited to: localization of robots, estimating noisy digital commu

nications signals, chemical plant control, forecasting weather, estimating the volatil

ity of financial instruments using stock market data, image processing, and aircraft 

tracking using radar measurements. These applications are all from a class of filter

ing problems which appear under of variety of names, including Bayesian filtering, 

optimal (non-linear) filtering, stochastic filtering, and on-line inference and learning 

[15].

Since Kalman’s seminal work [33] on the optimal solution to linear/Gaussian state 

estimation problems in 1960, many approximation schemes have been derived to 

overcome the problems commonly encountered in filtering applications. Two of the 

more popular methods are the EKF and Gaussian sum approximations. In fact, the 

EKF is an extension on Kalman’s work. The EKF is an approximation method for 

nonlinear state estimation problems that uses Taylor series expansion to estimate 

non-linearities in the system and observational models. Although they are used in 

practise quite often, EKF and Gaussian sum approximations fail to consider all the 

statistical information of the processes under consideration, and thus, can lead to 

poor results [15]. Increasingly, many applications require elements of both nonlin

earity and non-Gaussianity for accurate models of the underlying physical dynamics. 

The UKF, an approximation based on the Unscented Transform, was recently devel

oped in response to the new requirements and has proven to be superior to the EKF 

[32, 67]. However, with recent advances in computational power, new methodologies 

for computing posterior distributions, namely, SMC methods, have become extremely 

popular [3, 4, 9, 11, 15, 20, 22, 26, 36, 37, 39, 49]. SMC methods recursively approx

imate the integrals found in the Bayesian formulations for the posterior distributions
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1.3 Thesis Statement 6

via Monte-Carlo integration, hence, analytical solutions to the given problem are not 

needed.

Although the idea of Monte Carlo simulation originated in the late 1940’s [53], 

its popularity in the field of filtering started in 1993 with the seminal publication, 

Novel approach to nonlinear/non- Gaussian Bayesian state estimation, by Gordon et 

al. [26]. The rejuvenation of the technique is due to the recent widespread availability 

of cheap computational power. A plethora of scientific papers from various research 

fields describing various SMC methods and applications has resulted. Variations 

of the SMC method are commonly found under several names, including: particle 

filters, bootstrap filters, Monte Carlo filters, condensation, and interacting particle 

approximations.

SMC methods are founded upon Monte Carlo simulations of the underlying sys

tems and provide a convenient and attractive approach to computing the posterior 

distribution [15]. SMC methods are not limited by non-linearity and non-Guassianity 

constraints and can be implemented in a relatively simple fashion for a wide variety 

of problems. Due to the need for more complete physical models, the next genera

tion of filtering methods will have to deal with nonlinear and non-Gaussian model 

components. SMC methods have the potential to use the increasing computational 

power available in todays technological market to push filtering theory beyond its 

next challenges.

1.3 Thesis Statem ent

The state-space approach to modelling dynamic systems has two main components. 

The first is a model describing the evolution of the state vector in time. Defining the
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1.3 Thesis Statement 7

state vector, Xk G Rn, the system model becomes,

Xk = fk(xk-i,Wk), (1.2)

where //. : Rn x Rm —> Rn is the system transition function. The states represented 

by the state vector defined above are often referred to as hidden states since they are 

never actually observed directly. The system noise u>k G Rm is usually modelled as a 

zero mean, white-noise sequence that is independant of past and current states.

The second is a model relating observations, yu G Rp, to the state. This is 

accomplished with the measurement model,

Vk = hjiix fcj'Uu)) (1.3)

where hk : Rn x Rr —> Rp is the measurement function. Similar to the system noise, 

the measurement noise is usually a white-noise sequence independent of the previous 

and current states. The system and measurement noises are also usually independent 

of each other.

The probabilistic approach is then modelled as follows. The hidden states axe 

modelled as a Markov process with initial distribution p(xo) and transition distri

butions p(xk\xk~i) known as the priors. The observations yk are modelled with a 

marginal distribution p{yk\xk) called the likelihood. Furthermore, we define the states 

and the observations up to time k as X o - k  =  {X q , X \ ,  . . . , X k }  and y i :k  —  { y i , y 2 ,  ■ • • i V k }  

respectively.

The goal of SMC methods in relation to the aforementioned models is to recur

sively in time, k, estimate the posterior distribution p{xQ±\yi-k) and ultimately the
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1.3 Thesis Statement 8

expectations

^‘p(x0:k\yi:k)['lPk(Xo:k)\ = J  1pk{xO:k)p(Xo-.k\yi:k) dXo-.k (1.4)

for some function ^ k- As an example, consider ipk(xo-.k) =  xo-.k- The conditional mean, 

Xk, of the system state is then estimated by

Xk —  ®'p(io:fc|i/i:fc)[̂ /,fc(2'0:fc)] =  J" x Q:kP(x 0:k\yi:k) dx§-k- (1-^)

By similar efforts, other statistics can also be estimated. For instance, Doucet et al. 

[15] suggest the conditional covariance of xk where

^ k { x 0 : k )  —  X k X k  —  E p ( a ; f c | 2/ 1 ; f c ) [ X f c ] l E p ( a . f c | j / 1 : f e ) [ X A ; ] .

The objective of this thesis is to compare and analyze several algorithms recently 

proposed for consideration in scientific publications to estimate the expectation equa

tion defined above. Contemporary SMC methods are compared with each other, the 

classical EKF method, and the recently realized UKF method. The effects of varying 

the SMC method’s parameters as well as results of applying the methods to different 

system models is analysed. Furthermore, two new particle filters based on the EKF 

and UKF axe proposed and tested. They are called the auxiliary extended Kalman 

particle filter (AEKPF) and the auxiliary unscented Kalman particle filter (AUKPF). 

Their results are also compared to those of the other filters. It is shown that in certain 

cases it can be advantageous to use the newly proposed filters.
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1.4 Thesis Overview 9

1.4 Thesis Overview

This chapter introduced the motivation behind using SMC methods for applications 

involving complex filtering problems. A brief history of filtering techniques was given. 

A description of the fundamental problem and contemporary solution methods were 

discussed.

The remainder of this thesis is organised as follows:

• C h ap te r 2 serves as an introduction to the Monte Carlo method and Monte 

Carlo integration. Monte Carlo integration is explained with Buffon’s needle 

example. Recent applications of the Monte Carlo method are also discussed.

•  C h ap te r 3 starts out explaining mean square estimation (MSE) and works 

towards more complicated estimation algorithms. The Kalman, extended 

Kalman, and unscented Kalman filters are explained, and finally an introduc

tion to SMC estimation methods in terms of particles is given. This chapter 

lists the details of sequential importance sampling (SIS), sample importance 

Resampling (SIR), extended Kalman particle filters, and unscented Kalman 

particle filters. It also discusses the major issues involved in designing a suc

cessful SMC method. The two newly proposed partical filters, ie, the AEKPF 

and the AUKPF, are described near the end of this chapter. The tools from 

probability and stochastic processes necessary for the derivation of the SMC 

methods can be found in Appendix A.

• C hap te r 4 describes synthetic experiments that the SMC methods were ini

tially tested on. Both nonlinear and non-stationary model simulations are con

ducted. Models with Gaussian, Cauchy, and Gamma noise distributions are 

explored. The results of the SMC simulations are compared with each other
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and the classical methods. Analysis of the results when parameters of the mod

els and the filters are varied is also presented.

•  C hap ter 5 illustates the results of two practical applications for the filtering 

methods. The first is an estimation problem involving the discrete time stochas

tic volatility model. This type of model is used in financial research to estimate 

asset volatility. The second simulation is of the 2D tracking problem. It is based 

on two ships moving at sea. A target ship is moving with a constant speed and 

bearing that is corrupted by noise. Meanwhile, a maneuvering observer ship 

with access to range and bearing data that is corrupted by noise tries to es

timate the location of the target ship. This problem tests the various filters’ 

abilities to estimate state vectors with multiple dimensions as opposed to the 

scalar cases presented in Chapter 4.

• C hap ter 6 provides a concise listing of the conclusions and contributions of 

this thesis. It also recommends future work to further the particular research 

presented in this document.
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Chapter 2

The M onte Carlo M ethod

2.1 From Lviv to M onte Carlo

The Polish mathematician, Stanislaw Ulam, is routinely acknowledged as the inventor 

of the Monte Carlo method. Born in Lviv1 Galicja, Austria-Hungary2 Ulam was men

tored by the great mathematician Stefan Banach at the Lwow School of Mathematics. 

In 1938 he moved to the United States as a Harvard Junior Fellow. Eventually he 

made his way to New Mexico to work at Los Alamos Laboratory. During World War 

II, Ulam worked on the United States’ infamous Manhattan Project for John von 

Neumann. In particular, Ulam is most known for his work along side Edward Teller 

in 1951 on the hydrogen bomb. It was between these two events, in 1946, that Ulam 

thought up the Monte Carlo method while pondering the probabilities governing the 

game of solitaire. As quoted by Eckhardt [18]:

The first thoughts and attempts I made to practice [the Monte Carlo 

Method] were suggested by a question which occurred to me in 1946 as

I was convalescing from an illness and playing solitaires. The question

xIn Polish, Lwow.
2Now Ukraine.
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2.1 Prom Lviv to Monte Carlo 12

was what are the chances that a Canfield solitaire laid ont with 52 cards 

will come out successfully? After spending a lot of time trying to esti

mate them by pure combinatorial calculations, I wondered whether a more 

practical method than abstract thinking might not be to lay it out say 

one hundred times and simply observe and count the number of successful 

plays. This was already possible to envisage with the beginning of the new 

era of fast computers, and I immediately thought of problems of neutron 

diffusion and other questions of mathematical physics, and more generally 

how to change processes described by certain differential equations into an 

equivalent form interpretable as a succession of random operations. Later 

[in 1946, I] described the idea to John von Neumann, and we began to 

plan actual calculations.

Although statistical sampling was well known in the mathematical arena, Von 

Neumann was intrigued by Ulam’s idea of using the newly available electronic com

puting equipment to do the said sampling [18]. In particular, Von Neumann envi

sioned how valuable the approach could be if it were used to estimate and predict 

the explosive behavior the neutron chain reactions exploited in the fission weapons 

he was currently designing at Los Alamos Laboratory.

With the help of John von Neuman and Nicholas Metropolis, Ulam quickly de

veloped algorithms for computer implementations along with ways to transform non- 

random problems into their equivalent random forms. By facilitating statistical sam

pling as a means to their respective solutions they effectively defined a formal method

ology of solving problems that is applicable to many problems. Metropolis named 

the method after the casinos of Monte Carlo3. In 1948, Fermi, Metropolis and Ulam

3 A town in Monaco located on the Mediterranean Sea and the French Riviera. It is world famous 
for its gambling-casinos and luxurious hotels.
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2.2 Buffon’s Needle 13

Figure 2.1: Buffon’s Needle experimental setup.

calculated estimates for the eigenvalues of the Schrodinger equation with Monte Carlo 

techniques. Soon after, in 1949, Metropolis and Ulam published the first paper on 

the Monte Carlo method [53].

2.2 Buffon’s Needle

As an introductory example to the workings of the Monte Carlo method, consider a 

problem proposed in the 18th century by Georges Leclerc, Comte de Buffon. Suppose 

a needle of length A is dropped on a floor made of parallel strips of wood, each with 

width t. What is the probability the needle ends up lying across a line between two 

strips of wood? Refer to Fig 2.1 for the experimental setup. By solving this problem 

with a Monte Carlo method, one can approximate the value for n.

From Fig 2.1 it is known that the distance from the middle of the needle to the
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2.2 Buffon’s Needle 14

closest line is x. The probability density of the random variable x  laying between 0 

and i/2  is

Similarly, the random variable that represents the acute angle between the needle and 

the lines, 9, has a probability density function between 0 and |  that is

Since x  and 6 are independent random variables their joint probability density func

tion is the product of their respective probability density functions. Also note that a 

needle crosses a line if

x < ^sin0. (2.3)

Then the probability that a needle crosses a line can be found by integrating the joint 

probability density function:

To conduct the experiment drop the needle on the floor n times. Count how many 

times the dropped needle ends up lying across a line on the floor, b. The experimen

tally calculated probability is K  Thus a Monte Carlo approximation for n  can be

pdf( 0 < x < ^ )  =  j d x . (2 .1)

p d f ( 0 < 9 < ^ ) )  =  -d 9 .
Z 7T

(2.2)

dxdO

2A
tir (2.4)

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



2.3 Monte Carlo Integration 15

found as:

2A n
(2.5)7T

tb

It is interesting to note that Leclerc came up with this idea more than 200 years 

before Metropolis contrived the term Monte Carlo method.

The expression Monte Carlo method is, in fact, very general. Any stochastic 

technique, that is, any technique that employs the use of random numbers, probability, 

and statistics to investigate problems, is usually referred to as a Monte Carlo method. 

As Hammersley and Handscomb [27] put it

Monte Carlo methods comprise that branch of experimental mathematics 

which is concerned with experiments on random numbers.

2.3 M onte Carlo Integration

Fundamentally, the Monte Carlo method is a general technique of numerical integra

tion. For instance, the Monte Carlo method is used in Sec 2.2 to approximate the 

definite integral in Eqn 2.4. The convenience at which Monte Carlo methods can be 

used to evaluate high dimensional integrals is one of the method’s main advantages 

[28]. A more general multi-dimensional definite integral suitable for the Monte Carlo 

method is as follows:

(2.6)
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2.3 Monte Carlo Integration 16

To approximate a solution of the above integral with the Monte Carlo method, a 

vector of random numbers uniformly distributed over the region of integration, U, is 

introduced. A random variable is procured by applying the function /  to the vector 

U. The uniform random variable has a probability density function, <p(x), and its 

expectation is:

E if{U)\ = [  f{x)<f>(x)dx
o,i)n

=  [  f f f l d S ,  (2.7)
J(  0,1)"

since <p(x) is equal to one over the interval of integration. Equating equations 2.6 and 

2.7 the solution to the multi-dimensional definite integral can be realized:

i, =  E\f(U)). (2.8)

Similarly, by employing the Strong Law of Large Numbers from A.4.1 an estimate 

of the solution can be calculated by taking N  samples from the random vector,

*  =  . < 2 - 9 )

i=i

According to the Strong Law of Large Numbers, 0  will almost surely converge to 0  

(see Appendix A for more details). Furthermore, as a consequence of the Central 

Limit Theorem, the sampling distribution of 0  tends to the normal distribution as 

N  —> oo [28]. As a result, approximate confidence limits can be given for the estimate 

0. Eqn 2.9 is known as the crude Monte Carlo predictor [28]. The standard error of
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2.4 Applications of the Monte Carlo Method 17

the crude Monte Carlo predictor is:

Analysis of the standard error formula leads to two important points. First, increasing 

the sample size of the Monte Carlo method decreases the standard error. For instance, 

to halve the standard error, the number of samples must be quadrupled. The second 

point is that the standard error of the Monte Carlo method does not depend on the 

dimension of the integral. This is a distinguishing advantage of the Monte Carlo 

method.

To test the performance of the Monte Carlo method, let us consider the following 

integral

This integral is extremely hard to solve analytically. Using the Monte Carlo method, 

however, this integral can be solved very simply. Before completing the simulations we 

first need a solution to compare too. For this, the numerical integrator, NIntegrate[], 

in Mathematica was used. It is an adaptive algorithm that can solve integration 

problems numerically to a specified precision. For the integral in Eqn 2.3, NIntegrate[| 

returned 2.4090. The Monte Carlo method was implemented in Matlab. The results 

are shown in Table 2.1. Notice the effect of increasing the sample size of the Monte 

Carlo method. The error decreases as predicted.

2.4 Applications of the M onte Carlo M ethod

Monte Carlo methods have been applied to many fields ranging from nuclear physics 

to economics. The way in which they are applied varies tremendously from one

x 2 arctan (2.11)
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2.4 Applications of the Monte Carlo Method 18

n | error|
10 2.3274 0.0816
100 2.3914 0.0176
1000 2.4020 0.0070
10000 2.4072 0.0018
100000 2.4084 0.0006
1000000 2.4089 0.0001

Table 2.1: Results of Monte Carlo Integration - The first column represents how many
random numbers were used in the simulation. The second column lists the Monte 
Carlo approximation to the integral. The third column presents the absolute values 
of the method error.

field to the next. To classify an experiment to be of type Monte Carlo, however, 

usually it just needs to include the use of random numbers to examine a problem. 

That being said, there are two main types of problems that can be handled by Monte 

Carlo methods: probabilistic and deterministic [27]. In the probabilistic case, random 

numbers are chosen such that they simulate a physical process. Solutions are then 

inferred from the behaviour of the random numbers to answers questions about the 

original problem.

Hammersley and Handscomb [27] suggest the insect growth and nuclear reactor 

problems as examples of the probabilistic case. For instance, one wishes to analyze 

the growth of an insect population based on specific statistics such as survival and 

reproduction rate. By assigning random numbers to represent various vital statistics 

of the individuals in the population such as age at death and number of reproductions 

in the life time, one gets a random sample similar to that which could be collected from 

field work. Other examples include studies of nuclear reactors, where the fundamental 

particles of nuclear physics obey probabilistic rather than deterministic laws. The 

random motions of neutrons or any other particles can be simulated with random 

numbers, and thus nuclear reactors can be analyzed without the cost of physical 

construction or safety risk.
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2.5 Chapter Summary 19

The deterministic type of Monte Carlo experiment arises when the theoretical 

formulation of a deterministic problem can be derived, however, the solution can 

not easily be solved for by analytical means. This type of problem is deterministic 

by nature, yet, the solution can be found numerically via a Monte Carlo simula- 

tion involving random numbers. In this case, Hammersley and Handscomb point to 

problems in electromagnetic theory which require the solution to Laplace’s equation 

subject to various boundary conditions that baffle standard analytical techniques.

In this thesis the Monte Carlo method is used in conjunction with Bayesian theory 

for the purpose of nonlinear filtering. Applications for this kind of algorithm cover 

a broad range of studies. For instance, in engineering SMC methods have been used 

for gesture recognization [7], fault detection in autonomous robots [12], mobile robot 

localization [22], highway traffic monitoring [40], ellipsometry measurements [49], and 

target tracking [36, 52, 61, 65]. There have also been many other applications of the 

SMC methods in other fields such as mathematical finance [9, 20, 29, 45, 58].

2.5 Chapter Summary

This chapter brought forward the Monte Carlo method, the main idea used in sequen

tial Monte Carlo methods. This concept was illustrated with Buffon’s needle example. 

A numerical example was also used to show the Monte Carlo Integration method. The 

main purpose of this introductory chapter (in conjunction with Appendix A) is to lay 

the theoretical foundations required in the subsequent chapters.
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Chapter 3 

Filtering Theory

3.1 Introduction

The theory of estimation was initiated in the field of astronomical studies in which 

planet and comet orbits were analyzed using telescopic measurement data. There are 

six parameters that characterize the elliptical motion of planetary bodies. Using the 

telescopic measurement data, the goal was to estimate those parameters.

Today, it is accepted that least-squares regression originated with two people 

[64, 59]. It was Legendre who coined the term Moindes Carres or least squares in his 

1805 publication Nouvelles Methodes pour la Determination des Orbites des Cometes 

[46]. Gauss, on the other hand, used the least-squares method in 1795; however, he 

did not publish his results until 1809 in his book Theoria Motus Corporum Celestium 

[24], It is interesting to note that both of these distinguished scientists discovered 

the least-squares regression method independently while solving similar problems. It 

was in 1823, in a series of papers with the collective title Theoria Combinationis 

Observationum Erroribus Minimis Obnoxiae that Gauss published what is known 

today as the Gauss-Markov theorem [70]:
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3.1 Introduction 21

...the best linear unbiased estimator of any linear combination of the co

efficients is its least-squares estimator.

Until the early 20th century there were few developments in estimation theory 

after the least-squares method developed by Legendre and Gauss. In 1912, Fisher 

published his first work on the Maximum Likelihood Estimation method (MLE) [21]; 

however, it was not until 1921 that he coined the term Maximum Likelihood [19]. MLE 

is a parameter estimation routine used to determine the parameters that maximize 

the probability (or likelihood) of the sample data. In 1941 and 1942, Kolmorgorov 

[41] and Wiener [69] independently published papers on linear minimum mean-square 

error estimation. Their work - now referred to as Kolmogorov-Wiener filter theory - 

laid the foundation on which Kalman built his famous discrete-time Kalman filter in 

1960 [33]. A year later, in collaboration with Bucy, Kalman released another paper 

[34] describing the continuous-time Kalman filter.

With advances in computing technology, many practical control theory applica

tions involving more elaborate algorithms were studied. The next hurdle became 

nonlinear filtering. This led Anderson and Moore to the extended Kalman filter in 

1979 [2]. Just recently, in 1997, Juilier and Uhlmann [32] introduced the unscented 

Kalman filter. Both the extended and unscented Kalman filters are suboptimal ver

sions of the original Kalman filter.

The huge advancement in computer power in the late 20th century has stimu

lated research in alternative approaches to the filtering problem. In 1993, Gordon, 

Salmond, and Smith introduced what is known as the bootstrap filter in their paper, 

Novel approach to nonlinear/non- Gaussian Bayesian state estimation [26]. This pub

lication is commonly referred to as the seminal paper of the field of particle filtering. 

Particle filtering is a sequential Monte Carlo method of Bayesian analysis used for 

state estimation. Since then, various alterations and extensions to the bootstrap filter
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3.2 Classical Regression Theory 22

have been proposed and experimented with. The following is a list of some of the 

most significant particle filter advancements since 1993: quasi-Monte-Carlo particle 

filters [11, 20], the extended and unscented Kalman particle filters [66], the marginal 

particle filter [39], the auxiliary particle filter [58], the regularized particle filter [3],

The rest of this chapter is dedicated to introducing the mathematics behind some 

of the classical and contemporary filtering methods mentioned above.

model. It is classical in the sense that a regression relationship is postulated and that 

the unknown parameters are regarded as fixed quantities. Sample moments will be 

used to obtain empirical estimators. The derivation methods discussed in this section 

and next are mostly from the work of Pollock [59].

Let us start by defining a pair of random vectors x and y. We will say that this 

pair of random vectors has a well-defined joint probability density function p(x,y). 

The best predictor of y given that x is unknown is the unconditional expectation

Gaussian sum particle filtering [43], and particle filters with Rao-Blackwellization

3.2 Classical Regression Theory

This section uses the calculus of conditional expectations to derive a simple regression

v
(3.1)

If x is known the information contained in x can be used to improve the predictor.
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3.2 Classical Regression Theory- 23

The best predictor is then the conditional expectation of y given x denoted

yp(y\x)dy. (3.2)

The main idea involved in regression is then to find a relationship between the statis

tics of x and y and the conditional expectation of y given x.

Let us postulate that the conditional expectation of y given x is a simple linear 

function of x

E[y\x] = Ax + (3. (3.3)

This is known as a linear regression equation. We denote the error of predicting y 

from the conditional expectation e = y — E[y\x\. Therefore, for y we have

y = E[y\x] + e

= Ax + P + e (3.4)

The objective is to relate the vector P and the matrix A  to the moment terms var(x), 

var(y), and cov(y,x). Estimations of the moments can be found in a straightforward 

manner from a set of observations. By doing this, we are finding a relationship 

between the statistics of x and y and the conditional expectation of y given x.

We start off working with ^[y|x]. Notice that the conditional expectation J51 [y|m] 

can be converted to an unconditioned expectation by multiplying by the marginal
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3.2 Classical Regression Theory 24

density function of x and by integrating with respect to x

=  /  /  yp(y,x)dxdy
J y  J x

= m -  (3 .5 )

Using this result it is easy to solve for p  in terms of the expectations of x and y

P = E[y)-AE[x]. (3.6)

Similarly, the joint moment E[yxT] can be obtained by multiplying -E[y|z] by xT and 

by the marginal density function of x, and then by integrating with respect to x. 

Recalling Eqn 3.3 we get

E[yxT] =  /  E[y\x]xTp(x)dx
J X

= /  (Ax + P)xTp(x)dx

-  S M ) i x + f p x , p{x)dx
J x  J x

= AE[xxT]+ pE[xT). (3.7)

Using the definition of cou(y, a;) the matrix A  can be solved for in terms of the second-
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3.2 Classical Regression Theory- 25

order moments

cov(y,x) =  E[yxT] -  E[y]E[xT]

— (3E[xT\ + A E [ x x t ] — /3E[xT] — A E [ x ] E[ x t ]

=  A ( E [ x x t ] -  E [ x )E[ x t \)

= Avar(x). (3.8)

Rearranging Eqn 3.8 we see the result

A — cov(y, x)var(x)~1. (3.9)

Finally, by substituting the above result into Eqn 3.3 and rearranging we get

E[y\x] = Ax + (3

= Ax  +  E[y\ — AE[x]

=  E[y] + cov(y, x)var(x)~1(x — E(x)). (3.10)

Thus the result is a linear equation with coefficients relying solely on the statistics of 

y and x.

The same result can be obtained using derivatives. This second method makes it 

very clear where the term minimum mean square error (MMSE) comes from. First, 

the mean square error is defined as

E[eTe] = E[(y - A x -  p)T(y - A x -  /?)]. (3.11)

The idea behind this method is then to minimize the mean square error by choosing 

the optimal values for A  and (3 using derivatives. Starting with (3, we minimize the
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error by setting zero equal to the following derivative

0 = - A x -  P)T(y - A x -  ,6)1)

= E[—2(y — Ax  — /?)]

=  - 2  ( E [ y \ - A E [ x \ - p ) . (3.12)

By dividing both sides by —2 and solving for (3,

P = E[y]-AE[x). (3.13)

The matrix A  can be solved for in a similar effort. First, substitute for (3 using 

Eqn 3.6

E[eTe] =  E[(y -  Ax -  E[y] + AE[x])T(y - A x -  E[y] + AE[x])]. (3.14)

Then, as before, set the derivative with respect to A  to zero

0 =
dA

(E[(y - A x -  E[y\ +  AE[x])T(y - A x -  E[y] + AE[x})})

= E
d_

dA
( y - A x -  E[y\ +  AE[x])T(y - A x -  E[y] +  AE[x\)

E  [2 (y - A x  -  E[y] + AE[x])(E[x] -  x)T]

—E[yxT] + E[y}E[xT] +  A(E[xxT] -  E[x\E[xT]) 

—cov(y, x) +  Avar(x) (3.1S)

Solving for A,

A = cov(y, x)var(x)- l (3.16)
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By substituting A  and 0  back into Eqn 3.3 the same aforementioned linear regression 

equation is realized

3.2.1 Recursive Least-Squares Estim ation

The recursive least-squares estimation algorithm can be derived from the work pre-

In the above equation yt is a scalar, 0t and xt are vectors, and the error terms et are

time we also introduce what is known as the dispersion matrix, Pt, which is the co- 

variance matrix of the estimator. Its initial value is Pq = D(0). Finally, the empirical 

information available at time t  is the set of all observations Yt = {yi, 2/2 , •••, Ut}- 

To generate the recursive least-squares algorithm, we start with what is known as 

the information equation

-E[y|x] =  E[y\ + cov(y, x)var(x) x{x — E(x)). (3.17)

sented in the last section. Let us start by considering the tth instance of the regression

model

» =  $ * !  +  «!• (3.18)

independent scalars with E[et] — 0 and var(et) = cr2 for all t. The tth estimate of 0  

is denoted 0t and for the recursion an initial estimate 0o — E[0] is required. At this

(3.19)

and also with an auxiliary equation

(3.20)

The estimation of the vector 0t at time t can now be written in terms of R  and g as
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Pt =  i*T V  (3-21)

The idea of recursion is to update the estimation of the P vector whenever new 

measurements are available. Thus, the information and auxiliary equations can be 

written appropriately as

Rt = R t- i +  ^  XtXt (3.22)

and

9t = 9t-1 +  ^ 2  x*Vt (3.23)

respectively. These representations show how updating can occur as measurements 

become available. Using Eqn 3.21, the (3 vector can be written in terms of Rt and

Rt-  i

Pt = R t 19t
1

=  R* (9t-1 +  - ^ x tyt) 
_i 
a2

Then, using Eqn 3.22, (3 can be written in terms of only the most recent Rt

(3t = R ^ 1 ( ( R t -  ^ x txj)/3t- i  +  ^ xtyt

= R t 1 ( Rt/3t- i  -  ~ x tx1(3t_i +  ~ x tyt

= Pt-i + ~ R t 1xt (yt -  x^Pt-i)a2'
1

=  Pt-1 + Rt (3.25)
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where et is the prediction error.

The next step is to replace the computationally inconvenient R ~ l  with another 

recursion. The dispersion matrix, P t  is defined in terms of the information matrix R t  

as

p. =  f i r 1

=  (fi,_ ! +  . (3.26)

By applying the matrix inversion lemma and rearranging the terms, P t can be sim

plified

P t =  R t - i  ~  R T ~ ix t ( x j R R \ x t +  a 2) - 1  x ^ R ~ \

=  P t - 1 -  P t - l X t  { x j P t - \ X t  +  o 2 )  - 1  x j P t _  1

=  P t- 1 -  P t - l X t S ^ x J P t - i

=  ( I -  P t - l X t S ^ x J )  P t - 1

=  { l - k tx Tt ) P t^  (3.27)

where s t is the error dispersion and kt is the filter gain. Using the aforementioned 

relation we get

R t lxt = Ptxt

=  (P t_  1 -  P t - i X t S ^ x J P t - 1) Xt 

=  P t- i X t StS t l -  P t - x X t S ^ x J  P t - i X t  

=  P t - i X t  (x f P t - i X t  +  a 2) s '" 1 -  P t - i X t S ^ x J P t - i X t  

=  cr2P t- i x t s71. (3.28)
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Hence, the recursion equation for the P vector is then

Pt — Pt- 1 H— o l x t e ta*
=  pt- 1 + PtXtS^et

= Pt—i +  kt&t■ (3.29)

It is useful to list out the equations involved in the recursive least-squares algo

rithm for future reference. The list is as follows:

&t = Vt — XJPt- 1  Prediction Error

st =  xjPt-iXt + a2 Error Dispersion

kt = Pt-iXtSt1 Filter Gain (3.30)

Pt — Pt~ i +  ktet Parameter Estimate

Pt = {I — ktxJ)P t- 1  Estimate Dispersion.

For more information on reclusive least-squares see [5].

3.3 The Kalman Filter

The Kalman filter was first developed in the 1960s by R. E. Kalman. The algorithm is 

well known and there is much literature describing a plethora of experiments involving 

the filter. Most of the material found in this section and the next section is a summary 

from the sources [1, 25, 30, 33, 34, 59], however, there are many more sources available.

The Kalman filter is based upon a state-space model. The state-space model 

represents the system of interest. The Kalman filter uses observations available from 

the system along with the system model in order make estimations of the current
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system state. The state-space model is as follows

xt =  f tx t - 1  +  vu TransitionEquation (3.31)

yt =  htxt + rjt, ObservationEquation (3.32)

where xt is the state vector and yt is the system observation. The error terms, vt and 

T}t, are the state disturbance and observation error. They axe uncorrelated random 

vectors with zero mean such that

vt ~ N ( 0 ,Q t) and rit ~ N (0 ,R t)  (3.33)

where the notation N(a, 0) respresents a Gaussian distribution with a mean of a and 

a variance of (3. The observation equation is analogous to the regression equation, 

Eqn 3.18, in the prior section discussing the recursive least-squares algorithm.

When implementing the Kalman filter it is assumed that the matrices ft,ht,Qt, 

and Rt are known for all t =  1, ...,n. Also, that there are initial estimates x0 and 

D(xo) available for the state vector Xq and the dispersion matrix P0 respectively 

at time t  = 0. Furthermore, as in the recursive least-squares case, the empirical 

information available at time t  when using the Kalman filter is the set of observations 

Yt = {yi,y2, - ,y t} -

The Kalman filter is a set of equations very similar to that of the recursive least- 

squares algorithm. The main difference is the addition of the state-vector estimates 

xt\t-i and xt and their corresponding dispersion matrices Pt\t-i and Pt. They are 

present due to the transition equation, Eqn 3.31. Note that if /  =  I  and Qt =  0 

the transition equation does not affect the filter. The Kalman filter equations are 

summarized below:
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Xt\t— 1 —  f tX t— 1

Pt\t-i = ftPt-ift' + Qt 

et = y t~  fkxqt-i 

St =  htPt\t-ihJ + Rt 

K t =  Ptit-ihJS^ 1

Xt =  Xt\t~i +  K t&t

Pt =  ( I - K tht)Pt\t-i

Prediction Dispersion 

Prediction Error

Error Dispersion 

Filter Gain

State Prediction

Estimate Dispersion.

State Estimate

(3.34)

3.3.1 Relating Recursive Bayesian Estim ation and the  

Kalman Filter

Looking at the Kalman filter equations from a probabilistic point of view we get 

what is known as recursive Bayesian estimation. We assume that the true state is 

an unobserved Markov process and that the measurements are observed states of a 

hidden Markov model. This is illustrated in Fig 3.1. Given the immediately previous 

state, the true state can be written independent of all earlier states since it is assumed 

to be Markovian

Because of the Markov assumption the measurement is only dependent on the current 

true state

p(Xi\x0, ..., Xi-1) =  p(Xi\Xi-i). (3.35)

p ( y i \ x Q>. . . , X{ ) =  p ( y i \ x i ) . (3.36)
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Using the formulas above, the probability distribution over all the states of the hidden 

Markov model can be be simplified to

p(z0,- ,Z i ,  2/i>-,2/i) =

Xq, y i ,  ..., Xq, y u  •••> 2/i—l)

i

=  p ( x o) Y [ p ( y i \ Xi ) p ( Xi\Xi~l) (3.37)
i= 1

The Kalman filter, however, is used to estimate the state Xi and thus the probability 

distribution of interest is that of the current state conditioned on the most current 

measurement. There are two stages to the Kalman filter. The first stage predicts 

the true state based on the previous measurement. The second stage updates the 

prediction when the most current measurement is available. The prediction stage is 

realized using the Chapman-Kolmogorov relation

where Yt =  {yi, ...,po}. The update stage can then be derived using Bayes’ Rule

In the update stage, p(yi\xi) is known as the measurement likelihood while p(yi\Yi-i) 

is the normalizing factor. Using the Chapman-Kolmogorov relation again, the nor

malizing factor can be written

(3.38)

(3.39)

(3.40)
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hidden

observed

Figure 3.1: Hidden Markov Model - The true states are represented by x while the 
observed states are represented by y.

Since the noise of the process and observation models is Gaussian, the remaining 

probability densities are

p(xi\xi-i) = N ( fx i - 1, Qi-i) (3.41)

p(yi\xi) =  N(hXi, Ri~i) (3.42)

p(%i-i\Yi-i) =  N(x,Pi^i). (3.43)

The pdf for Xi given Yi is the Kalman filter estimate.

3.3.2 General State-Space

In the previous section we derived the Kalman filtering routine for the state estima

tion of a linear system model. In practise, we would like to be able to remove the

restriction that the transition and observation models be linear. Thus, in this section 

we introduce a general state-space model that can act as the framework for a more
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general discussion. The new form for the transition and observation models is

p(xt \xt-i), (3.44)

P(yt\xt), (3.45)

where xt G R nx is the state vector at time t and yt G Kn!/ is the observation vector 

at time t. The nature of the states is a first order Markov process. Furthermore, the 

observations are assumed to be independent given the states.

Eqns 3.44 and 3.45 can be written in the notation similar to that of the previous 

section

x t =  f ( x t - 1 , vt-i)  (3.46)

yt = h(xt, r)t- 1) (3.47)

where, again, x t G Rnx is the state vector at time t and yt G R ny is the observation

vector at time t. In this case the process noise ut G R"" and the observation noise

rjt G M”’7 are independent zero mean processes with variances Q and R  respectively. 

The system consists of two mappings. The first, /  : Rnx x R"1' i—> Rnx, represents 

the transition process. The second, h : Rrax x Rn7) i-» Rny, represents the observation 

model.

The complete solution to the sequential estimation problem is the posterior den

sity denoted p(x0:t|2/i:t) where x0:t = {xcZi, ...,xt} and y1:t =  {y i,y2, ■■•,?/{}• Keeping 

track of the posterior density may require too many system resources in many appli

cations so alternatively it is often of interest to only store the filter density p(xt \yi:t)- 

Clearly the filtering density requires less memory, but furthermore, it can also be used 

to calculate various estimations of the system’s states.
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The next sections introduce the extended Kalman filter and the unscented Kalman 

filter. They are two such approximation methods used to recursively solve the afore

mentioned filtering problem.

The Kalman filter has been shown to work well for linear systems, however, now we 

turn our attention to the nonlinear case. The EKF [2] is a minimum mean-square 

error (MMSE) estimator that is perhaps the most well known algorithm for solving 

the nonlinear filtering problem. It is similar to the Kalman filter except that it uses 

Taylor series expansions of the nonlinear system and observation functions, /  and h, 

around the estimates xt\t-i of the states x t in order to facilitate the estimation of 

nonlinear systems.

The Jacobian of the system model is defined as

These are the linear expansion terms from the respective Taylor series. The mean 

x and covariance P  for the Gaussian approximation to the posterior distribution of 

the states can then be determined with a method similar to the Kalman filtering 

technique. The extended Kalman filter is the following set of equations:

3.3.3 The Extended Kalman Filter

(3.48)

and similarly, the Jacobian of the observation model is

(3.49)
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%t/t- 1 =  / ( ^ t - 1 , 0) State Prediction

Pt/t-i =  FtPt-\F j  +  Qt Prediction Dispersion

£ t~  Vt — h{xt/ t -1,0) Prediction Error

St = HtPt/t- i H j  + Rt Error Dispersion

K t =  P t/t- iH ?St1 Filter Gain

xt =  Xt/t-i + K tet State Estimate

Pt = ( /  — KtHt)Pt/t- i  Estimate Dispersion.

(3.50)

The EKF uses only the first term of the Taylor series expansion of the nonlinear 

functions. In cases where the system models are highly nonlinear the local linearity 

assumptions break down and the effects of the higher order Taylor expansion terms 

becomes evident. EKFs using higher order terms exist, however, due to their ad

ditional complexity they are not used as frequently. The unscented Kalman filter 

(UKF) discussed in the next section addressees some of the approximation issues of

Another issue that comes up when using the EKF is the derivation of the Jacobian 

matrices. In many cases, the derivation can be nontrivial, adding difficulty to the 

EKF’s implementation [31]. The UKF achieves the performance of a second order 

truncated filter [66] without the use of Jacobian or Hessian matrices.

3.3.4 Tuning the R  and Q Parameters

The measurement noise covariance, R, and the process noise covariance, Q, must be 

selected appropriately in order for the Kalman filter and the EKF to produce desired 

results. For instance, consider the following experiment in which the Kalman filter 

is used to estimate a scalar constant. To make the experiment interesting there is a

the EKF.
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white noise component added to the observations. The process model is

xk = xk_! +  vk (3.51)

where vk ~  N{0 ,0.0012). In a similar fashion, the observation model is

Vk = xk + wk (3.52)

where wk ~  iV(0, 0.12). This is analogous to the real life situation of estimating a 

voltage when the observations are corrupted by a 0.1 volt RMS white measurement 

noise [68]. The process noise error, vk, is relatively small, so for the simulations we set 

the process noise variance to Q = le—5. The measurement noise variance, R, however, 

can not be set negligibly small since the measurement noise is substantial. For the 

first simulation we set R = (0.1)2, that is, we set R such that it is equal to the actual 

measurement noise variance. Since R is set to its true value the filter’s performance 

with this parameter setup should outperform other parameter configurations in terms 

of responsiveness and estimation variance. This becomes apparent when the results 

are compared to those of the filter’s simulations when R  =  1 and when R = 0.01.

The simulation results are illustrated in Figures 3.2-3.4. In each of the figures, 

the dotted line represents the constant value, x — 0.1234, that is being estimated. 

Similarly, the crosses in each figure represent the noisy observations used to estimate 

the constant. The remaining solid line in the figures is the Kalman filter estimate of 

the constant. Notice that in the simulation where R is increased by a factor of 10 

times the true noise variance, the filter responds slower to the noisy measurements. 

Alternatively, in the simulation where R is decreased by a factor of 10, the filter 

responds much quicker to the noisy measurements.

In practise, the measurement noise covariance can usually be measured prior to
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Figure 3.2: First Simulation, R  =  0.1. R is set to its true value.
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Figure 3.3: Second Simulation, R  =  1. Due to the increase in R the filter responds 
slower than in the first case, thus reducing the estimate variance.
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Figure 3.4: Third Simulation, R  =  0.01. Due to the decrease in R the filter responds 
quicker than in the first case, thus increasing the estimate variance.

operation of the filter [68]. This measurement can usually be completed off-line with 

sample data. Commonly, the process being estimated is not directly observable. 

Consequently, it is generally more difficult to determine the process noise covariance. 

In cases where the process or measurement noise covariance terms are unknown tuning 

can be used to achieve preferable results.

3.4 The Unscented Kalman Filter

Like the EKF, the UKF is also a sub-optimal recursive MMSE estimator. The main 

difference between the two filtering techniques is that the UKF does not approximate 

the nonlinear system and observation models. Alternatively, the UKF method uses 

the true system and observation models and instead makes an approximation about 

the distribution of the state variable. The UKF uses what is known as an unscented 

transform (UT) to estimate the distribution of the state variable. Basically, a set of
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deterministically selected sample points are propagated through the true nonlinear 

system. These points are used to represent the posterior mean and covariance. The 

following sections describe the UT, scaled unscented transform (SUT) which is a 

generalization of the UT, and then finally the UKF, an estimation algorithm that is 

based on the SUT. The information found in the following sections concerning the 

UKF is from the sources [32, 66, 67, 31].

3.4.1 The Unscented Transform

The unscented transformation is an approximate method for propagating means and 

covariances through nonlinear transformations. To do this, a set of weighted samples 

or sigma points Si =  {Wi, Xi} are deterministically chosen such that their properties 

(mean and covariance) represent those of the prior distribution. The set of weighted 

samples is transformed through the nonlinear system and the transformed set of 

samples is used to calculate the new mean and covariance statistics. On the surface 

this seems to be a Monte Carlo method, however, note that no random sampling is 

implemented, and in fact, only a relatively small number of sample points are required 

(2nx + 1 for an nx-dimensional state space).

To clarify, let us start by examining the problem at hand. Let x  be an nx- 

dimensional random variable with mean x  and covariance Pxx. Let us also introduce 

another random variable y. The random variables are related through the nonlinear 

transformation

V =  /(* ) (3-53)

where /  is some nonlinear function. The objective of the unscented transformation 

is to estimate the mean y and covariance Pyy of y using the aforementioned sigma 

points.
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The first issue is how to deterministically select the sigma points such that they 

represent the proper statistical properties of the prior as discussed above. A scheme 

to select the points is offered by van der Merwe et al. [66]. It is as follows

Xo =  *  W 0 =  ^  * =  0

Xi = X + (V (n x + K,)Px)i W i  = 2{nl+K) i = 1, nx (3.54)

Xi =  % ( y / f o x  "H f t)Px)i  =  2(tix+ k) ® =  ^ x

where k is a scaling parameter and (y/(nx +  k ) P x)i is the ith column of the matrix

square root of (nx + k)Px. The weight of the ith point is denoted Wi. The sum of the
_ 271

weights is normalized in the sense that z2i=o Wi = l.

The second issue is how to estimate the mean and covariance of y. To do this, we

start by transforming each of the sigma points with the nonlinear function

T i = f ( X i )  i = 0,...,2nx. (3-55)

The mean and covariance of y axe then calculated as follows

2nx

y = Y , w ^ i  (3-56)
i=o

f ,  = ' £ w < (r i -v ) ( 'r < -v )T (3-57)
t = 0

These mean and covariance estimates are accurate to the second order of the Taylor 

series expansion of f (x )  for any nonlinear function [66]. Furthermore, the parameter 

k can be used to scale the errors arising from the higher order terms. This is an 

improvement over the EKF where the posterior mean and covariance are estimated 

accurately to the first order term with all higher order terms simply truncated.
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The proper choice of k allows the sigma points to be scaled towards or away from 

the mean of the prior distribution in order to avoid dimensional effects. Dimensional 

effects refer to the fact that as the dimension of the state space increases, the radius 

of the sphere that bounds the sigma points also increases, thus non-local effects get 

sampled unnecessarily. The problem with choosing k, however, is that particular 

values may cause the calculated covariance to become non-positive semidefinite. The 

solution to this apparent problem is the scaled unscented transform.

3.4.2 The Scaled Unscented Transform

The scaled unscented transform introduces a positive scaling parameter a  : 0 < a < 1 

in order to minimize higher order dimensional effects. The sigma points are scaled

Xi = Xo +  a(xi ~ Xo) i = 0,1, 2nx (3.58)

before they are transformed. The objective is to insure that the predicted covariance 

is positive semi-definite and the accuracy to the second order of the mean and covari

ance is preserved. This is achieved using an auxiliary random variable, 2 . The new 

formulation of the transform is

* =  /'(* ) =  / E +  « ( * - * ) ! - / ( * )  +  m  (3.59)
/jL

where a  is the positive scaling constant and y. is a normalization term. The problem 

is then to estimate the mean z and covariance Pzz of the auxiliary random variable, 

z. Calculating the expectation of the Taylor series expansion of z about x  and setting 

y  — 0?  we see that it is the same as the Taylor series expansion of y up to the second 

order. The same results hold for the covariances. Please refer to Julier’s paper, The
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Scaled Unscented Transform [31], for more details.

The SUT results in the scaled set of sigma points S' = {W', x r) where

Xi =  Xo + a(Xi~Xo)

WoA*2 + ( l - i )  * =  0
W! = (3.60)

Wife? i ±  0.

Furthermore, the sigma point selection and scaling can be combined to save resources 

[66] by introducing a new variable

A =  a2(nx + k) — nx (3.61)

and by selecting the sigma point set by:

Xo =  x  i = 0

Xi = x + (y/ (nx +  X)Px)i i = l , . . . ,nx

Xi = x ~  (V (nX + *)Px)i i = nx + l , . . . i 2nx
(3.62)

w? = ( ^ X )  +  (1 - a2 +  /?) * =  °
wr = w? = 5^  i = l , . . . ,2nx.

The m  and c superscripts on the weights refer to the mean and covariance terms 

respectively. The third parameter, (3, is introduced to weight the zeroth sigma point 

for the covariance calculation. The (3 parameter can be used to minimize higher order 

errors when the appropriate information about prior distributions of x  is known. 

The complete SUT can be summarized as follows:

1. Choose the 0 < a < l , / ? > 0 ,  and k > 0 parameters.
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2. Calculate the scaled sigma points S' =  {W', x'} using Eqn 3.62 from above.

3. Use the nonlinear transformation to propagate each of the sigma points

U  =  /(Xi) * =  0, ...,271*. (3.63)

4. Compute the mean and covariances

2TLx
S =  £ w r T ,  (3.64)

i= 0

2n.«

1 = 0

3.4.3 Im plem entation of the Unscented Kalman Filter

This section puts forward the UKF algorithm. The UKF is basically an application 

of the SUT to RMSE estimation. The state variable is redefined as

=  [ x j v f n j f  (3.66)

where the superscript a denotes that this is an augmented random variable. The

complete UKF algorithm to estimate x  and P  (as is it presented in [66]) is then:

1. Initialization:

xq = E[x0] (3.67)

P0 = E[(x0 -  xo){x0 -  x0)T] (3.68)

xaQ = E[xa} =  [a£00]r  (3.69)
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PS = E[(x% -  *5) ( 4  -  4 ) t ] =

2. For t  6 { 1 , oo},

(a) Calculate the sigma points as in Eqn 3.62:

Po 0 0

0 v  0

0 0 rj

(b) Propagate sigma points through the transition function:

(3.70)

Xt-i ~  ^  yj(na +  -^)Pi-i] (3-71)

Xt/t-1 = f(X t- (3.72)

(c) Preditct state and covariance using the weighted sigma points:

2=1

271a

2 = 1

(d) Project sigma points through the observation function:

(3.73)

Pt/t-l =  E  it/,-1 -  i t / t - lM t / t - t  -  (3-74)

(3.75)

(e) Compute the predicted measurement and predicted measurement covari

ance:

ft/,-! = (3.76)
i=0
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2 Tla
Py,t. =  E Wl C)V l m - i  ~  W . - J I T , -  V,l,-l]T (3.77)

i= 1

(f) Calculate the state-measurement matrix:

2 na

Pirn =  E  (3.78)
1=1

(g) Use the state-measurement matrix to calculate the UKF gain:

Kt =  l%y,P7i, (3.79)

(h) Update the state and covariance:

xt = xt/t_! +  K t(yt -  yt/t-i) (3.80)

Pt = Pt/t-i -  K t P ^ M  (3.81)

where xa = [xTvTnT]T, x a = [(xx)T(xv)T(xn)T]T, and na = nx + n v + nn. The main 

advantage of the UKF over the EKF is that no Jacobians or Hessians are calculated 

at any point in the algorithm. The computational cost of the UKF is of the same 

order as the computational cost of the EKF. Superior performance of the UKF over 

the EKF in areas of accuracy and robustness have been reported recently in various 

publications including [67, 66, 32, 44, 10].
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3.5 Sequential M onte Carlo M ethods (Particle Fil

ters)

From Chapter 1, the goal of SMC methods is to recursively in time, t, estimate the 

posterior distribution p(xo-.t\yv.t) and ultimately the expectations

E p(xo:t\yi:t)[Mx O:t)\ -  J  i ’t ( x O-.t)p(x0:t\yi-.t) d x 0:t (3.82)

for some function ipt .

To estimate the posterior distribution we can use a two stage recursive Bayesian 

estimation method. The first stage is known as the update stage. In this stage, 

the prior distribution over the system state at the current time is known and an 

observation is made. The posterior is then updated to reflect the newly available 

information.

P{xt ,  yi-.t) 

p(yi-.t)

p ( y t \ x t , y i - . t - i )p(xt , y i : t - i )  

p ( y t \y i : t - i )p(yi - . t - i)  

p ( y t \ x t ) p { x t \yv. t -i )  

p (y t \ y v . t - i )  
p ( y t \ x t )p { x t \y i : t - i )  

p ( y t \yi : t - i )
(3.83)

where

p{yt\yi-.t-i) = J  p{yt,xt\yi-.t-i)dxt

= jp { y t \x t)p{xt \yi-t) dxt. (3.84)

The second stage is the prediction stage. Using the posterior distribution and the
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system model, the next prior distribution is predicted.

P ( X t \ y i : t - l )  =  J  p ( X t , X t - l \ y i : t - l ) d x t - i

=  J p ( x t \ x t - i ) p ( x t - i \ y 1:t - i )  d x t - i  (3.85)

3.5.1 Perfect M onte Carlo Simulation

Monte Carlo simulation uses a set of weighted particles (samples), drawn from the 

posterior distribution of the model, in order to approximate integrals as discrete sums. 

Given the set of Np random samples, : i =  1, ...,n}, the posterior distribution 

can be approximated as

1 Np
P(xO-.t\yi:t) = TT “  4-t) (3-86)

i= 1

where S(-) is the Dirac delta function1.

The expectation of some function ^(^Oit) can be approximated by the following 

Monte Carlo estimate
1 Np

E [f(x  0:t)] =  —  ^(4:1)- (3-87)
P i= 1

The samples XqI  are referred to as particles. The particles must be independent and 

identically distributed for the approximation to be valid. Referring to Appendix A, 

we know from the strong law of large numbers

E[ip(x0[t)] E[iP(x0..t)\. (3.88)
Np—*oo

1First introduced by physicist Paul Dirac, the Dirac delta function, S(x) has the value of infinity 
when x = 0 and the value zero elsewhere. The integral of the function from negative infinity to 
positive infinity is one.
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Furthermore, if the posterior variance exists and is bounded, we know from the central 

limit theorem that E[4>(xo:t)\ tends to a normal distribution as n  —-» oo.

3.5.2 Bayesian Importance Sampling

It is usually not possible to sample from the posterior distribution directly. By draw

ing samples from a proposal distribution, q(xo:t\yi-t), this problem can be circum

vented. First, define the unnormalized importance weights

w, s  (3.89)

Next, note that

p{yi:t) = J  P{yi-.t,XO:t)dx0-.t

dxQit=  f  p ( y i : t |X0:t)p{X0:t)q(xo-.t\yi-.t)

J  q(X0:t\yi:t)

= J  wt(x0:t)q(xo:t\yi.,t) dx0:t. (3.90)

Now the expectation of some function ip(xo;t) can be computed as follows:

E[i;(xQ..t)] = J  'tp(x0..t)p(xo:t \yi:t) dx0:t

'lp(Xo:t)p(Xo-t\yi:t)q(XO:t\yht)
- I

- I
- I

q(x0-.t\yi:t)
dx 0 :,

i ’(xo:t)p(yi:t\xo:t)p(x0:t)q(xo,t\yi:t) 
P(yi-.t)q(xO:t\yi:t) 

1p(XO:t)Wt(x0..t )q(xo:t\yi;t) ,
 dXQ:t

dx 0:t

p(yi:t)

-y J  'lp(xo-.t)Wt(xO:t)q(xQ:t\yi:t) dxQ,t
p(yi

_  f  f/j(xO:t)wt(xo:t)q(x0:t\y1:t) dx0, 
f  Wt(xo:t)q(xo:t\yv.t) dx0:t

(3.91)
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By drawing independent random samples from q(xo-.t\yi-.t) and using Monte Carlo 

integration, an approximate expectation can be obtained:

i=l

=  (3-92)

Np 
i=1

Np

i=1

where w® represents the normalized importance weights. The point mass estimate 

of the posterior distribution is

1 Np
p(xo-.t\yi:t) =  WoftHX0:t ~  4 f t )  (3 -93)

P i= 1

as the set of points and respective weights {xQ.t, w\ is a random measure charac

terizing the posterior pdf p(xo:t\yi:t)-

3.5.3 Sequential Importance Sampling

In order to make Bayesian importance sampling more practical it is convenient to be 

able to calculate the particle weights recursively. We start by recalling that the states 

are assumed to correspond to a Markov process. Additionally, the observations are 

assumed to be conditionally independent given the states. From these assumptions:

p{xo,t) = p(xo) ^ p i x j l x j - i )  (3.94)
j=i
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and
t

P(yi:t\x0:t) = (3‘95)
j = l

We also note that the proposal distribution can be chosen [3] to factorize as follows:

t
q(xo:t\yi-.t) =  q ( x Q) ' ^ 2 q ( x j \x0:j- U y h j )

j — 1

=  q(xo- .t-i \yut-i)q{xt\xo-. t-i ,yi- . t)-  (3.96)

By substituting these results into Eqn 3.89 a sequential method for calculating the 

weights is achieved

=  p{yi:t\xo-.t)p(xQ:t)
1 q{X0:t\yi:t)

_ P(yht\XQ:t)p(XQ,t)
q(xO:t-l \y i- . t - l )q(xt \xo: t - l , y i ; t )

P(yi:t\x0:t)p(xo:t)
Wt-1

p ( y i - . t - l \ X Q : t - l ) p ( X O : t - l ) q ( x t \ X o : t - l , y i : t )

_  ... p(xt\xt-i)p(yt\xt)
=  w t - i — 7— j---------------\ • (d.yrj

q { X t \ X O : t - l , y i : t )

Eqn 3.97 requires that the path Xcw-i and history of observations yi-t-i be stored. 

Commonly, only the filtered estimate p(xt \yt) is required. In this case, we can set 

q(.xt \xo:t-i,yi:t) =  q(xt\xt-i ,y t)  such that the weights are only dependent upon xt- i  

and yt. The estimate is then

Np

P(xt\yt) =  Y ^w [z)6(xt -  4 ° ) , (3.98)
i=l

To summarize, the sequential importance sampling (SIS) algorithm starts by sam

pling the proposal function. The relevant likelihood and transition probabilities are 

evaluated using the samples. The importance weights are then recursively computed
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__________Table 3.1: SIS Particle Filter Algorithm [3]_________

input: {xj-i.wUJfei.Ife

For i = l  : Np
-Draw&{~g(&t |aj_1>ifr)
-Assign each particle a respective weight w\ using Eqn 3.97

End

output: { x l w l } ^

using Eqn 3.97. The SIS method acts as a mechanism to generate the estimates of 

Eqn 3.98. Pseudo-code for the algorithm is given in Table 3.1.

Choosing a proper proposal function is a critical design issue when using impor

tance sampling algorithms. The optimal function in terms of minimizing the variance 

of the importance weights has been shown to be [3]

qfa\xi-i>Vt)opt =  P(zt|zt_i, Vt)- (3.99)

The problem with selecting this particular proposal density is that it may not be 

possible to sample from it [3]. An example of where this choice has been used is 

Bayesian missing-data problems [42, 48]. Another example is jump Markov linear 

systems for tracking maneuvering targets [16].

The most popular choice of distribution for the proposal is the prior distribution,

i.e.,

q(xt\x\_l t yt) = p{xt |®t_i). (3.100)

Using the prior as the proposal density the importance weight calculation simplifies
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to

w t =  Wt- 1

Wt- 1

p(x t \x t- i ) p ( y t \xt) 
q(x t \x0:t- u y 1:t ) 

p ( x t \xt- i ) p ( y t \xt )
p ( x t \xt- i )  

=  Wt- ip (y t \x t). (3.101)

Despite having higher Monte Carlo variation than the optimal proposal, the prior is 

very popular due to its convenience. The prior distribution has been used in many 

applications [7, 26, 38, 48].

3.5.4 Resam pling and the Generic Particle Filter

Degeneracy is a problem that commonly hinders the SIS particle filter’s performance. 

Degeneracy, in the realm of particle filters, is when after a few iterations of the 

algorithm, all but one of the particles have a negligible weight. It is impossible 

to avoid degeneracy as the variance of the importance weights can only increase 

stochastically with time [3]. To counteract degeneracy, particles with relatively little 

contribution to the approximation of p{xt \yx,t) must be updated. This process is 

known as resampling. Liu and Chen [48] introduced two methods of detecting when to 

resample. The first is a deterministic schedule that conducts resampling at predefined 

times to,2to,... where to depends on the problem. In this case, setting the value of 

to would require experimentation. The second method they suggest is a dynamic 

schedule. The algorithm would have to monitor the level of degeneracy and then 

respond by resampling when certain thresholds are crossed.

The effective sample size, ne//, is used as a measure of degeneracy of particle
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filtering algorithms [3]. It is defined as

N
nef f  = ----------- . ?••••......V \ - (3-102)

1 +  var (■ v)

Usually this expression cannot be evaluated, thus, an approximation is used, specifi

cally,

n‘f t  =  E & M ) 2 (3'103)

where w\ are the normalized weights. Hence, small rae/ /  is an indication of harsh 

degeneracy.

Resampling is used to focus on the heavily weighted particles and eliminate par

ticles with small weights. A new set of particles {xl*}Npi=1 is generated by sampling 

with replacement from the approximation

i Np
p(xo-.t\yht) = WMS(X0:t -  4 :1) (3.104)

P i=l

Np times. In this scenario, the weights act as the probabilities such that V(x\* = 

xl) = Wf. After this selection is complete, all the weights of the new particles are 

set so that w\* =  1|1\TP. An algorithm for resampling proposed by Kitawaga [38] 

is depicted in Table 3.2. A graphical interpretation of the process is illustrated in 

Figure 3.5. For an introduction and comparison of a variety of resampling schemes 

for particle filters see [14].

Using the resampling method in conjunction with the SIS particle filter we can 

compose what is known as the generic particle filter. It can be used as the basic 

skeleton of many particle filtering algorithms. The flow of the algorithm is illustrated 

in Figure 3.6.
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Table 3.2: Particle Filter Resampling Algorithm [3]

Initialize the cdf: C\ =  0 
For i = 2 : Np

-Construct the cdf: C\ =  Cj_i +  w\
End
Set: i =  1
Draw a starting point: U\ m  N p1}
For j  = 1 : Np

-Move through the cdf: Uj =  iq  +  N ~ 1( j  — 1) 
-While Uj > Ci 

i = i + 1
End

-Set sample: x[* =  x\
-Set weight: w{ =  1|WP

Table 3.3: Generic particle filter framework.

End

output:

For i = 1 : Np 
-Draw samples x f  ~  q(xk\x^k_v y1:k)

-Update importance weights of particles w(̂i) _  (i)
k fc_1 9(*fc|ao!fc-l>l'i:fc)

End
For i — 1 : Np 

-Normalize weights 
End
Resample

Output: [{aj^Wfc0}:
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cdf sampling index

1

resampling indexJ

Figure 3.5: Graphical Interpretation of Resampling: the random measure {x\y K^}i=u 
is mapped into an equally weighted random measure (a^*, w{}^Zv Figure motivated 
by [13].

3.5.5 Sample Importance Resam pling

A SMC method of particular interest is the sample importance resampling (SIR) filter. 

It was first proposed in 1993 by Gordon et al. [26]. The SIR filter is important because 

its simplicity makes it easy to implement and very practical for many applications. 

It will be one of the SMC methods used for comparative purposes later in this thesis.

The SIR algorithm can be derived from the generic particle filter. First is the 

choice of proposal density. For the SIR filter we use the prior distribution as the 

proposal, q(xt\xl_1,yt) = p(xt \xt-i). Thus, the weight calculation simplifies as shown 

in Eqn 3.101. The second choice that simplifies the SIR particle filter is that of 

resampling at every time step. This does two very nice things. First, there is no need 

to figure out a threshold value for resampling. This saves both calculations at run 

time and preparation time when setting up the filter. Secondly, since all the weights
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Continue unless all 
observations exhausted

Calculate weights of 
particles

Resample the particles

Initialization: state 
value, distribution

Draw samples from 
proposal distribution

Propagate particles 
using state equation

Q  o  o o o o o o  n o  t

Q Q Q Q o c x x n

V
(H D ________ 0 . 0 ) __ ££X

Figure 3.6: Generic Particle Filter Flow Diagram: particles are sampled, propagated, 
weighted, and then resampled before the process is repeated with a new observation. 
The particles are represented by circles. The radius of the circle corresponds to the 
particle’s weight.
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_______ Table 3.4: SIR Particle Filter Algorithm [3]_______

input:

For i = 1 : Np
-Draw x\ p{xt \x\_ i)
-Assign each particle a respective weight w\ =  p(yt \x\)

End
Normalize weights 
Resample

output: {®J,tt/j}2i

are set to the same value at every time step, the weight calculation can be simplified 

further, i.e.,

wt = wt-ip(yt \xt)

= p(yt\xt)- (3.105)

There are disadvantages to using the SIR particle filter. Since the proposal density 

is chosen to be independent of the current observations, the state space is explored 

without all the available knowledge. As a result, the filter may be sensitive to outliers. 

Additionally, the choice to resample at every time step may lead to a loss of diversity 

among particles.

Pseudo-code for the SIR particle filtering algorithm is given in Table 3.4.

3.5.6 Extended and Unscented Kalman Particle Filters

Similarly to the SIR particle filter, the extended Kalman particle filter (EKPF) and 

the unscented Kalman Particle filter (UKPF) are variations on the GPF framework.
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They use the EKF and the UKF respectively, in order to propagate the particles to 

the current state. This is achieved by using the EKF and the UKF as the proposal 

densities. This idea was first proposed in 2000 by van der Merwe et al. [66]. Although 

these methods do not simplify the filter algorithm as the prior proposal does, they 

do offer improved accuracy in estimation over the SIR method. This is due mostly 

to the fact that they incorporate the newest data into the particle propagation and 

state exploration step. These filters will be used as a basis for comparison in the next 

chapter.

3.5.7 The Auxiliary Particle Filter

The Auxiliary Particle Filter (APF) was introduced by Pitt and Shephard and is 

more robust to outliers than the GPF [58]. The method introduces the joint impor

tance density q(xk,i\yi:k) where i, the index of the particle, is an auxiliary variable. 

Similarly, a characterization of the state transition, ut is also introduced to aid in the 

simulation. Pitt and Shephard suggest using either the mean, the mode, or a sample 

from p(xk\xk-i) for Uk- The framework for the auxiliary particle filter is found in 

Table 3.5.

Arulampalam et al. [3] point out that when the process noise is small, the point 

estimates u® may characterize the density p(xk\xk~i) well. In these cases, the APF 

will often be less sensitive to outliers than the GPF. However, in the alternate scenario, 

where the process noise is large, the point estimates u may characterize the density 

p(xk\xk-i) poorly. In this case, the APF may degrade the filter’s performance.

As is the case with the GPF, selection of a proposal density is a key design 

issue when building an APF. The choice of Pitt and Shephard [58] was the prior 

distribution. Again, it offers nice simplifications in the APF mathematics making 

it easy to work with. This thesis proposes the use of the EKF and the UKF as
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Table 3.5: Auxiliary particle filter framework.

Input: [ { 4 - i»4 - J f c i > Vk]

For i =  1 : N„
.(0-Calculate some characterization of xk given xk~i denoted uk

IT 1 . • . ■ 1 .  r . .  1 (i) (i)-Update importance weights of particles wk = wk_x q(xk\iyik)
End
For i = l :  Nr,

-Normalize weights 
End

E S r f 1

Resample:
Initialize the cdf: Ci =  0 
For i = 2: Np 

-Construct the cdf: ci =  Cj_i +  w\
End
Set: i = l
Draw a starting point: u\ ~  U[0, N ^ 1]
For j  = 1 : Np 
-Move through the cdf: Uj = u\ + N~x{j — 1)
-While Uj > Ci 

i = i + 1
-End
-Draw samples 4 ^  q(xk\i,yk)

T T J  4. 4. - 1 , 4 . 4 :  4.- 1 (J)-Update importance weights of particles wl = ---------------- * -p(ykWk ’)q(xk’\i,vk)
End

For i =  1: Np

-Normalize weights = ŵk [X)jii 4 P ]  
End

Output:
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the proposal density in the APF framework. These filters will be referred to as the 

Auxiliary Extended Kalman Particle Filter (AEKPF) and the Auxiliary Unscented 

Kalman Particle Filter (AUKPF), respectively. In many cases, the EKF and the UKF 

should offer better results as they do in the GPF framework.

3.6 Chapter Summary

This chapter starts by introducing Gauss’s work on linear regression and then moves 

forward through time describing relevant ideas in filtering theory and state estimation 

up to the state of the art. Although Kalman’s method is still widely used, the newer 

sequential Monte Carlo method is gaining popularity. Similar to the Kalman filter 

that took advantage of the computational power available during its day, the particle 

filter is too making the most of the currently available machines. The end of this 

chapter discusses particle filtering in detail including the generic and the auxiliary 

particle filter frameworks, choice of proposal, and degeneracy. The novel ideas of this 

thesis, namely the AEKPF and AUKPF algorithms are discussed to conclude the 

chapter.
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Chapter 4

Synthetic Nonlinear Estim ation  

Problem s

4.1 M etrics for Comparison and Com plexity

The fourth and fifth chapters of this thesis contain comparisons and analysis of the 

filters presented in Chapter 3. The main metric used for the comparisons and analysis 

is a RMSE calculation of the estimated state with respect to the actual state. Each 

experiment is composed of a number of trial runs and each trial run contains a specific 

number of observations. For every filter a RMSE value is calculated for each trial 

run. For a specific filter, the RMSE value of a trial run is calculated using the errors 

over all the observations of that particular trial run. The RMSE value reported in 

the comparison tables is then the mean RMSE value over all the trial runs for the 

experiment of interest. The variance value that is reported is the variance calculated 

from all the RMSE values of a specific filter for the experiment.

Each trial run of an experiment uses a different random seed, hence, produces 

different results for the actual target trajectory and for the filters’ performances. Ap-
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pendix B contains a listing of the various types of random numbers that are generated 

along with the algorithms used to generate them.

Some of the tables list results for the filters using various numbers of particles. 

The results of the EKF and the UKF do not change with respect to the number of 

particles because the EKF and UKF are not particle based algorithms.

All of the particle filter algorithms that are presented have the same computational 

complexity. The cost of the algorithms varies linearly with the number of particles 

used for the calculations. That being said, the algorithms with more advanced particle 

transitions and weight calculations such as the AEKPF require more calculations at 

run time compared to an algorithm that has simpler calculations such as the SIRPF.

4.2 Gaussian Noise M odel Results

4.2.1 M odel Description

The synthetic experiment discussed in this section is similar to the one used by van 

der Merwe et al. [66]. For this experiment, the nonlinear process model is as follows

xk =  1 +  sin(umk) +  (f>ixk- i  +  vk (4.1)

where oj =  0.04 and 4>i =  0.5 are scalar parameters and vk is a zero mean Gaussian 

random variable vk ~  N (0, al) with al — 1 modeling the process noise. There is a 

non-stationary element of the experiment present in the observation model

Vk

4>2Xk - 2  + wk 

fox\  +  wk 

4>ix\ + wk

(k < 20)

(20 < k < 40) 

(k > 40)

(4.2)
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where =  0.2, 03 =  0.5, and 4>a — 0.1 are scalar parameters and Wk, the observation 

noise, is modelled as a Gaussian random variable, Wk ~  iV(0, er^), where o\, — 10-5. 

Note that the first stage of the observation model is linear, the second stage is nonlin

ear to the second order, and the third stage is nonlinear to the third order. This will 

play an important role in the analysis of the algorithms as the EKF is accurate to a 

first order Taylor series expansion while the UKF is accurate to the second order.

4.2.2 Calculating the Likelihood and Prior D ensities

The model described in the aforementioned section uses Gaussian noise models. 

Hence, the likelihood and prior densities are calculated using the Gaussian density 

function

p{x) = (4.3)
yphto1

where a2 is the variance, x  is the current state, and xs is the sample. Shown in 

Fig 4.1 are Gaussian density functions for zero mean random variables with a2 =  

{1,2,3}. Notice that as a2 increases the width of the bell shape increases and hence 

the variability of the density also increases. In the context of filtering, the problem 

of correctly estimating a signal gets harder if the a2 value of the Gaussian noise term 

is larger. In terms of area under the curve, 99.99% of the area is within 4 standard 

deviations of the mean.

4.2.3 Changing the Num ber of Particles

In this section the number of paxticles used in the simulations is varied to determine 

the effects the number of particles has on the various filters described in chapter 3. 

Each simulation is run 100 times. A different random seed is used for each simulation. 

The results are then averaged over the 100 runs in order to determine the RMSE values
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Figure 4.1: Sample distributions for zero mean Gaussian random variables.

of each filter. The variance of the RMSE results over the 100 runs is also calculated for 

each filter. Each run consists of 60 observations. The results are shown in Table 4.1.

The UKF clearly outperforms the EKF in terms of both RMSE and variance 

according to Table 4.1. This can be attributed to the fact that the UKF is accurate 

to the second order Taylor series expansion while the EKF is only accurate to the 

first order. Of all the filters, the UKF has the lowest variance of RMSE results in this 

case.

All the results listed in Table 4.1 indicate that an increased number of particles 

improves the performance of the various particle filters. This is an expected result 

as more particles allow for a more extensive exploration of the state space. For 

this particular system model the AEKPF and AUKPF outperform the other particle 

filters. Besides the case of only 10 particles, the AEKPF and the AUKPF also 

outperform the UKF in terms of RMSE.
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RMSE Variance
Particles 10 100 1000 10 100 1000
EKF 0.69 0.69 0.69 0.057 0.957 0.057
UKF 0.1).-) 9.55 0.55 0.020 9.020 0.020
SHUT 1.12 0.76 0.55 0.036 0.019 0.051
ASTRPF 1.14 0.82 0.60 0.02 1 0.036 0.919
EKPF 0.7:1 0.60 0.55 0.057 0.086 0.966
AEKPF n.os ().-->( i 0.49 0.04S 9.055 0.058
UKPF 0.69 0.67 0.51 0.036 0.079 0.067
AUKPF 0.62 0.53 0.50 0.021 0.060 0.058

Table 4.1: RMSE and Variance results using 10, 100, and 1000 particles with the 
additive Gaussian noise model. The model noise is Vk ~  N (0,1) while the observation 
noise is ~  N (0 ,10-5). The experiment is run 100 times with each trial having 60 
observations.

In comparison to the contemporary filters the EKF gets outperformed in almost 

every simulation. Using only 10 particles, the RMSE results of the EKF are better 

on average than the SIRPF, ASIRPF, and the EKPF. When using 100 particles 

the RMSE results of the EKF are better on average than only the SIRPF and the 

ASIRPF. The AEKPF, UKPF, and the AUKPF perform better than the EKF in all 

cases.

Plots for one simulation with all the filters running with 100 particles are shown 

in Fig 4.2-4.5.

4.2.4 Comparing the Results from the Three Observation 

Stages

For this section the simulation was broken into three pieces such that the results of 

the filters for the various observation stages can be illustrated. The model noise is 

still Gaussian with Vk ~  N (0,1) while the observation noise is Wk ~  N (0 ,10~5). The 

experiment is run 100 times with each trial having 20 observations. The results are
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Figure 4.2: EKF and UKF sample runs with Gaussian noise. (RMSE: EKF=0.592, 
UKF=0.411, Worst Error: EKF=3.229, UKF=1.451.)
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Figure 4.3: SIRPF and ASIRPF sample runs with Gaussian noise. (RMSE:
SIRPF=0.671, ASIRPF=0.717, Worst Error: SIRPF=3.125, ASIRPF=3.122.)
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Figure 4.4: EKPF and UKPF sample runs with Gaussian noise. (RMSE:
EKPF=0.471, UKPF= 0.52678, Worst Error: EKPF=2.909, UKPF=2.91153.)
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Figure 4.5: AEKPF and AUKPF sample runs with Gaussian noise. (RMSE: 
AEKPF=0.543, AUKPF= 0.30052, Worst Error: AEKPF=4.023, AUKPF=1.23514.)
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shown in Table 4.2.

The first point to note is that all the filters perform best in the first stage and 

worst in the third stage. This is because the degree of nonlinearity is increasing in 

each stage. As indicated in Eqn 4.2 the first stage of observation is linear, the second 

stage is nonlinear to the second order, and the third stage is nonlinear to the third 

order. All the filters except the SIRPF and the ASIRPF achieve similar results in 

the linear stage. The SIRPF and the ASIRPF perform relatively poorly in the first 

stage, however, their performance improves when the number of particles increases 

from 10 to 100.

In the second stage the advantages of some of the particle filters start to become 

clear. With only 10 particles the AUKPF outperforms all other filters. With 100 

particles, the UKPF and the AUKPF distinguish themselves further from the other 

filters. Their RMSEs are approximately a fifth of the other filters. The AEKPF also 

shows promising improvement in the transition from 10 to 100 particles. As in the 

first stage the SIRPF and ASIRPF are the worst performers again in the second stage. 

Both their RMSEs and their variances are much higher than all the other filters for 

both the 10 and 100 particle cases.

The AUKPF performs the best in the third stage. The AUKPF’s RMSE is less 

than half the next best performing filter, the UKPF. In terms of variance, the AUKPF 

is also clearly the best performing. Excluding the AUKPF, the AEKPF and the 

UKPF perform much better than the other filters. The RMSEs of the AEKPF and 

UKPF are approximately half that of the EKF. Again, at only 10 and 100 parti

cles, the SIRPF and the ASIRPF perform the worst, however, they do show much 

improvement from the 10 particle experiment to the 100 particle experiment.

It is interesting to note that the RMSEs from the three stages analyzed in this 

section do not average out to the RMSEs found in the experiments of the previous
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RMSE
Stage First Second Third
Particles 10 100 10 100 10 100
EKF 0.01 0.01 0.26 0.25 0. IS 0. IS
EKF 0.01 0.01 0.21 0.21 0.3S 0.3S
SIRPF 0.07 0.27 1.07 0.53 1.10 0.71
ASIRPF 1.01 0.41 1.07 0.(55 1 .OS 0.77
EKPF 0.01 0.01 0.26 0.25 0.18 0.18
AEKPF 0.01 0.01 0.23 0.16 0 . 1 1 0.27
FKPF 0.01 0.01 0.26 0.0(5 0.57 0.24
AUKPF 0.01 0.01 0.15 0.04 0.37 0.10

Variance
Stage First Second Third
Particles 10 100 10 100 10 100
EKF 0 . 0 0 0 0 . 0 0 0 0.010 0.010 0.038 0.038
UKI 0 . 0 0 0 0 . 0 0 0 0.00s n.oos 0.012 0.012
STRPF 0.0(50 o.oso 0.045 0.0S1 0.052 0.077
ASIRPF 0.05(5 0.004 0.05(5 0.077 0.051 0.074
EKPF 0 . 0 0 0 0 . 0 0 0 0.010 0.0 L0 0.03S 0.030
AEKPF 0 . 0 0 0 0 . 0 0 0 0.01 1 0.010 0.041 0 . 0 1 2

UKPF ().()()() 0 . 0 0 0 0.010 0.012 0.01 S 0.020
AUKPF 0 . 0 0 0 0 . 0 0 0 0.008 0.008 0.007 0.005

Table 4.2: RMSE and Variance results using 10 and 100 particles with the additive 
Gaussian noise model. The simulation was broken into three sections such that the 
results of the filters for the various observation stages can be illustrated. The model 
noise is Vk ~  77(0,1) while the observation noise is Wk ~  N{0 ,10-5). The experiment 
is run 100 times with each trial having 20 observations.

section, Section 4.2.3. In fact, the RMSEs of Section 4.2.3 are higher. This is because 

the experiments in the previous section are run with a non-stationary observation 

equation for 60 observations while the experiments in this section are run indepen

dently for each stage of 20 observations. It is assumed that the processes start at an 

initial state of 0. Due to the non-stationarity of the observation model in the last 

section the filters must adapt to the different observation stages over the 60 observa

tions. The experiments in this section each start from an initial known state of 0 and
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only run for 20 observations without any non-stationary element.

4.2.5 Changing the Noise Variances

This section examines the filter performances when the values of the system model 

noise variance Vk and observation model noise variance Wk are changed. The results 

are listed in Table 4.3.

The first experiment tested how well the filters work with a greater noise term 

added to the observation equation. In this case al — 1 as before, however, a^ 

was increased from 10~5 to 1. The results in Table 4.3 show that increasing the 

observation noise has a detrimental effect on the particle filters’ performances. The 

UKF and EKF outperform all other filters in the case of 10 particles. Using 100 

particles the performance of the SIRPF and the ASIRPF is equal to that of the EKF 

but all the other particle filters perform worse still. A good observation model is 

clearly necessary for the particle filters.

The second experiment is similar to the first except the observation model noise 

was increased further such that a^ =  10. The results indicate that none of the filters 

really work much better than the others. Also, increasing the number of particles 

from 10 to 100 does not really improve the performance of the particle filters.

In the third experiment listed in Table 4.3 the system model noise variance is 

set such that al =  10. The observation noise was set back to its original variance 

of a% =  10“5. With the noisy system model and accurate observation model the 

AUKPF proves to be the best performing filter in terms or RMSE. The UKPF also 

faired quite well under these test conditions. Furthermore, the UKF worked better 

than the EKF again. Increasing the number of particles in this test case reduced the 

RMSE of the particle filters. The RMSE results of all the particle filters was less than 

that of the EKF RMSE.
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Error ° l  = HIIbH

<k2 = 1, <r'i = 10 a l =  10, a l = 10-5
Particles 10 100 10 100 10 100
EKF 0.02 0.02 1.01 1.0 I 15.00 15.00
UKF 0.80 0.N0 1 0" 1.05 0.27 0.27
STRPF 1.00 0.02 1.13 1 . 0 0 1 1.05 10.75
ASIRPF 1 . 0 0 0 . 0 1 J. 12 1.05 11.NO 11.25
EKPF 1.15 1.44 1.14 1.21 13.83 13.03
AEKPF 1 . 0 0 1 .0 1 1.00 1.00 11.20 12.85
UKPF 1.15 1.45 1.12 1.27 0.50 0.80
AUKPF 1.00 1.02 1.05 1.06 8.77 7.87

Table 4.3: RMSE results using 10 and 100 particles with the additive Gaussian noise 
model. The simulations are conducted with various noise levels.

Prom the results it appears that the particle filters’ strengths are estimation of the 

system state when the system model is noisy and the observation model is accurate. 

The next section will examine the effects of changing the noise distributions.

4.3 Gamma Noise M odel Results

4.3.1 M odel Description

For this experiment, the nonlinear process model is as follows

Xk — 1 +  sin(unrk) +  faxk + vk (4.4)

where u> — 0.04 and fa =  0.5 are scalar parameters and vk is a Gamma, Ga(3,2), 

random variable modeling the process noise. The non-stationary element of the ex-
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periment is present in the observation model

Vk

<f>2xk -  2 + Wk (k < 2 0 )

03x | + wk (20 < k < 40) (4-5)

04x| + wk (k>  40)

where 4>2 = 0.2, <f>3 =  0.5, and <̂ >4 =  0.1 are scalar parameters and wk, the observation 

noise, is modelled as a Gaussian random variable, wk N (0 ,* l) ,  where <7* = 10 5. 

This is a particularly interesting case as the Gamma noise term violates the additive 

Gaussian noise assumptions required for the EKF and the UKF.

4.3.2 Calculating the Likelihood and Prior D ensities

The model described in the aforementioned section uses a Gamma random variable to 

model process noise. Although, the likelihood densities are calculated using the Gaus

sian density function, the prior distribution is calculated using the Gamma density 

function

f  exP Px (x  > 0 )p(x) =  ̂ 7(Q+1) V
I 0  (x < 0 )

(4.6)

where a  and (3 axe parameters describing the function, i.e., ~  Ga(a,P). Gamma 

distributions for various parameter selections are shown in Fig 4.6.

One of the main differences between the Gamma and Gaussian distributions is 

that the Gamma distribution is not symmetric. As is seen in Fig 4.6 sampling from 

the Gamma distribution only produces positive numbers. The results for filtering the 

system with additive Gamma noise are described in the next section.
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Figure 4.6: Sample distributions for Gamma random variables.

4.3.3 Gamma Noise Results

The modern UKF outperforms the EKF again in the Gamma noise experiment. This 

is true in terms of both RMSE and variance as shown in Table 4.4. Similarly, the best 

overall filter is again the AUKPF. It is the best overall filter with only 10 particles. 

At 100 particles it is even better, with a RMSE that is about one third of that of the 

UKF, and about a fifth of the the EKF RMSE. Although its performance was merely 

average with 10 particles, the AEKPF worked relatively well with 100 particles. With 

100 particles the AEKPF’s RMSE results were almost as low as the AUKPF. The 

worst performing particle filter was the EKPF. Its RMSE results were similar to those 

of the EKF.

Comparing the results of the Gamma noise experiments to the Gaussian noise 

experiments it is evident that the UKF and especially the EKF performed worse

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



4.4 Cauchy Noise Model Results 76

RMSE Variance
Particles 1 0 1 0 0 1 0 1 0 0

EKF 1.228 1 .2 2 s 0.716 0.716
EKF 0.728 0.72S 0.217 0.217
STRPF 0.062 0.651 0 . 0 2 0 0.041
ASIRPF 0.07 1 0.712 0.026 0.035
EKPF 1.244 1.15S 0.856 0 . 8 8 6

AEKPF 0.851 0.207 0 .JM1 0.173
UKPF 0.854 0.571 0.458 0 . 1 0 2

AUKPF 0.558 0.238 0.134 0.156

Table 4.4: RMSE and Variance results using 10 and 100 particles with the additive 
Gamma noise model.

while trying to estimate the signals corrupted by the Gamma noise. Conversely, most 

of the particle filters performed better in the case with the Gamma noise. The main 

exception being the EKPF whose results closely match those of the EKF.

Plots for one simulation with all the filters running with 100 particles are shown 

in Fig 4.7-4.10.

4.4 Cauchy Noise M odel Results

4.4.1 M odel Description

For this experiment, the nonlinear process model is as follows

xk = 1 + sin(uJ7rk) +  0 ixk + vk (4.7)

where u  = 0.04 and 0i ~  0.5 are scalar parameters and vk is a Cauchy, Ca(0,0.1), 

random variable modeling the process noise. The non-stationary element of the ex-
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Figure 4.7: EKF and UKF sample runs with Gamma noise. (RMSE: EKF=2.614, 
UKF=1.444, Worst Error: EKF=18.672, UKF=10.219.)
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55

30 
Time Step

Figure 4.8: SIRPF and ASIRPF sample runs with Gamma noise. (RMSE:
SIRPF=0.770, ASntPF=0.931, Worst Error: SIRPF=3.696, ASIRPF=4.306.)
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Figure 4.9: EKPF and UKPF sample runs with Gamma noise. (RMSE: EKPF=3.466, 
UKPF= 1.50084, Worst Error: EKPF=25.415, UKPF=11.11560.)
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Figure 4.10: AEKPF and AUKPF sample runs with Gamma noise. (RMSE: 
AEKPF=0.488, AUKPF=0.13746, Worst Error: AEKPF=3.614, AUKPF=0.63926.)
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periment is present in the observation model

/
faxk -  2 + Wk (k < 20)

Vk =  < fax\ +Wk (20 < k < 40)

faxk +  Wk {k>  40)

(4.8)

where fa — 0.2, fa =  0.5, and fa =  0.1 are scalar parameters and Wk, the observation 

noise, is modelled as a Gaussian random variable, Wk W(0 ,<4 )> where al  =  1 0  5-

Gaussian noise assumptions required for the EKF and the UKF.

4.4.2 Calculating the Likelihood and Prior D ensities

The model described in the aforementioned section uses a Cauchy random variable to 

model process noise. Although, the likelihood densities are calculated using the Gaus

sian density function, the prior distribution is calculated using the Cauchy density 

function

where xq and 7  axe parameters describing the function, i.e., ~  Ca(x0, 7 ). Cauchy 

distributions for various parameter selections are shown in Fig 4.11.

The Cauchy distribution is similar in appearance to the Gaussian distribution.

has larger tails than a Gaussian distribution meaning that there is a higher probability 

of an outlier occuring when sampling from the Cauchy distribution.

Again, this is an interesting case as the Cauchy noise term violates the additive

(4.9)

The main difference is the size of the distribution’s tails. The Cauchy distribution
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Figure 4.11: Sample distributions for Cauchy random variables.

4.4.3 Cauchy Noise Results

The first experiment conducted with the Cauchy noise term was to test how the filters 

performed with 1 0  and 1 0 0  particles using the non-stationary observation model for 

60 observations. The results are shown in Table 4.5.

The first thing to note is that the performance of the filters is noticeably worse 

than in any of the previous experiments. The EKF has extremely poor results with 

a RMSE of 81.04. The particle filters based on the EKF also have poor results. The 

UKF results are much better relative to the EKF. Similarly, the UKF based particle 

filters also prove to have better RMSE results.

The best performances were achieved by the SIRPF and the ASIRPF. They out

performed the other filters in terms of RMSE and variance. This may be explained 

by the fact that the prior is used as the proposal function for the SIRPF and the
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RMSE Variance
Particles in 1 0 0 1 0 1 0 0

EKF ^ 1 .0 1 81.04 98665.38 9866-').38
I'KF 3.ni 3.91 2 2 0 . 2 8 220.28
SIRPF 2.83 2.27 2 2 . 1 1 21.25
ASIRPF 4.()h 2.29 10.08 16.81
EKPF 91.14 117.37 115305.96 326861.36
AEKPF 1 15.79 71.34 228114.76 90706.25
UKPF 5.01 1.05 258.37 2 0 1 . 0 2

AEKPF 4.51 3.85 112.33 179.30

Table 4.5: RMSE and Variance results using 10 and 100 particles with the additive 
Cauchy noise model.

ASIRPF. Since the prior is based entirely on the transition model which in this case 

includes the Cauchy noise term, the SIRPF and the ASIRPF seem to be the best 

equipped to deal with this system model. The other particle filters use the UKF and 

EKF to generate proposal functions. Since the EKF and the UKF perform poorly for 

this system model, so do the EKPF, AEKPF, UKPF, and the AUKPF.

To better understand where the filters break down in the previous simulations an

other experiment was run isolating each of the 3 observation stages. These simulations 

are similar to the ones conducted on the Gaussian transition model of Section 4.2.4. 

The results are listed in Table 4.6.

The results of the filters are best in the first stage where the observation model 

is linear, and worst in the third stage where the observation model is third order. 

In almost all cases increasing the number of particles from 10 to 100 improves the 

particle filters’ performances. This is generally true except for in the first stage where 

for most filters increasing the number of particles has no significant effect. As the 

results have shown previously, the UKF outperforms the EKF in each of the three 

stages both in terms of RMSE and variance.

The results in the first stage where the observation equation is linear are similar to
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RMSE
Stage First Second Third
Particles 1 0 1 0 0 1 0 1 0 0 1 0 ion
EKF 0 . 0 1 0 . 0 1 11.14 l-l.l-l 431.08 431.08
UKF 0 . 0 1 0 . 0 1 1 .0 1 1 . 0 1 61.00 61.00
SIRPF 1.7'. 1 .2 1 1 . 0 2 1.36 2.76 1.38
ASTRPF 1 . 0 1 l .34 1.76 1.16 1 . 0 0 1 . 1 0

EKPF 0 . 0 1 0 . 0 1 11.14 14.14 130.00 131.05
AEKPF 0 . 0 1 0 . 0 1 14.10 0.62 131.01 113.10
UKPF 0 . 0 1 0 . 0 1 8.30 7.22 1 1 . 1 2 52.16
AUKPF 0 . 0 1 0 . 0 1 7.28 4.88 63.85 10.95

Variance
Stage First Second Third
Particles 1 0 1 0 0 1 0 1 0 0 1 0 1 0 0

EKF 0 . 0 0 . 0 11738.8 1 1738.8 11293729.8 11293729.8
UKF 0 . 0 0 . 0 332.0 332.0 2 8 1 1 0 6 . 0 285100.0
SIRPF 22.7 2 2 . 0 2 2 . 8 2 2 . 1 t > r. i 2 1 . 8

ASIRPF 2 1 . 0 2 2 . 2 2 0 . 8 2 2 . 1 21.7 2 2 . 0

EKPF 0 . 0 0 . 0 11738.8 11711.3 15295158.1 15315770.8
AEKPF 0 . 0 0 . 0 11738.0 656-1.1 15300026.1 15349771.1
UKPF 0 . 0 0 . 0 716.1 588.6 109971.0 195820.2
AUKPF 0 . 0 0 . 0 416.9 18.8 280536.1 3463.6

Table 4.6: RMSE and Variance results using 10 and 100 particles with the additive 
Cauchy noise model. The simulation was broken into three sections such that the 
results of the filters for the various observation stages can be illustrated.

when the transition model noise term was Gaussian. It is the second and third stages 

where things are evidently much different. In each of the second and third stages the 

SIRPF and the ASIRPF outperform the other filters by a relatively large margin in 

terms of both RMSE and variance. The Cauchy noise term has a detrimental affect 

when the observation models are not linear. This is especially true in the third case 

when the observation term is third order. Out of the EKF and UKF based particle 

filters the AUKPF performs the best in all three stages. The results of the SIRPF 

and the ASIRPF, however, are still much better than those of the AUKPF.
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4.4.4 Comparing Single Runs o f the Cauchy N oise Simula

tions

AEKPF 
AUKPF 
True State

&

-2
20 40 50 60

Time Step

Figure 4.12: AEKPF and AUKPF sample runs with Cauchy noise. (RMSE: 
AEKPF=0.110, AUKPF=0.06725, Worst Error: AEKPF=0.769, AUKPF=0.27772.)

In this section sample simulations conducted with the Cauchy noise model are 

examined to illustrate the high variance in the results of Table 4.5. The first simula

tion shown in Fig 4.12 illustrates the AEKPF and the AUKPF performing well while 

estimating the state of the model with Cauchy noise. The transition model noise term 

was ~  Ca(0,0.1) and the observation model noise term was ~  iV(0,0.00001). Their 

RMSEs in this case axe relatively low in this trial run. The AEKPF’s RMSE was 

0.110, while the AUKPF’s RMSE was 0.0673. Furthermore, their worst prediction 

errors were 0.769 and 0.278 respectively.

The second simulation shown in Fig 4.13 illustrates how the large tails of the 

Cauchy distribution can have a detrimental effect on the filtering results. Again, the
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Figure 4.13: AEKPF and AUKPF sample runs with Cauchy noise.
(RMSE: AEKPF=30.402, AUKPF=16.25811, Worst Error: AEKPF=224.754,
AUKPF= 125.89082.)

transition model noise term was ~  Ca(0 , 0 .1 ) and the observation model noise term 

was ~  N (0 ,0.00001). At time step 52 there is a large error in the transition model 

data due to the Cauchy noise model. As is shown, the AEKPF and the AUKPF do 

not calculate good state estimates at this time step. In this trial run the AEKPF 

RMSE was 30.402 and the AUKPF RMSE was 16.258. These large RMSEs are mostly 

due to the poor estimates at time step 52. The worst prediction errors were 224.754 

and 125.890 respectively.

The third simulation shown in Fig 4.14 depicts why the SIRPF and the ASIRPF 

have better RMSE results for the Cauchy noise simulations. Again, the transition 

model noise term was ~  Ca(0 , 0 .1 ) and the observation model noise term was ~  

N (0 ,0.00001). At time step 52 when the true state deviates due to the large error
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Figure 4.14: SIRPF and ASIRPF sample runs with Cauchy noise. (RMSE: 
SIRPF=2.686, ASIRPF=2.798, Worst Error: SIRPF=18.069, ASIRPF=18.367.)

term the SIRPF and the ASIRPF fail to react. In doing so they accumulate large 

errors in state estimation, however, these errors are less than those generated by the 

overcompensation of the other filters. In this case, the RMSE of the SIRPF was only 

2.686 while the RMSE of the ASIRPF was only 2.798. Their worst errors were at 

time step 52 and were 18.069 and 18.367 respectively.

4.5 Chapter Summary

This chapter examined a series of simulations conducted with different parameters 

and noise models to determine the strengths and weaknesses of the various filters 

introduced in the preceding chapter. The main metric used to determine filter perfor

mance was RMSE. The first series of tests was run with a Gaussian noise term in the
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transition model. The number of particles used per simulation was varied, also the 

variance of the noise terms was also changed. The results of observation models with 

different degrees of nonlinearity was also presented. The second set of simulations 

was run on a transition model with a Gamma noise term. The performance of the 

filters with various numbers of particles was examined. Finally, the third series of 

simulations was run on a transition model with Cauchy noise added to it. The effects 

of the large tails associated with the Cauchy noise distribution axe observed.
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Chapter 5

Sample Applications: Sim ulation  

and R esults

5.1 Stochastic Volatility M odel

5.1.1 Introduction

Time series analysis and nonlinear filtering are topics of great interest in the fields of 

finance and econometrics. One such application is estimating measures of financial 

asset volatility. For instance, the price of a contingent asset such as an option can 

be modelled such that it depends on the volatility of the original asset. This section 

concentrates on the discrete time stochastic volatility model, in which the volatility 

is modelled as a latent stochastic process [9, 20, 29, 45, 58].
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5.1.2 M odel Description

An example of the stochastic volatility model is as follows

®t+i =  <l>o + faxt + vr)t (5.1)

Vt =  e ^ e t, (5.2)

for t  = 1,2,3, ...,T. In this case, xt represents the stochastic volatility process while 

yt represents the observation process. The noise terms et and rjt are Gaussian with 

zero means and variances of 1 and a2 respectively.

Of particular interest is the likelihood calculation associated with this model. It is

different than the previous examples because of the dependency on xt in the variance.

The derivation is as follows

~~l f»I.. *_
p(yt+1\xt) = (27reat)i/2 e^ fat+1 0)

1 1 =lP-xtv2-e 2 e 2 t+1(2 tt)1/2 '

(5.3)

(5.4)

5.1.3 Simulation and Results

For the simulations conducted with the stochastic volatility model the parameters 

were set at (j)0 =  0.1, <f>i =  0.9, and a2 = 1. Table 5.1 lists the RMSE and variance re

sults for the various filters. The data was collected over 100 independent simulations. 

The case for 10 and 100 particles are shown.

The results shown in Table 5.1 indicate that there is not much of an advantage 

using 100 particles over just 10 particles in this case. Only the AEKPF and AUKPF
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RMSE Variance
Particles 1 0 1 0 0 1 0 1 0 0

EKF 1.479 1.479 0.395 0.495
UKF 1 . 1 2 1 1 . 1 2 1 0.397 0.497
STRPF 2.908 2.901 0.191 0.152
ASIRI’F 2.015 2.7 1 1 0.241 0.107
EKPF f .50 1.057 0.304 0.237
AEKPF I. His 1 . 1 0 0 . 2 0 0 . 2

L'KPF 1.527 1.042 0.401 0.232
AUKPF 1.495 1.383 0.105 0.141

Table 5.1: RMSE and Variance results using 10 and 100 particles with stochastic 
volatility model.

show improvement with 100 particles. In this case it is also shown that the particle 

filters offer little improvement on the results of the EKF and UKF filters. In fact, 

again only the AEKPF and the AUKPF have lower RMSE values than the EKF and 

UKF filters.

The results from a single simulation run are illustrated in Figures 5.1-5.4. For this 

example trial the AEKPF and AUKPF are clearly the best performing filters. They 

achieved the lowest RMSE values as well as the lowest worst case error values.
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Figure 5.1: EKF and UKF sample runs with the stochastic volatility model. (RMSE: 
EKF=1.32, UKF=1.22, Worst Error: EKF=3.10, UKF=3.18.)
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Figure 5.2: SIR and ASIR sample runs with the stochastic volatility model. (RMSE: 
SIR=1.36, ASIR=1.66, Worst Error: SIR=3.27, ASIR=3.99.)
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Figure 5.3: EKPF and UKPF sample runs with the stochastic volatility model. 
(RMSE: EKPF=1.42, UKPF=1.81, Worst Error: EKPK=3.97, UKPF=5.04.)
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Figure 5.4: AEKPF and AUKPF sample runs with the stochastic volatility model. 
(RMSE: AEKPF=1.14, AUKPF=1.09, Worst Error: AEKPK=2.82, AUKPF=2.79.)
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5.2 2D Target Tracking W ith Range and Bearing 

M easurements

5.2.1 Introduction

This section explores the use of the particle filtering methods to track a target on a 

2D surface using range and bearing measurement. The target moves at a constant 

velocity corrupted slightly by noise. Meanwhile, the measurements are received by a 

manoeuvring observer. Examples of such a scenario arise in many areas of modern 

warfare. For instance, tracking submarines, aircraft, or missiles [4, 37, 56, 63]. An 

illustration of such an example is shown in Figure 5.5.

Although the target is moving at a constant velocity, the manoeuvring of the 

observer is nonlinear as are the measurement relations. Nonlinearities in the system 

dynamics make the tracking problem difficult. Additional complexity in tracking also 

results from the fact that the target is free to move on a 2D surface. This increases 

the dimension of the state vector that is being estimated.

5.2.2 M odel Description

The basic idea behind target tracking is to estimate the trajectory of a target (i.e., 

the position and the velocity) from noisy sensor data. Hence, the target state vector 

is

x* =  [x* y* x* y Y  (5.5)

where (x , y) and (±, y) are the position and velocity components of the target state 

respectively. The sensor data is simulated as being acquired by a moving observer. 

The moving observer’s state vector x° is defined in a similar fashion to that of the 

target. The relative state vector is then the difference between the target and observer

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



5.2 2D Target Tracking With Range and Bearing Measurements 93

Bearing
Range r

Figure 5.5: Consider a hypothetical application of the tracking problem involving a 
sailboat and an aircraft carrier. The sailboat is the manoeuvring observer craft in this 
example. The aircraft carrier is the target. The captain of the sailboat wants to avoid 
a collision with the aircraft carrier and thus takes bearing and range measurements 
of the aircraft carrier. The captain uses filtering algorithms to estimate the actual 
position of the aircraft carrier and assure that his sailboat does not collide with the 
much larger craft.

state vectors

x =  xl — x° =  [x y x y]T. (5.6)

The target dynamics are written mathematically as

xt+i = Fxt + Gvt -  it (5.7)
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where F is the transition matrix

F  =

1 0 T 0

0 1 0 T

0 0 1 0

0 0 0 1

G is an acceleration matrix

G =

rp2
~2~ 0

0 T

T 0

0 T

and T is the sampling time. The process noise vector represented by vt is a 2 x 1 vector 

with mean zero and variance Q. Q is chosen as Q =  a21 where I  is the 2 x 2  identity 

matrix and a is a process noise parameter selected to match the system. Finally, u 

represents the change in the observers position, u = [(a;̂ + 1  — x°) (y°+ 1  — y°) 0  0 ]T.

The observer’s transition matrices, Fok\  are designed to allow for both clockwise 

and anticlockwise rotation, respectively. These are given by

F {k) =

1 0
z(QWT)
nw

1 -cos(C2WT)

sin(QWT)n i 1 -cos(aWT)
U 1 fiW

0 0 cos{n^T ) - s in (Q ^ T )  

0 0 s in (Q ^T ) cos(Q^T)

,k  = 1 , 2 ,

where the turning rates are

ftW = Q>m
y/(.xk+i%)2+(yk+y%)2 ’
_______—Am_______
1/(ifc+i^)2+(3/fc+ŷ )2‘
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The term am > 0 is called the manoeuvre acceleration [4]. Clearly, the observer’s 

transitions are nonlinear.

At every time step, t, there are two measurements available: range and bearing. 

The range is the distance from the observer to the target. Meanwhile, the bearing 

measurement is the angular direction of the target with respect to the observer and 

a geographical reference. The measurement model used for the simulation is

Zt = wt + h{xt) (5.8)

. y/(Vt ~  Vt)2 + (xt -  x t)2 (range) 
wt + {  _ o (5.9)

arctan(ŷ j^a ) (bearing)

where wt is a 2 x 1 Gaussian noise vector with zero mean and variances of of and of 

respectively.

5.2.3 Jacobian Calculations

One of the negative aspects of the EKF based filters is that they require the calculation 

of the state transition and measurement Jacobians

n = [ v ^ T  (s-io)
H i =  [ v f l fcT ( r c , ) ] T . ( 5 . 1 1 )

The first Jacobian matrix F / is simply the trasition matrix F  given by Eqn 5.2.2.

The Jacobian for the measurement equation is more complicated. It is calculated as

follows

dht dht dht dht
dxt dyt dxt dyt
dh2 §hz dh2 dh2
dxt dyt dxt dyt

(5.12)
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where

d h t _  x  d h t  _  V dh t  _  Q  d h t  _  q

d x t  x 2+ y 2 dy t x 2+ y 2 d x t  d y t

dho. —y  d h z  x  dho. _  a  d h z  _  a
d x t  x 2+ y 2 d x t  x 2+ y 2 d x t  dy t

The UKF based filters have the advantage that they do not require any Jaco

bian calculations. Although the calculations required in this example are relatively

simple, more complicated systems may have very computationally intensive Jacobian 

calculations.

5.2.4 Initialization

For the simulation the target was initially positioned 400 units north of the observer. 

The target had an initial velocity of 3 units/time step east and 4 units/time step 

south. Hence, the initial state vector of the target is

r° =  [0 400 3 -  4]t . (5.14)

The observer was initialized with velocities 1 unit/time step east and 1 unit/time 

step north. The observer’s initial state vector is

£“ = [ 0 0 1  i f .  (5.15)

Furthermore, the observer’s manoeuvre acceleration was set to 0.4 units/(time step)2. 

The simulation was run with the time step equal to 1.
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The Q and R values for the filters were set as per follows

Q =

R =

0.01 0

0 0.01

100 0

0 10

It was assumed that the observer has some initial knowledge of the target’s speed 

and course. This information is as listed

• initial range r N (f,o?) = N (y i, 0.5)

• initial target speed s rsj N (s ,a 2s) = N ( 5,0.1)

• initial course c ~  N(c, a;?) =  N (— 0.001).

Prom this information the initial covariance matrix is constructed as

P  =

axy 0 0

° 2y 0 0

0 0 o± 4 y

0 0 a?
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where

4 =  r2agCOS291 +  cr2sin20i (5.16)

4 = f 2Ogsin29\ +  a2cos29i (5.17)

Q'xy =  (a2 — r2crg)sin9iCos9i (5.18)

@yx = (a2 — f 2OQ)sin9\Cos9i (5.19)

=  s2a2cos2(c) +  a2sin2(c) (5.20)

4 =  s2a2sin2(c) +  a2cos2(c) (5.21)

&xy = (o2 — s2a2)sin(c)cos(c) (5.22)

&yx = (of — s2a2)sin(c)cos(c). (5.23)

(5.24)

For the simulations 9\ was the first bearing measurement and r was the first range 

measurement. The value of was set as the the measurement models bearing variance, 

0 .01.

5.2.5 Results

The results from the 2D tracking simulations are shown in Table 5.2. The simulations 

were run 100 times, each with a different random seed. The results are shown for 

both 10 and 100 particles. The RMSE value is the mean of the RMSEs over the 100 

trials. The variance is calculated over the 100 RMSE values from the independant 

simulations. Each trial was run for 100 time steps.

The results for this problem are interesting as the EKF with a mean RMSE of 46.54 

outperforms the UKF with a mean RMSE of 71.71. The variance of the UKF results 

are about half that of the EKF results. The particle filters offered improvements
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RMSE Variance
Particles 1 0 1 0 0 1 0 1 0 0

EKF ■16.54 ■16.54 9763.07 9763.07
UKF 71.71 71.71 ■1600.1 1 1666.11
EKPF 40.93 37.27 4960.36 4015.29
AEKPF 30.*2 36.61 3S-11.78 4062.67
UKPF 2-1.78 21.90 262.1(i 250.67
AUKPF 40.35 33.9U 359.92 171.47

Table 5.2: RMSE and Variance results using 10 and 100 particles for the tracking 
problem.

to the EKF and UKF filters. Although the UKF results were worse than the EKF 

results, the UKF based particle filters still performed better than the EKF based 

filters. The lowest mean RMSE was that of the UKPF. Second best was the AUKPF. 

The lowest variance, however, was that of the AUKPF. It was much lower than the 

EKF based particle filters. The UKPF also had a relatively low variance. Overall, 

the UKF based particle filters seemed to work the best for this problem. Example 

trial runs are shown in Figure 5.6-5.7.

5.3 Chapter Summary

This chapter presented two practical problems that filtering algorithms can be applied 

to. The first was the stochastic volatility model used in finance. The results indicated 

that the AUKPF and UKF filters work the best for this kind of problem, although, 

their results are only marginally better in terms of RMSE than the other filters with 

the exception of the SIRPF and ASIRPF filters whose performance was much worse 

than the other filters. The second problem is a 2D tracking experiment with range 

and bearing measurements. This problem is different than the others as it has a state 

vector as opposed to a scalar. The results showed that the UKPF outperformed the
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other filters with the AUKPF as the second best performer.
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Figure 5.6: EKF based filter results for the 2D tracking problem.
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Chapter 6

Conclusions and R ecom endations

6.1 Conclusions

The Kalman filter has been a popular algorithm since its inception in 1960. In 1979 

the nonlinear version, the EKF, was introduced so that the filtering algorithm can 

be successfully applied to a wider range of problems. More recently in 1997 the 

UKF was proposed as an alternative to the EKF. The main difference between the 

two filtering techniques is that the UKF does not approximate the nonlinear system 

and observation models. Alternatively, the UKF method uses the true system and 

observation models and instead makes an approximation about the distribution of 

the state variables. In order to estimate the distribution of the state variables the 

UKF uses what is known as the unscented transform. A set of deterministically 

selected sample points are propagated through the true nonlinear system. These 

points are used to represent the posterior mean and covariance. This can be seen as 

an advantage over the EKF as the EKF requires the Jacobians of the system to be 

calculated. Also, no linear approximation is necessary; hence, the UKF can better 

reflect the true nonlinear system.
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From the results in Chapter 4 it is clear that the UKF outperforms the EKF in 

terms of RMSE for the scalar cases presented. This is especially evident in the Cauchy 

noise simulations where the EKFs RMSE results are an order of magnitude greater 

than the UKFs. For the stochastic volatility simulation the two filters produced 

similar results. Surprisingly, however, for the 2D tracking simulations the EKF proved 

to have a lower RMSE than the UKF over the 100 trial runs.

The cheap computer power abundant in the late 20th century has lead many re

searchers to the Monte Carlo method. The MC method employs large quantities of 

random numbers in order to make numerical approximations. For instance, integral 

tion can be carried out via the MC method as shown in Chapter 2 . In terms of 

nonlinear filtering, the MC method is used in algorithms known as particle filters. 

The seminal particle filter is known as the SIRPF or the bootstrap particle filter. 

It was first proposed in 1993. It is a basic particle filtering method that uses the 

prior distribution to propagate and weight particles. Since the introduction of the 

bootstrap particle filter many alternative algorithms have been introduced. For in

stance, the ASIRPF was introduced to be more robust to outliers than the SIRPF. 

Like the SIRPF the ASIRPF uses the prior density to propagate and weight particles, 

however, it does so in a slightly more complicated manner that involves an auxiliary 

variable in conjunction with the prior density.

The results of the scalar Gaussian noise simulations show that the SIRPF and the 

ASIRPF perform in a similar manner. The SIRPF had slightly lower RMSE results at 

all the varying numbers of particles; however, the ASIRPF had slightly lower variance 

results. It took about 1000 particles for the SIRPF and the ASIRPF filters to work 

at a similar performance level compared to the other filters in terms of RMSE. At 

greater noise variance the ASIRPF proved to somewhat outperform the SIRPF. Both 

the ASIRPF and the SIRPF had similar results for the scalar simulations involving
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Cauchy and Gamma noise terms. For the stochastic volatility simulation the ASIRPF 

outperformed the SIRPF in terms of RMSE at both 10 and 100 particles, nevertheless, 

the performance of both the SIRPF and the ASIRPF was much worse than the EKF 

and UKF for this model.

As an alternative to the prior distribution other proposal densities have been 

used and documented. Two of such filters that fall into this category are the recent 

EKPF and the UKPF. These particle filters use the EKF and the UKF to propagate 

and weight particles instead of the prior. In this case the algorithms become more 

complicated as the simplifications offered by using the prior distribution are no longer 

available, however, by using the EKF and UKF the most recently available data is 

used in the particle calculations suggesting that better filter performance may be 

achieved.

The performance of the UKPF and the EKPF was much better than that of the 

EKF, UKF, SIRPF, and the ASIRPF in terms of RMSE for the scalar Gaussian 

simulations. When the simulation results were split into three sections the UKPF 

clearly outperformed the other filters including the EKPF. When using higher noise 

ratios, however, the RMSE results of the UKPF and the EKPF were worse relative 

to the EKF and the UKF. For the scalar model with Gamma noise, the UKPF 

outperformed the EKPF. In fact, the UKPF had a RMSE over 100 trials that was 

less than half of that of the EKPF. For this case the EKPF outperformed the EKF, 

but fell short of the UKF. Again, for the Cauchy noise case, the UKF based filters 

completely outperformed the EKF based filters. Overall, the UKF performed slightly 

better in terms of RMSE than the UKPF for this case. The results of the 2D tracking 

simulations showed that the UKPF and the EKPF clearly outperformed the EKF and 

UKF in terms of RMSE. The UKPF actually had the lowest RMSE results over 100 

simulations of all the filters tested on this particular model. Overall, the UKPF

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



6.1 Conclusions 106

outperformed the EKPF. It was especially effective in Gaussian simulations with low 

noise levels and the 2D tracking simulation.

Using the auxiliary particle filtering framework as a basis two new filters based on 

the EKF and UKF were proposed in this thesis. The first new method combines the 

EKPF with the auxiliary framework to produce the AEKPF while the second SMC 

method combines the UKPF with the auxiliary method to produce the AUKPF. The 

AEKPF and the AUKPF involve more elaborate calculations than their predecessors; 

however, they have the potential to exhibit the advantages of both of their respective 

foundations.

The AUKPF proved to be the best filter for the scalar Gaussian simulations. The 

AUKPFs RMSE was on average the lowest for the simulations, however, it can be 

pointed out the AEKPF had the lowest RMSE for the case using 1000 particles. 

When broken into the three separate cases of nonlinearity the AUKPF was clearly 

the best performer in terms of RMSE. The AUKPF and the AEKPF had trouble 

when the measurement noise was set at higher levels. In fact, the UKF and EKF 

outperformed the AEKPF and AUKPF when the measurement noise was high. For 

the simulations involving Gamma noise terms, the AUKPF and AEKPF have the 

lowest RMSE results. Their RMSE results in the Gamma case are half that of the 

next best filter. The AEKPF displays poor results for the Cauchy noise case. This is 

expected due to the very poor performance of the EKF in this case. The AUKPF, on 

the other hand, performed better than all the other filters tested in this case, including 

the UKF. Again, the results of the stochastic volatility simulations have all the filters 

are comparable RMSE and variance numbers. As for the 2 D tracking case, besides 

the UKPF RMSE results, the AUKPF and the AEKPF had the next best results. 

This shows that the AUKPF and AEKPF can be used for filtering problems where 

there is a state vector as opposed to just a scalar. The AUKPF and AEKPF take
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more calculations, however, and having a larger state space compounds the number 

of total calculations needed. Hence, in situations where results are needed extremely 

quickly the AUKPF and AEKPF may not be the best choices.

The most influential variable on a simulation involving a particle filter is the num

ber of particles used. Using more particles in a simulation requires more calculations 

to be performed. Hence, using more particles requires more computation time. Con

sequently, using more particles allows for a more complete exploration of the state 

space and thus increases potential for better filter performance. The simulations 

showed that using as few as 1 0  particles, the particle filtering algorithms can produce 

results that are comparable to the EKF. Usually, though, using 100 particles increases 

the performance of the particle filters.

6.2 Contributions

This thesis begins introducing the Monte Carlo method, the main idea used in particle 

filters. This concept was illustrated with Buffon’s needle example. A numerical 

example was also used to show the Monte Carlo Integration method. Next, Gausss 

early work on linear regression is reviewed and used as a basis on which more modern 

filtering techniques are built. These filters include the Kalman filter, EKF, and the 

UKF.

Similar to the Kalman filter that took advantage of the computational power 

available during its day, the particle filter is too making the most of the currently 

available machines. The state of the art of particle filtering methods is reviewed 

including outlines and explanation of the generic and the auxiliary particle filter 

frameworks, choice of proposal densities, degeneracy, and re-sampling.

Two new particle filters are forged from the auxiliary particle framework using the
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EKF and UKF as proposal densities. Outlines of these filters are given. Additionally, 

these filters are compared to their predecessors.

The major contribution of this thesis is the collection of results comparing all the 

aforementioned filters. A series of simulations was conducted with different parame

ters and noise models to determine the strengths and weaknesses of the various filters. 

The main metric used to determine filter performance was RMSE. The first series of 

tests was run with a Gaussian noise term in the transition model. The number of 

particles used per simulation was varied; also the variance of the noise terms was also 

changed. The results of observation models with different degrees of nonlinearity were 

also presented. The second set of simulations was run on a transition model with a 

Gamma noise term. The performance of the filters with various numbers of parti

cles was examined. A third series of simulations was run on a transition model with 

Cauchy noise added to it. The effects of the large tails associated with the Cauchy 

noise distribution are observed. Additionally, the filters were applied to two more 

practical problems. The first was the stochastic volatility model commonly used in 

financial research. The second was a more traditional tracking application whereby 

the filters were used to track a target from a manoeuvring observer. An example 

of this situation would be two ships at sea using radar measurements. Unlike the 

previous experiments, this problem involved a state vector as opposed to the scalar 

case.

6.3 Recom mendations

The following are a list of recommendations to further the work started in this thesis.

• It was interesting to observe how the filters worked on first one dimensional 

problems, and then on two dimensional problems. In the future a three dimen
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sional system model could be tested.

•  The major difference in problems of different dimensions is the size of the state 

space. The filters should be applied to larger state spaces to examine the effects 

of accuracy and computational time.

• A fascinating problem that researchers axe currently applying particle filters to 

is the bearings only tracking problem. This is a tracking problem that is not 

always completely observable. The observer must manoeuvre in order to track 

the target. The newly proposed AUKPF and AEKPF filters could be applied 

to this problem.

• Another twist on the 2D tracking problem studied in this thesis is the tracking 

problem with complex target manoeuvring. In this case the problem may have 

elements of extreme nonlinearity and may also be non-stationary. Probabilistic 

jumps may occur in the targets tracks. This would add another element of 

difficulty to the problem.

• Stochastic control applications could be explored. For instance, the missile 

guidance problem where the particle filters are used to estimate the state and 

then the information is used in conjunction with control algorithms in order to 

move the observer closer to the target.

•  A more general problem yet to be solved is that of optimizing all parameters 

associated with the particle filters. For instance, the UKF based filters have 

alpha, beta, gamma, R, and Q that have to be set. Even just a set of rules to 

help determine these values would be useful.

•  Similarly to the aforementioned point, determining the number of particles is 

always still a problem. It is a trade off as more particles may lead to more
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accuracy, however, they require more computational time. Being able to link 

statistically the number of particles used to a particular performance level could 

be valuable tool.
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A ppendix A  

Basic Concepts of Stochastic  

Processes

A .l Introduction to  Random Variables

This section is motivated by the appendix attached to R.E. Kalman’s seminal paper

[33] from 1960 on the Kalman filter. Basic mathematical tools and notation that are 

used throughout the thesis are introduced for the convenience of the reader. This is 

a relatively short review for the elaborate topic known as stochastic processes. For 

more information, some good sources are [30, 57, 60, 23].

A. 1.1 Probability Space

Before introducing random variables we must discuss what is known as probability 

space. Probability space is denoted (<S, F , V) where S  is the sample space, T  is the 

event space, and V  is the probability measure. To understand what each of these 

terms means exactly, let us consider the mathematical language used to examine the 

outcome of a random experiment; for instance, the roll of a fair die. The sample
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space S  of an experiment is said to be the set of all possible outcomes. In the case of 

the die experiment, the sample space would be the set of all numbers found on the 

sides of the die, {1,2,3,4,5,6 }. Subsets of the sample space are known as events. For 

instance, rolling a {2 } is an event of the die experiment. All the relevant subsets of a 

random experiment make up the event space, T . The collection of subsets that make 

up an event space must be a cr-algebra, i.e., T  is closed under the complementation 

and countable union operations. Finally, the probability that an event takes place 

is a value assigned to an event by the probabilizty measure V. This is essentially a 

mapping from the event space to the real line with certain restrictions and properties. 

In the case of the die experiment, each event is mapped to a probability of 1/6. The 

probability space gives a complete description of the random model of the experiment 

in question.

There are three axioms that make up the properties of the probability measure. 

As presented in [23, 17], they are:

I. V(A) > 0  for any event A  £ (non-negativity)

II. V{S ) =  1, (finiteness)

III. If A i , A 2, A 3,... is a countably infinite sequence (cr-additivity) These

of pairwise disjoint events, then

P(U£iA) = E£iH4i)-
properties can be used to derive all the basic relations in probability theory.

A. 1.2 Defining a Random Variable

A random variable is a rule that assigns a value to every outcome of an experiment or 

chance event. Random variables can take on any mathematical entity, for instance, 

real or complex numbers. The random variables used throughout this thesis are 

real random variables. Referring back to the notion of probability spaces, we can

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



A.l Introduction to Random Variables 121

rigorously define a real random variable [23]:

A real random variable X  over a probability space (<S, T , V) is a function 

mapping S  to R  so that the inverse image of any interval (—0 0 , y\ (for all 

y G M) is an event, i.e., for all y GR,

(s|A (s) < y , s e S }  g T  (A.l)

It is also insightful to note that the sums, products, and functions of random variables 

are also random variables.

A random variable X  can be completely defined in a probabilistic sense by stating 

the probability that X  is less than or equal to some real constant x. This is known 

as the probability distribution function or cumulative distribution function (cdf) of 

the random variable X.  It is written

Fx (x) = V ( X < x ) .  (A.2)

The probability density function (pdf) px(x)  is the derivative of Fx(x) with respect

to x,

„  /v\ dFx (x) .
p x ( x )  =  - & T -  ( A 3 )

The pdf has two properties. First is that it is non-negative:

f x(x )  > 0. (A.4)

The second property of the pdf is that the area under the curve f x (x )  is unity:

/+00
f x(x)dx = 1. (A.5)

■OO
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Written in a more convenient fashion, the pdf/cdf relation is

F x (a)  =  f  p x ( x ) d x .  ( A . 6 )
J — OO

The cdf and pdf are powerful tools from probability theory that can be used to solve 

various mathematical problems.

Previously, we defined the events X  < x  and Y  < y  as having probabilities given 

by Fx(x) and Fy(y) respectively. Now we examine the chance of both events hap

pening. To do this we require that each of the random variables involved is defined 

on the same probability space. Furthermore, we define the joint distribution function

FXy(x,y) = V ( X < x , Y < y ) .  (A.7)

The joint distribution function shown above is for two random variables, however, it 

generalizes to any number of random variables. We can also define the joint density 

function
r\ 2

f x y { x , y )  =  Q ^ F X Y ( x , y ) -  ( A . 8 )

The joint density function can also be generalized for any number of random variables. 

A nice feature of the joint density function is that random variables can be “integrated 

out” in order to achieve marginal density functions. For instance, in the case of the 

random variables X and Y, we can attain the marginal density of X by integrating 

over Y

/OO

f x y { x , y ) d y .  (A.9)
■OO

Another term used frequently is independence. Two events A  =  { X  < x} and 

B =  { Y  < y} are said to be independent if their joint probability is equal to the
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product of their marginal probabilities, i.e.,

V{AB) = V(A)V(B).  (A.10)

Additionally, using the joint density function notation, the two random variables, X

and Y are said to be independent if

F xr{x ,y ) = Fx (x)FY(y). (A .ll)

A. 1.3 M athem atical Expectation

The expected value of a random variable (also known as the mean of expectation) 

is the average value of the random variable using the pdf as a weight. Using the 

Lebesque-Stieltjes integral the expected value of some random variable X is

/ OO poo
xdFx (x) =  /  xpx{x)dx. (A.12)

■OO J —OO

The expectation should not be confused with the node which is the value of the 

random variable corresponding to the largest pdf value, assuming such a value exists.

A. 1.4 M om ents

Moments provide a means to measure the distribution of a random variable. The set 

of moments of a random variable X  are defined as

mn = S[Xn] (A.13)
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where n > 0 and mn is the nth moment of X. Clearly the first moment is just the 

expectation of the random variable. Additionally, the central moment is defined as

^ £ [ ( X - E [ X \ ) n]. (A. 14)

The second central moment is a very important idea for random variables. It is known 

as the variance of the random variable. It essentially is the measure of the spread of 

the values about the mean of the random variable. Commonly the variance of the 

random variable X is denoted

var(X) =  a2x  = S[(X -  £[X])2]. (A.15)

Another term frequently referred to is the standard deviation. It is simply the square 

root of the variance, ax-

A .1.5 Joint M oments

The Joint moments of two random variables X and Y are defined as

P O O  P O O

m iJ = £[X%Y 3]=  /  fxY(x,y)dxdy  (A.16)
J OO J OO

for i , j  > 0. The order of the moment is i + j. The first and second order moments 

are the most widely used, they are:

m 0,i = £[Y] m lfi = 8[X] m 1A = S[XY). m0)2 =  £[Y2} m 2fi= £ [ X 2}. The 

moment m^i  is the correlation of X and Y. It is usually denoted Cor(X,Y).

Combining the results of the second order moments we can produce the correlation 

matrix of X and Y. It has the form
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R x y  —
m2,0 *7*1,1 

*7*1,1 77*0,2

£[X2} £[XY] 

£[XY] £[Y2}

In a similar fashion, the joint central moments of X and Y are defined

(A. 17)

with i , j  > 0 and i + j  as the order of the central moment. The second order joint 

central moments axe especially important. The central moment /* 1,1 has been coined 

the covariance of X and Y and is denoted Cov(X, Y). Notice the covariance and the 

correlation of random variable are related

Cov{X, Y)  =  Cor(X,Y) -  £{X]£[Y\. (A.18)

Using the second order central moments, we can produce the covariance matrix of X 

and Y

Ax y  =
( \  /

M2,o Mi.i

£71,1 Mo,2
£[(X -  £[X))2} £[{X -  £[X])(Y -  £[Y])]

£[(X -  £[X])(Y -  £[Y])} £[(Y -  £[Y])2]

\

A.2 Conditional Probability

Sometimes it is necessary to apply conditions on events in order to specify a prob

abilistic experiment. For instance, consider the famous “The Monte Hall Problem” 

from the “Let’s Make a Deal” television game show. During part of the show a con

testant guesses which of three large doors hides a cash prize. The host, Monte Hall, 

then reveals to the contestant who has just chosen a door, that the prize is not behind 

one of the unselected doors. Usually a goat of some sort is revealed. At this point
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Figure A.l: The Monte Hall Problem (artwork courtesy of cartalk.cars.com).

Hall offers the contestant the opportunity to change their guess to the remaining 

unopened door.

It is also at this point while sitting in their respective living rooms that many 

people have postulated if changing doors offers any advantage to the contestant. The 

naive game show philosopher usually comes to the conclusion that it cannot help the 

contestant to switch doors. Such a couch creature argues that after the door has 

been opened there are two doors left and that the prize is equally likely to be behind 

either one. Thus, there is no benefit to switching doors. Luckily, for the game show 

contestant, a grad student in a cage somewhere has come up with another slightly 

more intelligent solution to this problem of the ages. Using conditional probability, 

it can be shown that changing doors is probably advantageous to the contestant who 

prefers cash prizes to goats.

To show this we first must define the problem in a mathematical context. Let us 

name the doors a, b, and c. Then let there be three events A, B, and C. A is the 

event that the prize is behind door a. B is the event that the prize is behind door 

b, and finally, C is the event that the prize is behind door c. We will say that the 

contestant picks door a and that the host then reveals either B c or Cc, that is, that
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the prize is not behind door b, or that the prize is not behind door c. Again, let us 

assume that the host shows that there is no prize behind door b. In this case, we 

want to calculate

V{C  given the contestant picks A and that the host reveals B c).

Using the rule of conditional probability, one can reason that this is equivalent to

V(C  and the contestant picks A and the host reveals B c)
P(the contestant picks A and the host reveals B c)

To calculate this expression we must make assumptions about the game. The first 

assumption is that the host decides randomly which door to reveal if the contestant 

is correct with their initial choice. This is important because the event that the 

contestant can pick A and the host reveals B° can happen in two ways, either the 

prize is behind door a or door c. In that case,

"P(the contestant picks A and the host reveals B c) =

V(A  and the contestant picks A and the host reveals B c)

+V(C and the contestant picks A and the host reveals B c).
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For calculate the first term we again use the rule of conditional probability to get

P(A  and the contestant picks A and the host reveals B c) =

■p(the host reveals B c given A and the contestant picks A)

■V(A and the contestant picks A)
_ 1 1 

“  2 ’ 9
_  JL 
“  18

To calculate the second term we must make another assumption, that is that the 

hiding of the prize is independent of the contestant’s choice of a door. In that case,

if the prize is behind door c and the contestant picks a, this implies that the host

reveals that there is no prize behind door b. Then

V(C and the contestant picks A and the host reveals B c) =

V(the contestant picks A and the host reveals B c)
_ 1 1

~~ 3 ' 3 
_  1

“  9'

Putting these numbers together to solve the initial problem we see that the chance of
/1 \

getting the prize if the contestant switches doors is =  f • Since the probability
' 9  1 8 *

of selecting the correct door on the first guess is only | ,  the contestant gains an 

advantage by switching doors. The basic rules of conditional probability are discussed 

in the next section. They are very useful in the development of the particle filters 

discussed later in this thesis.
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A.2.1 Basic Relations of Conditional Probability

To define a conditional probability two events must be considered, for instance events 

A  and B. It is assumed that V{B) > 0. The conditional probability of A  given B is 

then

V(A\B) =  (A. 19)

where V(AB)  is the probability of both events A  and B occurring. Furthermore, 

let us assume that A  can be partitioned into A i , A 2, A 3,..., An with V{Ai) > 0  for 

all i, and that A  is the complete sample space, S. Using the additivity axiom of 

probability, the probability of event B is

V(B) = V W A u A ^ A s , . . . ^ ) )

= V(BAi) + V (BA2) +  • • • + V(BAn).  (A. 2 0 )

Using the conditional probability relation defined previously we get the Theorem of 

Total Probability

V(B) = V(B\A1)V(A1) +  • • • +  V (B \A jV (A n) .  (A.2 1 )

Consider now the conditional probability of one partition of A , say Ai . Assuming 

V{B) > 0,
P ( A |B) =  M . n w A ) .  (A22)

By applying the Theorem of Total Probability to the denominator we get

V(Ai\B) = __________ V{B\Ai)V{Ai)__________  2 3 )
H{At\B) + . . .  +  ‘p(B\An)V{An) 1 j
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which is known as Baye’s Rule. This is a famous result that is often used to relate 

conditional probabilities. It is used in this thesis in the work relating to the particle 

filters.

A .2.2 Conditional Functions

In this section we introduce the notions of distribution and density functions of ran

dom variables conditioned on events with non-zero probability. Consider the cdf of a 

random variable X conditioned on event M. with V (M )  > 0

J M 4 « )  =  T ( X  < x\M)  =  (A-24)

The pdf is then simply the derivative of the cdf

px (x\M) = JLfx {x \M). (A.25)

We can also extend the notion of expectation to cover the conditional case. Again, 

using the random variable X conditioned on event M  with V {M )  > 0

/OO poo
xdFx(x \M ) =  I xpx{x\M)dx.  (A.26)

•OO J  —OO

Furthermore, using the Theorem of Total Probability, the expectation of X can be 

expressed

£[X] = S i X ^ V i A ! )  + £[X\A2]V(A2) +  • • • +  £[X\An]V(An), (A.27)

where Ai,  A 2, .4 .3 , is a set of events with non-zero probability that partition S. 

When dealing with more than one random variable it becomes necessary to work
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with conditional distribution and density functions. Setting the event M  such that 

M  = { Y  < y} in Eqn A.2.2 we get that

Fx (x\Y < y)  = (A.28)

assuming, F y ( y )  ^  0. With a little work, the corresponding density function becomes

P M Y < y )  = P- ? ^  (A.29)

assuming, pY(y) ^  0. Using Eqn A.2.2 it is clear that the following relation holds

P x ( x \ Y  < y)pY(y) = pY(y\X < x)px (x). (A.30)

A.3 Stochastic Processes

A random variable is a rule that assigns a number to every outcome of an experi

ment. Similarly, a stochastic process is a rule that assigns a function to every out

come. Hence, a stochastic process is a collection of random variables indexed by the 

parameter set T,

{X t\t e T }  = X teT. (A.31)

The set T  is referred to as the parameter space. Meanwhile, the set of values that 

the random variables may assume for some t € T  is called the state space X.

A stochastic process, X t has a discrete state space if the corresponding family of 

random variables are discrete, otherwise, if the random variables are continuous, the 

process possesses a continuous state space. Similarly, if the parameter T  is discrete, 

(T  =  {1,2, ...,n} ,T  =  {1,2,...}), the stochastic process is a discrete parameter pro
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cess. If the parameter set T  is continuous, (T  =  [0, 1],T  =  { t : t  > 0}), the stochastic 

process is a continuous parameter process. Furthermore, a continuous state space, 

discrete parameter process is referred to as a random sequence, while a continuous 

state space, continuous parameter process is known as a stochastic process.

A realization of the process can occur for each X.  If the parameter set T  is 

discrete, the realization is a sample sequence, conversely, if the parameter set T  is 

continuous, the realization is a sample function. If both t and X  axe fixed, then X t 

is either a scalar or vector of scalars.

Many physical processes are modelled as stochastic processes...for example dis

crete: random walk...derive continuous: Brownian motion....used for stock market 

modelling, physics of a particle suspended in solution

Many physical processes are modelled as stochastic processes. Perhaps the sim

plest example is what is known as the random walk. An extremely basic version of 

the random walk is a path that is calculated as follows:

1 . A starting point is chosen.

2. The distance between any two points in the path is constant.

3. The direction the path takes from one point to another is random with each 

direction being equally probable.

After reviewing these rules it is easy to see why the random walk is sometimes referred 

to as the “drunkard’s walk.” It could easily be used to model the movements of a 

drunkard as he stumbles around town after leaving the local neighbourhood pub in 

the early hours of the morning.

Another common, yet, more complicated stochastic process that has proven to 

be very important is Brownian motion [8 , 35, 54, 62]. Brownian motion is named 

after the botanist Robert Brown. In 1828, Brown observed the irregular movement
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Figure A.2: A sample path of Brownian motion in two dimensions. (Image courtesy 
of http://classes.yale.edu/fractals/RandFrac/fBm/fBm.html.)

of pollen suspended in water. This random movement results in a diffusion of the 

pollen in the water.

■It was in 1905 that Einstein first postulated that the motion may be caused by 

the collisions of the particles under consideration with molecules of the surrounding 

medium. Furthermore, he showed that p x (x , t / x o) satisfies the partial differential 

equation
P in r fin

(A.32)dp =  r d2p 
dt dx2

where p x (x , t / x o) is the conditional pdf of X t+t0 given that X to = xq. Eqn A.3 is 

known as the diffusion equation. Heuristically, this can be shown as an extension of 

a symmetric random walk process. The symmetric random walk of the x-axis only 

allows the path to either increase or decrease a constant amount along the x-axis. For 

instance, if the step size is +1 and the path is currently at +3, the path can either go 

to +2 or +4 with the next step. Both cases, to +2 and +4 are equally likely. Using 

the symmetric random walk we define

1 1 
p k ( n  +  1 )  =  - p k + i ( n )  +  - P f e - i ( n ) (A.33)
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where p k ( n  + 1 ) is the probability that the particle is at point k in stage n+ 1  of the 

walk. This implies

1 1
p k ( n  +  1 )  -  P k { n )  =  - p k + i { n )  +  ~ P k - i { n )  -  pk(n)

= -  2pfc(n) + p fc_i(n)) (A.34)

Let A be the time between transitions and h be the length of each step, then 

P k h ( ( n  +  1)A) -  p*fc(nA) p(fc+i)fc(nA) -  2pkh(nA) +  p(fc_1)fc(nA)
A 2A

(A.35)

Taking the limits as A =  h2 —*■ 0 and n, k —» oo such that —> x  and n A  —> i we 

recognize the first term to be the first partial derivative with respect to time while 

the second term, from the method of finite differences, is an approximation to the 

second partial derivative with respect to x. Thus, using a symmetric random walk 

we have shown that p x {x , t /xo) satisfies the diffusion equation. It is known that the 

unique solution to the diffusion equation is

px(x, t / x 0) =  - ^ = e " i£̂ 2L (A.36)

which is a form of the Gaussian distribution (see section A.3.2). Brownian motion 

and its variations have many practical applications in modelling covering a broad 

range of subjects including option pricing, quantum field theory, and polymer physics 

[71].

A.3.1 Properties of Stochastic Processes

In the field of engineering, two of the most important characterizations of a stochastic 

process are the mean function and the autocorrelation function. Given a stochastic
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process X t, the mean function is defined

/OO

xdFx {t] x )
■OO

(A.37)

Meanwhile, given X t and ti, t2 € T,  the autocorrelation function is defined

R x( t i , t 2) =  S[XtlX t2] = cor(Xtl,X t2). (A.38)

Using the mean and autocorrelation functions, a third well known characterization 

can be defined. It is known as the auto-covariance function, denoted

A stochastic process is said to be uncorrelated if the auto-covariance is zero, i.e.,

Furthermore, if S[XtlX t2] =  0 then the stochastic process is said to be orthogonal. 

The statistics of a stochastic process may change with time. A stochastic process

version of a stationary stochastic process is stochastically equivalent to the original 

version. This is illustrated in Fig A.3, that was motivated by a similar schematic in 

[23]. There are certain restrictions governing the mean and autocorrelation functions 

of a stationary process. The mean function must remain the same with any time 

shift, and hence, is constant over a llt  £ T:

C x ( X t l , X t2) = cov(Xtl, X t2) =  R x ( X h , X t2) — rjx(ti)vx(t2)- (A.39)

£[XflXt2]= £ [X tl]£[Xt2]. (A.40)

is said to be stationary if the statistics do not change with time. A time shifted

m{t )  =  £[Xt] =  £[Xt+r] =  nx( t+T)  =  jj* . (A.41)
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Delay r

X,

Statistically
equivalent

> Xt.2

Figure A.3: A graphical interpretation of stationarity.

Similarly, we get

Rx(ti,  £2 ) =  £[Xtx X t2\ =  ^[Xtl-T^.t2-r] — R x (h  + T , t 2 + r) (A.42)

for the autocorrelation function when we apply a time shift. Setting the time shift 

r  =  —*i:

R x( t i , t 2) = Rx{0 ,h  — ti). (A.43)

This is a function of only one argument, thus, we can redefine the autocorrelation

function for a stationary process to be

Rx (r) = £[XtX t+r] = R x (t, t  +  r). (A.44)

A .3.2 Gaussian Processes

As we have seen, the characteristics of random variables are defined by their respective 

distribution functions. One of the most well known random variables is the Gaussian
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(or Normal) random variable. The Gaussian pdf is defined as

1 (s-m)2
Px(x ) =  /=— o exP (A.45)V27r a1

where is the mean of a2 is the variance. A common shorthand notation for a 

Gaussian random variable X is A  a2).

The graph of the Gaussian pdf is the well known bell curve. The Gaussian distri

bution’s importance in probability theory and statistics is made clear by the Central 

Limit Theorem which is discussed in section A.4.2.

A Gaussian process is a stochastic process X t^r  such that every finite linear combi

nation of the process is normally distributed. A Gaussian process is uniquely specified 

by its mean and autocorrelation functions. It is important to note that Gaussian ran

dom processes remain Gaussian processes under any linear transformation, however, 

this is not the case for nonlinear transformations.

It is quite frequent that models of physical or real-world systems come up short 

when trying to completely encapsulate the dynamics of a system. Unpredictable 

fluctuations ofter separates the real data from the simulation data. This is known as 

noise.

In many cases, white noise is used to model the real-world system’s noisy be

haviour. Mathematically, a white random sequence {X n, n =  1,2,3,...} is a Markov 

sequence whereby all the Xj’s are mutually independent, i.e.,

n x i /x j )  =  p(Xi) (i>j).

The realization of Xj  has no information that can help predict X i , and thus a white 

sequence is totally unpredictable. Various distributions can be used to model the 

noise, however, due to the Central Limit Theorem, section A.4.2, noise with a Gaus
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sian distribution is used most often. A noise sequence of this type is called a white 

Gaussian random sequence. Similarly, white noise can be defined for the continuous 

parameter case. Again, all the X t’s are mutually independent, and the white process 

X tej  is formally defined as:

V(Xt/ XT) =  v ( Xt) (£ > t  G T).

A .3.3 Markov Processes

A Markov process is defined as any discrete or continuous parameter stochastic process 

that satisfies

V {x tn < Xlxtl, . . .,xtn_1} = V i x t n ^ X / x t ^ }  (A.46)

where A is a real number, and T  is a parameter set such that {£* : £j < £i+i} 6  T. 

Basically, the Markov property stated above in Eqn A.46 says that the probability of 

transition from the current state of the system to a state in the future is independent

of how the system arrived in the current state. The assumption that systems are

Markovian will be made often throughout this thesis. The Markov property will be 

used most often in terms of density functions. Given £i < £2 < • ■ ■ < tn, the Markovian 

property is written

P{xtn/ x tl, . . .,xtn_ 1) =  (A.47)
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Using the conditional density function definition in conjunction with the Markov 

property:

therefore, the joint density function can be completely determined from an initial 

density, p(xtl , and the transitional probability densities, p(xt/ x T), for all {t > r}  £ T.

The famous Chapman-Kolmogorov Eqn A.49 also follows from the Markov prop

erty. Starting with the marginal density for p(xn/ x n- 2) and using the Markov prop

erty on the integrand:

P(xtn>~>xt i) =  p(xtn/ x tn̂ , . . . , x tl)p(xtn_1,.. .,xtl)

= p { ^ t j x tn_1)p{xtn_1)...,xtl)

= p(xtn/ x tri_1)p(xtn_1/xtn_2) - - -p (x tj x t 1)p(xtl), (A.48)

J p { x n/ x n-i ,  Xn—2)p(xn—\/Xn—2) dxn—i

(A.49)

More generally, by replacing x„ _ 2 by xm, m  < n — 2,

(A. 50)

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



A.4 Basic Statistical Properties of Random Variables 140

Next, by taking the expectation,

E\p(xn/ x mJ\ = E\ I p{xn/Xn—\)p{xn—\/Xjy )̂ dxn—-\\

J  p(jEn/3'n—l)p{3'n—l/3'm)p(,Xrri)dxn—\dxm
j “P fa n /E r i—l)p{p^n—l )  d x n—\. 

= P{Xn) (A.51)

Thus, given the initial condition of a system, its density Xq, the probability density 

of xn can be determined via the Chapman-Kolmogorov equation.

A.4 Basic Statistical Properties of Random Vari

ables

A.4.1 The Strong Law of Large Numbers

Prom a statistical approach, laws of large numbers suggest that the average of a set 

of random samples from a large population is likely to be similar to the mean of the 

whole population. In a probabilistic context, the Strong Law of Large numbers is 

as follows: Given a sequence of n  random variates, Xi, X2, ..., Xn, each with a finite 

expectation in a probability space, the Strong Law of Large Numbers is satisfied if:

where a.s. means converges almost surely, i.e., with probability one. If the random 

variates are identically distributed, and all have an expectation p, the Strong Law of

(A.52)

Reproduced with permission of the copyright owner. Further reproduction prohibited without permission.



A.4 Basic Statistical Properties of Random Variables 141

Figure A.4: Almost Surely - The probability of hitting any particular point on a 
dartboard with a dart is zero.

Large Numbers becomes:

-  Xk ^  A4- (A.53)
n U

Although misleading at first, the term almost surely can be clarified with a simple 

example. For instance, imagine a square dart board with unit area. The probability 

of a dart landing in any particular subregion of the dart board is the area of that 

subregion. The diagonal of the dart board is a particular subregion that has area 

equal to zero, so the probability of the dart landing on the diagonal is zero. However, 

the diagonal is not in the empty set, the dart is equally likely to land on any point 

on the dart board diagonal or not. Thus it can be said a dart thrown at the board 

will almost surely not land on the diagonal.

A .4.2 The Central Limit Theorem

According to Ross, the Central Limit Theorem challenges the Strong Law of Large 

Numbers for the honor of being probability theory’s number one result [60]. Given
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a sequence of independent, identically distributed random variables, X i , X 2, ..., each 

with mean fj, and variance a2, the Central Limit Theorem is that the distribution of

+  X 2 +  • • ■ +  X n +  TlfJ, 
oyfn

tends to the standard normal as n —* 0 0 . That is:

p rx, +x2 + ---+xn+v. < ai 1 r  dx (A54)

as n —> 0 0 .

Using white Gaussian noise to model system noise becomes clear with help from 

the Central Limit Theorem. Assuming the system noise is due to various sources 

impinging on a measuring device, the Central Limit Theorem implies that their su

perposition will be somewhat Gaussian.
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A ppendix B 

Generating Random  Num bers

B .l  Introduction

When conducting computer simulations random numbers (RN) are necessary in order 

to generate synthetic data. RNs are also one of the main elements of particle filters. 

Particle filters are not possible wihtout efficient random number generation. Similarly, 

most simulation software uses RNs. Programing languages often have built in routines 

to generate RNs. For instance, Matlab has the rand() function to produce random 

numbers according to a uniform distribution on the interval (0,1). This chapter 

introduces the main concepts in generating random numbers with a digital computer 

system.

B.2 Properties of Random Numbers

There are two statistical properties that a sequence of RNs R\, i?2 , Rz-, must have: 

uniformity and independence[6 ]. Consider a uniform distribution on (0,1). Unifor

mity implies that if the interval (0 , 1 ) is divided into n subintervals of length 1 /n
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then the expected number of observations in each interval is N /n  where N  is the 

total number of observations. The independence property means that the probability 

of observing a value in a particular subinterval in independent of all the previous 

observations.

Ideally RNs generated by computer algorithms would satisfy both of the unifor

mity and independence statistical properties. In reality, however, this is not the case. 

The next sections describe in detail how the built in Matlab routines generate RNs. 

Furthermore, how to generate random variates using the built in Matlab routines is 

also discussed.

B.3 Key Issues in Generating Pseudo-Random  

Numbers

As mentioned earlier, it is impossible to generate a truly random sequence. Thus, 

the goal of pseudo-random number generators (PRNG) is to create sequences of RNs 

that simulate the ideal properties of uniformity and independence as closely as pos

sible. Although a sequence of pseudo-random numbers (PRN)s may look random 

they are completely deterministic. In fact, the sequences of PRNs are generated by 

mathematical formulas. Conversely, a sequence of PRNs that looks random may not 

mimic the uniformity and independence properties very well. There are many tests 

that can be used to determine how well a PRNG works. Some of the common tests 

are frequency tests, runs tests, autocorrelation tests, gap tests, and the Poker test[6 ]. 

Similarly, there are many techniques to generate PRNs. The key issues every PRNG 

should address include:

• Speed - PRNG routines have to be quick. Many simulations require millions of
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random numbers or more.

•  Portability - The PRNG should work on many different computer architectures.

• Cycle Period - PRNGs have what is known as a period, that is, the numbers 

they generate cycle. The cycle period should be sufficient for the application. 

For example, if your application requires 100 random numbers then the period 

of the PRNG should be at least greater than 100. A long period is a valuable 

attribute for PRNGs to have.

• Replicability - When running simulations using sequences of random numbers 

that can be reproduced is valuable for debugging purposes and comparisons. 

Similarly, different starting points for the sequence are also desirable.

• Uniformity and Independence - The sequence of PRNs should closely approxi

mate the statistical properties of ideal RN sequences.

B.4 Generating Uniformly Distributed Pseudo- 

Random Numbers

B.4.1 The Linear Congruential M ethod

The Linear Congruential Method (LGM) is the the most widely used random number 

generator [6 ]. It was initially described by Lehmer in 1951 [47]. It is used to generate 

a pseudo-random sequence of integers Ri, R2, R3, on the interval (0, m  — 1). The 

main relationship of the LGM is

Ri+ 1 =  (aRi +  c) mod m, i =  0,1,2,... (B.l)
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where a is called the constant multiplier, c is known as the increment, and finally, 

m  is the modulus. To start generating a sequence of PRNs, the seed Ro must be 

chosen. Seeds are used in many PRNGs. They can be very useful when conducting 

experiments. For instance, to generate the same sequence of RNs in order to compare 

results of multiple experiemnts, the same seeds can be used in each simulation. The 

seed affectively defines a starting point for the RN sequence and since the generators 

are deterministic, the sequence will always be that same for a particular seed.

Selecting the values a, c, and m affects the statistical properties and cycle length 

of the sequence. The maximum period possible for the LGM is 26. This occurs when 

m  =  2 6, c ^  0  and is relatively prime to m (i.e., the greatest common factor of c and 

m  is 0 ), and a =  1 +  4k where k is an integer.

The following example illustrates how the LGM works. It is from [6 ]. The variables 

are set such that R 0 =  27, a =  17, c =  43, and m  =  100. Thus, in this example integer 

values between 0 and 99 will be produced. Random numbers uniformly distributed 

between 0  and 1 can be generated using the additional formula

i5  =  — ,*  =  1,2,3.... (B.2)
m

The algorithm works as follows:

• R q =  27

• Rx = (17 • 27 +  43) mod 100 =  2

R l  =  i o  =  O-O2

• R2 =  (17 • 2  +  43) mod 1 0 0  =  77 

^  = m  = 0-77

• R 3 = (17 ■ 777 +  43) mod 100 =  52
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•  . . .

B .4 .2 The Lagged Fibonacci Algorithm  w ith  the Shift Reg

ister Random Integer Scheme

Before Matlab 5, the uniform RNG was a conguential generator with parmarters: 

a = 75, c =  0, and m = 231 — 1 . Hence the period was just over 2 billion numbers. 

With the computational power available with the new hardware recetly developed, 

however, demand for a RNG with a larger period led Math Works to switch to a RNG 

with a larger period. The new algorthim is based on George Marsaglia’s work [51]. It 

does not use the congruential method. It is designed specifically to generate floating 

point numbers rather than integers. The rest of this section is dedicated to explaning 

how the algorithm works. For more details please see chapter 9 of [55]. The following 

description is based on that book chapter.

Rather than using an initial seed, the lagged Fibonacci generator has an initial 

state that is composed of 35 words of memory. Of the 35 words, 32 make up a cache 

of floating point numbers, z, between 0 and 1. The rest of the state is composed of 

two integers, i and j ,  and a borrow flag b. The integer i is restrained to be from 0 to 

31. The main equation of the generator is

Zi =  Zi + 20 -  zi+5 -  b (B.3)

such that the ith floating point number is the difference of two others. The indices i, 

i +  20, and i + 5 are interpreted as mod 32. If Zi is computed to be positive, b is set to 

zero for the next step. Alternatively, if is found to be negative it is made positive
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by adding 1 to it. It this case b is set to 2 ~ 53 for the next step.

As described, the aforementioned RNG has a period of approximately 21430. An

other bitwise logical operation is applied to increase the period further. The floating 

point fraction of Zi is XORed with the value j  in the state before Zi is returned. This 

makes it theoretically possible to generate any floating point number between 2 - 5 3  

and 1 — 2 ~53. Additionally, this bit fiddling set increases the period of the RNG 

to approximately 2 1492 (which leads some people to refer to it as the Christopher 

Columbus Generator).

B.5 Random Variate Generation

B.5.1 The Ziggurat M ethod: Gaussian D istribution

The Ziggurat method is a sophisticated table lookup routine developed by Marsaglia 

and Tsang [50]. It is named after the ancient Mesopotamian terraced temple mounds 

that resemble two-dimensional step functions. There are two main components of the 

Ziggurat algorithm: initialization and generation.

The initialization stage is used to approximate the pdf of the Gaussian distribution 

with N  horrizontal rectangles, each with equal areas. This stage only needs to be 

completed once. An illustation is shown in Fig B.l. There are two sets of data that 

need to be calculated and kept in a table. The first is the set of the right-hand edges 

of the rectangles, indicated by circles in Fig B.l. The second is the set of cr’s that 

represent fractional areas calculated a*, =  Zk-i/zk- Once the data for the table is 

calculated the rountine to calculate Gaussian random numbers is computationally 

simple. First a random integer J  between 1 and N  is calculated. Also, a uniform 

random number U between -1 and 1 is calculated. A test to see if U lies in the core 

of the Jth section is conducted, (abs(U) < aj). If U does lie in the core then return
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1.00

0.45

0.14

0.74 1.03 1.26 1.49 1.72 1.98 2.34

Figure B.l: An illustration of the Ziggurat method with N  =  8 . The cirlces represent 
the 2  points. (Image from: http://www.mathworks.com/moler/random.pdf [55])

Uzj.

This method returns Gaussian distributed random numbers 97 of the time when 

N  = 128 [55]. Computationally, the Ziggurat method provided by Maltab randnO 

is equivallent to the uniform random number generator provided by Matlab rand().

B .5 .2 The Acceptance-Rejection Technique: Gamma D istri

bution

The idea of the Acceptance-Rejection technique is to generate a RN and then either 

accept or reject it based on some condition. The acception/rejection step helps make 

the random variate follow a specific distribution. The efficiency of this algorithm 

depends on how many rejections are made. The steps to generate a Gamma random 

variate, X  ~  Ga(a, /?), are as follows [6 ]:
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Compute a =  (2a 1) 2 , b =  2a — ln(4) +  \

•  Generate RNs R\  and R2

2
Compute X  =  a  j  

If X  > b — ) reject X, else use X as variate

• Set X  =

B .5 .3 Inverse Transform Technique: Cauchy Distribution

The Inverse Transform technique is a relavtively straight forward method that can 

be applied to any random distribution that has a closed form inverse CDF. Exam

ples of such distrbutions include exponential, Weibull, and triangular distributions. 

Examples of distributions who do not include the Gaussian and Gamma distribution. 

The idea of the Inverse Transform method is to set a variable R  equal to the CDF of 

the random variable, i.e., R  =  F(X).  The to solve the equation in terms of R such 

that X  =  F~1(R). By drawing random numbers Ri, R2, Rz- - the random variates, 

X i) can then be calculated as

Xi =  F - \ R i ) .  (B.4)

In terms of the Cauchy distribution, the CDF is calcutated as

1 arctar^2^ ^ )
n*) = * + — (B-5)z  7r

Hence, using the Inverse Transform method the random variates are

Xi  =  xQ +  7 tan (B.6 )
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